40 Gb/s Data Transmission Over a 1-m-Long Multimode Polymer Spiral Waveguide for Board-Level Optical Interconnects

Nikolaos Bamiedakis, Jian Chen, Petter Westbergh, Johan S. Gustavsson, Anders Larsson, Fellow, IEEE, Richard V. Penty, Senior Member, IEEE, and Ian H. White, Fellow, IEEE

Abstract—Optical interconnects have attracted considerable attention for use in short-reach communication links within high-performance electronic systems, such as data centers, supercomputers, and data storage systems. Multimode polymer waveguides, in particular, constitute an attractive technology for use in board-level interconnects as they can be cost-effectively integrated onto standard PCBs and allow system assembly with relaxed alignment tolerances. However, their highly multimoded nature raises important concerns about their bandwidth limitations and their potential to support very high on-board data rates. In this paper, we report record error-free (BER < 10^{-12}) 40 Gb/s data transmission over a 1-m-long multimode polymer spiral waveguide and present thorough studies on the waveguide bandwidth performance. The frequency response of the waveguide is investigated under a wide range of launch conditions and in the presence of input spatial offsets, which are expected to be highly-likely in real-world systems. A robust bandwidth performance is observed with a bandwidth-length product of at least 35 GHz×m for all launch conditions studied. The reported results clearly demonstrate the potential of this technology for use in board-level interconnects, and indicate that data rates of at least 40 Gb/s are feasible over waveguide lengths of 1 m.

Index Terms—Board-level optical interconnects, multimode waveguides, polymer waveguides, waveguide bandwidth.

I. INTRODUCTION

Optical technologies have attracted considerable interest in recent years for use in short-reach communication links. Conventional copper-based interconnection technologies struggle to keep up with the ever increasing demand for interconnection bandwidth in high-performance electronic systems, such as data centres, supercomputers and data storage systems [1]–[3]. The inherent disadvantages of copper-based interconnects when operating at high data rates, such as electromagnetic interference (EMI), limited bandwidth and large power consumption, have led to the consideration of the use of optical technologies in high-speed board-level communication links [4]–[7]. Optics can offer large bandwidths, immunity to EMI, reduced power consumption and relaxed thermal management requirements. Active optical cables have already successfully penetrated in rack-to-rack interconnection links (lengths 1–10 m) replacing copper cables and are also increasingly being used inside the rack [8], [9]. For shorter communication links (<1 m) various optical technologies have been proposed and are currently being developed, including fibre [10]–[12] and planar waveguide [13]–[17] technologies, free-space optical interconnects [18], [19], plasmonics [20]–[22] and Si photonics [23], [24]. However, important challenges for their adoption in real-world systems still remain including the cost-efficient integration of optics and electronics onto standard printed circuit boards (PCBs) and within electronic modules, and the development of appropriate system architectures.

Multimode polymer waveguides are a promising candidate for use in board-level interconnections as they can be directly integrated onto PCBs and offer relaxed alignment tolerances in the system assembly owing to their relatively large dimensions [25]–[27]. Various waveguide-based system demonstrators have been reported in recent years featuring large number of parallel polymer waveguides and achieving high aggregate data capacities of ~1 Tb/s [3], [28], [29]. The typical dimensions of the waveguides employed in the demonstrated optical interconnection systems are in the range of 30 to 70 µm, while the refractive index step ∆n used is ~0.02–0.03. These values enable 1 dB alignment tolerances of ~ ±10 µm and good compatibility with standard multimode fibre (MMF) patchcords and vertical-cavity surface-emitting lasers (VCSELs). VCSELs are the main sources of interest for such applications since they are sufficiently low-cost, can be formed in large arrays, exhibit large bandwidth and low threshold current and don’t require any temperature control for reliable operation [30]. In recent years, there has been a continuous improvement in their high-speed performance with most recent reports demonstrating up to 64 Gb/s direct modulation operation [30]–[33]. These improvements however, in conjunction with the highly-multimoded nature of the polymer waveguides, raise important questions about the bandwidth limits of this technology for high-speed board-level optical interconnects and its capability to support high data rates over distances beyond few tens of centimetres. Moreover, the technological requirement for cost-efficient assembly and connectorisation of opto-electronic (OE) PCBs further generates concerns over the robustness of the waveguide bandwidth performance as large spatial offsets are expected to

This work is licensed under a Creative Commons Attribution 3.0 License. For more information, see http://creativecommons.org/licenses/by/3.0/

Manuscript received August 15, 2014; revised October 16, 2014 and November 6, 2014; accepted November 10, 2014. Date of publication November 20, 2014; date of current version February 20, 2015. This work was supported in part by the U.K. EPSRC through the Center for Advanced Photonics and Electronics, and the Swedish Foundation for Strategic Research.

N. Bamiedakis, J. Chen, R. V. Penty, and I. H. White are with the Electrical Engineering Division, Engineering Department, University of Cambridge, CB30FA Cambridge, U.K. (e-mail: nb301@cam.ac.uk; jc791@cam.ac.uk; rvp11@cam.ac.uk; ihw3@cam.ac.uk).

P. Westbergh, J. S. Gustavsson, and A. Larsson are with the Photonics Laboratory, Department of Microtechnology and Nanoscience, Chalmers University of Technology, SE-412 96 Göteborg, Sweden (e-mail: petter.westbergh@chalmers.se; johan.gustavsson@chalmers.se; anders.larsson@chalmers.se).

Color versions of one or more of the figures in this paper are available online at http://ieeexplore.ieee.org.

Digital Object Identifier 10.1109/JLT.2014.2371491
be highly-likely in real-world optically-interconnected systems. In order to address these concerns, the use of single mode waveguides for such applications has been proposed [34]–[36]. Single-mode waveguide technology can offer important performance advantages over multimode waveguides, namely large bandwidth and accurate mode control, but does not match well the application requirements (relaxed fabrication and alignment tolerances, cost-effective assembly and packaging, compatibility with low-cost sources such as MM VCSELs).

Some studies on the bandwidth performance of multimode polymer waveguides have been published [37]–[40], but these have been focussed on restricted launch conditions [37], [38], [40] or on graded-index waveguides [39]. Moreover, limited number of data transmission experiments on relatively long (≥ 1 m) multimode polymer waveguides have been reported [27], [39], [41]–[43], with demonstrated data rates being up to 12.5 Gb/s. We have recently presented thorough bandwidth studies on a 1.4 m long polymer multimode spiral waveguide and reported a bandwidth-length product of at least 25 GHz×m, even under overfilled launch conditions [44]. Moreover, we have demonstrated error-free (BER < 10^{-12}) 25 Gb/s data transmission over this relatively long waveguide [45]. The high-speed performance of this particular waveguide link was however power-limited rather than bandwidth-limited due to the non-optimised loss performance of the spiral waveguide structure. In this paper, we utilise a new 1 m long polymer multimode spiral waveguide with improved loss characteristics and demonstrate record error-free (BER < 10^{-12}) 40 Gb/s data transmission over such a waveguide length. The bandwidth performance of this long polymer multimode waveguide is studied under various launch conditions and in the presence of spatial input offsets. The obtained results indicate a bandwidth-length product of at least 35 GHz×m for all launch conditions studied and a robust waveguide performance in the presence of input offsets.

The results demonstrate the potential of this technology for use in board-level optical interconnects at data rates of 40 Gb/s or higher and address concerns about its suitability for use in next-generation high-performance electronic systems. The improvement achieved over the previously published result of 25 Gb/s in [44] is significant (1.6 times better) indicating that large aggregate capacity interconnections (≥1 Tb/s) could be achieved with a significantly reduced number of links, OE components and required board area. Moreover, the reported bandwidth measurements demonstrate that there is enough bandwidth to support 40 Gb/s or even higher data rates over such multimode waveguides and suggest that power budget, rather than bandwidth, becomes the important parameter for the implementation of such high-speed links in real-world systems. In the following sections, the polymer multimode spiral waveguide employed in this work is presented in Section II, the bandwidth studies carried out on the waveguide are described in Section III and the data transmission experiments are reported in Section IV. Section V briefly discusses the theoretical bandwidth limit of such multimode waveguides, while Section VI provides the conclusions.

II. 1m LONG MULTIMODE POLYMER SPIRAL WAVEGUIDE

The spiral waveguide employed in this work is fabricated from silicone polymer materials developed by Dow Corning [Dow Corning WG-1020 Optical Waveguide Core and Dow Corning OJ-4141 Cured Optical Elastomer (cladding)]. These polymer materials have been appropriately engineered to fit the application requirements and allow direct integration of the waveguides onto standard PCBs [13]. The materials can withstand the temperatures in excess of 250 °C required for solder reflow processes and exhibit low loss of ~0.04 dB/cm at the 850 nm data communications wavelength [13], [46], [47]. The refractive index of the core and cladding materials is ~1.52 and 1.50 respectively at 850 nm. The spiral waveguide structure has a length of 105.5 cm and is fabricated on an 8-in silicon wafer with conventional photolithography [48]. The waveguide core has a cross section of approximately 32 × 50 μm² while the waveguide facets are exposed with a dicing saw. No polishing steps are carried out to improve the quality of the waveguide facets. Fig. 1 shows photographs of the spiral waveguide illuminated with red light and the waveguide output facet.

III. BANDWIDTH STUDIES

The bandwidth performance of the 1 m long spiral waveguide is assessed under varying launch conditions and in the presence of spatial input offsets. In order to obtain the waveguide frequency response, the frequency response of the optical link with and without (i.e., back-to-back) the waveguide is recorded for each launch condition and input position. By subtracting the two obtained responses, the frequency response of the waveguide can be extracted.

A. Input Launch Conditions and Experimental Setup

The launch conditions studied cover a wide range of input conditions likely to be encountered in real-world systems and range from restricted to practically overfilled launches: (i) 4/125 μm SMF, (ii) “typical” 50/125 μm MMF [numerical aperture (NA) of 0.2], (iii) a “quasi-overfilled” 50/125 μm MMF, (iv) a 100/140 μm MMF (NA of 0.29). In general, overfilled launches are expected to couple larger percentage of optical power to higher order modes at the waveguide input and therefore, result in increased multimode dispersion and reduced waveguide bandwidth. Restricted launch conditions typically exhibit larger bandwidths but can lead to significant performance variations for different input positions. Spatial input offsets result in the excitation of different mode groups at the waveguide input and therefore, varying levels of multimode dispersion can be obtained.
at the waveguide output. As a result, for each launch condition, the waveguide frequency response is also studied for different positions of the input fibre in order to assess the robustness of the waveguide bandwidth performance. Although the results presented in the following sections are obtained for horizontal input offsets, similar plots and behaviour have also been obtained for vertical offsets.

More specifically, the 4/125 μm SMF input is employed at waveguide input to generate a restricted launch condition into the waveguide. The small size of the fibre core ensures real single-mode fibre operation at 850 nm and results in the excitation of small number of modes at the waveguide input. The “typical” 50/125 μm MMF launch consists of coupling light from the VCSEL source into the waveguide via a 50/125 μm MMF patchcord without the use of any launch conditioning elements. Such a launch is expected to be encountered in real-world systems and in short MMF-waveguide interfaces and connectors. The “quasi-overfilled” 50/125 μm MMF launch is achieved using a mode mixer that generates a more uniform power distribution inside the input fibre. This launch can provide a useful insight in the waveguide behaviour when a larger volume of modes is excited at its input. Finally, the use of the 100/140 μm MMF generates a practically overfilled launch condition at the waveguide input and can therefore be considered to be a “worst-case” launch condition into the waveguide as far as multimode dispersion is concerned.

The basic link setup used in the $S_{21}$ measurements is shown in Fig. 2. An 850 nm VCSEL with a bandwidth of ~25 GHz [32] is employed as the light source while a fibre-coupled 30 GHz photodiode (PD) (VI D30-850M) is used as the receiver. A cleaved fibre [9/125 μm SMF for launch condition (i), 50/125 μm MMF for launch conditions (ii) and (iii), or 100/140 μm MMF for launch condition (iv)] is used to collect the VCSEL emitted light. Another cleaved fibre of the appropriate type is employed to couple the light into the spiral waveguide. For the overfilled launch conditions (ii) and (iv), a mode mixer (Newport FM-1) is used before the waveguide. The far-field intensity profile of the input fibre is measured and the near-field profile at the waveguide input is compared with that obtained when an output fibre for the different launch conditions studied: (b) 4 μm SMF, (c) “typical” 50 μm MMF, (d) “quasi-overfilled” 50 μm MMF and (e) 100 μm MMF. The results suggest that the mode selective loss due to the use of the 50 μm MMF at the waveguide output is very low and therefore, it should not have an important effect on the dispersion measurements. It is believed that the spiral structure of the waveguide facets to minimise Fresnel losses and scattering losses due to facet surface roughness. A vector network analyzer (Agilent 8722ET) is used to measure the $S_{21}$ frequency response of the waveguide and back-to-back link. The RF signal is fed to the VCSEL via a high-bandwidth bias tee and a 40 GHz RF probe, while the electrical signal received at the PD end is amplified with a 40 GHz RF amplifier. A multimode variable optical attenuator (MM VOA, Agilent NA7766A) is inserted in the back-to-back link in order to adjust the received optical power to similar levels as the ones obtained for the respective waveguide link. The total insertion loss of the 1 m long spiral waveguide is measured to be 8.2, 9.3, 10 and 12.5 dB for the 4/125 μm SMF, “typical” 50/125 μm MMF, “quasi-overfilled” 50/125 μm MMF and 100/140 μm MMF input respectively. This includes the input and output coupling loss and the propagation loss of the spiral waveguide. The loss performance of this spiral waveguide is significantly improved over that of the 1.4 m long spiral waveguide employed in [44] (~6 dB lower) offering therefore a larger power budget in the link for high-speed data transmission.

It should be noted that the use of the 50/125 μm MMF (NA of 0.2) at the waveguide output is not ideal for the bandwidth measurements as the fibre has a slightly smaller NA than that of the waveguide (NA ~0.25). Its use in the experiments however cannot be avoided as the high-bandwidth PD has a similar (50/125 μm OM3 MMF) fibre-coupled input. This can result in the suppression of the power received at the waveguide output from higher-order modes and therefore, in reduced observed dispersion. In order to assess this effect on the measurements, the optical power received with the 50/125 μm MMF (NA: 0.2) at the waveguide output is compared with that obtained when a higher-order modes and therefore, in reduced observed dispersion. In order to assess this effect on the measurements, the optical power received with the 50/125 μm MMF (NA: 0.2) at the waveguide output is compared with that obtained when an output fibre with larger dimensions and NA is used (100/140 μm MMF with an NA of 0.29). The input type is chosen to be the “quasi-overfilled” 50/125 μm MMF and the 100/140 μm MMF inputs, as these launch conditions are relatively overfilled and therefore, ensure that considerable optical power is coupled to higher-order modes at the waveguide input. The power received at the waveguide output is recorded for varying positions of the input fibre for both types of output fibre and the obtained normalised plots are compared (Fig. 4). Any significant difference between the two should indicate high mode selective loss at the waveguide output due to the use of the 50 μm MMF with the smaller NA.

Fig. 4 indicates a very small difference between the power variation plots obtained for the two fibres employed at the waveguide output and for both launch conditions studied. The results suggest that the mode selective loss due to the use of the 50/125 μm MMF at the waveguide output is very low and therefore, it should not have an important effect on the dispersion measurements.
waveguide suppresses the very high order modes that would not couple efficiently to the 50/125 μm MMF output fibre and therefore the effect is minimal. Moreover, the refractive index profile of the waveguide exhibits some graded variation near the waveguide edges. As a result, the fabricated waveguide is believed to have an NA smaller than expected and support fewer waveguide modes than the respective step-index waveguide with identical dimensions. Similar observations have been made on other waveguide samples fabricated from the same polymer materials and it has been found that this refractive index variation depends on the fabrication conditions [49]. A more thorough analysis is underway to characterise the obtained refractive index profiles and assess their effect on the light guiding properties of the fabricated waveguides. Accurate control of the waveguide refractive index profile by adjusting the fabrication parameters can enable dispersion engineering according to the application requirements.

B. Waveguide Frequency Response

The obtained waveguide frequency responses for the different launch conditions and input positions are shown in Fig. 5. The 4/125 μm SMF launch yields a flat frequency response for a well-aligned input up to the 35 GHz instrumentation limit. Spatial offsets result in a slight degradation of the bandwidth performance due to the excitation of higher order modes at the waveguide input, but no significant transmission impairments are observed up to the 35 GHz instrumentation limit. More overfilled launch conditions result in a reduced (less flat) frequency response as expected, due to the coupling of larger optical power to higher order modes at the waveguide input. In all cases however, the 3 dB frequency is beyond the instrumentation limit of 35 GHz, yielding a bandwidth-length product of at least 35 GHz×m for all launch conditions studied and in the presence of input offsets. The observed waveguide bandwidth performance indicates that the transmission of data rates of 40 Gb/s or higher over such long waveguide structures is possible without any significant transmission impairments.

When comparing the frequency response plots in Fig. 5 with the ones obtained from the slightly longer, but more lossy, spiral waveguide reported in [44], it can be noticed that the curves shown here are less flat. This indicates that the spiral waveguide studied here exhibits slightly larger multimode dispersion than the older non-optimised spiral waveguide sample. The observed difference can potentially be justified by the different spiral structure and bending loss performance of the two waveguide samples. The older spiral sample exhibits higher bending losses than the newer optimised spiral employed here, and as a result, higher-order modes may get more suppressed in the former than in the latter as they propagate along the structure. Consequently, slightly increased multimode dispersion would be expected in the newer spiral waveguide, justifying therefore the observed difference in the shape of the obtained frequency responses.
responses. This observation illustrates an important trade-off in waveguide layout design as the use of relatively lossy waveguide bends might offer improved bandwidth performance at the cost of some additional optical loss.

C. Near Field Images and Far-Field Profiles

Near field images and far-field profiles of the waveguide output are recorded for the different launch conditions and for varying input offsets. These provide some insight on the mode propagation inside the waveguide. Samples of the obtained near-field images are shown in Fig. 6. It can be observed that for the 4/125 μm SMF input, despite being a highly-restricted launch, a significant number of mode groups are noticed at the waveguide output. This can be attributed to the spiral structure and long length of the waveguide and mode mixing inside the waveguide due to surface roughness and local imperfections. As expected, for the other types of MMF input with increasing overfilled launch conditions, a more uniform output power distribution is observed at the waveguide output and a reduced speckle contrast. Although spatial input offsets result in some power redistribution at the waveguide output, the changes observed in the images are not significant, justifying therefore the similarities in the shape of the frequency responses obtained across input offsets.

Far-field profiles of the waveguide output are also recorded and a few plots obtained for the different input fibres and launch positions are shown in Figs. 7 and 8. The obtained results agree with the observations on mode power distribution inside the waveguide made above. The SMF input results in the narrower far-field beam profile at the waveguide output, indicating therefore the excitation of a small group of modes at the waveguide input, while the 100 μm MMF input yields the widest profile (Fig. 7). Moreover, no significant changes in the far-field profile are observed at the waveguide output for the different positions of the input fibre when MMF launches are employed at the waveguide input (Fig. 8). The 5% intensity value (−13 dB) is noted in the plots for clarity.

IV. HIGH-SPEED DATA TRANSMISSION EXPERIMENTS

The setup used for the data transmission experiments is shown in Fig. 9. The VNA is replaced with a bit-error-rate (BER) test set (Anritsu MP18000A) and a digital communication analyser (Agilent Infiniium 86100A). The VCSEL is directly modulated by a short 2^7 − 1 pseudorandom bit sequence in order to emulate the short run codes typically employed in data communication links (e.g., 8B10B). A pair of 16 × microscope objectives (NA of 0.32) is used to couple the light into the waveguide to minimise coupling losses, while the 50/125 μm MMF is used at the waveguide output. The total insertion loss of the 1 m long spiral waveguide is measured to be 9 dB. The respective back-to-back link without the spiral waveguide is also setup and tested. The MVOA is used to adjust the average optical power level at the receiver end and introduce optical loss in the back-to-back link which is comparable to the insertion loss of the waveguide.

The data transmission experiments are carried out at 25, 36 and 40 Gb/s. The VCSEL operating conditions (current bias, modulation amplitude) are slightly adjusted for each data rate in order to obtain optimum link performance. The received eye diagrams for the waveguide and back-to-back link are shown in Fig. 10. Open eye diagrams are obtained for all data rates, while minimum additional dispersion and noise can be observed in the link due to the insertion of the waveguide. The relative eye closure observed in the recorded eye diagrams at 36 and 40 Gb/s is due to the bandwidth limitation of the active devices in the link and can be noticed in both the waveguide and back-to-back link.

BER measurements are also carried out on both optical links. For all data rates, error-free (BER < 10^-12) data transmission is achieved over the waveguide link. The obtained BER curves as a function of the average received optical power are shown in
launch to $\sim 150 \text{GHz} \times \text{m}$ for a highly-restricted launch. The large bandwidth-length product values obtained for restricted launches have been experimentally verified as most of the studies reported have employed such launches (e.g., SMF inputs) [37], [38], [40]. However, limited experimental work on waveguide bandwidth has been reported with MMF or more overfilled launches, and these experiments show much larger bandwidth-length products than simulation would predict [39], [44]. As mentioned above, variations in the shape of the refractive index profile and waveguide structures such as long large-radius bends, such as in the spiral waveguide employed here, can have a beneficial effect on the obtained waveguide bandwidth. Mode mixing can also significantly affect the observed bandwidth performance [37]. A basic waveguide model is therefore inadequate to properly estimate the waveguide bandwidth. A detailed study is underway to correlate the experimentally-observed bandwidth results with an accurate waveguide model.

VI. CONCLUSION

Multimode polymer waveguides have attracted considerable attention for use in board-level optical interconnections as they allow direct integration onto low-cost PCBs and enable cost-effective system assembly. The relatively waveguide large dimensions (width: 30 to 70 $\mu\text{m}$) and numerical aperture (NA: 0.2–0.3) typically employed in such OE PCBs, in conjunction with the continuous improvement in bandwidth performance of VCSELs, raise however important questions on the bandwidth limitations of this technology and its capability to support very high data rates. Bandwidth studies on a 1 m long multimode spiral waveguide demonstrate a bandwidth-length product of at least 35 $\text{GHz} \times \text{m}$ for even overfilled launch conditions and a robust bandwidth performance in the presence of input offsets. Record error-free (BER $< 10^{-12}$) 40 Gb/s data transmission is demonstrated over this 1 m long polymer waveguide with a small power penalty of 0.85 dB for a $10^{-9}$ BER. The reported results address the concerns about the potential of this technology for use in very high speed board-level interconnections and clearly demonstrate their capability to support data rates of at least 40 Gb/s over distances of 1 m.

ACKNOWLEDGMENT

The authors would like to thank Dow Corning Corporation for the provision of the waveguide sample and IQE Europe for the provision of the epitaxial material used for VCSEL fabrication.

REFERENCES


Authors’ biographies not available at the time of publication.