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Abstract
In this thesis we study new anisotropic variational regularisers and partial differential
equations (PDEs) for solving inverse imaging problems that arise in a variety of real-world
applications.
Firstly, we introduce a new anisotropic higher-order total directional variation regulariser. We describe both the theoretical and the numerical details for its use within
a variational formulation for solving inverse problems and give examples for the reconstruction of noisy images and videos, image zooming and the interpolation of scattered
surface data.
Secondly, we focus on a non-symmetric drift-diffusion equation, called osmosis. We
propose an efficient numerical implementation of the osmosis equation, based on alternate
directions and operator splitting techniques. We study their scale-space properties and
show their efficiency in processing large images. Moreover, we generalise the osmosis
equation to accommodate suitable directional information: this modification turns out
to be useful to correct for the well-known blurring artefacts the original osmosis model
introduces when applied to shadow removal in images.
Last but not least, we explore applications of variational models and PDEs to cultural
heritage conservation. We develop a new non-invasive technique that uses multi-modal
imaging for detecting sub-superficial defects in fresco walls at sub-millimetre precision. We
correct light-inhomogeneities in these imaging measurements that are due to measurement
errors via osmosis filtering, in particular making use of the efficient computational schemes
that we introduced before for dealing with the large-scale nature of these measurements.
Finally, we propose a semi-supervised workflow for the detection and inpainting of defects
in damaged illuminated manuscripts.
Keywords: Total directional variation, anisotropic diffusion, osmosis filter, cultural
heritage conservation, primal-dual hybrid gradient, dimensional splitting, inverse problems, image denoising, video denoising, image zooming, surface interpolation, digital
elevation maps, shadow removal, thermal quasi-reflectography, non-destructive imaging,
dual-mode mid-infrared imaging, inpainting, illuminated manuscripts.
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Chapter 1
Introduction
This chapter is intended for a non-expert audience as a companion guide towards the
mathematical description of trending topics in image analysis. The aim is to furnish the
reader with some basic notions when thinking of an image as a mathematical object and
describing common challenges in the image processing community.
The practice of recording shapes into a physical support reflects the need of understanding the surrounding space-time environment: it increases the self-awareness and
provides a supporting evidence for the presence of human life. Therefore, it is essential
to understand the recording procedures as well as modern approaches for the digital
restoration of corrupted imaging data.
In Section 1.1 we summarise the main steps in the history of photography. In
Section 1.2 we describe an image from a mathematical point of view and in Section 1.3
we point out why the mathematical manipulation of images is of interest for real life
applications. We introduce some famous mathematical equations and tools in image
processing which serve as a background for this thesis. Finally, we summarise in Section 1.4
the main contributions of this thesis, organised as described in Section 1.5.

1.1

A brief history of photography

In what follows, we take a short tour in the history of photography, from analogue to
digital images, emphasising the fact that digital image processing is a young research
field, born in the second part of the XX century with the advent of computers and digital
photographic equipment.
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Before photography

First examples of artwork crafted by humans is usually associated with cave paintings
deptiction of more than 60,000 years ago, e.g. the prehistoric Maltravieso cave in Cáceres,
Spain, c.f. Figure 1.1. They represent the first attempts of scenes seen through a human
eye, elaborated by a brain and recorded on a physical support. In digital photography,
all these steps are still at the core of the production of modern digital images, where the
human eye is substituted by a camera lens, the brain by an electronic circuit and the
physical support by a digital file: luckily, all the creativities and the imaginations behind
these technical processes still belong in the human sphere.

(a) Altamira cave.
Museum of Altamira, Spain (ca. 30,000 B.C.).
Photo by Museum de Altamira (Wikimedia)

(b) Cuevas de las Manos.
Santa Cruz, Argentina (ca. 7,300 B.C.).
Photo by Mariano (Wikimedia)

Figure 1.1: Examples of cave paintings.

More progress is due to happen before reaching the digital era: a big step forward
was the invention of the camera obscura, where a ray of light passing through a pinhole
of a dark room can project the external scene on the interior wall but inverted, see
Figure 1.2a. This geometrical phenomenon, firstly observed in the Chinese Mozi book in
the 4th century B.C., was described in the Problems book by Aristotle and in the Optics
book by Euclid. The camera obscura facilitated the workflow of painting realistic scenes:
among others, Canaletto mastered the camera obscura technique and produced popular
vedute (panorama views) of Venice, Rome and London, see Figure 1.2b.
However, each artwork was unique and unrepeatable till the 19th century, when the
studies of optical geometry, chemistry and engineering reached a suitable level leading
to the invention of photography, a name with roots in the ancient Greek words φωτός
(phōtos) and γραφή (graphé), meaning drawing with light.
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(a) Twelve hole camera obscura.
(b) The Piazza San Marco in Venice.
Mario Bettini, Apiaria universae philosophiae Canaletto, Oil on canvas, 141.5 cm x 204.5 cm,
mathematicae (1642)
Museo Thyssen-Bornemisza, Madrid, Spain
(ca. 1723–24)
Figure 1.2: From camera obscura to photography.

Analogue photography
The first ever photo is usually credited to Nicéphore Niépce in 1826, with his heliography
titled View from the Window at Le Gras, see Figure 1.3. Niépce proposed a photo-etching
workflow to systematically capture a subject on a hard support via the camera obscura:
he exposed a plate coated with a Bitumen of Judea asphalt for several hours, causing the
alteration of the chemical coat. Then the subject of the photo is revealed after a wash
with a mixture of oils. Shortly after the experience of Niépce, in 1833 Louis Daguerre
shortened the exposition to ten minutes, introducing the daguerreotype technique.

(a) Original plate

(b) Manually enhanced version

Figure 1.3: The very first grey-scale photo: View from the Window at Le Gras, Niépce, Harry
Ransom Center’s Gernsheim collection, The University of Texas, Austin (1826).
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The first camera negative was invented by William Henry Fox Talbot in 1835: he
suggested that a positive image can be obtained starting from a negative image and
he called this method calotype, from the Greek words καλός (kalos) and τύπος (tupos),
meaning beautiful impression. The calotype is based on paper sensitised with silver
chloride, which becomes dark in percentage with the time exposure to light, see Figure 1.4.
Differently from the daguerreotype, the advantage of calotype is its replicability, which
was deprecated and considered less noble and precious than calotype at the beginning.

(a) Negative with annotations

(b) Positive

Figure 1.4: Latticed window (Lacock Abbey), Talbot, National Science and Media Museum,
Bradford (1835).

Photography was officially born on 7th January 1839, when François Arago presented
the daguerreotype at the Acadèmie des Sciences in Paris. Shortly after, on 25th January
1839, Talbot presented at Royal Society of London a detailed calotype procedure. However,
the ownership of the invention was at the centre of an academic controversy, involving
Daguerre, Talbot and a duo formed by Thomas Wedgwood and Sir Anthony Carlisle,
claiming the fathership for a similar workflow introduced in 1790 [Lit03].
First attempts in the reproduction of colours are dated back to 1840s, with the use of
chameleon substances sensitive to the colours which are exposed to, e.g. the Hillotype
proposed in 1850 by Levi Hill.
Only in 1861, Thomas Sutton and James Maxwell shot the first coloured-photo by
a three-channel colour method which will become popular in the following years, see
Figure 1.5a. This pioneering method consisted in capturing the subject three times, each
one with a different colour filter (red, green and blue-violet) over the lens. Once printed
on the glass, the three samples were superimposed onto a screen with the help of three
different projectors, each one furnished with the same colour filter used in the sample.
In 1888, George Eastman founded Kodak and introduced the Box Kodak camera based
on celluloid films, a cameras with a fixed-focus lens (57mm, f/9) and single shutter speed,
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targeting the consumer market with a price of 25$ for the camera, included the print of
the first 100 photos. Since then, many improved camera, optics and film appeared on
the marked of analogue photography.
In 1891, Gabriel Lippmann (Nobel laureate in Physics in 1908), proposed a different
approach for colour photography based on the interference phenomenon, see Figure 1.5b:
his studies became the core of hologram formation rather than colour photography.

(a) Colour tartan patterned ribbon.
Thomas Sutton and James Maxwell,
JCM Foundation (1861)

(b) Nature morte.
Gabriel Lippmann, Collection Musée de
l’Elysée, Lausanne (1891–99)

Figure 1.5: First examples of coloured photos.

Digital photography
The birth of digital photography is usually referred to 1957, when Russell Kirsch tried to
answer the question “what would happen if computers could look at pictures?”. Thus, he
scanned a photograph of his three-month-old son, which resulted in the first ever digital
image of 176 × 176 pixels (30,976 data) covering a surface of 5cm × 5cm size, with only
one bit per pixel per scan, i.e. only black and white values without intermediate grey
values, which will be eventually added via an iterative procedure, see Figure 1.6a.
In 1969, Willard S. Boyle and George E. Smith (Nobel laureates in Physics in 2009)
invented in the Bell Laboratiories a semi-conductor circuit called charge-coupled device
(CCD) and in 1972 Michael Francis Tompsett recognized the potential of the CCD as a
sensor for taking a colour picture of his wife Margaret, see Figure 1.6b.
In 1975, the first Cromemco Cyclops camera with a metal-oxide semiconductor (MOS)
sensor appeared on the market. In the same year, Steven Sasson invented the first
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self-contained digital camera, a heavy 3.6 kg device with 100 × 100 pixels resolution in
black and white and a recording process of 23 seconds onto a tape cassette, see Figure 1.6c.

(a) First digital photo.
Kirsch, NIST (1957)

(b) First digital colour photo.
Tompsett (1972)

(c) First digital camera.
Sasson, Eastman Museum
(1975)

Figure 1.6: First examples of digital photography.

Since then, the dark room and the use of chemical product were virtually abandoned
in favour of improving the size and quality of the digital devices, their lens and sensors,
with particular focus on the algorithms for the post-production in view of challenges
from extreme situations like underwater, medical and astronomical photography.

1.2

Mathematical description of an image

In order to interpret a digital image as a mathematical object, we start with the description
of its main components: the meta-data related to the image formation process, the colour
space representation and the intrinsic image features.
Formation of a digital image
As depicted in Figure 1.7, a subject (in this case a cat) is put under a source of illumination,
which could be either the Sun or an artificial light. Since every light is composed of rays
of different wavelengths, the light source irradiates the cat which, in turn, absorbs all the
wavelengths but the reflected ones: the combination of all the reflected wavelengths is
usually associated with a colour.
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At the same time, a detector in front of the subject records each reflected colour:
the detector could be either an electronic device in the case of a digital camera, like the
charge-coupled device (CCD) or the complementary metal-oxide semiconductor (CMOS)
sensor, or the eye retina in case of humans.

Figure 1.7: Formation of a digital image: from reality to digital representation.

In the particular case of digital devices, a three-dimensional shape is projected onto
the two-dimensional plane of the sensor, where the colour information is discretized over
a number of C parallel rectangular matrices, each one corresponding to a colour channel,
of size M × N , where M is the image height and N is the image width: each position in
the stack of matrices is called pixel. Thus, each pixel is filled in with a number associated
to a specific colour response value and represented as binary combination of digits 0 and
1: the length r of the binary representation is usually called dynamic range.
Since sensors are sensitive to light, the International Standards Organization (ISO)
parameter of the sensor measures the light sensitivity required for the acquisition of the
image. Depending on the final result desired, a good photographer usually plays with
three manual settings that determine the amount of light reaching the sensor, i.e. the
value registered in each pixel: the shutter speed, the aperture of the lens and the ISO.
Mathematically speaking, digital images are often described as a vectorial graph
function u⋄ from a discrete two-dimensional rectangular imaging domain Ω of size M × N
to the integer interval [0, 2r − 1]C :
u⋄ : Ω → [0, 2r − 1]C ,

(1.1)
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where we can distinguish between grey-scale images when C = 1, denoted by u⋄ , and
vectorial colour images in bold when C > 1.
In what follows, we will usually consider grey-scale images since most of the topics
presented can be extended to the case of colour images by applying the arguments to each
colour channel separately. We usually indicate by d the space dimension of the domain,
e.g. for two-dimensional image domain Ω we have d = 2. Also, the two-dimensional
domain Ω is described in the continuous case via the Cartesian axes x = (x, y) and in the
discrete case via the index notation (i, j), thus we may write u⋄ (x), equivalently u⋄ (x, y),
or u⋄ (i, j) accordingly to the reference system used. Note that on the discrete grid the
following transformation from the Cartesian to the imaging reference system holds:
(x, y) →
7− (M + 1 − y, x) := (i, j),

for x, j = 1, . . . , N, and y, i = 1, . . . , M.

(1.2)

The difference between the maximum and the minimum value recorded by the detector
within the dynamic range is called image contrast and depends on the illumination setup.
The image u⋄ is saved by advanced digital camera into raw files, which may be very
large in terms of storage space. Thus, the need for fast algorithms to produce and process
high quality images is evident.
Since an image can be also described by its colours and content, we recall the process
of the colour formation, perception and the terminology for the content description.
Colour spaces
The human eye has three cone cells: two of these are effective in the detection of short
(420 nm to 440 nm), middle (530 nm to 540 nm) and long (560 nm to 580 nm) wavelengths
in the electromagnetic spectrum under medium and high brightness condition, while the
rod cells are activated in the case of low brightness, resulting in a greyish vision. For
this reason, each human has a particular vision system which can be described by these
tri-stimulus parameters, denoting the Long-Medium-Short (LMS) colour space.
However, the LMS space is purely subjective: first experiments were conducted
in 1931 by the French International Commission on Illumination (CIE) towards the
understanding of the human vision system and the definition of an international colour
standard specification. The outcome of this study defined the CIE XYZ device-invariant
colour space with a standard averaged response, where Y describes the luminance, Z
the blue stimulation (the S cone response in LMS space), and X the non-negative linear
combination of cone response curves.
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Since 1931, many colour spaces were introduced based on the CIE XYZ standard.
We report below a non-exhaustive list of the most common colour spaces, each one useful
in specific imaging problems since they may enhance complementary features:
• Red-Green-Blue (RGB): probably the most famous one, it uses primary colours
and describes the lights emitted to produce a given color; variants includes different
white-point values or colour range that can be represented (gamut) e.g. Adobe
RGB (1998) and ProPhoto RGB;
• Cyan-Magenta-Yellow-Black (CMYK): differently from RGB, it uses secondary
colours especially for printing purposes;
• Hue-Saturation-Value (HSV): a cylindrical transformation of the RGB space that
models the shades with grey and brightness values;
• Luminance-a-b (Lab): a device-independent non-linear colour space introduced in
1976 and designed to be perceptually uniform with respect to human colour vision.

(a) (RGB)

(b) (X)YZ

(c) X(Y)Z

(d) XY(Z)

(g) La(b)

(h) (C)MYK

(i) C(M)YK

(j) CM(Y)K

(m) (R)GB

(n) R(G)B

(o) RG(B)

(p) (H)SV

(e) (L)ab

(f) L(a)b

(k) CMY(K) (l) Grey-scale

(q) H(S)V

(r) HS(V)

Figure 1.8: A showcase of colour channels: in brackets the channel considered. Here XYZ and
Lab values are stretched for a better visualisation. Photo in Figure 1.8a by Simone Parisotto.

Actually, common digital cameras have three parallel detector matrices, each one
associated to their response to different wavelengths, typically red, green and blue. For
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example, an RGB colour image of 3000 × 4000 pixels (12 Mega-pixels with three values
stored) acquired with a 8-bit sensor means that the detector has three matrices (C = 3)
of height M = 3000 and width N = 4000 pixels and that each one is sensitive to a
different colour: in this case, since r = 8, each pixel can store for each colour matrix
values between 0 (usually the black colour or the 0% of the represented colour channel)
and 255 (the white colour or 100% of the represented colour channel).
Notably, since different colour channels are obtained by linear and non-linear transformations, they can be grouped together into a stack of colour channels, so as to provide a
feature-based description of the pixels under different transformations.
Image content
Typically, multiple subjects are present inside an image: they can be located both in the
foreground and background. Thus, different shapes or scenarios are distinguishable mainly
if the detector is able to associate jumps of colour to the borders of the shapes, called
edges, e.g. the horizon may be recognizable as a jump between the blue of the sky and the
green of the grass. Also, each subject can be described in relation to its intrinsic features.
In particular, regular or irregular textures play a crucial role in image processing: smooth
areas are typically associated to plain surfaces while repeated patterns may increase the
ability to distinguish objects, e.g. tiles, bricks or grass.

1.3

Variational regularisation and PDEs

The acquisition process of a digital image described in Section 1.2 often does not produce
a high quality results for many reasons including, but not limited to, light conditions,
quality of the lens or devices, ability of the photographer, limitation of the technology and
natural circumstances like atmospheric conditions. In many cases, the image acquired
by the camera sensor u⋄ is used as an input for different image processing algorithms,
so as to achieve the final result u⋆ , resulting in an approximation of the u aimed for.
At the core of these algorithms there is the assumption that an image can be modelled
mathematically: therefore it is necessary to introduce below some terminology.

1.3.1

Imaging problems

Following the acquisition process described above, a digitally sampled image u⋄ , assumed
to belong to a certain mathematical space Y , yet to be defined, is obtained as a modified
version of the desired image u, which belongs to another space X. In mathematics, it is
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usually assumed that X and Y are two Banach spaces and that u⋄ , usually an image
corrupted by noise, is very often modelled by a bounded linear transformation operator
S : X → Y , which is the case for this thesis, reading as:
u⋄ (x) = S u(x).

(1.3)

The general task is then to retrieve the clean image u from the observed corrupted u⋄ :
this problem is called inverse problem. Here, different operators S lead to different
imaging problems and some of them are listed below. Moreover, different operators S
may be concatenated, leading to a combination of imaging problems and resulting in a
mix of artefacts.
Denoising. The denoising problem is usually referred to the task of removing a certain
amount of noise affecting the whole image domain Ω. In particular, noise appears in
images taken in low-light conditions, where a photographer needs to increase the ISO
value of the camera to shoot the photo without either decreasing the shutter speed or
opening the lens aperture; also, noise may be induced by other factors, e.g. the sensor size,
its working temperature, atmospheric or tissue material inhomogeneities and infra-red
radiation. Unfortunately, the price to pay for doubling the light sensitivity of the sensor
by doubling the ISO number is to add some grain to the image, which may destroy
texture, edges or other features. Therefore, a key imaging problem is the recovery of a
noise-free image. We list below common noise definitions for a noise variable n(x), by
assuming in (1.3) that S is equal to the identity operator:
• Gaussian noise: it is an additive random noise of the type
u⋄ (x) = u(x) + n(x),

(1.4)

where n(x) is modelled by a Gaussian white noise distribution, i.e. a signal whose
samples are uncorrelated random variables with zero mean (µ = 0) and finite
variance (ς 2 < ∞), see Figure 1.9b;
• Poisson noise (or shot): it is an intensity-dependent random noise, modelled by a
Poisson distribution;
• speckle noise: it is a multiplicative random noise of the type
u⋄ (x) = u(x) + n(x)u(x),

(1.5)
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where n(x) is uniformly distributed;
• salt and pepper noise: it is an impulsive random noise of the type
u⋄ (x) = (1 − s(x))u(x) + s(x)c(x),

(1.6)

where c(x) and s(x) are independent random fields of independent 0-1 binary
random variables, with the probabilities of c(x) and s(x) fixed for every x ∈ Ω as
Prob(c(x) = 1) = 0.5 and Prob(s(x) = 1) = p, respectively; differently from the
additive models, dark pixels appear randomly in bright regions and vice-versa, by
means of value substitution.
Deblurring. A blurred image is a typical result of either incorrect camera-lens setup
(out-of-focus blur), where the focal plane is not calibrated, or incorrect camera parameters,
e.g. the shutter speed is not tuned to be fast enough to freeze the movements (motion
blur). A blurred image u⋄ is modelled by convolving u with a specific kernel, whose size
and shape influence the resulting output. The most common model is the d-dimensional
Gaussian blur kernel with mean 0, standard deviation ς and indexed by the space variables
x = (x1 , . . . , xd ):
!
1
|x21 + · · · + x2d |
Kς (x) := √
exp −
.
(1.7)
2ς 2
( 2πς)d
Thus, the blurring problem is the task of finding the image u from the observed u⋄ ,
obtained via a blurring kernel as u⋄ := Kς ∗ u for some parameter ς > 0, see Figure 1.9c.
Inpainting. An image may suffer either from the presence of unwanted objects, impossible to remove during the shooting session, or missed data. The problem of creating new
intensity values to substitute the unwanted ones, while preserving the colour and the
geometrical features, is called inpainting problem: when successful, the resulting image
should appear pleasant to the human eye. In applied mathematics, the word inpainting
was first introduced in [BSCB00] for imaging problems: the idea is to mimic the filling
in strategy of holes, commonly used in art restoration. Here, the domain of the image
u⋄ is split in two parts: the occluded part O, or inpainting domain, which takes the
values from another overlapped image f to be removed, and the intact part Oc , where
the image should remain unchanged, see Figure 1.9d. Of course, the basic requirement is
that Ω = O ∪ Oc . Therefore, the image u⋄ is described by the following transformation:
u⋄ (x) := XΩ\O u(x) + XO f (x),

(1.8)
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where XO is a binary mask indicator function, indicating if a pixel belongs or not to O:

1

XO (x) := 

if x ∈ O

0 otherwise.

(1.9)

Zooming. In many situations, images need to be up-sampled, e.g. for being compared
with images taken with different resolution cameras, for printing purposes or for detail
enhancements: this is called the zooming problem. This problem is closely related to
the inpainting problem since it requires the reconstruction of the data in the new pixel
positions. For example, a magnification of 4X means that the original image domain Ω
of size M × N is resized to 4M × 4N , see Figure 1.9e. A typical approach is to create
a new image domain Ω′ of size 4M × 4N where each pixel out of 4 is filled in with the
values from the original Ω while the values of the remaining pixels are interpolated via a
suitable workflow. One basic strategy is to simply replicate the original value four times,
resulting in a staircasing artefact, but more complex strategies can be implemented: for
example, in (1.3) S is a down-sampling operator and u⋄ is the low-resolution version of
u, to be reconstructed.
Edge detection. The edge detection problem is the task of finding the contour of the
objects inside an image, typically in a binary output, and it is often associated to the
localisation of image content, see Figure 1.9f.
Image segmentation. The segmentation problem is the task of distinguishing different
objects in images: ideally, all the pixels that belong to the same object are labelled with
the same object name. Classic segmentation algorithms usually return a binary mask (or
a multi-label mask when segmenting multiple objects) that is used for identifying the
position of the object in the image, see Figure 1.9g.
Shadow removal, de-hazing and other challenges. In the shadow removal problem
a shadow is projected over an object and the task is to recover the proper illumination. In
the de-hazing problem the image is affected by a certain amount of haze that reduces the
local contrast of the image. Such problems can be modelled as a multiplicative function
c affecting a portion of the image by reducing the local contrast:
u⋄ (x) = c(x)u(x),

for c(x) ∈ [0, 1],

(1.10)
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where c = 1 means that the area is not damaged and the recovery is not needed. Thus,
the task is similar to the inpainting problem but the challenge is to preserve the texture
information while retrieving the multiplicative constant c, rather than replacing the
whole image content. A typical application is the pre-processing of imaging data affected
by such intensity problems, so as to enhance their content, e.g. for recognition purposes.
Registration and multi-modal fusion. There are many other contexts where image
processing is fundamental, e.g. in medical and cultural heritage conservation applications,
where objects of interest (like brains, tissues or art masterpieces) are sampled with
different inspection modalities for diagnostic purposes. Here the challenge is twofold: on
one side, we need to assure that the images are safely sampled with different modalities or
machines and that they can be perfectly overlapped so as to describe the same spatially
aligned location (registration problem); on the other side, the complementary information
of multi-modal inspection can produce rendering by superimposed images so as to help
specialists in their workflow (multi-modal fusion problem).

(a) Original u

(b) Gaussian noise

(c) Gaussian blur

(d) Inpainting

(e) 4X zooming

(f) Edge detection

(g) Segmentation

(h) Shadowed

Figure 1.9: A showcase of imaging problems. Photo in Figure 1.9a by Simone Parisotto.

In what follows, we will discuss image processing approaches based on partial differential equations (PDEs) and variational image processing methods.
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PDEs in image processing

In what follows, we will discuss isotropic and anisotropic PDEs models with applications
in image processing, e.g. deblurring, inpainting and structure detection.
Isotropic diffusion
To start with, a very classical parabolic PDE for image processing is the linear isotropic
diffusion filter, also known as the heat equation since it models the physical phenomenon
related to the change in time of the temperature u(x, t) over the domain, where x are the
space coordinates and t the time. Following the description in [Wei98], it is a standard
result, see [Pet55, pp. 267–271] and [Hel60, pp. 43–56], that for any bounded f ∈ C(R2 )
and any fixed T > 0, the heat equation

∂u



= ∆u
on R2 × (0, T ]
∂t


u(x, 0) = f (x) for R2 .

(1.11)

possesses, for a Gaussian blur kernel K as in (1.7), the solution
u(x, t) =


f (x)

 K√

if t = 0


2t

∗ f (x) if t > 0.

(1.12)

The solution (1.12) of (1.11) is unique within the class of functions that satisfy the bound




|u(x, t)| ≤ C exp a ∥x∥22 ,

for parameters C, a > 0.

(1.13)

Also, the solution depends continuously on the initial image f with respect to the L∞ (R2 )
norm and it satisfies the maximum-minimum principle
inf2 f (x) ≤ u(x, t) ≤ sup f (x) on R2 × [0, ∞).
R

R2

(1.14)

Therefore, it is interesting to observe that in the solution (1.12) the time t is related to
√
the spatial width ς = 2t of the Gaussian kernel: thus, smoothing structures of order ς
requires to stop the diffusion process at time T = 0.5ς 2 .
The Perona–Malik non-linear diffusion process
A general class of non-linear diffusion processes with applications to image processing can
be derived from the Perona–Malik equation [PM90]. The idea is to apply a scalar-valued
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diffusion process which depends on the image itself and that is weaker in correspondence
to edges, so as to avoid blurring artefacts. The model reads
ut = div(g(|∇u|2 )∇u),

(1.15)

where the scalar-valued diffusivity function g is
g(s2 ) =

1
,
1 + s2 λ−2

(1.16)

which is associated to the edge sensitivity parameter λ > 0 such that the smaller λ the
more sensitive the model is to the edges.
However, Perona–Malik equation is ill-posed, see [Wei98] and the references therein.
In particular, we highlight that the Perona–Malik equation does not have global (weak)
C1 -solutions while the existence of local C1 solutions is yet to be proven: if they exists,
these are unique and a maximum-minimum principle is satisfied [KK98]. Also, the Perona–Malik process is unstable with respect to perturbations of the initial data [YXTK96]
and staircasing artefacts are observed. This motivates the variational regularisation
approaches in Section 1.3.3.
Directional inpainting interpolators
In this section we review the axiomatic framework of the interpolation operators discussed
in [CMS98] for the PDE-based inpainting problem. Such axioms describe mathematically classical geometrical, morphological and scale-space properties of many inpainting
methods based on diffusion-type equations [Wei98].
Let Ω ⊂ R2 be a rectangular image domain and let us assume that Ω can be
decomposed as Ω = O ∪ Oc , where Oc is the image region with known data and O stands
for the inpainting domain, i.e. the region where information needs to be filled in. Also,
the border of the inpainting domain O can be described in terms of Jordan curves.
Definition 1.1 (Jordan curve). A continuous function Γ : [a, b] → R2 is a continuous
simple Jordan curve if it is one-to-one in (a, b) and Γ(a) = Γ(b). Such a curve surrounds
a bounded simply connected domain denoted by O so that Γ := ∂O. We will further
denote by Γ′ := ∂O′ , i.e. the boundary of any sub-domain O′ ⊆ O.
An inpainting operator E (φ, O) of a function φ in O can be defined following [CMS98]
by means of standard stability, regularity and invariance axioms. We recall such axioms
in the next definition.
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Definition 1.2 (Interpolation operator). Let J be the set of all continuous and simple
Jordan curves in R2 and let Γ ∈ J. Denoting by C(Γ) the set of continuous functions
defined on Γ to R, an interpolation operator E (φ, Γ) of the missing domain O is a map:

E : C(Γ) × J → O,

(1.17)

which satisfies the following axioms:
(A1) comparison principle: E (φ, Γ) ≤ E (ψ, Γ) for any Γ ∈ J and any φ, ψ ∈ C(Γ) with
φ ≤ ψ;
(A2) stability principle: E (E (φ, Γ)|Γ′ , Γ′ ) = E (φ, Γ)|Γ′ for any Γ, Γ′ ∈ J and any φ ∈ C(Γ)
such that O′ ⊆ O;
(A3) regularity principle: if A is a symmetric two-dimensional matrix such that if a, b
P
in R2 then A(a, b) = 2i,j=1 Aij ai bj , p ∈ R2 \ {0}, c ∈ R, by denoting by Br (x) is
the two-dimensional ball of radius r centred in x ∈ R2 and defining the function
q(y) :=
then

A(y − x, y − x)
+ ⟨p, y − x⟩ + c,
2

E (q|∂Br , ∂Br )(x) − q(x)
→ f (A, p, c, x) as
r2 /2

r → 0+

(1.18)

(1.19)

where f is a continuous function;
(A4) translation invariance: the interpolant of a translated image is the translation of the
interpolant, i.e. for a translation map τh φ(x) := φ(x + h) for h ∈ R2 , φ ∈ C(Γ)
and Γ ∈ J then it holds

E (τh φ, Γ − h) = τh E (φ, Γ);

(1.20)

(A5) rotation invariance: the interpolant of a rotated image is the rotated interpolant,
i.e. for a orthogonal matrix R in R2 such that Rφ(x) = φ(RT x), φ ∈ C(Γ) and
Γ ∈ J then it holds that
E (Rφ, RΓ) = R E (φ, Γ);
(1.21)
(A6) grey scale shift invariance: E (φ + c, Γ) = E (φ, Γ) + c for any Γ ∈ J, any φ ∈ C(Γ),
c ∈ R;
(A7) linear grey scale invariance: E (λφ, Γ) = λE (φ, Γ) for any λ ∈ R;
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(A8) Zoom invariance: E (δλ φ, λ−1 Γ) = δλ E (φ, Γ) where δλ φ(x) = φ(λx), λ > 0.
Interestingly, inpainting interpolators can be related to anisotropic diffusion PDEs.
To this end we recall the notion of directional Hessian of the image u.
Definition 1.3 (Directional Hessian). Given an image domain Ω ⊂ R2 , a grey-scale
image u ∈ C2 (Ω) and two vectors r, s ∈ R2 such that ∥r∥ = ∥s∥ = 1, let A := D2 u ∈
R2×2 be the Hessian of u. We define the directional Hessian of u in the directions r and
s as follows
X
D2 u(r, s) :=
Ai,j ri sj ,
(1.22)
i,j

shortened as ur,s = D2 u(r, s).
For |∇u| =
̸ 0, let us now define z and z ⊥ as the vectors of R2 with norm 1 pointing
in the direction of the gradient of u and tangent to the level lines of u, respectively:
z :=

∇u
,
|∇u|

z ⊥ :=

∇⊥ u
.
|∇u|

(1.23)

We can then consider the directional Hessians with respect to z and z ⊥ :
• in the direction of the gradient of u, uz,z = D2 u (z, z) ;




• in the direction tangent to level lines of u, uz⊥ ,z⊥ = D2 u z ⊥ , z ⊥ ;




• in the mixed case uz,z⊥ = D2 u z, z ⊥ .
The following theorems characterises the inpainting interpolators as the viscosity
solution of a second-order PDE, which are of particular interest in the smooth case.
Theorem 1.4 ([CMS98, Corollary 2]). Let u := E (φ, Γ) be the interpolant obtained by
the action of the inpainting interpolator E . Then u is a viscosity solution of the equation

G(Az,z ⊥ )
u

=φ

=0

on O,
on Γ,

(1.24)

where Az,z⊥ is defined as


Az,z⊥



uz,z uz,z⊥ 
:= 
uz⊥ ,z uz⊥ ,z⊥

(1.25)

and derivatives are intended in the weak sense. The function G(Az,z⊥ ) is non-decreasing
and satisfies G(λAz,z⊥ ) = λG(Az,z⊥ ) for any λ ∈ R.
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Theorem 1.5 ([CMS98, Proposition 1(ii)]). If G is differentiable at 0, then (1.24) can
be written more explicitly as

αuz,z
u

+ 2βuz,z⊥ + γuz⊥ ,z⊥ = 0 on O,

=φ

on ∂Oc ,

(1.26)

where α, γ ≥ 0 and αγ − β 2 ≥ 0.
These results characterise the inpainting interpolants of given data φ as special solutions of second-order PDEs depending on the directional derivatives along the directions
z and z ⊥ defined in (1.23). Notably, classical well-known second-order inpainting models
can be derived under this formulation for specific choices of the parameters α, β and γ.
Example 1.6 (Harmonic Inpainting). For β = 0 and α = γ in (1.26), we obtain the
Laplace equation

∆ u = 0 on O,
(1.27)
u = φ
on ∂Oc ,
where we have used
uz,z + uz⊥ z⊥ = ∆ u.

(1.28)

As it is well-known, the use of Laplace diffusion for solving the image inpainting problem
results in an over-smoothing effect on O where data are averaged in an isotropic way.
Example 1.7 (AMLE Inpainting). If β = γ = 0 and α ̸= 0 in (1.26) we get

uz,z
u

where

= 0 on O,

=φ

on ∂Oc ,

(1.29)

!

uz,z =

∇u
∇u
⊗
· D2 u.
|∇u| |∇u|

(1.30)

Model (1.29) looks for the Absolutely Minimising Lipschitz Extension (AMLE) u of the
function φ defined on Γ and has been used in [ACGR02] as an inpainting technique
interpolating isolated points and curves. Differently from the harmonic case, AMLE
inpainting stretches the image values along directions given by the gradient of the image
function. For the general theory of AMLE see, e.g., [Aro67, Jen93].
Example 1.8 (MCM Inpainting). If α = β = 0 and γ ̸= 0 in (1.26) we get

uz ⊥ ,z ⊥
u

=φ

= 0 on O,
on ∂Oc ,

(1.31)
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where

!

uz⊥ ,z⊥

∇u
= |∇u| · div
,
|∇u|

(1.32)

Model (1.31) relates to the mean curvature flow (MCM) inpainting models, see, e.g.,
[MO00, CCN11]. Differently from the AMLE model (1.29), structures are here diffused
following the tangent direction to the level lines.
The structure tensor
In Section 1.3.2 we have seen that in image processing it is often useful to identify
structural features, like edges and corners of shapes. In particular, we are interested in
estimating z ⊥ ≈ ∇⊥ u/ |∇u| in an image u, which relates to u as the principal direction of
its local structure. This task can be achieved by computing the eigenvector e2 associated
to the eigenvalue λ2 of the structure tensor Jρ (u) associated to u [Wei98].
By fixing σ, ρ > 0 to be the pre- and post-smoothing parameters, the structure tensor
Jρ (u) of an image u is defined as a positive semi-definite symmetric matrix:




j1,1 j1,2 
Jρ (∇uσ ) := Kρ ∗ J0 (∇uσ ) with J0 (∇uσ ) := ∇uσ ⊗ ∇uσ = 
,
j2,1 j2,2

(1.33)

where uσ := Kσ ∗ u is a smoothed version of the image u and Kσ , Kρ are Gaussian
convolution kernels (1.7). Usually, σ and ρ are chosen so that σ ≪ ρ, where σ is
associated to the noise scale, making the structure tensor insensitive to details smaller
than O (σ), and ρ integrates the orientation information.
Denoting by λ1 ≥ λ2 ≥ 0 the eigenvalues of Jρ (u) and by e1 , e2 their associated
eigenvectors, (1.33) can be decomposed as
Jρ (∇uσ ) = λ1 (e1 ⊗ e1 ) + λ2 (e2 ⊗ e2 ).

(1.34)

A simple computation yields


2j1,2



q
;
e1 = 
e2 = e⊥
1;
2
2
j2,2 − j1,1 + (j1,1 − j2,2 ) + 4j12


q
1
2
λ1,2 =
j1,1 + j2,2 ± (j1,1 − j2,2 )2 + 4j1,2
;
2

(1.35)

and a graphical representation of e1 , e2 , λ1 and λ2 is given in Figure 1.10, where e1 is
aligned with the direction of the imaging gradient while e2 is its normal direction.
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A classification of the different structural image information in terms of the size of λ1
and λ2 can be made following, e.g., [HS88, F8̈6, KW87]. For any x ∈ Ω we thus have:
• If λ1 (x) ≈ λ2 (x) ≈ 0, then x is likely to belong to a homogeneous region;
• If λ1 (x) ≫ λ2 (x) ≈ 0, then x is likely to lie on an edge;
• If λ1 (x) ≈ λ2 (x) ≫ 0, then x is likely to be a corner point.
From the eigen-decompostion (1.34), the ratio a between the eigenvalues is called
confidence or coherence and it measures the local anisotropy of the gradient within a
certain neighbourhood, see [VVV95, Wei98]. Such ratio comes also in the normalised
version, denoted here with a. Therefore, the confidence is defined as:
a=

λ2
λ1 + ε

or, alternatively, a = 1 −

λ1 − λ2
,
λ1 + λ2 + ε

(1.36)

where ε > 0 is for avoiding the limit case of λ1 = 0.
Note that a, a ∈ [0, 1] since λ1 ≥ λ2 ≥ 0: therefore, the closer a, or a, is to 0, the
higher is the local anisotropy, see Figures 1.10e and 1.10f.

(a) e1

(b) e2

(c) λ1

(d) λ2

(e) a

(f) a

Figure 1.10: Structure tensor decomposition for σ = 0.5 and ρ = 4.

Anisotropic diffusion
Among partial differential equation models, a very special place is occupied by diffusive
PDEs encoding anisotropy, i.e. favouring diffusion along some specific directions only.
In [Wei98] non-linear diffusion PDEs with space-variant diffusion tensors are studied.
For a regular image domain Ω ⊂ R2 and a stopping time T > 0, given a degraded image
f ∈ L∞ (Ω, R) and two smoothing parameters ρ, σ > 0, the anisotropic diffusion model
looks for a solution u in a suitable function space satisfying the initial value problem:


ut




= div (D(Jρ (∇uσ ))∇u) on Ω × (0, T ],

u(x, 0) = f (x)






⟨D(Jρ (∇uσ ))∇u), n⟩

on Ω,
on ∂Ω × (0, T ],

(1.37)
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where n is the outward normal unitary vector on ∂Ω and D is a non-constant diffusion
tensor satisfying suitable regularity conditions, with eigenvectors inherited from the
so-called structure tensor Jρ (∇uσ ) described in (1.34).
The structure tensor encodes local directional information of uσ (that is, the image u
convolved with a Gaussian kernel of standard deviation σ). More precisely, its eigenvectors
point in the directions of largest and smallest contrast averaged over a Gaussian smoothing
scale ρ, and the corresponding eigenvalues measure this contrast. The diffusion tensor
uses the same eigenvectors, and its eigenvalues are functions of the eigenvalues of the
structure tensor. Depending on the application, different models such as edge-enhancing
anisotropic diffusion or coherence-enhancing anisotropic diffusion have been proposed
[Wei98]. Edge-enhancing anisotropic diffusion has been adapted to inpainting problems
in [WW06]. It is particularly useful for sparse inpainting problems encountered e.g. in
inpainting-based compression applications where it outperforms other PDE approaches
[GWW+ 08, SPM+ 14].
From a numerical point of view, the design of suitable schemes enforcing anisotropy
is a non-trivial task since it requires the use of appropriate stencils that perfectly adapt
to the local image structure. Many methods have been proposed; see e.g. the unifying
framework in [WWW13] and the references therein. While most stencils lead to L2 stable schemes, only a few of them allow to preserve non-negativity and L∞ -stabilty
[Wei98, MN01, FM14]. A rather sophisticated representative among them is the stencil
by Fehrenbach and Mirebeau [FM14] which relies on lattice basis reduction ideas: such
efficient stencil is sparse, non-negative and adapts its weights to the local anisotropy
estimated from the image.

1.3.3

Variational regularisation in inverse problems

For a function u : Ω → R, with u ∈ X and X a (possibly) infinite dimensional function
space, the main task in inverse problems is to invert a forward operator S : X → Y
in (1.3), often assumed linear, so as to recover a clean image u⋆ , called reconstruction:
ideally, u⋆ should be as close as possible to the ideal one u, e.g. with respect to the norm,
the Bregman distance or other notions of distance [BB18]. Very often, the operator S
is not invertible at all or its inversion is ill-posed, i.e. the problem does not satisfy at
least one of the conditions from the principle of well-posedness in the sense of Hadamard
[Had02, Had23, Joh60]:
• a solution u ∈ X to the problem S u = u⋄ exists for all input u⋄ ∈ Y ;
• the solution u is unique for all input data, i.e. u ̸= v implies S v ̸= S u;
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• the solution u of the problem depends continuously on the input data and small
perturbations remain controlled, i.e. for (uk )k∈N such that S uk → S u then uk → u.
When the problem is ill-posed, it is therefore acceptable to recover u⋆ by solving a family
of well-posed problems, defined for instance in terms of some energy to minimise. We
can then attempt to solve the following problem:
u⋆ ∈ arg min E(u),
u∈X

with E(u) = f (u) + ηg(S u, u⋄ ),

(1.38)

where X is a suitable Banach space encoding the regularity assumption on u, E is
the energy function which is the sum of f , i.e. the regularisation term promoting the
enforcement of a-priori information on the regularity of u, and g, i.e. the fidelity term
measuring the discrepancy between the observed data u⋄ and the unknown u under the
action of S , see [BB18] for some choices of S . Also, η > 0 is a parameter balancing
the action of the regulariser against the fidelity term. We refer to [EHN96] for classical
regularisation approaches in inverse problems and to [SGG+ 09, CP16, BB18] for examples
in imaging problems.
The history of variational regularisation approaches for inverse problems starts with
the work of Tikhonov in [Tik43, Tik63, Tik68], where the conditional well-posedness is
introduced: the idea is to restrict the domain to a compact set in some topology, e.g.
norm balls around zero for the Hilbert space which are compact in the weak topology.
Thus, a control parameter depending on the radius of the norm ball can be used as
a regularisation parameter. For example, the error discrepancy between u and u⋄ can
be measured as ∥S u − u⋄ ∥2L2 . A classical choice in imaging consists in considering the
following variational regularisation problem:
u⋆ ∈ arg min
u∈X

η
1
∥∇u∥2L2 + ∥S u − u⋄ ∥22 ,
2
2

(1.39)

where X is a Sobolev space and η > 0 weights the discrepancy between S u and u⋄ . The
minimisation problem in (1.39) can be generalised further by taking f (Ku) in place of
1
∥∇u∥2L2 , where in this case K = ∇ is a linear operator, that is
2
u⋆ ∈ arg min f (Ku) +
u∈X

η
∥S u − u⋄ ∥22 .
2

(1.40)

Nowadays, the model (1.40) is very popular for its use in conjunction with the total
variation regulariser. A famous example of (1.40) is the Rudin–Osher–Fatemi (ROF)
variational approach [ROF92] for the denoising problem, where the regulariser term is
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the total variation semi-norm f (Ku) = ∥Du∥M , with M the space of Radon measures
and K = D the derivative operator D : L2 (Ω) → M (Ω, Rd ).
In what follows, we briefly describe the total variation semi-norm and its connection
with variational problems; some notation will be clarified in Chapter 2. For suitable
test functions Ψ, the total variation semi-norm can be identified for a locally integrable
function u ∈ L1loc (Ω), where its weak derivative Du is seen as Radon measure [AFP00]:
Z
Ω

|Du| := sup

Z
Ω



u div Ψ dx Ψ ∈ C1c (Ω, Rd ), ∥Ψ∥2 ≤ 1 .

(1.41)

Also, when u ∈ W1,1 (Ω), it holds that Du = ∇u ∈ L1 (Ω, Rd ). Compared to the Tikhonov
regularisation, the idea is that the TV-regularisation induces sparsity in the gradients
of the image [CP16], with the total variation semi-norm being finite for discontinuous
functions: thus, oscillations in u⋄ are penalised. However, this results in an artefact of
sparse piecewise constant blocks, called staircasing effect [Rin00, Jal16].
Connection between variational model and PDEs
Finally, it can be shown that, under certain assumptions, variational model are intrinsically
connected with PDE models, e.g. [CS12, AK06]. Indeed, for a smooth functional E,
by computing the first variation u + δu of (1.40) with the quadratic term 12 ∥∇u∥2L2 as
regulariser f (Ku), the Euler–Lagrange equation for the denoising problem with S = I
can be derived by computing the first variation of the energy:
∂E(u + δu)
∂u

= − ∆ u + η(u − u⋄ ) +
δ=0

∂u
∂n

,

(1.42)

∂Ω

which holds in distributional sense and where n is the boundary term vanishing for
Neumann boundary conditions. Thus, at the equilibrium point one has
− ∆ u + ηu = ηu⋄ =⇒ u⋄ = u +

−∆u
.
η

(1.43)

The use of partial differential equations has a long tradition in mathematical image
processing. In particular, PDEs based on transport and diffusion mechanisms have been
considered to model several image reconstruction models suitable for image enhancement,
denoising, deblurring, inpainting and segmentation. We refer the reader to the review
[GM02] and the monographs [AK06, CS12, Sap01, Sch15, Wei98] for further references.
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Example: non-local variational inpainting
As an example, we briefly discuss non-local approaches for the inpainting problem, which
turns out to be useful for the inpainting application described in Section 5.5.
By recalling the description in Section 1.3.1, an inpainting problem is the task of
reconstructing the information in a portion of the imaging domain O ⊂ Ω where it is
missed or occluded. In this context, popular non-local approaches are based on the
usage of patches, rather than single pixels. Here, a patch of the image u is considered
as a two-dimensional neighbourhood of the pixel x ∈ Ω and it is denoted with pu (x)
defined over a domain Ωp of size p and centred in the origin. The idea is that a patch
should contain enough graphical information which is suitable to be compared with the
other patches in the imaging domain [EL99, WL00], see the exemplar-based inpainting
applications in [BVSO03, BLLC02, CPT04a, DCOY03, EL99, PGB04].
In view of non-local variational approaches, the problem of finding similar patches
can be modelled as the problem of finding a correspondence map φ : O → Oc between the
points in the inpainting domain O and the known values in Oc [DSC03] that minimise
the following non-convex energy:
E(φ) =

Z Z
O

Ωp

∥ub(φ(x + h)) − ub(φ(x) + h)∥22 dh dx,

(1.44)

for the known image ub : Oc → R. Thus, the unknown image is computed as u(x) =
ub(φ(x)), for every x ∈ O. However, the task of minimising (1.44) is not really tackled
[ALM10], and many other approaches are proposed: in [KSY09, WSI07, KEBK05] the
e = O + Ω so as to solve
relaxation of (1.44) considers u as an additional variable and O
p
for u and φ the energy:
E(u, φ) =

Z Z
e Ωp
O

∥u(x + h) − ub(φ(x) + h)∥22 dh dx,

(1.45)

e.g. it is solved alternatingly for image and video inpainting [NAF+ 14, WSI07], even if
non-convex. A more general non-local inpainting via a variational framework is proposed
in [AFCS11, FFA15] where the following energy is minimised
Ee (u, φ) =

Z
e
O

e (pu (x) − pbu (φ(x))) dx

with respect to different patch error functions e.

(1.46)

Introduction

26

1.4

Contribution

In what follows we summarise the main contributions of this thesis, related to the
research projects in which the author was involved during his Ph.D. studies and resulted
in the following articles (some of them under review) [PMS18, PMSL18, PS18, CEGP17,
PCD17, PCD18a, PCC+ 19, DPM15, DPM17, DPA18, PCD18b, CDH+ 18].
All the MATLAB codes and the datasets (except the ones subjected to restricted
access) produced for these research projects are freely available on GitHub at the author’s
webpage git.io/simoneparisotto.

1.4.1

Higher-order total directional variation

In Chapter 3 we present our results from the research papers [PMS18, PMSL18, PS18],
done in collaboration with Jan Lellmann, Simon Masnou and Carola-Bibiane Schönlieb
where we introduce a new (higher-order) regulariser, called total directional variation
(TDV). In our works, we tackle different imaging problems via the variational formulation
(1.40), where TDV is used as regulariser term, for the imaging problems of image and
video denoising, zooming and surface reconstruction from scattered data. We generalise
previous work on the directional total variation, e.g. the definitions (DTV, wTV, dTV)
given in [KDK17, MB16], by considering spatially dependent directions within the image
domain and higher-order derivatives. Also, we extend previous work on total generalised
variation (TGV) regulariser [BKP10, Bre13, BH14], by showing that TGV is a special
case of our regulariser.
In particular, in [PMS18] we introduce the TDV regulariser and we discuss its
theoretical foundations, with outlook toward the variational problem (1.40). The total
directional variation (of order 1) of a function u : Ω → R is defined with respect to a
tensor M as follows:
TDV(u, M) = sup
Ψ

Z
Ω



u divM Ψ dx for all suitable test functions Ψ ,

(1.47)

where α > 0 is a fixed positive parameter that controls the sparsity of the gradient and
divM Ψ is the divergence of the test function Ψ, weighted by M, defined for a suitable
shifting tensor operation ( · )∼ as
divM Ψ := trace (∇ ⊗ [trace (M ⊗ Ψ∼ )]∼ ) .

(1.48)
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In words, the regulariser (1.47) is a weighted total variation in its weak formulation: the
weights encoded into the tensor M are chosen so as to give a geometrical meaning to the
weighted gradient M∇ ⊗ u.
We also generalise the TDV regulariser in (1.47) and the weighted divergence divM
to their high-order versions, e.g. when a given collection of weighting tensors M =
(M1 , . . . , Mq ) acts on each derivative order, till a fixed order Q > 0. By defining divQ
M
recursively as
div0M Ψ := Ψ,
if j = 0,
div1M Ψ := divMQ Ψ,
..
.

if j = 1,
..
.


j−1
divQ
M (Ψ) := divMQ−j+1 divM Ψ



(1.49)

if j = 2, . . . , Q,

the TDV of order Q reads as
TDVQ (u, M) = sup

Z
Ω

Ψ



u divQ
M Ψ dx for all suitable test functions Ψ .

(1.50)

Moreover, we investigate combinations of multiple orders of TDV regularisers. For
a given u⋄ ∈ L2 (Ω), an operator S that models the imaging problem and a collection
of weighting tensors (Mq )Q
q=1 such that Mq = (M1 , . . . , Mq ), we tackle the following
minimisation problem:
u⋆ ∈ arg min
u∈X

Q
X

TDVq (u, Mq ) +

q=1

η
∥S u − u⋄ ∥22 .
2

(1.51)

In [PMSL18] we discuss a specific choice for the tensor M and, more generally, for
the collection of tensors M, we introduce the discrete version of the variational model
(1.51), discuss the implementation details and show the usage of the (higher-order) TDV
regulariser (1.50) for different imaging inverse problems, demonstrating that TDV is
particularly suitable for images with strong directional features. We also show that for our
specific choice of M, the weighted gradient is related to the directional derivatives. Indeed,
by fixing a vector field b = (b1 , b2 ) and the directions z = (z1 , z2 ) and z ⊥ = (z2 , −z1 ),
our weighted gradient has the form












b1 0  z1 z2  ∂x 
b 1 · ∇z u 
M∇ ⊗ u = 
⊗u = 
.
0 b2
z2 −z1
∂y
b2 · ∇ z ⊥ u
|

{z

M

} | {z }
∇

(1.52)
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Thus, by locally varying the vector field b we may penalise more the change of rate with
respect to z or z ⊥ , i.e. the directional derivatives ∇z u and ∇z⊥ u, or we may also end
up with an isotropic model for the choice b = (1, 1). We report in Figure 1.11 examples
of imaging problems that are solved via our proposed approach.

(a) Denoising
(20% Gaussian noise)

(b) 4X zooming
(wavelet-based)

(c) Surface interpolation
(7% of scattered data)

Figure 1.11: A showcase of imaging applications for our TDV regulariser.

In [PS18] we further extend the weighted gradient definition (1.52) for the TDV
regulariser (1.47) to the case of video denoising. Here, we consider a noisy video as a cube
made by sequences of noisy images: in order to keep track of the spatial and temporal
structures, we consider the sliced version of the three-dimensional data, leading to the
inspection of the data on the two-dimensional Cartesian grids {x, y}, {x, t} and {y, t}.
We show that the TDV regulariser smooths the data according to the structural features
both in the space and time dimensions, lowering the flickering artefact that usually
appears when considering non-local patch-based methods, e.g. [DFE07, MBFE11]. In
this context, we will also highlight the connections between TDV and the brightness
constancy equation of the optical flow.

1.4.2

Anisotropic osmosis filter

In Chapter 4 we present our results [CEGP17, PCD17, PCD18a, PCC+ 19] that extend
previous works [VHWS13, WHBV13] on an isotropic drift-diffusion PDE, which is called
osmosis for its analogies with the physical process. Compared to standard plain diffusion
models, the osmosis model considers an additional drift term, making the process
asymmetric.
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For a regular domain Ω ⊂ R2 , a given vector field d : Ω → R2 and a given image
f ∈ L∞ (Ω, R), the isotropic osmosis model reads


∂t u








= ∆ u − div(du)

on Ω × (0, T ],

u(x, 0) = f (x)

on Ω,

⟨∇u − du, n⟩ = 0

on ∂Ω × (0, T ].

(1.53)

Different from plain diffusion models, osmosis steady-states are non-constant. In particular, if d is defined in terms of a given positive image v : Ω → R+ as d := ∇ log v,
convergence to a rescaled version of v can be proven [WHBV13]. This is called the
compatible case. Also the steady-state solution of (1.53) is a minimiser of the following
quadratic energy functional:
E (u) :=
v

Z
Ω

v ∇

  2
u

v

dx.

(1.54)

In papers [CEGP17, PCD17], done in collaboration with Luca Calatroni, Claudio
Estatico and Nicola Garibaldi, we firstly study efficient numerical schemes, based on
dimensional operator splitting (Peaceman–Rachford, Douglas, AOS, MOS and AMOS)
towards a fast computation of the approximated steady-state in (1.53).
However, the convergence property to a rescaled version of an image v may be
unappealing for imaging applications. Indeed, the model (1.53) is much more interesting
when d is a quasi-compatible drift field, i.e. when d is locally modified and partial or
unbalanced information is available, e.g. in data compression, face cloning and the shadow
removal problem [WHBV13, Section 4].
We study dimensional operator splitting schemes both in the compatible and noncompatible cases aiming to apply efficient numerical schemes for the osmosis model in
processing very large images, e.g. in non-destructive cultural heritage challenges, see
Chapter 5 and the work [PCD18a] done in collaboration with Luca Calatroni and Claudia
Daffara, summarised in Section 1.4.3.
In [PCC+ 19], done jointly with Luca Calatroni, Marco Caliari, Carola-Bibiane Schönlieb and Joachim Weickert, we follow the idea of weighting appropriately the gradient,
seen in (1.52), and we generalise the osmosis PDE model (1.53) and energy (1.54) to their
anisotropic counterpart. Indeed, for a suitable choice of weighting fields b, z : Ω → R2 ,
we can define a tensor M leading to the definition of an anisotropic diffusion tensor
W = MT M. In this way, the osmosis filter in (1.53) can be seen as a special case, i.e.
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when W is the identity matrix, of a more general anisotropic drift-diffusion model:


ut








= div (W(∇u − du)) on Ω × (0, T ],

u(x, 0) = f (x)

on Ω,

⟨ W (∇u − du) , n ⟩ = 0

on ∂Ω × (0, T ],

(1.55)

and which relates to the anisotropic version of the energy (1.54) as
E v (u) =

Z
Ω

v M∇

  2
u

v

dx.

(1.56)

Thus, we investigate the shadow removal problem by considering the steady-states of
(1.55) and imposing a quasi-compatible field d = ∇ log f almost everywhere in the
imaging domain but a tiny stripe, called shadow boundary, where d = 0: such stripe
matches the jump of light caused by the shadow, here assumed constant.
For the shadow removal problem tackled with (1.55) our contribution is twofold and
a preview of the results is given in Figure 1.12. Firstly, we observe that the jumps of
light introduced by the shadow are interpreted by the structure tensor (1.33) as edges:
in order to estimate the real imaging structure underneath such edges, we propose an
adaptation of the tensor voting framework, already used in [GM96, FVAR+ 06, MPB+ 12]
as an improvement of the classic structure tensor. Secondly, with the estimated directions
plugged into (1.55), we effectively remove the constant shadows reducing the blurring
artefacts introduced by the isotropic model (1.53) and which are due to the Laplace
operator. Here, we also show the connections with the directional inpainting interpolators
described in Section 1.3.2.

(a) Shadowed

Mask, θ for z ⊥

Isotropic (1.53)

Anisotropic (1.55)

Figure 1.12: Shadow removal via isotropic and anisotropic osmosis.

1.4.3

Challenges in Cultural Heritage conservation

In Chapter 5 we present the results from our research papers [DPM15, DPM17, DPA18,
PCD18a, PCD18b, CDH+ 18], jointly done with Dario Ambrosini, Luca Calatroni, Marie
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d’Autume, Claudia Daffara, Rob Hocking, Paola Ilaria Mariotti, Stella Panayotova, Paola
Ricciardi and Carola-Bibiane Schönlieb. There, we tackle different challenges arising
in the context of non-destructive cultural heritage conservation imaging, with the aim
of helping conservator specialists in improving their workflow. Our dataset is made by
multi-spectral images collected on the Monocromo (Leonardo Da Vinci, 1492, Castello
Sforzesco, Milan, Italy) [DPM15, DPM17, PCD18b, DPA18], the Archimedes Palimpsest
(X century copy of the works by Archimedes of Syracuse, overwritten in XIII century,
private collection) [PCD18a] and Miniatures from a Psalter England (William de Brailes,
1230–50, Fitzwilliam Museum, Cambridge, UK) [CDH+ 18].
In [DPM15, DPA18] we evolve the idea of [DAPP12] where the authors introduced a
new mid-wavelength infra-red (MWIR) methodology, called Thermal Quasi-Reflectography
(TQR), for revealing more sub-superficial mural features than traditional approaches.
At the core of TQR there is the observation that an object, at room temperature,
emits in the MWIR spectrum only 1% of its thermal energy: thus, its (quasi) reflected
radiation ρ can be recorded by a MWIR thermal camera and suitable light sources. We
introduce a dual-mode (reflected plus emissivity) MWIR infra-red approach with the
purpose of detecting sub-superficial mural voids and distinguishing different materials at
sub-millimetre precision in frescoes.
In the proposed workflow, TQR is just the first step since it provides a non-invasive
tool for estimating the emissivity parameter ε = 1 − ρ, via the simplified Kirchhoff’s
law. Then, the emissivity ε is plugged into the recording of a thermal cooling down
sequence in the emission mode. Here, both steps are performed by the same thermal
device in a fixed geometry lighting setup, tuned to be safe for artworks, allowing the
superimposition of the dual-mode complementary information: hidden mural features
are unveiled by different cooling down profiles. Moreover, TQR details allow to register
the two aligned datasets onto a visible orthophoto, an impossible task for the emission
mode only, due to the blurs introduced by the heat diffusion. Notably, our workflow was
validated in situ by specialist restorers from Opificio delle Pietre Dure (Florence) during
the restoration campaign of the Monocromo by Leonardo Da Vinci at Castello Sforzesco
in Milan [DPM17].
In Figure 1.13 we show that sub-superficial voids are effectively detected by our dualmode workflow, which improved upon the previous manual detection approach unable to
assess the tiny defects: here, different void shapes are revealed at sub-millimetre precision
and their criticality level is highlighted with a specific colour-map.
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(a) Visible

(b) TQR mode

(c) Emission mode

Figure 1.13: Defect detection with measurement (in mm.) via the proposed dual-mode setup.

In Figure 1.14 our dual-mode approach is used for detecting hidden materials: the
fusion of multi-modal data and the different thermal cooling down profiles makes visible
to restorers the position of cement patches.

(a) Visible

(b) Dual-mode proposed

(c) Cement discovered

Figure 1.14: Dual-mode MWIR imaging for discovering hidden cement patches.

However, during the inspection of large frescoes it is often the case that multiple
thermal images are recorded by moving the camera-light setup. Thus, the experimental
setup may introduce measurement errors, seen as inter-frame changes in the image
contrast, after mosaicking. We propose in [DPM15, DPA18, PCD18a, PCD18b] to lower
errors by post-processing the resulting large mosaic with the osmosis filter (1.53) via an
efficient dimensional splitting method, see Figure 1.15.

(a) Visible

(b) ε

(c) ε balanced

(d) Emission

(e) Dual-mode

Figure 1.15: Dual mode MWIR (TQR-thermal) imaging for defect detection.
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The ability of the osmosis filter to converge to a rescaled version of a fixed image v,
encoded in d = ∇ log v, may be appealing in other challenges, e.g. the task to virtually
recolour hidden data. In Figure 1.16 we study a detail from the Archimedes Palimpsest,
where the original text from the X century was overwritten in the XIII century. Here, we
run osmosis with the hidden text as v, unveiled in the infra-red spectrum, and the visible
parchment as f : the output is a rendering of the hidden text with the actual colours.

(a) Original parchment f

(b) Hidden text v

(c) Output from osmosis

Figure 1.16: Data integration on the Archimedes Palimpsest via osmosis filter.

In [CDH+ 18], we propose a workflow for virtually restoring illuminated manuscripts.
Here, the damage appears mainly as scratches on the gold leaves. However, illuminated
manuscripts are too delicate and therefore they are never restored in practice: therefore
we aim to both detect and restore damaged areas with reasonable colours and textures.
Our approach is semi-supervised and starts from very few seeds indicated by specialists:
we firstly identify the relevant damaged neighbourhood via a Chan–Vese segmentation
algorithm [CV01] and then we extract its intensity-based features which are at the core
of the k-means segmentation of the image. The output in Figure 1.17 is a binary mask of
the damaged areas, here highlighted in yellow. This map is successively used as inpainting
domain so as to restore the appropriate colour and texture where a damage is identified.
However, since the initialisation of the inpainting process is crucial for a visually good
output, we firstly apply a total variation inpainting step for restoring the cartooned
colour, followed by an exemplar-based inpainting step for restoring the possible texture.

1.5

Organisation of the thesis

This thesis is organised into three chapters, i.e. Chapters 3, 4 and 5, covering the
main contributions of the author as part of his Ph.D. studies [PMS18, PMSL18, PS18,
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(a) Step 1:
user seed
selection

(b) Step 2:
Chan–Vese
segmentation

(c) Step 3:
k-means
segmentation

(d) Step 4:
total variation
inpainting

(e) Step 5:
exemplar-based
inpainting

Figure 1.17: Defect detection and inpainting in illuminated manuscripts.

CEGP17, PCD17, PCD18a, PCC+ 19, DPM15, DPM17, DPA18, PCD18b, CDH+ 18]
plus an introductory Chapter 2 for the reader unfamiliar with the topics presented.
In Chapter 3 we introduce a new (higher-order) total directional regulariser for imaging
problems where images have strong directional features. We provide the theoretical
setting and a detailed description of the discrete problem, as well as the numerical details
for the algorithmic implementation of a suitable primal-dual algorithm. Applications to
image and video denoising, image zooming and surface interpolation are discussed.
In Chapter 4 we first discuss an efficient numerical implementation of the linear
osmosis filter of [VHWS13, WHBV13], based on standard splitting techniques. This
allows to deal with large images, a particular requirement for many applications as
shown in Chapter 5. We also propose a modification of the osmosis filter so as to take
into account the anisotropic structure of the images. Such modification is shown to be
effective for the shadow removal problem, where the anisotropic osmosis filter is able to
overcome the classic artefacts introduced by the isotropic diffusion filter. Also, we show
the link between the anisotropic osmosis and the inpainting problem.
In Chapter 5 we introduce a new dual-mode mid-infrared thermal imaging approach
helping restorers in the detection process of defects on wall paintings and applied in a
specific case study: the restoration of the Monocromo, a fresco by Leonardo da Vinci
at Castello Sforzesco, Milan (Italy). Here, the efficient numerical implementation of
the osmosis filter for large images described in Chapter 4 is at the core of the results
validated by specialist restorers from Opificio delle Pietre Dure of Florence. Moreover, we
show that the linear osmosis filter can be applied in other cultural heritage conservation
challenges. Last but not least, we propose a semi-supervised algorithm for the detection
and the restoration of damages in illuminated manuscripts, part of the collection of the
Fitzwilliam Museum in Cambridge (UK).

Chapter 2
Mathematical preliminaries
In this chapter we recall some basic notion and tools which will be useful in this thesis.
We start by reviewing some notation of tensor calculus and definitions from function
space theory. After that we recall some basic notion of Radon measures and some results
from the theory of functions of bounded variation. Finally, we mention some results from
convex analysis and the primal-dual hybrid gradient theory.
In what follows, we assume that the reader is familiar with basic real and functional
analysis, measure theory and Sobolev space theory: if this is not the case, we refer the
reader to [AFP00, Bre10, EG91, Giu84, Rud87].

2.1

Notation

Unless specified differently, we stick to the following notation.
Basic notation
We denote with blackboard bold letters N, Z, R and C the set of natural, integer, real
and complex numbers, respectively; with R+ the set of positive real numbers and with
R := R ∪ {±∞} the set of extended real numbers. Let d ≥ 1 be the space dimension,
then Rd is the d-Cartesian product of R with Euclidean norm ∥ · ∥, e = (e1 , . . . , ed ) its
standard basis and ei its i-th standard basis vector. Also, the set Rℓ×d is the set of ℓ × d
real matrices, with the Frobenius norm ∥ · ∥F .
We denote all the vectors with lower-case bold letters, e.g. a, b, . . . , z, while matrices
and tensors are denoted with upper-case bold letters, e.g. A, B, . . . , Z.
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Set notation

We denote the bounded subsets of Rd with upper-case letters, e.g. X, Y, . . . , Z, while
their vectorial elements are denoted with lower-case bold Roman letters, e.g. x, y, . . . , z.
Moreover, K is a compact subset of X and Ω is an open domain in Rd , which usually
indicates the imaging domain. The letter E is reserved here for the energy functional.
Function notation
Functions are denoted with lower-case letters: in non-bold letters the R-valued function
f : X → R, while in bold the Rℓ -valued function f : X → Rℓ .
The dual spaces of X, Y, . . . , Z are denoted with the upper-case letters X ∗ , Y ∗ , . . . , Z ∗ .
We recall that the dual space of X is the space of all continuous linear functions f : X → R,
with dual norm on X ∗ defined by
∥f ∥X ∗ = sup |f (x)|.

(2.1)

∥x∥≤1,
x∈X

Operator notation
The calligraphic letters like K and S are reserved for the operators, except M which is
reserved for a collection of matrices and T which stands for the vector space of tensors.
Tensor notation
Following [BKP10, BH14], let T ℓ (Rd ) and Symℓ (Rd ) be the vector spaces of ℓ-tensor and
symmetric ℓ-tensors on Rd , respectively defined as






d
T ℓ (Rd ) := A : R
× ·{z
· · × Rd} → R such that A is ℓ-linear ,
|
ℓ-times

Symℓ (Rd ) :=







(2.2)

A : |Rd × ·{z
· · × Rd} → R such that A is ℓ-linear and symmetric ,



ℓ-times



where A ∈ T ℓ (Rd ) is symmetric if A(a1 , . . . , aℓ ) = A(aπ(1) , . . . , aπ(ℓ) ) for all permutations π of {1, . . . , ℓ}. Note that Symℓ (Rd ) is a subspace of T ℓ (Rd ) and T ℓ (Rd ) ≡ Symℓ (Rd )
only for ℓ = 0, 1 (scalar and vector values, respectively): e.g. for ℓ = 2 T 2 (Rd ) is the
space of matrices while Sym2 (Rd ) is the space of symmetric matrices.
On T ℓ (Rd ), we have the following operations:
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• ⊗ is the tensor product between A1 ∈ T ℓ1 (Rd ) and A2 ∈ T ℓ2 (Rd ), where A1 ⊗A2 ∈
T ℓ1 +ℓ2 (Rd ):
(A1 ⊗ A2 )(a1 , . . . , aℓ1 +ℓ2 ) = A1 (a1 , . . . , aℓ1 )A2 (aℓ1 +1 , . . . , aℓ1 +ℓ2 );

(2.3)

• trace(A) ∈ T ℓ−2 (Rd ) is the trace of A ∈ T ℓ (Rd ), with ℓ ≥ 2, defined by
trace(A)(a1 , . . . , aℓ−2 ) =

d
X

A(ei , a1 , . . . , aℓ−2 , ai ),

(2.4)

i=1

where ei is the i-th standard basis vector;
• ( · )∼ is an operator such that if A ∈ T ℓ (Rd ), then
A∼ (a1 , . . . , aℓ ) = A(aℓ , a1 , . . . , aℓ−1 );

(2.5)

• ( · ) is an operator such that if A ∈ T ℓ (Rd ), then
A(a1 , . . . , aℓ ) = A(aℓ , . . . , a1 );

(2.6)

• let A, B ∈ T ℓ (Rd ). Then T ℓ (Rd ) is equipped with the scalar product defined as
A·B=

X

Ap1 ,...,pℓ Bp1 ,...,pℓ = traceℓ (A ⊗ B);

(2.7)

p∈{1,...,d}ℓ

• a Frobenius-type norm for A ∈ T ℓ (Rd ) is given by |A| =

√
A · A;

• ||| denotes the symmetrisation of the ℓ-tensor A ∈ T ℓ (Rd ), given by
(|||A)(a1 , . . . , aℓ ) =

1 X
A(aπ(1) , . . . , aπ(ℓ) )
ℓ! p∈Pℓ

(2.8)

where Pℓ denotes the permutation group of {1, . . . , ℓ}.

2.2

Functional analysis

In Section 1.2 we provided a preliminary description of an image, which is essentially
composed of objects which are distinguishable by their contrasted contour, i.e. the edges.
Now we want to be more precise with the mathematical description of images, adding
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more rigorous definitions. The mathematical modelling of the edges in an image is related
to the mathematical description of the discontinuities via appropriate functions and
function spaces. However, the standard Sobolev spaces are too regular for catching such
jumps in the gradient, which can be understood only in terms of measures generated by
the functions of bounded variation, whose gradient is indeed a measure.

2.2.1

Function spaces

In what follows, let µ be a positive measure on a metric space (X, Σ), where Σ denotes
the σ-algebra of X.
Lebesgue space
Definition 2.1 (Lebesgue space). Let (X, Σ; µ) be a space of measures. We denote by
Lp (X, Rℓ ; µ) the space of Rℓ -valued and µ-measurable functions f : X → Rℓ , with ∥ · ∥2
the canonical norm on Rℓ , such that
Lp (X, Rℓ ; µ) =

Z




1/p

∥f ∥p2 dµ

X



∥f ∥

2

<∞

if 1 ≤ p < ∞;

(2.9)

is bounded for all f .

The space Lp (X, Rd ; µ) is a Banach space when endowed with the following norm
Z




∥f ∥Lp (X,Rℓ ;µ) = 


X

∥f ∥p2

inf {L

1/p

dµ

such that ∥f ∥2 ≤ L a.e. on X}

if 1 ≤ p < ∞;

(2.10)

if p = ∞.

We will omit the measure µ when it is assumed to be the Lebesgue measure Ld in Rd
(or L in R), e.g. for X ⊂ Rd . Thus, Lp (X, Rℓ ; Ld ) is shortened as Lp (X, Rℓ ). Also, for
ℓ = 1 we omit the explicit dependence on R. Thus, Lp (X, R; Ld ) is shortened as Lp (X).
Moreover, let Lploc (X, Rℓ ) be the space of functions in Lp (X, Rℓ ) locally integrable on
all compact sets K ⊂ X. Since the vector norm in Rℓ is a scalar product, the duality
∗
holds as usual: Lp (X, Rℓ ) = Lq (X, Rℓ ), with 1/p + 1/q = 1 for 1 ≤ p < ∞. The same
notation holds for tensor-valued functions f : X → T ℓ (Rd ), where the norm considered
is usually the Frobenius norm. Note that R and Rℓ are a special case of T ℓ (Rd ), for
ℓ = 0, 1, respectively.
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Continuous function space
We denote the space of T ℓ (Rd )-valued continuous functions in X by C(X, T ℓ (Rd )), We
denote the space of T ℓ (Rd )-valued continuous functions with compact support in X
by Cc (X, T ℓ (Rd )), endowed with the supremum norm ∥f ∥∞ = supx∈X ∥f (x)∥. Also,
C0 (X, T ℓ (Rd )) denotes the closure of Cc (X, T ℓ (Rd )) in X under the supremum norm.
The same holds for tensor functions.
We now describe the differentiation and the (covariant) derivative operator for tensorvalued functions. Let ∇ = (∂x1 , . . . , ∂xd )T be the spatial derivative operator with respect
to the canonical basis in Rd . The derivative of f ∈ T ℓ (Rd ) is a non-symmetric tensor
field and it is defined via the following operation (∇ ⊗ f ) ∈ T 1+ℓ (Rd ) with
(∇ ⊗ f )(x)(a1 )(b1 , . . . , bℓ ) := (Df (x)(a1 )) (b1 , . . . bℓ ),

(2.11)

where D = (Dxd , . . . , Dxd ) is the Fréchet derivative operator, Df : Ω → L(Rd , T ℓ (Rd ))
is the Fréchet derivative of f .
The differentiation can be iterated: ∇Q denotes the Q-th order derivative operator
and the Q-th order derivative of f ∈ T ℓ (Rd ) is a non-symmetric tensor field defined via
the following operation (∇Q ⊗ f ) ∈ T Q+ℓ (Rd ) with




(∇Q ⊗ f )(x)(a1 , . . . , aQ )(b1 , . . . , bℓ ) := DQ f (x)(a1 , . . . , aQ ) (b1 , . . . bℓ ),

(2.12)

LQ (X, Y ) is the space of Q-linear and continuous mappings X Q → Y .
Thus, in general, the Banach space of T ℓ (Rd )-valued, Q-times continuously differentiable functions is denoted by CQ (X, T ℓ (Rd )) with norm:
∥f ∥∞,Q = max sup ∥∇q ⊗ f (x)∥2 ,

(2.13)

q=0,...,Q x∈X

where (∇q ⊗ f ) : X → T q+ℓ (Rd ), for each q = 0, . . . , Q, with


d

(∇q ⊗ f )(x)(a1 , . . . , aℓ ) := ∂xkq . . . ∂xk1 f (x)(a1 , . . . , aℓ )

x1 ,...,xq =1

.

(2.14)

ℓ
d
ℓ
d
When Q = ∞, then C∞
c (X, T (R )) denotes the space of T (R )-valued smooth
Q
ℓ
d
ℓ
d
functions. The spaces CQ
c (X, T (R )) and C0 (X, T (R )) are respectively the space
of T ℓ (Rd )-valued, Q-times continuous functions with compact support in X and its
ℓ
d
completion under the ∥ · ∥∞,Q norm. Similar meaning is associated to CQ
c (Ω, T (R )) and
ℓ
d
d
CQ
0 (Ω, T (R )), with Ω an open domain in R .
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ℓ
d
ℓ
d
The space C∞
c (Ω, T (R )), also denoted by D (Ω, T (R )), is the the space of test
functions. At the same time, we denote by D ′ (Ω, T ℓ (Rd )) the vector space of distributions
defined as the continuous dual space of D (Ω, T ℓ (Rd )), where a distribution T is a linear
map T : D (Ω, T ℓ (Rd )) → R. For tensor distributions f ∈ D ′ (Ω, T ℓ (Rd )) we have ∇ ⊗ f
defined in the weak sense as

⟨∇ ⊗ f , φ⟩ = −⟨f , div φ⟩,

for all φ ∈ D (Ω, T 1+ℓ (Rd )).

(2.15)

Sobolev spaces
The space WQ,p (Ω, T ℓ (Rd )) denotes the Sobolev space of T ℓ (Rd )-valued functions whose
q-th order derivatives are Lp (Ω, T q+ℓ (Rd )) functions, for each q = 0, . . . , Q. The space
WQ,p (Ω, T ℓ (Rd )) is equipped with the norm
1



∥f ∥WQ,p (Ω,T ℓ (Rd )) =

Z

X

0≤|α|≤Q

Ω

p

∥D

α

f ∥p2

dx

,

(2.16)

where here D = (Dxd , . . . , Dxd ) is the distributional derivative operator, Dα f is the
α-th distributional derivative of f , α = (α1 , . . . , αd ), αi ≥ 0 are integers and |α| =
α1 +· · ·+αd . Thus, Sobolev spaces are Banach spaces. In particular, when p = 2 the space
ℓ
d
WQ,2 (Ω, T ℓ (Rd )) is a Hilbert space, denoted with HQ (Ω, T ℓ (Rd )) and HQ
0 (Ω, T (R )) is
ℓ
d
the closure in C∞
c (Ω, T (R )) with the ∥ · ∥HQ (Ω,T ℓ (Rd )) norm.
Radon measure spaces
Definition 2.2 (Finite Radon measures). Let X ⊂ Rd be a locally compact, separable
metric space and let B (X) denote the Borel σ-algebra of the set X. We say that a measure
µ : B (X) → T ℓ (Rd ) is a T ℓ (Rd )-valued finite Radon measure if:
• µ(∅) = 0,
• for any sequence (An )n∈N of pairwise disjoint elements of B (X) we have
µ

∞
[
n=0

!

An =

∞
X

µ(An ),

(2.17)

n=0

• for any compact set K ⊂ Ω it is true that µ(K) < ∞.
We denote by M (X, T ℓ (Rd )) the space of T ℓ (Rd )-valued finite Radon measures, or simply
M (X) when ℓ = 0 (real valued measures). Every µ ∈ M (X, T ℓ (Rd )) can be written as
µ = (µ1 , . . . , µℓ·d ) where µi ∈ M (X) for every i = 1, . . . , ℓ · d.

2.2 Functional analysis

41

Definition 2.3 (Total variation measure). For every µ ∈ M (X, T ℓ (Rd )) we define the
total variation measure |µ| : B (X) → R+ for every set A ∈ B (X) as
|µ| (A) := sup

(∞
X

|µ(An )| s.t. An ∈ B (X) pairwise disjoint, A =

n=0

∞
[

)

An .

(2.18)

n=0

It is possible to show that µ ∈ M (X, T ℓ (Rd )) then |µ| is a finite and positive measure.
In order to endow M with a norm, we need to state the Riesz representation theorem

which considers the space M (X, T ℓ (Rd )) as the dual space of C0 (X, T ℓ (Rd )), ∥ · ∥∞ ,
leading to
∥µ∥M (X,T ℓ (Rd )) = |µ| (X).
(2.19)
Theorem 2.4 (Riesz representation theorem). Let X be a locally compact, separable
metric space and let L be a bounded linear functional on (C0 (X, T ℓ (Rd )), ∥ · ∥∞ ). Then
there exists a unique measure µ ∈ M (X, T ℓ (Rd )) such that
L(f ) =

ℓ·d Z
X
i=1 X

fi dµi ,

for all f ∈ C0 (X, T ℓ (Rd )).

(2.20)

Moreover, the isomorphism is isometric with respect to the total variation measure, i.e.
∥L∥ = |µ| (X),

(2.21)

where ∥L∥ is the operator norm of L in the dual space of (C0 (X, T ℓ (Rd )), ∥ · ∥∞ ).
To sum up, by Riesz’ representation theorem we get M (X, T ℓ (Rd )) ≡ C0 (X, T ℓ (Rd ))∗
with respect to the infinity norm. Also, M (X, T ℓ (Rd )) is a Banach space when endowed
by the norm ∥µ∥M = |µ| (X).
ℓ
d
ℓ
d
Moreover, by density of C∞
c (X, T (R )) in C0 (X, T (R )) with respect to the infinity
norm, for every Radon measure µ ∈ M (X, T ℓ (Rd )) we have:
∥µ∥M (X,T ℓ (Rd )) = |µ| (X)
n

o

ℓ
d
= sup ⟨µ, Ψ⟩, s.t. Ψ ∈ C∞
c (X, T (R )), ∥Ψ∥∞ ≤ 1 ,

(2.22)

where ⟨µ, Ψ⟩ = ℓ·d
i=1 X Ψi dµi .
Note that with (2.22) in place, it is possible to give an alternative definition for
∥µ∥M (X,T ℓ (Rd )) when µ is a distribution.
P

R

Corollary 2.5. The Radon norm of a T ℓ (Rd )-valued distribution Φ is defined as
n

o

ℓ
d
∥Φ∥M (X,T ℓ (Rd )) = sup ⟨Φ, Ψ⟩, s.t. Ψ ∈ C∞
c (X, T (R )), ∥Ψ∥∞ ≤ 1 .

(2.23)
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Then by the Riesz representation (Theorem 2.4) it follows that Φ is a finite Radon
measure if and only if its Radon measure norm is finite, i.e.
Φ ∈ M (X, T ℓ (Rd ))

⇐⇒

∥Φ∥M (Ω,T ℓ (Rd )) < ∞.

(2.24)

In such case it holds also that ∥Φ∥M (Ω,T ℓ (Rd )) = |µ| (Ω).
We now recall the key tool for describing mathematically the jumps introduced by
the edges of images, that is the Lebesgue decomposition theorem. For doing so, we need
the following preliminary definition.
Definition 2.6. Let µ ∈ M + (X, T ℓ (Rd )) be a positive Radon measure and ν ∈
M (X, T ℓ (Rd )) be a vector measure on the measure space (X, Σ). Then we say that
1. ν is absolutely continuous with respect to µ, denoted by ν ≪ µ, if µ(A) = 0
implies |ν| (A) = 0;
2. µ and ν are mutually singular, denoted by µ ⊥ ν, if there exists A such that
|µ| (A) = 0 and |ν| (X \ A) = 0.
Theorem 2.7 (Lebesgue decomposition). Let µ ∈ M + (X, T ℓ (Rd )) be a positive measure
and ν ∈ M (X, T ℓ (Rd )) a vector measure on the measure space (X, Σ). Then there exists
a unique pair of T ℓ (Rd )-valued Radon measures ν a , ν s ∈ M (X, T ℓ (Rd )) such that
ν = ν a + ν s,

ν a ≪ µ and ν s ⊥ µ.

(2.25)

Moreover, there exists a unique f ∈ L1 (X, T ℓ (Rd ); µ) such that ν a = f µ. Thus, f is
a
called the density of ν a with respect to µ and it is denoted by νµ .
From now on, we will consider all the Lebesgue decompositions with respect to the
Lebesgue measure Ld . We will denote by µa and µs the absolutely continuous and singular
part of µ with respect to the Lebesgue measure, respectively. Moreover, a finite Radon
measure µ is always absolutely continuous with respect to its total variation measure
|µ| and hence it has a density with respect to it, as stated by the polar decomposition
theorem:
Theorem 2.8 (Polar decomposition). Let µ ∈ M (X, T ℓ (Rd )). Then there exists a
unique function sign(µ) ∈ L1 (X, T ℓ (Rd ); |µ|), equal to 1 µ-almost everywhere such that
µ
µ = sign(µ) |µ|, i.e. sign(µ) = |µ|
.
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Weak modes of convergence

We recall the notions of pointwise, uniform, weak and weak-∗ convergence, useful in
Sections 2.3 and 2.4.
Definition 2.9 (Pointwise convergence). Let (fj )j∈N be a sequence of functions from X
to Rℓ . Then (fj ) pointwise converges to f and we write fj → f if and only if:
lim fj (x) = f (x),

j→∞

for every x ∈ X.

(2.26)

Definition 2.10 (Uniform convergence). Let (fj )j∈N be a sequence of functions from X
to Rℓ . Then (fj ) uniformly converges to f if for every ε > 0 exists jε ∈ N such that:
∥f − fjε ∥∞ ≤ ε for all j ≥ jε and for all x ∈ X.

(2.27)

Definition 2.11 (Weak convergence). The weak topology σ(X, X ∗ ) on X is the coarsest
topology on X (i.e. with the minimum number of open sets) such that all the elements in
X ∗ are continuous. If a sequence (xj )j∈N in X converges to x ∈ X in the weak topology
σ(X, X ∗ ) we shall write xj ⇀ x, i.e.
φ(xj ) = ⟨φ, xj ⟩X ∗ , X → ⟨φ, x⟩X ∗ , X = φ(x) in R,

for all φ ∈ X ∗ .

(2.28)

Proposition 2.12. When X is of finite-dimension, the weak topology σ(X, X ∗ ) and the
usual topology are the same. In particular, a sequence (xj )j∈N converges weakly if and
only if it converges strongly.
So far, we have two topologies on X ∗ : the usual (strong) topology associated to the
norm of X ∗ , and the weak topology σ(X ∗ , X ∗∗ ). We are now going to state a third
topology on X ∗ called the weak-∗ topology and denoted by σ(X ∗ , X), where the ∗ is for
denoting that such topology is defined only on dual spaces.
Definition 2.13. Let X be a Banach space, X ∗ the dual of X and X ∗∗ the bi-dual such
that X ∗∗ = (X ∗ )∗ , i.e. the dual of X ∗ endowed with the usual norm of the dual space.
Then there exists an isometric immersion J : X → X ∗∗ such that
⟨Jx, x∗ ⟩X ∗∗ , X ∗ := ⟨x∗ , x⟩X ∗ , X ,

for all x ∈ X, x∗ ∈ X ∗ .

(2.29)

The immersion J is linear and ∥Jx∥X ∗∗ = ∥x∥X . If J is surjective, then X is a reflective
space.
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Definition 2.14 (Weak-∗ convergence). The weak-∗ topology σ(X ∗ , X) on X ∗ is the
smallest topology in which all the function of the set JX = {Jx : x ∈ X} are continuous.
Since JX ⊆ X ∗∗ , such topology is weaker than the weak topology σ(X ∗ , X ∗∗ ) in which
all the functions of X ∗∗ are continuous. Let (φj )j∈N be a sequence in X ∗ , φ ∈ X ∗ and
∗
x ∈ X, then (φj )j∈N converges to φ in the weak-∗ topology, and we write φj −
⇀ φ, if and
only if
⟨φj , x⟩X ∗ , X → ⟨φ, x⟩X ∗ , X ,
for all x ∈ X.
(2.30)
We can now state the definition of weak-∗ convergence of measures, which is the
classic notion of weak-∗ convergence in the dual of Banach spaces since, from the Riesz
representation Theorem 2.4 we have M (X, T ℓ (Rd )) ≡ (C0 (X, T ℓ (Rd )))∗ .
Definition 2.15. A sequence of Radon measures (µj )j∈N ⊆ M (X, T ℓ (Rd )) is said to
converge weakly-∗ to a Radon measure µ ∈ M (X, T ℓ (Rd )) if for every f ∈ C0 (X, T ℓ (Rd ))
we have
Z
Z
lim
f dµj =
f dµ.
(2.31)
j→∞ X

2.3

X

Bounded variation and generalizations

The space of functions of bounded variation and bounded generalized variation are the
mathematical tool where most of the imaging problems are tackled. These space are
introduced for describing objects where some jumps in the values are allowed, within the
image domain. Such jumps are usually associated to the imaging edges between objects.
We refer the reader to [Giu84, AFP00, EG91] for further information.

2.3.1

Functions of bounded variation

We recall the space of functions of bounded variation for Rℓ -valued functions. Extension
to tensor-valued functions is straightforward.
Definition 2.16. Let f ∈ L1 (Ω, Rℓ ); we say that f = (f 1 , . . . , f ℓ ) is a Rℓ -valued function
of bounded variation in Ω if its distributional derivative Df is representable by a Rℓ×d valued finite Radon measure in Ω, also denoted by Df , satisfying for i = 1, . . . , ℓ and
j = 1, . . . , d the equation
ℓ Z
X
i=1 Ω

f div φ dx = −
i

i

ℓ X
d Z
X
i=1 j=1 Ω

φij dDj f i ,

for all φ ∈ C1c (Ω, Rℓ×d ),

(2.32)
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where Df = (Dj f i )i,j is a ℓ × d matrix of measures in Ω, with i = 1, . . . , ℓ and j = 1, . . . d.
The vector space of all Rℓ -valued functions of bounded variation in Ω is denoted by
BV(Ω, Rℓ ).
By the Lebesgue decomposition in Theorem 2.7, the measure Df can be decomposed
into an absolutely continuous and a singular part, both with respect to the Lebesgue
measure:
Df = Da f + Ds f = Da f + Dj f + Dc f ,
(2.33)
where Ds f has been further decomposed into a jump part and a Cantor part. The
absolutely continuous part of Df is identified with the standard notation ∇f . When
the Cantor part Dc f = 0 in (2.33), then f belongs to the special bounded variation
function space, called SBV(Ω, Rℓ ). We can now define the total variation for a Rℓ -valued
measurable function f .
Definition 2.17. Let f ∈ L1loc (Ω, Rℓ ). The total variation TV(f ) of f in Ω is defined
by
( ℓ Z
)
X
i
i
1
ℓ×d
TV(f ) = sup
f div φ dx φ ∈ Cc (Ω, R ), ∥φ∥∞ ≤ 1 .
(2.34)
i=1 Ω

The total variation is convex, lower semi-continuous (see Section 2.4) in the L1loc (Ω, Rℓ )
topology and homogeneous. It is easy to prove that TV(f ) < ∞ if and only if f ∈
BV(Ω, Rℓ ): in particular, by lower semi-continuity of TV(f ), Df defines a linear form on
the space of continuous vector fields and by Riesz representation Theorem 2.4 it defines
a finite globally bounded Radon measure, whose norm is precisely the total variation:
TV(f ) = |Df | (Ω).

(2.35)

Also, since W1,1 (Ω, Rℓ ) ⊆ BV(Ω, Rℓ ), from integration by parts it follows in (2.32) that
R
Df = ∇f Ld and |Df | (Ω) = Ω |Df | dx.
Definition 2.18. The space of functions of bounded variation is precisely
n

o

BV(Ω, Rℓ ) = f ∈ L1 (Ω, Rℓ ) such that |Df | (Ω) < ∞ .

(2.36)

Proposition 2.19. The space BV(Ω, Rℓ ) is a Banach space when endowed with the norm
∥f ∥BV(Ω,Rℓ ) = ∥f ∥L1 (Ω,Rℓ ) + |Df | (Ω).

(2.37)
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Proposition 2.20 (Strong convergence). Let (fj )j∈N ⊂ BV(Ω, Rℓ ). Then (fj )j∈N converges strongly to f ∈ BV(Ω, Rℓ ) if
∥fj − f ∥BV(Ω,Rℓ ) → 0.

(2.38)

Since the topology induced by the norm ∥ · ∥BV(Ω,Rℓ ) is very strong, it turns out that
smooth functions are not dense in BV(Ω, Rℓ ) so it is not possible to approximate functions
of bounded variation by smooth functions in that norm. That is the reason why we need
to introduce the strict and weak-∗ convergence, stated below.
Proposition 2.21 (Strict convergence). Let (fj )j∈N ⊂ BV(Ω, Rℓ ). Then (fj )j∈N converges strictly to f ∈ BV(Ω, Rℓ ) if it converges strongly in L1 (Ω, Rℓ ) and |Dfj | (Ω)
converges point-wise to |Df | (Ω) as measure.
Proposition 2.22 (Weak-∗ convergence). Let (fj ) ⊂ BV(Ω, Rℓ ). Then (fj ) converges
weakly-∗ to f in BV(Ω, Rℓ ) if and only if fj converges to f in L1 (Ω, Rℓ ) and |Dfj | (Ω)
converges weakly-∗ to |Df | (Ω).
A criterion for weak-∗ convergence is to check if fj converges to f in L1 (Ω, Rℓ ) and
(fj )j∈N is bounded in BV(Ω, Rℓ ). If it is satisfied, then from the boundedness of (fj )j∈N
∗
it follows that f ∈ BV(Ω, Rℓ ) with |Dfj | −
⇀ |Df |.
With a suitable notion of convergence in place, it is now possible to state a version of
the Meyers–Serrin theorem, introduced originally for Sobolev spaces, and define in which
sense f ∈ BV(Ω, Rℓ ) can be well approximated by smooth functions:
Theorem 2.23 (Meyers–Serrin). Let f ∈ L1 (Ω, Rℓ ). Then, f ∈ BV(Ω, Rℓ ) if and only
if there exists a sequence (fj )j∈N ∈ C∞ (Ω, Rℓ ) converging to f in L1 (Ω, Rℓ ) and satisfying
L = lim

Z

j→∞ Ω

|∇fj | dx < ∞.

(2.39)

Moreover, the least constant L is |Df | (Ω).
The following compactness result is useful for guaranteeing the solution of minimisation
problems stated in the non-reflexive Sobolev space W1,1 (Ω, Rℓ ). Indeed, it is possible to
embed such problems in BV(Ω, Rℓ ) and thus a converging subsequence can be found.
Theorem 2.24 (Compactness in BV). Let (fj )j∈N ⊂ BV(Ω, Rℓ ). If Ω is an open set
with compact Lipschitz boundary and the sequence is bounded in BV(Ω, Rℓ ) then (fj )j∈N
admits a subsequence (fjℓ )k∈N weakly-∗ convergent to f ∈ BV(Ω, Rℓ ).
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Theorem 2.25 (Embedding). Let Ω ∈ Rd be an open, bounded domain with Lipschitz
∗
boundary. Then it holds that the continuous embedding BV(Ω) ⊆ Ld (Ω), with d∗ =
d/(d − 1) if d > 1 and d∗ = ∞ if d = 1. Moreover if Ω is connected, then the following
Poincaré-type inequality holds:
∥f − fΩ ∥Lp (Ω) ≤ C |Df | (Ω),

∀f ∈ BV(Ω) and p ∈ [1, ∞],

(2.40)

where C is a constant depending only on Ω and fΩ is the mean value of f in Ω:
1 Z
fΩ := d
f dx.
L (Ω) Ω

2.3.2

(2.41)

Functions of bounded Hessian

A further improvement of the space of bounded variation functions is the space of bounded
hessian functions, introduced in [Dem84] as the space of all functions f ∈ W1,1 (Ω, Rℓ )
such that ∇f is itself a function of bounded variation.
Definition 2.26. The space of bounded Hessian functions consists of all functions
f ∈ W1,1 (Ω, Rℓ ) whose distributional Hessian can be represented by an Rd×d×ℓ -valued
finite Radon measure:
n

o

BH(Ω, Rℓ ) = BV2 (Ω, Rℓ ) = f ∈ W1,1 (Ω, Rℓ ) : ∇f ∈ BV(Ω, Rℓ×d ) .

(2.42)

We set in general D2 f = D(∇f ) and for f ∈ W2,1 (Ω, Rℓ ) the second-order derivative
in the distributional sense is indicated as D2 f = ∇2 f Ld .
Definition 2.27. The space BH(Ω, Rℓ ) is a Banach space equipped with the norm
∥f ∥BH(Ω,Rℓ ) = ∥f ∥BV(Ω,Rℓ ) + D2 f (Ω)
= ∥f ∥L1 (Ω,Rℓ ) + |Df | (Ω) + D2 f (Ω).

(2.43)

Remark 2.28. The embedding from BH(Ω, Rℓ ) into W1,1 (Ω, Rℓ ) is compact [Dem84]. By
iterating the argument, we can build the following inclusion chain, where each embedding
is compact:
WQ,1 (Ω, Rℓ ) ⊂ BVQ (Ω, Rℓ ) ⊂ WQ−1,1 (Ω, Rℓ ) ⊂ · · ·
· · · ⊂ W2,1 (Ω, Rℓ ) ⊂ BV2 (Ω, Rℓ ) ⊂ W1,1 (Ω, Rℓ ) ⊂ BV(Ω, Rℓ ).
As mentioned in [PS14], we have the following notions of convergence:

(2.44)
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Definition 2.29. A sequence (fj )j∈N in BH(Ω, Rℓ ) converges to a f ∈ BH(Ω, Rℓ ):
∗

• weakly-∗ if fj → f in L1 (Ω, Rℓ ) and ∇fj −
⇀ ∇f in BH(Ω) as j → ∞;
• strictly if fj → f in L1 (Ω, Rℓ ) and |D2 fj | (Ω) → |D2 f | (Ω) as j → ∞, from which
we also get
∥fj − f ∥W1,1 (Ω) → 0, as j → ∞.
(2.45)
Of course strict convergence implies weak-∗ convergence in BH(Ω).
However, in imaging applications, the existence of minimisers cannot be guaranteed
in W2,1 (Ω, Rℓ ) ⊂ BH(Ω, Rℓ ) since it is not reflexive and, again, the direct method of
calculus of variation (coercivity plus lower semi-continuity, see Section 2.4) does not work.
The following result from [DT84] assures the existence of a converging sequence.
Theorem 2.30. Let Ω ⊂ Rd be an open set with Lipschitz boundary and let g be a
convex function such that g : Rℓ×d×d → R with at most linear growth at infinity. Then,
every f ∈ BH(Ω, Rℓ ) admits a sequence (fj )j∈N ⊆ C∞ (Ω, Rℓ ) ∩ W2,1 (Ω, Rℓ ) such that fj
converges to f strictly in BH(Ω, Rℓ ) and
lim g(D2 fj )(Ω) = g(D2 f )(Ω).

(2.46)

j→∞

Note that for f ∈ W2,1 (Ω, Rℓ ) it holds that:
g(D2 f )(Ω) =

2.3.3

Z
Ω

g(∇2 f ) dx.

(2.47)

Functions of bounded deformation

In [TS80, Bre13, BH14] the focus is on the space of bounded deformation functions, i.e.
the set of all functions f such that their symmetrised derivative is a bounded measure,
where the symmetrised derivative from the symmetrisation in (2.8) is

E f = |||(∇ ⊗ f ) = |||(f ⊗ ∇).

(2.48)

Proposition 2.31. Let f : Ω → Symℓ (Rd ) be (ℓ + 1)-times continuously differentiable
and such that E (f ) = 0. Then ∇ℓ+1 ⊗ f = 0 and f is a Symℓ (Rd )-valued polynomial of
maximal degree ℓ.
Definition 2.32. The total deformation of a f ∈ L1loc (Ω, Symℓ (Rd )) is defined as
TDℓ (f ) = sup
Ψ

Z
Ω



f · div Ψ dx Ψ ∈ C1c (Ω, Symℓ (Rd )), ∥Ψ∥∞ ≤ 1 ,

(2.49)
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where div is the adjoint to −E .
Definition 2.33. The space of bounded deformation functions, with the corresponding
norm, is:


BD(Ω, Sym (R )) = f ∈ L (Ω, Sym (R )) E f ∈ M (Ω, Sym
ℓ

d

ℓ

1

d

ℓ+1



(R )) ,
d

∥f ∥BD = ∥f ∥L1 + ∥E f ∥M ,

(2.50)

where the Radon norm of E f is defined as the total deformation of f ∈ Symℓ (Rd ):
∥E f ∥M = TDℓ (f ).

(2.51)

Note that for ℓ = 0 we get BD(Ω, Sym0 (Rd )) ≡ BV(Ω) while for ℓ = 1 we get
BD(Ω, Sym1 (Rd )) ≡ BD(Ω). Also, BD(Ω, Symℓ (Rs )) is a Banach space since E is closed
in a weak sense (even if it is possible to consider the strong convergence instead):
Proposition 2.34 (Closedness of E ). Let p ∈ [1, ∞]. If fj ⇀ f in Lp (Ω, Symℓ (Rd )) as
well as E (fj ) ⇀ η in Lp (Ω, Sym1+ℓ (Rd )), then E (f ) = η. The statement remains true
for weak-∗-convergence in M (Ω, Symℓ (Rd )) and M (Ω, Symℓ+1 (Rd )), respectively.
We have the following notion of weak-∗ and strict convergence.
Definition 2.35. A sequence (fj )j∈N with fj ∈ BD(Ω, Symℓ (Rd )) for every j ∈ N is
said to converge to a f ∈ BD(Ω, Symℓ (Rd )) in the following manner:
∗

• weakly-∗, denoted fj −
⇀ f if
lim ∥fj − f ∥L1 = 0 and

j→∞

∗

E fj −
⇀ E f in M (Ω, Symℓ (Rd ));

(2.52)

• TDℓ -strictly to f if
lim ∥fj − f ∥L1 = 0 and

j→∞

lim TDℓ (fj ) = TDℓ (f ).

j→∞

(2.53)

Theorem 2.36 (Embedding, see Theorems 4.16 and 4.17 in [Bre13]). Let Ω be a bounded
Lipschitz domain. Then, the following embedding results hold:
• BD(Ω, Symℓ (Rd )) ,→ Ld/(d−1) (Ω, Symℓ (Rd )) continuously;
• BD(Ω, Symℓ (Rd )) ,→ Lp (Ω, Symℓ (Rd )) compactly for 1 ≤ p ≤ d/(d − 1).
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Theorem 2.37 (see Theorem 4.8 in [Bre13]). For ℓ ≥ 0 and d ≥ 1, there exists a
constant C = C(ℓ, d) such that for f ∈ C1c (Rd , Symℓ (Rd )) the following estimate holds
∥f ∥d/(d−1) ≤ C ∥E (f )∥1 .

(2.54)

A key result in the theory of functions of bounded deformation is that the kernel of
E in the space of distributions, namely ker(E ), is a finite-dimensional subspace of the
Symℓ (Rd )-valued polynomials of maximal degree ℓ of the form
f (x)(y1 , . . . , yℓ ) =

ℓ
X

pk (x)(y1 , . . . , yℓ ),

(2.55)

k=0

where pk : Ω → Symℓ (Rd ) is a k-homogeneous polynomial. This result allows to obtain
the following embedding and Sobolev–Korn estimates on a bounded domain.
Theorem 2.38. Let Ω ⊂ Rd be a bounded Lipschitz domain. Then for any continuous
projection R : Ld/(d−1) (Ω, Symℓ (Rd )) → ker(E ) there exists a constant C > 0 depending
only on Ω and R such that
for all f ∈ BD(Ω, Symℓ (Rd )).

∥f − Rf ∥d/(d−1) ≤ C ∥E f ∥M ,

(2.56)

By density, tensors in the BD(Ω, Symℓ (Rd )) space can be approximated by smooth
functions C∞ (Ω, Symℓ (Rd )) with respect to strict convergence. Moreover, a distribution
f ∈ D ′ (Ω, Symℓ (Rd )) with E f ∈ M (Ω, Symℓ+1 (Rd )) in the distributional sense implies
that f ∈ BD(Ω, Symℓ (Rd )).
By iterating Q-times the operator E , it is possible to define E Q = E ◦ · · · ◦ E , and the
space


BD (Ω, Sym (R )) = f ∈ L (Ω, Sym (R )) E f ∈ M (Ω, Sym
Q

ℓ

d

1

∥f ∥BDQ = ∥f ∥L1 + E Q f

2.3.4

ℓ

M

d

Q

ℓ+Q



(R )) ,
d

(2.57)

.

Functions of bounded generalized variation

We now turn our attention to the total generalized variation (TGV) and the space of
bounded generalized variation functions as presented in [BKP10, BH14]. Nowadays, the
TGV functional is very popular in image analysis due to its ability to preserve edges in
reconstruction tasks while minimising staircase artefacts.
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Definition 2.39. Let Ω ⊂ Rd be a bounded Lipschitz domain, Q, ℓ ∈ N with Q ≥ 1
and ℓ ≥ 0, α = (α0 , . . . , αQ−1 ) be a positive weight vector. Then, the total generalized
variation of order Q of the ℓ-symmetric tensor field f ∈ L1loc (Ω, Symℓ (Rd )) is given by:
TGVQ,ℓ
α (f ) = sup
Ψ

Z



Ω

ℓ+Q
f · divQ Ψ dx ∀ Ψ ∈ CQ
(Rd )),
c (Ω, Sym





(2.58)

,

∥div Ψ∥∞ ≤ αq , q = 0, . . . , Q − 1
q







with div Ψ = trace(∇ ⊗ Ψ) and divq Ψ = traceq (∇q ⊗ Ψ), [BKP10, Equation (2.1)].
Definition 2.40. The normed space of bounded generalized variation functions of order
Q is defined as
BGVQ (Ω, Symℓ (Rd )) = {f ∈ L1 (Ω, Symℓ (Rd )) TGVQ,ℓ
α (f ) < ∞},
∥f ∥BGVQ = ∥f ∥1 +

(2.59)

TGVQ,ℓ
α (f ).

ℓ
1
ℓ
ℓ
d
d
We have TGV1,ℓ
α (f ) = α0 TD (f ) thus BGV (Ω, Sym (R )) ≡ BD(Ω, Sym (R )). In
general, BGVQ (Ω, Symℓ (Rd )) ≡ BD(Ω, Symℓ (Rd )) holds true [BH14].

Proposition 2.41. The following results holds:
ℓ
1
d
• TGVQ,ℓ
α is lower semi-continuous in L (Ω, Sym (R ));
Q,ℓ
is continuous semi-norm on BGVQ (Ω, Symℓ (Rd )) with finite dimensional
• TGVα
kernel ker(E Q );

• the space BGVQ (Ω, Symℓ (Rd )) is a Banach space.
ℓ+i−1
Lemma 2.42. Let i ≥ 1 and wi−1 ∈ Ci−1
(Rd ))∗ , wi ∈ Ci0 (Ω, Symℓ+i (Rd ))∗
0 (Ω, Sym
be distributions of order i − 1 and i, respectively. Then



⟨wi−1 , div Ψ⟩ + ⟨wi , Ψ⟩

Ψ∈



∥Ψ∥∞ ≤ 1

∥E wi−1 − wi ∥M = sup 
Ψ




Cic (Ω, Symℓ+i (Rd )),

,

(2.60)




which is finite if and only if E wi−1 − wi ∈ M (Ω, Symℓ+i (Rd )) in a distributional sense.
A key result for both the theory and its applications is the minimum representation
of the total generalized variation.
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ℓ
d
1
Theorem 2.43. For TGVQ,ℓ
α (f ) as in Definition 2.39, for each f ∈ Lloc (Ω, Sym (R ))
we have

TGVQ,ℓ
α (f ) =

min ℓ+i

Q
X

wi ∈BD(Ω,Sym (Rd )) i=1
i=0,...,Q,
w0 =f , wQ =0

αQ−i ∥E wi−1 − wi ∥M ,

(2.61)

with the minimum being finite if and only if f ∈ BD(Ω, Symℓ (Rd )) and attained for
some w0 , . . . , wℓ , where wi ∈ BD(Ω, Symℓ+i (Rd )) for i = 0, . . . , ℓ and w0 = f as well as
wk = 0 in case of f ∈ BD(Ω, Symℓ (Rd )).
Note that the decomposition in (2.61) holds also for the scalar version ℓ = 1, whereby
it has been interpreted in [BKP10] as as a Q-fold infimal convolution of inf-L1 -type
functionals evaluated at ∇Q f or, equivalently, in terms of iterated Fenchel duality.

2.4

Convex analysis

In this section we recall useful results from convex analysis and the Fenchel–Rockafellar
duality theory. We refer the reader to [Cla90, Cla98, ET99, CP16] for more details.

2.4.1

The role of convex functions in optimisation

In what follows we emphasise the importance of convex lower semi-continuous functions
for guaranteeing the existence of a minimum in optimization problems and we focus on
real-valued functions f : X → R. We start by stating a classic result due to Weierstraß:
Theorem 2.44 (Weierstraß). Let X be a compact set. If f : X → R is a continuous
function, then there exist a maximum and a minimum, each at least once. Thus:
continuity + compactness =⇒ existence of a minimum and a maximum.
However, the requirements of Theorem 2.44 may be too strong for many of the
optimization problems of practice interest. Therefore, a key workaround is to consider
lower semi-continuous and coercive functions as follows.
Definition 2.45 (Lower semi-continuity). A function f : X → R is said to be (sequentially) lower semi-continuous (l.s.c.) at x ∈ X, if for every sequence (xj ) converging to
x we have
f (x) ≤ lim inf f (xj ).
(2.62)
j→∞

Property 2.46. The following properties hold:
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• if f and g are l.s.c. at x, then so is f + g;
• if (fi )i∈I is a family of l.s.c. functions with I an arbitrary set of indices, not
necessarily countable, then f (x) = supi fi (x) is lower semi-continuous.
Definition 2.47 (Coercivity). Let (X, d) be a metric space and f : X → R. The function
f is coercive if for every t ∈ R there exists K(t) ⊂ X, with K(t) a compact subset of X,
such that
{x ∈ X : f (x) ≤ t} ⊆ K(t).
(2.63)
Proposition 2.48. Let X = Rn and f : X → R. Then f is coercive if and only if
lim f (x) = +∞.

∥x∥→∞

(2.64)

With these notions in place we can state the direct method in the Calculus of
Variations, which guarantees the existence of (at least) a minimum, since the existence
of maxima are not of our interest here.
Theorem 2.49 (Tonelli–Weierstraß). Let (X, d) be a metric space, f : X → R. If f is
lower semi-continuous and coercive, then f admits at least a minimum point in X:
lower semi-continuity + coercivity =⇒ existence of a minimum.
The Tonelli–Weierstraß’s theorem is also related to the definition of mild coerciveness.
Definition 2.50 (Mild coerciveness). A function f : X → R is mildly coercive if there
exists a non-empty compact set K ⊂ X such that
inf f = inf f.
X

K

(2.65)

Remark 2.51. If f is coercive then it is mildly coercive. The converse is not true.
Indeed, an example of a non-coercive, mildly coercive function is given by any periodic
function f : Rn → R.
Definition 2.52. Let f : X → R be a function. Its lower semi-continuous envelope sc(f )
is the greatest lower semi-continuous function not greater than f , that is, for every x ∈ X
scf (x) = sup{g(x) : g(x) l.s.c. g ≤ f }.

(2.66)

Theorem 2.53 (Weierstraß). If f : X → R is mildly coercive then there exists a
minimum min{scf (x) : x ∈ X} and it equals the infimum inf{f (x) : x ∈ X}. Moreover,
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the minima for sc(f ) are exactly all the limits of converging sequences (xj ) such that
lim f (xj ) = inf f (x).

j→∞

(2.67)

X

Remark 2.54. One of the main problems involving the existence of the solution is
concerned with the right topology to be used, as the closed unit ball is always compact only
in the weak-∗ topology (Banach–Alaoglu–Bourbaki’s Theorem) while the compactness can
be proved also in the weak topology only if the space X is reflexive (Kakutani’s Theorem).
So far, we can choose one of the following topologies:
• a very strong topology on X makes it easier to obtain lower semi-continuity but
more difficult to have compactness and then coercivity (because there exist much
more open sets than in other topologies with less opportunities, i.e. less compact
sets, to obtain coerciveness);
• a very weak topology on X makes it more difficult to have lower semi-continuity
but easier to have compactness and then coercivity (because there exist much fewer
open sets to achieve lower semi-continuity than in other topologies).
In other words, the coerciveness of f is easier to verify if we have many converging
sequences, while the lower semi-continuity of f is more easily satisfied if we have few
converging sequences.
We are ready to introduce the definitions of convex set and convex function, as a key
tool to help the choice of the topology in Remark 2.54.
Definition 2.55. Let X be a vector space and f : X → R:
• the set X is convex if τ x + (1 − τ )y ∈ X for all τ ∈ [0, 1] and for every x, y ∈ X;
• the function f is convex if f (τ x + (1 − τ )y) ≤ τ f (x) + (1 − τ )y) for all x, y ∈ X
with X convex.
Property 2.56. Let f : X ∈ R and epi(f ) defined as
n

o

epi(f ) = (x, α) ∈ X × R : f (x) ≤ α .
Then:
• f is convex if and only if epi(f ) is convex;
• f is lower semi-continuous if and only if epi(f ) is closed in X × R.

(2.68)
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Remark 2.57. Observe that the following chain of reasoning holds:
• if f is convex and l.s.c. then epi(f ) is convex and closed by Property 2.56;
• a convex set is weakly closed if and only if it is strongly closed;
• if epi(f ) is endowed with a weaker topology then f is still convex and l.s.c. but with
fewer open sets and more compact sets.
Thus, the use of convex l.s.c. functions increases the possibility to satisfy the coercivity
requirement of the Tonelli–Weierstraß theorem.

2.4.2

Fenchel–Rockafellar theory

In what follows, let X and Y be two finite-dimensional real vector spaces, usually Banach
or Hilbert spaces, and let X ∗ and Y ∗ their dual space. Of course, when X and Y are
reflexive, then they coincide with their dual spaces. Let K : X → Y be a bounded
continuous linear operator with the operator norm defined as
∥K∥ = sup{∥Kx∥ : x ∈ X, ∥x∥ ≤ 1}

(2.69)

and let K∗ : Y ∗ → X ∗ be its adjoint operator. We recall that in the finite-dimensional
space only, every linear map is automatically continuous. Also, let f : Y → R and
g : X → R be proper, convex and lower semi-continuous functions. Let dom(f ) be the
set of points where f is finite, i.e.
dom(f ) = {x ∈ X : f (x) < ∞}

(2.70)

A function f is called proper if dom(f ) ̸= ∅. The Legendre–Fenchel conjugate of f is
defined as follows.
Definition 2.58. Let f : X → R. Then the Legendre–Fenchel conjugate of f is a
function f ∗ : X ∗ → R defined as
f ∗ (x) = sup ⟨x∗ , x⟩ − f (x)
x∈X

for all x∗ ∈ X ∗ .

(2.71)

The sub-differential in the sense of convex analysis of a function is defined as follows.
Definition 2.59. Let X be a Banach space with norm ∥ · ∥X and f : X → R be a convex
lower semi-continuous function. The element x∗ ∈ X ∗ belongs to the sub-differential set
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of f at x ∈ X, denoted by x∗ ∈ ∂f (x), if
f (x) < ∞

and

⟨x∗ , y − x⟩ + f (x) ≤ f (y),

for all y ∈ X.

(2.72)

If ∂f (x) ̸= ∅, then f is said sub-differentiable in x.
Moreover, the following useful proposition holds:
Proposition 2.60. Let f : X → R. Then x∗ ∈ ∂f (x) if and only if
f (x) + f ∗ (x∗ ) = ⟨x∗ , x⟩.

(2.73)

We introduce the convex duality by defining the primal and the dual minimisation
problems: here, the idea is to transform the primal problem into another one, possibly
easier to solve.
Definition 2.61. The primal problem is defined as
min f (Kx) + g(x),
x∈X

(2.74)

while the (Fenchel–Rockafellar) dual problem is defined as
max −g ∗ (−K∗ y ∗ ) − f ∗ (y ∗ ).

y ∗ ∈Y ∗

(2.75)

Remark 2.62. The relation between primal and dual problem is given via the Fenchel’s
conjugate of f by
min f (Kx) + g(x) ≥ min sup ⟨y, Kx⟩ − f ∗ (y ∗ ) + g(x).
x∈X

x∈X y ∗ ∈Y ∗

(2.76)

If f (0) < ∞ and g continuous at 0, then the min and the sup can be swapped and
min f (Kx) + g(x) ≥ max
inf ⟨K∗ y ∗ , x⟩ − f ∗ (y ∗ ) + g(x)
∗
∗
x∈X

y ∈Y

x∈X

≥ max
−g ∗ (−K∗ y ∗ ) − f ∗ (y ∗ ).
∗
∗

(2.77)

y ∈Y

Thus, we can measure the discrepancy between the solution of the primal and the
dual problem, by introducing the primal-dual gap.
Definition 2.63. The always non-negative primal-dual gap is defined as

G (x, y ∗ ) = f (Kx) + g(x) + g ∗ (−K∗ y ∗ ) − f ∗ (y ∗ ).

(2.78)
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Definition 2.64. Under the assumptions in Remark 2.62, let y ∗,⋆ be the solution of the
dual problem, which always exists and let x⋆ , if it exists, be the solution of the primal
problem. By assuming also that the duality gap is zero, the pair (x⋆ , y ∗,⋆ ) is a saddle
point for the saddle-point problem defined as
min max
⟨y ∗ , Kx⟩ − f ∗ (y ∗ ) + g(x).
∗
∗
x∈X y ∈Y

(2.79)

The zero assumption on the primal-dual gap implies that the primal and the dual
problem have the same value. This is equivalent to assuming that there is a pair (x⋆ , y ∗,⋆ )
which satisfies the Karush–Kuhn–Tucker conditions.
Proposition 2.65 (Karush–Kuhn–Tucker optimality condition). From saddle-point
problem (2.79) we get the optimality conditions:

Kx⋆ ∈ ∂f ∗ (y ∗,⋆ ) and

− (K∗ y ∗,⋆ ) ∈ ∂g(x⋆ ).

(2.80)

Also, the following theorem will be useful:
Theorem 2.66 (Attouch–Brezis). Let X, Y be Banach spaces, K : X → Y be a bounded
linear operator and f : Y → R, g : X :→ R be proper, convex, lower semi-continuous
functionals. If the set
[
λ (dom(f ) − K(dom g))
(2.81)
λ≥0

is a closed subspace of Y , then
inf f (Kx) + g(x) = max
−g ∗ (−K∗ y ∗ ) − f ∗ (y ∗ ).
∗
∗

x∈X

y ∈Y

(2.82)

Thus, the dual problem has a solution with zero duality gap.

2.5

Proximal Operators

When solving unconstrained smooth minimisation problems of modest size, e.g. for
imaging applications a problem of modest size is to deal with images of size is 200×200, the
Newton’s method is a good standard tool based on linear algebra operations, computation
of gradients and Hessians. However, for non-smooth, constrained, large-scale, distributed
problems, proximal methods reveal their potential. Indeed, the computation of the
proximal operator of a function requires to solve small convex optimization sub-problems,
either via standard methods or via a fast closed-form formula. The final aim is to solve a
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problem similar to the one arising in Section 1.3.3:
min f (x) +
x∈X

λ
∥x − x⋄ ∥22 ,
2

(2.83)

by solving iteratively smaller sub-problems where a cost-to-move term is added to the
functional so as to penalize the distance between two consecutive iterates. Such smaller
problems to solve are related to the theory of proximal operators of a convex function
f , which we are going to review below. In what follows, we write τ = λ−1 . Note that
if second-order information is available, then (2.83) can be solved via quasi-Newton
methods like Davidon–Fletcher–Powell (DFP) and Broyden–Fletcher–Goldfarb–Shanno
(BFGS), but very often the problem has an analytical solution that allows to use its
structure for obtaining the solution efficiently. We refer the reader to [CW05, CP08,
CP16, Nes13, PB14] for further details.

2.5.1

Introduction and interpretation

The proximal operator of a convex function f can be interpreted as a compromise between
finding x⋆ that minimises f and being close to the input argument x⋄ .
Definition 2.67 (Proximal operator). If f is a convex, proper and lower semi-continuous
function, than for any input x⋄ there exists a unique minimiser x⋆ to the strongly convex
problem
1
∥x − x⋄ ∥22 .
(2.84)
min f (x) +
x∈X
2τ
This defines a proximal operator map of f , proxτ f : X → R, defined by
1
x ∈ proxτ f (x ) = arg min f (x) +
∥x − x⋄ ∥22 ,
2τ
x∈X
⋆

⋄





(2.85)

where x⋆ is called the proximal point of x⋄ .
We summarise the algebraic properties for the proximal operators of f in Table 2.1
and the following properties hold:
• the fixed points of proxτ f are the minimisers of f , i.e. proxτ f (x⋆ ) = x⋆ if and only
if x⋆ minimises f ;
• let f1 , . . . , fn be closed proper convex functions, then the proximal average of
P
f1 , . . . , fn is a function g where proxg = n−1 ni=1 proxfi ;
• Moreau’s decomposition: x = proxτ f (x) + τ proxτ −1 f ∗ (τ −1 x).
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Table 2.1: Property of the proximal operators

Property
separability

proxτ f

f


i=1 fi (xi )

Pn



(proxτ f1 (x1 ), . . . , proxτ fn (xn )

postcomposition

αφ(x) + b, α > 0

prox(ατ )φ (x)

precomposition

φ(αx + b), α ̸= 0

α−1 proxα2 τ φ (αx + b) − α−1 b

orthogonality

φ(Qx), Q orthogonal

QT proxτ φ (Qx)

affine addition

φ(x) + aT x + b

proxτ φ (x − τ a)

regularisation

φ(x) + ρ2 ∥x − a∥22

τ
prox 1+τ
φ
ρ



τ
x
(1+τ ρ)τ



τ
+ ρ 1+τ
a
ρ

The action of the proximal operator has different interpretations: one geometrical,
one as an explicit gradient step and one as a resolvent of an operator.
Geometrical Interpretation
For the geometrical meaning of the proximal operator, it is possible to observe that it
has a different effect according to the the position of x with respect to the domain, see
Figure 2.1:
• the proximal point of points inside the domain remains inside the domain and move
towards the minimum of the function;
• the proximal point of points outside the domain is projected to the boundary of
the domain and moves towards the minimum of the function.
In both cases, the parameter τ controls the speed of convergence of the proximal point
to the minimum of f .
Example 2.68. Let D be a closed non-empty convex set and f = XD , the indicator
function. Then, the proximal operator reduces to Euclidean projection onto D, which we
denote by
ΠD (x⋄ ) ∈ arg min ∥x − x⋄ ∥2 ,
(2.86)
x∈D

so the proximal operator can be viewed as a generalized projection.
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Figure 2.1: Proximal operator in action.

For a non-smooth convex function f , we take advantage of the Moreau envelope:
Definition 2.69. The Moreau–Yosida regularisation Mτ f of the function τ f , or Moreau
envelope of f with parameter τ , is defined as
Mτ f (x ) = inf
⋄

x∈X

1
f (x) +
∥x − x⋄ ∥22 .
2τ





(2.87)

The Moreau envelope Mf is a smoothed regularisation of f since it has domain Rd
(even when f does not), it is continuously differentiable (even when f is not) and the
sets of minimisers of f and Mf are the same: thus, minimising f or Mf is equivalent.

Figure 2.2: Moreau–Yosida regularisation of the black line function f is shown in red. The
dashed function is the regularised term.

To sum up, x⋆ is the minimal point of the Moreau–Yosida regularisation of τ f , thus:
1
x ∈ arg min f (x) +
∥x − x⋄ ∥22 = proxτ f (x⋄ )
2τ
x∈X
⋆





(2.88)
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and the following equivalence holds:
Mτ f (x⋄ ) = f (proxτ f (x⋄ )) +

1
proxτ f (x⋄ ) − x⋄
2τ

2
2

.

(2.89)

Explicit gradient step of Moreau envelope
Interestingly, the gradient of Mτ f with respect to x⋄ can be written as
∇Mτ f (x⋄ ) = −


1
proxτ f (x⋄ ) − x⋄ ,
τ

(2.90)

so x⋆ = proxτ f (x⋄ ) is as an explicit gradient step for minimising Mτ f , with step size τ :
proxτ f (x⋄ ) = x⋄ − τ ∇Mτ f (x⋄ ) = (I − τ ∇Mτ f )(x⋄ ).

(2.91)

Since the implicit gradient descent reads as
xk+1 = x⋄ − τ ∇f (xk+1 ) i.e. ∇f (xk+1 ) =

xk+1 − x⋄
,
τ

(2.92)

then, if xk+1 exists, it is a critical point of the function Mτ f (x⋄ ) and by using Moreau’s
decomposition for τ = 1, we have:
x⋄ = proxf (x⋄ ) + proxf ∗ (x⋄ )
= x⋄ − ∇Mf (x⋄ ) + proxf ∗ (x⋄ ),

(2.93)

implying proxf ∗ (x⋄ ) = ∇Mf (x⋄ ), or equivalently proxf (x⋄ ) = ∇Mf∗ (x⋄ ).
Resolvent of sub-differential operator
Lemma 2.70. The proximal operator proxτ f and the sub-differential operator ∂f are
related as follows:
proxτ f (x⋄ ) = (I + τ ∂f )−1 (x⋄ ),
(2.94)
where (I + τ ∂f )−1 is called the resolvent of the operator ∂f so the proximal operator is
the resolvent of the sub-differential operator

2.5.2

Proximal operator of common functions

We display in Table 2.2 the proximal operator of the most common functions. In
particular, we will make use of the following functions:
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• the support function:
σ[a,b] (x) =



ax




if x < 0,

0

if x = 0,






bx

if x⋄ > 0;

(2.95)

• the Huber function with parameter ε > 0:

hε (x) =


∥x∥22




if ∥x∥2 ≤ ε,

2ε


∥x∥ − ε
2
2

if ∥x∥2 > ε;

;

(2.96)

• the element-wise soft-thresholding

soft[aτ,bτ ] (x⋄ ) =



x⋄




− aτ




 ⋄
x

− bτ

0

if x⋄ < aτ,
(2.97)

if aτ ≤ x⋄ ≤ bτ,
if x⋄ > bτ.

Table 2.2: Common proximal operators.

function name
support function

f (x)

proxτ f (x⋄ )

σ[a,b] (x)

soft[aτ,bτ ] (x⋄ )

element-wise absolute value σ[−1,1] (x) = ∥x∥2

x⋄
1+τ

element-wise square

x2
2

element-wise Huber

hε (x)

Euclidean norm

∥x∥2 =

soft[−1τ,1τ ] (x⋄ )

x⋄
x⋄
(1+τ ε) max{1,∥ 1+τ
ε∥

v
uN
uX
t
x2

2



i

1−

τ
max{∥x⋄ ∥2 ,τ }

1
1+τ γ



i=1

elastic net

∥x∥1 + τ2 ∥x∥22





}

x⋄

proxτ ∥ · ∥1 (x)
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Proximal algorithms

By assuming that f has a minimiser, the proximal minimisation algorithm, also called
proximal iteration or proximal point algorithm, reads as


xk+1 ∈ proxτ k f (xk ) = arg min f (x) +
x∈X

1
x − xk
2τ k

2
2



(2.98)

k
k
and it converges as soon as τ k > 0 and ∞
k=1 τ = ∞ (e.g. τ ≡ τ > 0 for each k).
Thus, the proximal minimisation algorithms is a quadratic (Tikhonov) regularisation
disappearing in the limit when τ > 1, where the second term is damped so as to not step
away from xk .

P

Proximal Gradient Method
Consider now the problem
min (f (x) + g(x)) ,
x∈X

(2.99)

where f : X → R and g : X → R are closed proper convex, f is differentiable and g is
extended-valued (it can be used to encode constraints on the variable x). In this form,
the objective function is split into two terms, one of which is differentiable. Since the
splitting is not unique, different implementations of the proximal gradient method for
the same problem are possible.
Definition 2.71. The proximal gradient method consists of an explicit step in f and
an implicit step in g:
xk+1 ∈ proxτk g (xk − τk ∇f (xk )),
(2.100)
where τk > 0 is a step size.
The proximal gradient algorithm can be interpreted as a fixed point iteration. Indeed,
we have that x⋆ is a minimiser for the problem (2.99) if and only if 0 ∈ ∇f (x⋆ ) + ∂G(x⋆ ),
which is true when the following statements hold for any τ > 0:
0 ∈ τ ∇f (x⋆ ) + τ ∂g(x⋆ )
0 ∈ τ ∇F (x⋆ ) − x⋆ + x⋆ + τ ∂g(x⋆ )
(I + τ ∂g)(x⋆ ) ∋ (I − τ ∇f )(x⋆ )
x⋆ = (I + τ ∂g)−1 (I − τ ∇f )(x⋆ )
x⋆ = proxτ g (x⋆ − τ ∇f (x⋆ )).

(2.101)
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Equivalently, x⋆ is a minimiser for the problem (2.99) if and only if it is a fixed point of
the forward-backward operator
(I + τ ∂g)−1 (I − τ ∇f ).

(2.102)

However, we need τ ∈ (0, 1/L], with L the Lipschitz constant of ∇f , to guarantee that
the iteration in the forward-backward operator converges to a fixed point, when it exists.
The proximal gradient method can be also interpreted as a method for the numerical
integration of the gradient flow differential equation with a forward Euler step for the
differentiable part f and a backward Euler step for the (possibly) non-differentiable part
g. Here, by assuming that g is also differentiable, the gradient flow system takes the form
∂x(t)
= −∇f (x(t)) − ∇g(x(t)).
∂t

(2.103)

Thus, by means of replacing the following quantities:
• the derivative on the left-hand side with the difference
xk+1 − xk
;
h

(2.104)

• the value x(t) on the right-hand side with either xk (giving the forward Euler
discretisation) or xk+1 (giving the backward Euler discretisation);
then the resulting discretisation leads to algorithms known as operator splitting methods.
For example, by considering the discretisation
xk+1 − xk
= −∇f (xk ) − ∇g(xk+1 ),
h

(2.105)

xk+1 = (I + h∇g)−1 (I − h∇f )(xk ),

(2.106)

we rearrange as
which is known as forward-backward splitting and is exactly the proximal gradient method
iteration for h = τ .
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Accelerated Proximal Gradient Method
This accelerated algorithm include an extrapolation step given by the extrapolation
parameter ω k ∈ [0, 1):

 y k+1

= xk + ω k (xk − xk−1 ),

xk+1

∈ proxτk g (y k+1 − τk ∇f (y k+1 ));

(2.107)

In the case of ∇f being Lipschitz continuous with constant L, the method converges to
the optimal value with the rate O (k −2 ), for a fixed choice of τk = τ ∈ (0, L−1 ) (when L
is unknown it can be estimated by a line-search method).
Alternating direction of multipliers (ADMM)
Consider the minimisation problem in (2.99). In the case that the proximal operators of
f and g can be efficiently evaluated separately but the proximal operator for f + g is
not easy to evaluate, then the alternating direction method of multipliers (ADMM), also
known as Douglas–Rachford splitting, can be useful. The ADMM method reads as


xk+1




∈ proxτ f (y k − z k ),




 k+1
z

= z k + xk+1 − y k+1 .

(2.108)

y k+1 ∈ proxτ g (xk+1 + z k ),

In this scheme, xk ∈ dom f and y k ∈ dom g converge both to each other and to optimality.
When g encodes constraints, then the iterates y k satisfy the constraints at each step
while xk satisfy the constraints in the limit only.
A way to interpret the ADMM scheme is to introduce an additional variable y and
rewrite the problem in the consensus form:




such

min (f (x) + g(y)) ,

(2.109)

x∈X

that x − y = 0,

where x − y is called consensus constraint. This is evidently equivalent to minimising
f + g. The augmented Lagrangian associated with the problem (2.109) is
Lρ (x, y, z) = f (x) + g(y) + ⟨z, x − y⟩ +

ρ
∥x − y∥22 ,
2

(2.110)

where ρ > 0 is a parameter and y ∈ X is a dual variable associated with the consensus
constraint. This is the usual Lagrangian augmented with an additional quadratic penalty
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on the equality constraint function. Then, ADMM can be expressed as


xk+1







y

k+1







 z k+1

∈ arg min Lρ (x, y k , z k ),
x∈X

∈ arg min Lρ (xk+1 , y, z k ),

(2.111)

y∈X

= z k + ρ(xk+1 − y k+1 ),

and then, by square completion of the quadratic terms using the linear ones, we get





xk+1






k+1


y








 k+1

z

1
ρ
x − yk + zk
∈ arg min f (x) +
2
ρ
x∈X

2

= z + ρ(x
k

k+1

−y

k+1

!

= proxρ−1 f
2

ρ k+1
1
∈ arg min g(y) +
x
− y + zk
2
ρ
y∈X

zk
y −
,
ρ
k

2

zk
+
,
ρ
!

= proxρ−1 g x
2

k+1

(2.112)

).

In each step, Lρ is minimised over the variable using the most recent values from the
others, alternatingly.
Another interpretation of ADMM is to consider x⋆ as the fixed iteration point
satisfying the optimality condition
0 ∈ ∂f (x⋆ ) + ∂g(x⋆ ).

(2.113)

Thus, for fixed points x, y, z of the ADMM iteration satisfy


x




∈ proxτ f (x − z),

y ∈ proxτ g (x + z),






(2.114)

z = z + x − y.

From the last equation we conclude that x = y, so

which means that


x

∈ proxτ f (x − z) = (I + τ ∂f )−1 (x − z),

x

∈ proxτ g (x + z) = (I + τ ∂g)−1 (x + z),

x − z

∈ x + τ ∂f (x),

x + z

∈ x + τ ∂g(x).

(2.115)

(2.116)

By adding these two equations, x satisfies the optimality condition. Thus, any fixed
point of the ADMM iteration satisfies x = y, with x optimal.
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Primal-dual hybrid gradient algorithm

In this section we suppose that X and Y are two finite-dimensional normed spaces (thus
reflexive, hence they coincide with their dual in the description given in Section 2.4.2).
The aim is to describe the primal-dual hybrid gradient algorithm introduced in [CP11] for
solving the non-smooth convex optimization problem with the continuous linear operator
K :X →Y:
min (f (Kx) + g(x)) .
(2.117)
x∈X

We recall that the saddle-point structure described in (2.79), in this case reads as
min max (⟨y, Kx⟩ − f ∗ (y) + g(x)) .
x∈X y∈Y

(2.118)

Thus, by alternatingly fixing x ∈ X and y ∈ Y , the splitting strategy applied to
(2.118) leads to solving the following sub-problems:





y⋆



∥y − z2 ∥22
+ f ∗ (y) = (I + σ∂f ∗ )−1 (z2 ),
∈ arg min
2σ
y∈Y




⋆


x

∥x − z1 ∥22
∈ arg min
+ g(x) = (I + τ ∂g)−1 (z1 ).
2τ
x∈X

!

!

(2.119)

where z1 and z2 are the input of the proximal operators. Thus, we can set z1 and z2 as
in the explicit gradient descent method

z2

= y k + σq, q ∈ ∂f ∗ ,

z

= xk + τ p, p ∈ ∂g.

1

(2.120)

and from the optimality conditions in Proposition 2.65, q = Kx⋆ and p = −K∗ y ⋆ , the
iterative scheme can be written as


y k+1




∈ (I + σ∂f ∗ )−1 (y k + σ Kxk ),




 k+1
x

= xk+1 + ω(xk+1 − xk ),

xk+1 ∈ (I + τ ∂g)−1 (xk + τ (−K∗ y k+1 )),

(2.121)

where x is the primal variable accelerated by the acceleration parameter ω ∈ [0, 1].

Chapter 3
Total Directional Variation
In what follows, we analyse a new class of (higher-order) total directional variation
regularisers, where the derivatives of a tensor-valued function are weighted by a collection
of orientation fields. We commence this chapter by introducing the state of the art in
Section 3.1 for directional regularisers. In Section 3.2 we show how these regularisers can
be seen as a general case of the directional total variation regularisers in [KDK17], where
only a fixed direction is considered and as a generalization of the total directional variation
in [BKP10, BH14]. We will also explore an alternative characterisation of the directional
regulariser, in the same spirit of [BH14], which is helpful for the design of numerical
schemes for the minimisation of regularised inverse problems and the existence of solutions.
In Section 3.3 we discuss the higher-order total directional variation regularisers with
anisotropy, suitable for imaging problems. The numerical details of the discretisation are
introduced in Section 3.4, with the primal-dual algorithm and the numerical optimisation
for the minimisation of regularised problems. We present certain instances for different
combinations of orders q = 1, . . . , Q, up to Q = 3 in (3.1). Finally, in Section 3.5 we
present a number of numerical experiments with this new regulariser for image and video
denoising, image zooming and interpolation of two-dimensional surfaces from a sparse
number of given height values, e.g. in the case of atomic force microscopy data.
To be more precise, what we propose is the following regulariser. Let Ω ⊂ Rd be
a bounded Lipschitz domain for d ≥ 1. We address the analysis of the higher-order
total directional variation defined for every tensor-valued function u : Ω → T ℓ (Rd ), with
T ℓ (Rd ) the vector space of ℓ-tensors in Rd and ℓ > 0, as
TDVQ
α (u, M)

:= sup
Ψ

Z
Ω

u·

divQ
M

Ψ dx for all Ψ ∈

Q
YM
,α



,

(3.1)
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where Q is the order of regularisation, M is a collection of weighting fields acting on
each derivative order, α is a vector of regularisation parameters, T Q (Rd ) is the vector
space of Q-tensors in Rd and
n

Q
j
Q
Q
d
YM
,α = Ψ : Ψ ∈ Cc (Ω, T (R )), divM Ψ

o

∞

≤ αj , ∀ j = 0, . . . Q − 1 ,

(3.2)

with divjM the M-anisotropic divergence operator of order j. The higher-order total
directional variation extends the classical notion of isotropic total generalized variation
to the (smooth) anisotropic case. Throughout the thesis, we consider a specific choice of
M that we call Ma and that is given by


Ma := Maj

Q
j=1

, where Maj =


Mj

for j > Q − a;

I

for j ≤ Q − a,

(3.3)

weighting all derivatives of order q > Q − a while keeping unweighted the remaining ones.
The contents of this chapter is the result of the following publications: [PMSL18,
PMS18, PS18]. The MATLAB codes and the dataset related to this chapter are freely
available on GitHub at the author’s webpage git.io/simoneparisotto.

3.1

State of the art

Total variation (TV) regularisation is one of the most prominent regularisation approaches,
successfully applied in a variety of imaging problems. Indeed, since [ROF92], TV played
a crucial role in image denoising, image deblurring, inpainting, magnetic resonance
image (MRI) reconstruction and many others, see [CCC+ 10]. While the TV regulariser
successfully eliminates noise and at the same time preserves characteristic image features
like edges, it still has some shortcomings. A major one is the staircasing effect, resulting in
blocky-like images [CCN07, Nik00]. One approach to mitigate this effect is based on higher
order total variation regularisers, e.g. [CEP10, CMM00, PS14, SS08, WT10], aiming to
eliminate the staircasing effect by higher regularity in homogeneous regions of the image
while still allowing for discontinuities in the presence of edges. The total generalized
variation (TGVQ
α ) regulariser has been proposed in [BKP10] to balance the first Q
derivatives of u with a regularisation parameter vector α. Another modification of the
TV regulariser has been the introduction of directional information in the regularisation,
allowing to smooth images in an anisotropic fashion favouring preferred directions, e.g.
[BK12, ZW13, BBD+ 06, DH09, ST09, GL10, LBL+ 13, LRMU15, ESB15, MB16]. A
recent combination of directional TV and higher-order derivatives is the directional
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total generalized variation [KDK17] that equips the TGVQ
α regulariser with one constant
preferred smoothing direction.
Related work
In what follows we review the state-of-the-art that is most relevant for the newly
proposed higher-order directional total variation regulariser. We focus in particular
on functional regularisers but it is worth mentioning that there is a rich literature on
fairly general anisotropic PDE models, mainly of first and second order, see for instance
[SR96, TD05, Wei98, KMS00, BC98, CTS99, AGLM93, Zen86] and the references therein.
Our model can handle a more limited class of anisotropies but it can do it at any order
of derivation, which is particularly useful in various applications.
The idea of anisotropic smoothing for imaging has been pioneered by the book
of Weickert on anisotropic diffusion equations [Wei98]. Here, the structure tensor
[HS88, F8̈6, KW87] is used to encode directional information, denoted by Jρ (u) for a
continuous imaging function u : Ω → R and non-negative parameters σ, ρ, see (1.33) in
Section 1.3.2. For ∇uσ ̸= 0 the structure tensor Jρ (u) has two orthogonal eigenvectors
v1 and v2 with corresponding non-zero real eigenvalues λ1 (x) and λ2 (x). Here v1 and
v2 approximately point in the direction ∇uσ and ∇⊥ uσ . From this, diffusion tensors
can be constructed which inherit v1 and v2 as eigenvectors but whose eigenvalues are
expressions in λ1 and λ2 soas to increase or reduce smoothing in these directions, consider
for instance coherence-enhancing diffusion [Wei99]. The concept of the structure tensor
is used for variational regularisation by [ST09] in their proposed single orientation
estimation approach. There, the authors consider a regulariser of the type
Z
Ω

w(x)Jρ (u) dx,

for a non-negative weight function w : Ω → R and a continuous imaging function u : Ω →
R, for smoothing an image into a dominant single direction. For directed smoothing in
two directions, the authors propose to estimate directions v1 and v2 as in [AMS+ 06] and,
in their double orientation estimation approach, decompose u(x) = u1 (x) + u2 (x) via
min
α
u



v1T ∇u

1

+ v2T ∇u


1

+

1
∥u − u⋄ ∥22 .
2

(3.4)
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Let us also mention the work in [BBD+ 06] where oriented, local image structure is
extracted from images by regularisers
Z

TV (u) =
α

Ω

|Mα ∇u| dx,

(3.5)

Mα being the orthogonal rotation matrix for an angle α > 0.
Another approach based on the analysis of eigenvalues and eigenvectors of the structure
tensors can be found in [GL10]. The variational problem analysed there is
α
min
u

Z 
Ω

1

(∇u(x))T A(u)(x)∇u(x)

2

dx +

1
∥u − u⋄ ∥22 .
2

(3.6)

Here, the anisotropy matrix A ∈ Sym2 (Ω) is defined as
A(u) := UT (x) diag (γ(λ1 (x) − λ2 (x)), 1) U(x),



with γ(s) := 1 + s2 γ0−2

−1

,

Jρ (x) = UT (x)Σ(x)U(x) is the singular value decomposition of the structure tensor
where U(x) ∈ R2×2 is an orthogonal matrix and Σ(x) := diag(λ1 (x), λ2 (x)) ∈ R2×2 is
the diagonal matrix of the ordered eigenvalues λ1 and λ2 . Further, in [BK12], a discrete
directional total variation (TVa,θ ) regulariser for denoising discrete images u with a single
dominant direction (directional images) is introduced via affine transformations of test
functions: the circular unit ball generated by the L2 -norm is transformed into an ellipse
E a,θ , with major semi-axis a > 1 rotated by θ, penalizing variations for large a along θ:
TVa,θ (u) =

X

sup ⟨(∇u)i,j , Ψ⟩.

i,j Ψ∈E a,θ

(3.7)

A straightforward generalization of (3.7) is to spatially vary the direction θ in multiple
directions, namely θ := θ(x). In [ZW13] the authors adapt θ to the edge directions via
(∇uσ )⊥
(cos θ, sin θ) =
,
∥∇uσ ∥2

(3.8)

and associate at each pixel position (i, j) a specific ellipsoid ball E a,θij for the test
functions, for the discrete edge adaptive directional total variation (EADTV) regulariser:
EADTVα,θ (u) =

X

sup ⟨(∇u)i,j , Ψ⟩.

i,j Ψ∈E α,θij

(3.9)
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In [LBL+ 13], an admissible set of test functions is locally adapted to the geometry of
u via the regulariser
σC = sup ⟨u, v⟩,
(3.10)
v∈C

i
with C = LD = {v : v = Lp, p ∈ D } and D = {p ∈ Rdℓ : p ∈ Dloc
∈ Rd , i = 1, . . . , ℓ},
i
where L ∈ Rℓ×dℓ is a discretisation of the divergence operator div, p ∈ Rdℓ , and Dloc
i
is the local constraint set for each pi ∈ Rd , i = 1, . . . , ℓ. When Dloc
:= Bα (0) ⊂ Rd ,
with Bα (0) the ball of radius α centred at 0, then σC (u) ≡ αTV(u). In [LRMU15], the
structure tensor total variation (STV) focuses on the nuclear norm of the structure tensor
Jρ (u) from (1.33) in order to measure the local image variation:

STVp (u) =

p

λ1 ,

p

λ2


p

(3.11)

,

where λ1 ≥ λ2 are the ordered eigenvalues of Jρ (u). Also in [ESB15], a regulariser is
proposed whose smoothing directions vary according to the image content, leading to
the analysis of
RJ (u) = gγ (S∇u),

S = max

√

γ,

p
4



λ1 + λ2 Λ−0.5 QT ,

where gγ is Huber regularisation with parameter γ > 0 and the structure tensor Jρ is
decomposed as Jρ = QΛQT . In [MB16], a discrete weighted directional Total Variation
(dTV) regulariser is introduced as
dTV(u) =

N
X

with ξn := ∇un /(Kσ ∗ |∇un |),

|Pξn ∇un | ,

(3.12)

n=1

by projecting onto the complementary part of a vector field Pξn x = x − ⟨ξn , x⟩ξn .
In [KDK17], the continuous directional total variation (DTV) and directional total
generalized variation (DTGV) are analysed for a single global direction θ:
DTV(u) = sup
e
Ψ

DTGVQ
α (u) = sup

Z
Ω


Z

 Ω
e
Ψ

f dx
u div Ψ

Ψ∈

f dx
u divQ Ψ

C1c (Ω, R2 ),

f
Ψ(x)

∈E

Q
2
Ψ ∈ CQ
c (Ω, Sym (R )),

a,θ



(3.13)

,

(3.14)

(0), ∀x ∈ Ω ,



f
divq Ψ(x)
≤ αℓ , ∀q = 0, . . . Q − 1

f
where Ψ(x)
= Rθ Λa Ψ(x) for Ψ ∈ B1 (0) and a ∈ (0, 1], with Rθ and Λa = diag(1, a)
f
rotation and contraction matrices, respectively, and Ψ(x)
∈ E a,θ (0) = xT Rθ Λ21/a RθT x.
Furthermore, an anisotropic total variation is studied in [AB94] with first derivative
order only and a very general metric, possibly discontinuous.
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Our proposal

In what follows, we extend the regularisers in (3.13)–(3.14) for imaging applications by
handling multiple directions θ in Ω ⊂ R2 . We investigate the directional total variation
regulariser of (3.1) and study its performance for a variety of image processing problems
by solving


Q
X
η
2
q
(3.15)
u∗ ∈ arg min  TDVαq (u, Mq ) + ∥S u − u⋄ ∥2  ,
2
u
q=1
where u⋄ ∈ L2 (Ω) is a given, imperfect and possibly incomplete imaging data, and S :
L2 (Ω) → L2 (Ω) a linear operator. We consider the cases for which Mj in Mq = (Mj )qj=1
from (3.1) is
either Mj = I or Mj = Λb (Rθ )T ,
for I the identity matrix and Λb , Rθ contraction and rotation matrices, respectively, with




b1 (x)
0 
Λb = 
0
b2 (x)





cos θ(x) − sin θ(x)
and Rθ = 
,
sin θ(x) cos θ(x)

with b := (b1 (x), b2 (x))T ∈ [0, 1]2 and θ := θ(x) ∈ [0, 2π): Occasionally, we will identify
with v : Ω → R2 the vector field associated to the angle θ, i.e. v = (cos θ, sin θ)T and
with v ⊥ = (− sin θ, cos θ)T its orthogonal. Thus, we interpret the core operation of the
dual version of the regulariser in (3.1), M1 ∇ ⊗ u, as directional derivatives of u along v
and v ⊥ since


b
∇
u
1
v
.
M1 ∇ ⊗ u = Λb (Rθ )T ∇ ⊗ u = 
(3.16)
b2 ∇ v ⊥ u
We will in particular focus on the case b = (1, b2 (x)) for b2 (x) ∈ [0, 1] both fixed
b2 (x) = ε → 0 and varying in Ω, see Remark 3.1 for the geometrical interpretation.
Remark 3.1. In Figure 3.1 we simulate the two-dimensional behaviour of (3.16) for
different choices of b2 . More precisely, for a continuous imaging function u : Ω → R we
represent a possible situation at the position x ∈ Ω of the vectors p = ∇u, p = (p1 , p2 ),
and v = (v1 , v2 ), depicted with red and blue arrows, respectively. We also represent the
components r = (r1 , r2 ) = (p1 v1 , p2 v2 ) of ∇v u = r1 + r2 = p1 v1 + p2 v2 by a green arrow.
We kept these values fixed in Figure 3.1. Moreover, the test functions Ψ = (Ψ1 , Ψ2 ) lie
on the black circle due to the constraint ∥Ψ∥2 ≤ 1. Note that in the 2D domain we have
M1 ∇u · Ψ = ∇u · MT
1 Ψ,
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which allows to change the metric space of the test functions into an elliptic ball in
magenta. Thus, for a fixed b1 = 1, b2 is set that varies between 0 and 1. Finally, the
magenta arrow corresponds to the direction of Ψ which realizes the supremum of the
regulariser TDV1α in Equation (3.1). In Figure 3.1 we observe the limit case b = (1, 0)
where TDV1α (u, M) penalizes the rate of change of u only along v without the normal
contribution of v ⊥ . In all the other circumstances, b2 act as quality estimation of v,
leading to a full isotropic approach in the case b2 → 1, where in such case the magenta
arrow is bent in the direction of the gradient ∇u rather then the direction of ∇v u.

b = (1.0, 1.0)

b = (1.0, 0.8)

b = (1.0, 0.6)

b = (1.0, 0.4)

b = (1.0, 0.2)

b = (1.0, 0.0)

Figure 3.1: Different choices for b = (1, b2 ) in TDV1α (u, M), with M = Λb (Rθ )T and θ fixed.

3.2

Theoretical foundation

In what follows, we deal with derivatives of order up to Q ≥ 1. Since the weighting of
each derivative order is the core operation in this work, we make use of a collection of
weighting tensor fields M = (Mj )Q
j=1 . However, when Q = 1 or when only one derivative
is involved, the collection M will be identified by its unique weighting tensor, for compact
notation purposes only, e.g. M (where subscript is omitted) instead of M for Q = 1.

3.2.1

Higher-order total directional variation

We start here by recalling the derivative operator for tensors and its weighted version.
Definition 3.2. Let ∇ = (∂1 , . . . , ∂d )T be the derivative operator and A ∈ T ℓ (Rd ). The
derivative of A is defined as (∇ ⊗ A) ∈ T ℓ+1 (Rd ) via
∇ ⊗ A := (∇ ⊗ A)j,i1 ,...,iℓ = ∂j Ai1 ,...,iℓ .
Let M ∈ T 2 (Rd ). The derivative operator weighted by M is defined as M∇ ∈ T 1 (Rd )
and the derivative of A ∈ T ℓ (Rd ) weighted by M is defined as (M∇ ⊗ A) ∈ T ℓ+1 (Rd )
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via
M∇ ⊗ A := (M∇ ⊗ A)j,i1 ,...,iℓ =

d
X

Mj,k ∂k Ai1 ,...,iℓ .

k=1

For making sense of the distributional formulation of higher-order directional variation
in (3.1) we need an integration by parts formula for the weighted derivative of tensors in
Definition 3.2.
Z
(M∇ ⊗ A) · Ψ dx,
Ω

with Ω ⊂ R being a bounded Lipschitz domain, M ∈ C1 (Ω, T 2 (Rd )), A ∈ C1 (Ω, T ℓ (Rd ))
and Ψ ∈ C1 (Ω, T ℓ+1 (Rd )). We immediately explore the action of M on Ψ:
d

Lemma 3.3. Let Ω, M, A and Ψ as above. Then with ( · )∼ as in (2.5):
Z
Ω

(M∇ ⊗ A) · Ψ dx =

Z
Ω

(∇ ⊗ A) · trace (M ⊗ Ψ∼ ) for all M, A, Ψ.

(3.17)

Proof. Using Einstein notation, we have for every x ∈ Ω:
(M∇ ⊗ A) · Ψ = Mj,k ∂k Ai1 ,...,iℓ Ψj,i1 ,...,iℓ
= ∂k Ai1 ,...,iℓ Mj,k Ψj,i1 ,...,iℓ
= (∇ ⊗ A)k,i1 ,...,iℓ Mj,k (Ψ∼ )i1 ,...,iℓ ,j
= (∇ ⊗ A)k,i1 ,...,iℓ (M ⊗ Ψ∼ )j,k,i1 ,...,iℓ ,j
= (∇ ⊗ A)k,i1 ,...,iℓ (trace(M ⊗ Ψ∼ ))k,i1 ,...,iℓ
= (∇ ⊗ A) · trace(M ⊗ Ψ∼ ).
Therefore we get
Z
Ω

(M∇ ⊗ A) · Ψ dx =

Z
Ω

(∇ ⊗ A) · trace (M ⊗ Ψ∼ ) dx.

In the next lemma, we explore the integration by part property:
Lemma 3.4. Let Ω, M, A and Ψ as above. Then for all M, A, Ψ it holds that
Z
Ω

(M∇ ⊗ A) · Ψ dx =

Z
∂Ω

(ν ⊗ A) · trace(M ⊗ Ψ∼ ) dHd−1 −

Z
Ω

A · divM Ψ dx, (3.18)

where ν is the outward unit normal on ∂Ω and divM Ψ := trace (∇ ⊗ Φ∼ ).
Proof. From Lemma 3.3 we have already computed:
Z
Ω

(M∇ ⊗ A) · Ψ dx =

Z
Ω

(∇ ⊗ A) · trace (M ⊗ Ψ∼ ) dx, for all M, A, Ψ.
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Let Φ := trace (M ⊗ Ψ∼ ) ∈ T ℓ+1 (Rd ). From Gauss–Green theorem, in Einstein notation:
Z
Ω

(∇ ⊗ A) · Φ dx =
=

Z
ZΩ

∂k Ai1 ,...,iℓ Φk,i1 ,...,iℓ dx

∂Ω

νk Ai1 ,...,iℓ · Φk,i1 ,...,iℓ dHd−1 −

Z
Ω

Ai1 ,...,iℓ ∂k (Φ∼ )i1 ,...,iℓ ,k dx.

Now, by remarking that
νk Ai1 ,...,iℓ = (ν ⊗ A)k,i1 ,...,iℓ
and
∂k (Φ∼ )i1 ,...,iℓ ,k = (∇ ⊗ Φ∼ )k,i1 ,...,iℓ ,k = (trace(∇ ⊗ Φ∼ ))i1 ,...,iℓ ,
we conclude
Z
Ω

(M∇ ⊗ A) · Ψ dx =

Z

(ν ⊗ A) · trace(M ⊗ Ψ∼ ) dHd−1

∂ΩZ

−

Ω

A · trace(∇ ⊗ [trace(M ⊗ Ψ∼ )]∼ ) dx.

Remark 3.5. For Ψ ∈ C1c (Ω, T ℓ (Rd )), in Lemma 3.4 the integral over ∂Ω vanishes:
Z
Ω

(M∇ ⊗ A) · Ψ dx = −

Z
Ω

A · divM Ψ dx.

Remark 3.6. The divergence operator is defined as div(Ψ) = trace(∇ ⊗ Ψ∼ ). When Ψ
is a symmetric tensor, since Ψ∼ = Ψ, we retrieve div(Ψ) = trace(∇ ⊗ Ψ) in [BKP10].
We can now define the total directional variation of order Q for u ∈ L1 (Ω, T ℓ (Rd )).
Definition 3.7. Let Ω ⊂ Rd , u ∈ L1 (Ω, T ℓ (Rd )), Q ∈ N, M := (Mj )Q
j=1 be a collection
∞
2
d
of fields in C (Ω, T (R )) and α := (α0 , . . . , αQ−1 ) be a positive weight vector. Then the
total directional variation of order Q, associated with M and α, is defined as:
TDVQ
α (u, M)

:= sup
Ψ

Z
Ω

u·

divQ
M

Ψ dx for all Ψ ∈

Q,ℓ
YM
,α



(3.19)

,

where
n

Q,ℓ
ℓ+Q
Q
YM
(Rd )), divjM Ψ
,α = Ψ : Ψ ∈ Cc (Ω, T

o

∞

≤ αj , ∀ j = 0, . . . Q − 1

(3.20)

Total Directional Variation

78

and the weighted divergence of order q is defined recursively, from Lemma 3.4, as
div0M Ψ := Ψ,

if j = 0,

div1M Ψ := divMQ Ψ,
..
.

if j = 1,
..
.


j−1
divQ
M (Ψ) := divMQ−j+1 divM Ψ



(3.21)

if j = 2, . . . , Q.

Q,ℓ
Q,ℓ
Remark 3.8. For M = (I)Q
j=1 , TDVα (u, M) ≡ ¬symTGVα (u), [BKP10, Remark
3.10].

3.2.2

Tensor fields of bounded directional variation

We introduce the space of bounded directional variation BDVQ (Ω, M, T ℓ (Rd )), which is
the natural space for the TDV regulariser. We also state some results about the kernel
of the weighted derivatives. To do so, we will treat the discussion of these spaces for
first- and higher-order derivatives, separately, so as to build a recursion rule for tensors
of bounded directional variation with weighted derivatives of any order Q ≥ 1.
First order derivative
As we have already said, when Q = 1 then the collection M is made by one tensor only,
namely M: therefore we will use M within this section. We define the total directional
variation in terms of the Radon norm.
Definition 3.9. The total directional variation of a T ℓ (Rd )-valued function u w.r.t. the
field M is defined as the Radon norm of M∇ ⊗ u and indicated as:
TDV1,ℓ (u, M) = ∥M∇ ⊗ u∥M (Ω,T ℓ+1 (Rd )) .

(3.22)

Definition 3.10. Let Ω ⊂ Rd be a bounded Lipschitz domain and M ∈ C∞ (Ω, T 2 (Rd )).
The space of T ℓ (Rd )-valued tensor functions u of bounded directional variation of order
1 with respect to the field M is defined as


BDV (Ω, M, T (R )) = u ∈ L (Ω, T (R )) M∇ ⊗ u ∈ M (Ω, T
1

ℓ

d

1

ℓ

d

ℓ+1



(R )) .
d

For simplicity, we denote BDV(u, M, T ℓ (Rd )) = BDV1 (u, M, T ℓ (Rd )).
Remark 3.11. The weight M in Definition 3.9, provided that M is a C∞ -diffeomorphism,
results in a change of metric for the norm ∥∇ ⊗ u∥M . Since T ℓ (Rd ) ≡ Symℓ (Rd ) for
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ℓ = 0, 1 only, from the equivalence of the norms ∥M∇ ⊗ u∥M and ∥∇ ⊗ u∥M we get the
identification
BDV(Ω, M, T 0 (Rd )) ≡ BV(Ω, R),

and

BDV(Ω, M, T 1 (Rd )) ≡ BV(Ω, Rd ),

with BV(Ω, R), BV(Ω, Rd ) the scalar and vectorial bounded variation space [AFP00],
respectively.
Lemma 3.12. Let u ∈ BDV(Ω, M, T ℓ (Rd )) and M ∈ C∞ (Ω, T ℓ (Rd )) be a field such
that ∥M−1 ∥ ∈ (0, ∞). Then there exists a constant C depending only on Ω, ℓ and ∥M−1 ∥
such that
∥u∥Ld/(d−1) (Ω,T ℓ (Rd )) ≤ C ∥M∇ ⊗ u∥M .
Proof. Let ∥ · ∥ be the operator norm. We have the desired inequality:
∥u∥Ld/(d−1) (Ω,T ℓ (Rd )) ≤ C1 ∥∇ ⊗ u∥M = C1 M−1 M∇ ⊗ u

M

≤ C1 M−1 ∥M∇ ⊗ u∥M ,

with C := C1 ∥M−1 ∥, for ∥M−1 ∥ > 0.
Remark 3.13. Being ker(M∇) the space of polynomials of vanishing first weighted
derivative, it is in L∞ (Ω, T ℓ (Rd )) because Ω is bounded, therefore


ker(M∇) = f ∈ L (Ω, T (R ))
⊥

d

ℓ

d

Z
Ω



f · u = 0 dx, for all u ∈ ker(M∇)

is a closed subspace Ld (Ω, T ℓ (Rd )).
Remark 3.14. Note also that ker(M∇) ≡ ker(∇) since the field M is assumed invertible.
Proposition 3.15. There is a continuous projection R : Ld (Ω, T ℓ (Rd )) → Ld (Ω, T ℓ (Rd ))
such that
Im(R) = ker(M∇) and ker(R) = ker(M∇)⊥ .
Proof. The proof is an easy adaptation of the proof given in [BH14, Appendix A]. We
observe that ker(M∇) is finite-dimensional, therefore
Ld (Ω, T ℓ (Rd )) = ker(M∇) ⊕ ker(M∇)⊥
and since both subspaces are closed, then the open mapping theorem implies that there
exists a continuous projection R such that
R : Ld (Ω, T ℓ (Rd )) → Ld (Ω, T ℓ (Rd ))

(3.23)
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with Im(R) = ker(M∇) and ker(R) = ker(M∇)⊥ . As consequence, the adjoint
projection R∗ is a continuous projection in Ld/(d−1) (Ω, T ℓ (Rd )) onto ker(M∇)⊥⊥ =
ker(M∇).
n

o

Definition 3.16. Let Bε (0) = x ∈ Rd : ∥x∥2 ≤ ε be the ℓ2 -closed ε-ball centred at
n

o

0 ∈ Rd and BM,ε (0) = y ∈ Rd : ∥Mx∥2 ≤ ε be the M-anisotropic closed ε-ball centred
at 0 ∈ Rd .
Lemma 3.17. The closure of the set
n

o

ℓ+1
U = − divM Ψ | Ψ ∈ C∞
(Rd )), ∥Ψ∥∞ ≤ 1
c (Ω, T

in Ld (Ω, T ℓ (Rd )) ∩ ker(M∇)⊥ contains 0 as interior point.
Proof. We have to check whether the functional F : Ld/(d−1) (Ω, T ℓ (Rd )) → [0, ∞] is
coercive:
F (u) = ∥M∇ ⊗ u∥M + I{0} (R∗ u),
where R is the continuous projection map defined in (3.23).
Let (uj )j ∈ Ld/(d−1) (Ω, T ℓ (Rd )) with ∥uj ∥d/(d−1) → ∞. We distinguish between two
cases: either F (uj ) = ∞ or F (uj ) < ∞, in which case uj ∈ BDV(Ω, M, T ℓ (Rd )) ∩
ker(R∗ ).
When F (uj ) < ∞, then R∗ uj = 0 and the Sobolev inequality gives
∥uj ∥d/(d−1) ≤ ∥M∇ ⊗ uj ∥M = CF (uj )
for a constant C > 0, independently of j. This means that F (uj ) → ∞ and coercivity is
proved. Thus, the Fenchel conjugate of F
F ∗ : Ld (Ω, T ℓ (Rd )) →] − ∞, ∞]
is continuous at 0 [BV10, Theorem 4.4.10]. Since ker(R∗ ) = Im(I − R∗ ) we have
F ∗ (Ψ) =
=

sup ⟨Ψ, u⟩ − ∥M∇ ⊗ u∥M

u∈ker(R∗ )

sup
u∈Ld/(d−1) (Ω,T ℓ (Rd ))

=

sup
u∈Ld/(d−1) (Ω,T ℓ (Rd ))

= IU∗∗ (Ψ − RΨ)
= IU (Ψ − RΨ).

⟨Ψ, u − R∗ u⟩ − ∥M∇ ⊗ (u − R∗ u)∥M
⟨Ψ − RΨ, u⟩ − ∥M∇ ⊗ u∥M
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Continuity in 0 implies that there exists ε > 0 such that the anisotropic ball BM,ε
induced by M, is such that BM,ε (0) ⊂ (I − R)−1 (U ). Thus, for each Ψ ∈ Ld (Ω, T ℓ (Rd )) ∩
ker(M∇)⊥ with ∥Ψ∥d ≤ ε, we have Ψ = Ψ − RΨ ∈ U , showing that 0 is an interior
point.
We can now prove that a distribution u is in BDV(Ω, M, T ℓ (Rd )) as soon as the
weighted derivative M∇ is a Radon measure.
Lipschitz domain
and u ∈ D ′ (Ω, T ℓ (Rd )) be
Theorem 3.18. Let Ω ∈ Rd be a bounded


a distribution such that M∇ ⊗ u ∈ M Ω, T ℓ+1 (Rd ) in the distributional sense for a
positive definite field M ∈ C∞ (Ω, T 2 (Rd )). Then u ∈ BDV(Ω, M, T ℓ (Rd )).




Proof. Let u ∈ D ′ (Ω, T ℓ (Rd )) be such that M∇ ⊗ u ∈ M Ω, T ℓ+1 (Rd ) in the distributional sense. We need to prove that u ∈ L1 (Ω, T ℓ+1 (Rd )).
Let X = Ld (Ω, T ℓ (Rd )) ∩ ker(M∇)⊥ be a Banach space with the induced norm. Let
δ > 0 and U from Lemma 3.17, such that BM,δ (0) exists and BM,δ (0) ⊂ U ⊂ X. We
define also the following sets:
n

o

ℓ+1
K1 = Ψ ∈ C∞
(Rd )) | ∥Ψ∥∞ ≤ δ −1 , ∥− divM Ψ∥d ≤ 1 ,
c (Ω, T

n

o

ℓ+1
K2 = Ψ ∈ C∞
(Rd )) | ∥Ψ∥∞ ≤ δ −1 .
c (Ω, T

By testing u with
− divM Ψ and Ψ ∈ K1 , we have K1 ⊂ K2 . Since M∇ ⊗ u ∈

M Ω, T ℓ+1 (Rd ) , by density we get
sup ⟨u, − divM Ψ⟩ ≤ sup ⟨u, − divM Ψ⟩ =

Ψ∈K1

Ψ∈K2

sup

⟨M∇ ⊗ u, Ψ⟩

Ψ∈C0 (Ω,T ℓ+1 (Rd ))
∥Ψ∥∞ ≤δ −1

= δ −1 ∥M∇ ⊗ u∥M .
This means that {− divM Ψ | Ψ ∈ K1 } = BM,1 (0) ∈ X and thus
sup ⟨u, − divM Ψ⟩ = ∥u∥X ∗ ,

Ψ∈K1

i.e. u can be extended to an element in X ∗ . Also, X is a closed subspace of Ld (Ω, T ℓ (Rd ))
and by the Hahn–Banach theorem u can be extended to
v ∈ Ld (Ω, T ℓ (Rd ))∗ = Ld/(d−1) (Ω, T ℓ (Rd )).
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Thus v ∈ L1 (Ω, T ℓ (Rd )) with the distribution u − v ∈ ker(M∇) and we have
⟨u − v, − divM Ψ⟩ = ⟨u − u, − divM Ψ⟩ = 0,

for each

ℓ+1
Ψ ∈ C∞
(Rd )),
c (Ω, T

since − divM Ψ ∈ X: so u − v is a polynomial of degree less that ℓ, u ∈ L1 (Ω, T ℓ (Rd ))
and u = v + (u − v) ∈ L1 (Ω, T ℓ (Rd )), leading to u ∈ BDV(Ω, M, T ℓ (Rd )).
Higher-order derivatives
When derivatives of higher-order are involved, say Q, we deal with the collection of
′
ℓ
d
tensors M = (Mj )Q
j=1 . For a distribution u ∈ D Ω, T (R ) we get from Theorem 3.18
MQ ∇ ⊗ · · · ⊗ M1 ∇ ⊗ u ∈ M (Ω, T ℓ+Q (Rd )),
which implies
MQ−1 ∇ ⊗ · · · ⊗ M1 ∇ ⊗ u ∈ BDV(Ω, MQ , T ℓ+Q−1 (Rd )),
thus we have
∥MQ ∇ ⊗ · · · ⊗ M1 ∇ ⊗ u∥M = TDV1,ℓ+Q−1
(MQ−1 ∇ ⊗ · · · ⊗ M1 ∇ ⊗ u, MQ ).
α
Definition 3.19. The total directional variation of order Q of a T ℓ (Rd )-valued function
u w.r.t. the collection of fields M is defined as the Radon norm of MQ ∇⊗· · ·⊗M1 ∇⊗u
and denoted by
TDVQ,ℓ
α (u, M) = ∥MQ ∇ ⊗ · · · ⊗ M1 ∇ ⊗ u∥M (Ω,T ℓ+Q (Rd )) .

(3.24)

Definition 3.20. Let Ω ⊂ Rd be a bounded Lipschitz domain and M = (Mj )Q
j=1 be a
2
d
∞
collection of smooth vector fields such that Mj ∈ C (Ω, T (R )) for each j = 1, . . . , Q.
The space of T ℓ (Rd )-valued tensor functions u of bounded directional variation of order
Q with respect to the collection of fields M is defined as
n

o

BDVQ (Ω, M, T ℓ (Rd )) = u ∈ L1 (Ω, T ℓ (Rd )) MQ ∇ ⊗ · · · ⊗ M1 ∇ ⊗ u ∈ M (Ω, T ℓ+Q (Rd )) .

(3.25)

In particular, the spaces are nested and the larger is Q, the smaller is the space. The
space BDVQ (Ω, M, T ℓ (Rd )) is endowed with the following norm:
∥u∥BDVQ = ∥u∥1 + ∥MQ ∇ ⊗ · · · ⊗ M1 ∇ ⊗ u∥M .
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Remark 3.21. For fixed ℓ, Q and by changing the weights α, TDVQ,ℓ
α yields equivalent
norms and hence the same space. Thus, we can omit the weights in BDVQ (Ω, M, T ℓ (Rd )).
Properties
Q
ℓ
d
Proposition 3.22. TDVQ,ℓ
α is a continuous semi-norm on BDV (Ω, M, T (R )) with
respect to M = (Mj )Q
j=1 , with finite-dimensional kernel ker(MQ ∇ ⊗ · · · ⊗ M1 ∇).

Proof. Positivity is ensured by definition of TDVQ,ℓ
α . Homogeneity follows from the
linearity of the integral where we have
Q,ℓ
TDVQ,ℓ
α (λu, M) = |λ| TDVα (u, M).
Q,ℓ
For the triangle inequality, take u1 , u2 ∈ BDVQ (Ω, M, T ℓ (Rd )) and let Ψ ∈ YM
,α .
Then:
Z
TDVQ,ℓ
(u
+
u
,
M
)
≤
sup
(u1 + u2 ) · divQ
1
2
α
M (Ψ) dx
Ψ

Ω

Q,ℓ
= TDVQ,ℓ
α (u1 , M) + TDVα (u2 , M).
Q,ℓ
By definition of TDVQ,ℓ
α (u, M), we have TDVα (u, M) = 0 if and only if

Z
Ω

u · divQ
M Ψ dx = 0,

ℓ+Q
for each Ψ ∈ CQ
(Rd )),
c (Ω, T

which is equivalent to u ∈ ker(MQ ∇ ⊗ · · · ⊗ M1 ∇) in the weak sense. Therefore, TDVQ,ℓ
α
Q
is a semi-norm and BDV is a normed linear space. Thus, ker(MQ ∇ ⊗ · · · ⊗ M1 ∇)
considered on D ′ (Ω, T ℓ+j (Rd )) is finite-dimensional for each j = 0, . . . , Q − 1 and the
latter has to be finite dimensional too.
Proposition 3.23. The semi-norm TDVQ,ℓ
α is convex and lower semi-continuous on the
space of bounded directional variation BDVQ (Ω, M, T ℓ (Rd )).
Proof. Fix Q, ℓ ∈ N, let M be a collection of fields in T 2 (Rd ) and let Ψ ∈ YM,α . Then
for any M and α we take u1 , u2 ∈ L1 (Ω, T ℓ (Rd )) and t ∈ [0, 1]. Thus
TDVQ,ℓ
α (tu1 + (1 − t)u2 , M) = sup

Z

Ψ

≤ t sup
Ψ

=

Ω

(tu1 + (1 − t)u2 ) · divQ
M (Ψ) dx

Z
Ω

u1 · divQ
M (Ψ) dx + (1 − t) sup

tTDVQ,ℓ
α (u1 , M)

+ (1 −

Z

u2 · divQ
M (Ψ) dx

Ψ Ω
Q,ℓ
t)TDVα (u2 , M).

Hence TDVQ,ℓ
α is convex. For the lower semi-continuity let (uj )j∈N be a Cauchy
sequence in BDVQ (Ω, M, T ℓ (Rd )) such that uj → u ∈ L1 (Ω, T ℓ (Rd )). From the
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Q,ℓ
definition of TDVQ,ℓ
α , we have for any Ψ ∈ Y M,α :

Z
Ω

u·

divQ
M

Ψ dx = lim

Z

j→∞ Ω

Q,ℓ
uj · divQ
M Ψ dx ≤ lim inf TDVα (uj , M).
j→∞

Q,ℓ
Then, taking the supremum we have TDVQ,ℓ
α (u, M) ≤ lim inf j→∞ TDVα (uj , M).

Proposition 3.24. The space BDVQ (Ω, M, T ℓ (Rd )) is a Banach space, with the norm
∥u∥BDVQ (Ω,M,T ℓ (Rd )) = ∥u∥L1 (Ω,T ℓ (Rd )) + TDVQ,ℓ
α (u, M).
Proof. We have already proved lower semi-continuity in Proposition 3.23. As in [BKP10],
let (uj )j∈N be a Cauchy sequence in BDVQ (Ω, M, T ℓ (Rd )). Then it is easy to see that (uj )
is a Cauchy sequence in L1 (Ω, T ℓ (Rd )) and a limit u exists, so by lower semi-continuity
we have:
Q,ℓ
TDVQ,ℓ
α (u, M) ≤ lim inf TDVα (uj , M).
j→∞

Hence u ∈ BDVQ (Ω, M, T ℓ (Rd )) and we need only to check that u is the limit in the
1
ℓ
d
corresponding norm: from lower semi-continuity of TDVQ,ℓ
α on L (Ω, T (R )) we can
choose ε > 0 and an index j ∗ such that for all j > j ∗ we have
TDVQ,ℓ
α (uj ∗ − uj , M) ≤ ε.
Letting j → ∞ gives
Q,ℓ
TDVQ,ℓ
α (uj ∗ − u, M) ≤ lim inf TDVα (uj ∗ − uj , M) ≤ ε,
j→∞

and this implies that uj → u in BDVQ (Ω, M, T ℓ (Rd )).

3.2.3

Equivalent representation of total directional variation

We are going to interpret the definition of the regulariser TDVQ,ℓ
α (u, M) in terms of
iterated Fenchel duality following the proof given in [BH14]. Firstly, we prove the
following preliminary result.
ℓ+j−1
Lemma 3.25. Let j ≥ 1 and let zj−1 ∈ Cj−1
(Rd ))∗ , zj ∈ Cj0 (Ω, T ℓ+j (Rd ))∗
0 (Ω, T
be distributions of order j − 1 and j, respectively. Then

∥Mj ∇zj−1 − zj ∥M =

sup

ℓ+j (Rd )),
Ψ∈C∞
c (Ω,T
∥Ψ∥∞ ≤1

n

o

⟨zj−1 , divMj Ψ⟩ + ⟨zj , Ψ⟩ ,

(3.26)
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with the right-hand side being finite if and only if Mj ∇zj−1 − zj ∈ M Ω, T ℓ+j (Rd ) in
the distributional sense.
ℓ+j
Proof. In the distributional sense, we have for all Ψ ∈ C∞
(Rd )):
c (Ω, T

⟨zj − Mj ∇zj−1 , Ψ⟩ = ⟨zj , Ψ⟩ + ⟨zj−1 , divMj Ψ⟩.
ℓ+j
Since C∞
(Rd )) is dense in C0 (Ω, T ℓ+j (Rd )), the distribution zj − Mj ∇zj−1
c (Ω, T
can be extended to an element in C0 (Ω, T ℓ+j (Rd ))∗ = M Ω, T ℓ+j (Rd ) if and only if
the supremum in (3.26) if finite, in which case it coincides with the Radon norm by
definition.

Finally, we are now ready to show the minimum representation of TDVQ,ℓ
α .
Proposition 3.26. Let u ∈ L1loc (Ω, T ℓ (Rd )), TDVQ,ℓ
α (u, M) be defined as in DefiniQ
tion 3.7 and M = (Mj )j=1 be a collection of positive definite tensor fields such that
Mj ∈ T 2 (Rd ) for all j. Then, an equivalent definition of TDVQ,ℓ
α (u, M) is
TDVQ,ℓ
α (u, M) =

Q
X

min

zj ∈BDV(Ω,Mj+1 ,T ℓ+j (Rd )) j=1
j=1,...,Q−1,
z0 =u, zQ =0

αQ−j ∥Mj ∇zj−1 − zj ∥M ,

(3.27)

with the minimum being finite if and only if zj ∈ BDV(Ω, Mj+1 , T ℓ+j (Rd )) for each
j = 0, . . . , Q − 1, with z0 = u and zQ = 0.
Proof. Let u ∈ L1loc (Ω, T ℓ (Rd )) be such that TDVQ,ℓ
α (u, M) < ∞. In order to make use
of the Fenchel–Rockafellar duality we introduce the following Banach spaces:
ℓ+Q
X = C10 (Ω, T ℓ+1 (Rd )) × · · · × CQ
(Rd )),
0 (Ω, T

Y = C10 (Ω, T ℓ+1 (Rd )) × · · · × CQ−1
(Ω, T ℓ+Q−1 (Rd )).
0
Let z = (z1 , . . . , zQ−1 ) ∈ Y be the primal variable, w = (w1 , . . . , wQ ) ∈ X be dual
variables and K ∈ L(X, Y ) be the linear operator defined as

−I − divM2

0
−I

 .
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.

 .
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 ..
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.
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.
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.
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such that

−w1 − divM2 w2


..




.







w

 1
.  


 ..  = −wj − divMj+1 wj+1  .
K






..


wQ
.


−wQ−1 − divMQ wQ



Let F : X →]−∞, ∞] and G : Y →]−∞, ∞] be proper, convex and lower semi-continuous
functionals defined as
F (w) = −⟨u, divM1 w1 ⟩ +

Q
X

I{∥ · ∥∞ ≤αQ−j } (wj )

j=1

G(z) = I0 (z)
where IZ is the indicator function of this set, i.e. IZ (z) = 0 if z ∈ Z and IZ (z) = ∞
otherwise. Then, the following identity holds from Definition 3.7:
TDVQ,ℓ
α (u, M) = sup −F (w) − G(K w).
w∈X

In what follows, we want to obtain the following result:
TDVQ,ℓ
F ∗ (−K∗ z ∗ ) + G∗ (z ∗ ).
α (u, M) = min
∗
∗
w ∈Y

This follows from [AB86, Corollary 2.3], once we show that
Y =

[

λ (dom(G) − K dom(F )) .

λ>0

Indeed, let z ∈ Y and define recursively:
wQ = 0
wQ−1 = zQ−1 − divMQ wQ
..
.

ℓ+Q
∈ CQ
(Rd )),
0 (Ω, T

∈ CQ−1
(Ω, T ℓ+Q−1 (Rd )),
0

wj = zj − divMj+1 wj+1
..
.

∈ Cj0 (Ω, T ℓ+j (Rd )),

w1 = z1 − divM2 w2

∈ C10 (Ω, T ℓ+1 (Rd )).

(3.28)
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Hence, w ∈ X and −Kw = z ∈ Y . Moreover, for λ > 0 large enough, we have
λ−1 w

∞

≤ αQ−j ,

for all j = 1, . . . , Q.

Therefore, from λ−1 w ∈ dom(F ) and 0 ∈ dom(G), we get the representation
z = λ(0 − Kλ−1 w).
This means that (3.28) holds and the minimum is obtained in Y ∗ , written as
∗



Y ∗ = C10 (Ω, T ℓ+1 (Rd ))

∗



× · · · × C10 (Ω, T ℓ+Q−1 (Rd ))

∗
and z ∗ = (z1∗ , . . . , zQ−1
), zj∗ ∈ Cj0 (Ω, T ℓ+j (Rd ))∗ , for 1 ≤ j ≤ Q − 1.
∗
Hence, by imposing z0∗ = u and zQ
= 0, from G∗ = 0 the following chain holds:



F ∗ (−K∗ z ∗ ) + G∗ (z ∗ ) = sup ⟨−K∗ z ∗ , w⟩ + ⟨u, divM1 w1 ⟩ −
w∈X



I{∥ · ∥≤αQ−j } (wj )

j=1



=

Q
X

sup

w∈X
∥wj ∥∞ ≤αQ−j
j=1,...,Q

⟨u, divM w1 ⟩ +
1



Q−1
X

⟨zj∗ , divMj+1 wj+1 + wj ⟩

j=1





=

Q
X
j=1





sup

αQ−j 

wj ∈Cj0 (Ω,T ℓ+j (Rd )),
∥wj ∥∞ ≤1





∗
⟨zj−1
, divMj wj ⟩ + ⟨zj∗ , wj ⟩ .

From Lemma 3.25 we have that each supremum is finite and
sup

wj ∈Cjc (Ω,T ℓ+j (Rd )),

∗
∗
⟨zj−1
, divMj wj ⟩ + ⟨zj∗ , wj ⟩ ≡ Mj ∇zj−1
− zj∗

M

∥wj ∥∞ ≤1





∗
∗
if and only if Mj ∇zj−1
− zj∗ ∈ M Ω, T ℓ+j (Rd ) , for j = 1, . . . , Q. Since, zQ
= 0, by
∗
Theorem 3.18 this means that zQ−1
∈ BDV(Ω, MQ , T ℓ+Q−1 (Rd )), so





∗
zQ−1
∈ M Ω, T ℓ+Q−1 (Rd ) .

By induction, we have zj∗ ∈ BDV(Ω, Mj+1 , T ℓ+j (Rd )) for each j = 0, . . . , Q, so we can
take the minimum in (3.28) over all BDV-tensor fields, obtaining (3.27): such minimum
is finite if u ∈ BDV(Ω, M, T ℓ (Rd )).
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Remark 3.27. Recursively, the regulariser TDVQ,ℓ
α can be expressed as
TDV1,ℓ
α0 (z, M) = α0 ∥MQ ∇zQ−1 ∥M ,
..
.


min

TDVj+1,ℓ
(z, M) = zQ−j ∈BDV(Ω,MQ−j ,T
α


ℓ+Q−j−1 (Rd ))

αj ∥MQ−j ∇zQ−j−1 − zQ−j ∥M
+ TDVj,ℓ+1
α
e (zQ−j , M)



,

e = (α0 , . . . αj−1 ) if α = (α0 , . . . αj ).
with α

Remark 3.28. As in [BH14], the minimum representation is monotonic with respect to
the weights. Indeed let α, β ∈ RQ
+ with αj ≤ βj for each j = 0, . . . , Q − 1. Then
Q,ℓ
TDVQ,ℓ
α (u, M) ≤ TDVβ (u, M).

3.2.4

Existence of TDV-regularised solutions

In this section we prove the existence of the solutions to TDVQ,ℓ
α -regularised problems of
the type:
minℓ d TDVQ,ℓ
(3.29)
α (u, M) + F (u).
p
u∈L (Ω,T (R ))

where F : T ℓ (Rd ) → R is a fidelity term. In the sequel, we will follow [BH14] so as to
check that the same results hold in our weighted case and we proceed often by induction
on Q. We proceed by proving the embedding theorems and the existence of a minimiser
for (3.29).
Embeddings
We state some results useful for the embedding Theorems 3.30 and 3.31.
Lemma 3.29. For each Q ≥ 1, ℓ ≥ 0 there exists a constant C1 > 0 depending only
on Ω, Q and ℓ such that for each u ∈ BDV(Ω, M, T ℓ (Rd )) and w ∈ ker(TDVQ,ℓ+1
)⊂
α
L1 (Ω, T ℓ (Rd )):
∥M∇ ⊗ u∥M ≤ C1 (∥u∥1 + ∥M∇ ⊗ u − w∥M ).
Proof. We argue by contradiction. Suppose that there exist Q and ℓ such that the bound
doesn’t hold. Then there exist (uj )j∈N and (wj )j∈N , with each uj ∈ BDV(Ω, M1 , T ℓ )
and wj ∈ ker(TDVQ,ℓ+1
) such that
α
∥M∇ ⊗ uj ∥M = 1 and

∥uj ∥1 + ∥M∇ ⊗ uj − wj ∥M ≤ j −1 .
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Thus (wj )j∈N is bounded with respect to the norm ∥ · ∥M in the finite-dimensional
space ker(TDVQ,ℓ+1
). Therefore, there exists a subsequence relabelled as (wj )j∈N and
α
converging to w ∈ ker(TDVQ,ℓ+1
) in the L1 norm and thus, M∇ ⊗ uj → w. Moreover,
α
uj → 0 implies that M∇ ⊗ uj → 0 by closedness of the gradient and this contradicts
∥M∇ ⊗ u∥M = 1.
In what follows, we prove the continuous embedding of the space BDV into Ld/(d−1) .
Theorem 3.30. Let Ω ⊂ Rd be a bounded Lipschitz domain. Then, there is a continuous
injection
BDV(Ω, M, T ℓ (Rd )) ,−
→ Ld/(d−1) (Ω, T ℓ (Rd )).
Proof. In this proof we follow [Bre13, Theorem 4.16], with E = M∇ and T ℓ (Rd ) in place
of E = ∇ and Symℓ (Rd ), respectively. We assume d ≥ 2. For u ∈ BDV(Ω, M, T ℓ (Rd )),
we can use the zero extension Eu of u to a bounded domain Ω′ such that Ω is relatively
compact in Ω′ as in [Bre13, Proposition 4.13]. Thus the zero extension Eu can be
approximated by a sequence of strictly converging continuously differentiable, compactly
supported functions (uj )j∈N . According to the estimates in Lemmas 3.12 and 3.29, we
have for each j


∥uj ∥d/(d−1) ≤ C ∥uj ∥1 + ∥M∇ ⊗ uj ∥M .
In L1 (Ω, T ℓ (Rd )), uj → Eu and the Ld/(d−1) (Ω, T ℓ (Rd ))-norm is lower semi-continuous,
with
∥u∥d/(d−1) = ∥Eu∥d/(d−1) ≤ C(∥Eu∥1 + ∥M∇ ⊗ Eu∥M ) ≤ C(∥u∥1 + ∥M∇ ⊗ u∥M ),
taking [Bre13, Eq. (4.10)] into account. This establishes the continuous injection.
Now, we show that the embedding in Theorem 3.30 is compact for 1 ≤ p < d/(d − 1).
Theorem 3.31. Let Ω be a bounded Lipschitz domain, 1 ≤ p < d/(d − 1) and (uj )j∈N
be a bounded sequence in BDV(Ω, M, T ℓ (Rd )). Then, a subsequence (ujℓ )ℓ∈N converges
in Lp (Ω, T ℓ (Rd )) to a u ∈ Lp (Ω, T ℓ (Rd )).
Proof. We aim to prove the compact embedding BDV(Ω, M, T ℓ (Rd )) ,→ L1 (Ω, T ℓ (Rd )),
i.e. by fixing Ω′ such that Ω is relatively compact in Ω′ and u ∈ C2c (Rd , T ℓ (Rd )) with
support in Ω′ , then
Z
Rd

|u(x + h) − u(x)| dx ≤ C |h|s ∥M∇ ⊗ u∥1
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for some s > 0 and all h ∈ Rd , |h| ≤ 1 with a constant C independent of u. This result
follows by the same argument as in [Bre13, Theorem 4.17].
Let u ∈ BDV(Ω, M, T ) be arbitrary: the zero extension Eu ∈ BDV(Ω′ , M, T ℓ (Rd ))
ℓ
d
has compact support in Ω′ , thus there exists a smooth sequence (uj )j∈N in C∞
c (Ω, T (R ))
such that uj → Eu in L1 (Ω, T ℓ (Rd )) and ∥M∇ ⊗ uj ∥1 → ∥M∇ ⊗ Eu∥M as j → ∞.
Then
Z
|Eu(x + h) − Eu(x)| dx ≤ C |h|s ∥M∇ ⊗ Eu∥M
Rd

≤ C |h|s (∥u∥1 + ∥M∇ ⊗ u∥M ) .
For a bounded sequence in BDV(Ω, M, T ℓ (Rd )) the set (Euj )j∈N is relatively compact,
thus there exist u ∈ L1 (Rd , T ℓ (Rd )) and a subsequence (Eujℓ )ℓ∈N with Eujℓ → u. Also,
ujℓ → u|Ω in L1 (Ω, T ℓ (Rd )) proving the compact embedding BDV(Ω, M, T ℓ (Rd )) in
L1 (Ω, T ℓ (Rd )).
For the general case 1 ≤ p < d/(d − 1) we appeal to the boundedness of (uj )j∈N in
Ld/(d−1) (Ω, T ℓ (Rd )) and to the continuous embedding in Theorem 3.30. The result is
obtained by following [Bre13, Theorem 4.17].
Thus, every bounded sequence in BDV(Ω, M, T ℓ (Rd )) admit a subsequence which
converges in the weak-∗ sense, while strict convergence implies weak-∗ convergence. The
embeddings above allow to reinterpret weak-∗ sequences in BDV(Ω, M, T ℓ (Rd )) as:
• weakly converging sequences in Ld/(d−1) (Ω, T ℓ (Rd )) (weak-∗ for d = 1);
• strongly converging sequences in Lp (Ω, T ℓ (Rd )) for any p ∈ [1, d/(d − 1)[, continuously.
Also, C∞ (Ω, T ℓ (Rd )) is dense in BDV(Ω, M, T ℓ (Rd )), with respect to strict convergence.
Existence
In what follows, we prove the coercivity for TDVQ,ℓ
α in order to satisfy the conditions of
the Tonelli–Weierstraß theorem for the minimisation problem (3.29).
Definition 3.32. For each Q ≥ 1 and ℓ ≥ 0 let RQ,ℓ be a linear, continuous and onto
projection such that
RQ,ℓ : Ld/(d−1) (Ω, T ℓ (Rd )) → ker(MQ ∇ ⊗ . . . M1 ∇).
Note that RQ,ℓ defined as above always exists since ker(TDVQ,ℓ
α ) = ker(MQ ∇ ⊗
. . . M1 ∇) is finite dimensional. Thus, the coercivity estimate holds as follows.

3.2 Theoretical foundation

91

Proposition 3.33. For each Q ≥ 1 and ℓ ≥ 0 there exists a constant C > 0 such that
for all u ∈ Ld/(d−1) (Ω, T ℓ (Rd )) it is true that


∥M1 ∇ ⊗ u∥M ≤ C ∥u∥1 + TDVQ,ℓ
α (u, M)



and

∥u − RQ,ℓ u∥d/(d−1) ≤ CTDVQ,ℓ
α (u, M).

Proof. We proceed by induction on Q. Let Q = 1 and any ℓ ≥ 0. Then the first inequality
is trivial while the second one is due to the adaptation of [Bre13, Corollary 4.20].
For the induction step, assume that both results hold for a fixed Q and ℓ ≥ 0 and fix
e = (α0 , . . . , αQ ) with αi > 0, Ω and RQ+1,ℓ . Assume that the result is true for
ℓ ∈ N, α
α = (α0 , . . . , αQ−1 ) and any ℓ′ ∈ N.
The estimate for ∥M1 ∇ ⊗ u∥M holds when u ∈ BDV(Ω, M1 , T ℓ (Rd )). Indeed, by
the map RQ,ℓ+1 , the Lemma 3.29, the continuous embedding
BDV(Ω, M1 , T ℓ+1 (Rd )) ,→ Ld/(d−1) (Ω, T ℓ+1 (Rd )) ,→ L1 (Ω, T ℓ+1 (Rd ))
and the induction hypotheses, we get for w ∈ BDV(Ω, M1 , T ℓ+1 (Rd )) the following
estimate:


∥M1 ∇ ⊗ u∥M ≤ C1 ∥M1 ∇ ⊗ u − RQ,ℓ+1 w∥M + ∥u∥1





≤ C2 ∥M1 ∇ ⊗ u − w∥M + ∥w − RQ,ℓ+1 w∥d/(d−1) + ∥u∥1


≤ C3 ∥M1 ∇ ⊗ u − w∥M + TDVQ,ℓ+1
(w, M) + ∥u∥1
α






≤ C4 αQ ∥M1 ∇ ⊗ u − w∥M + TDVQ,ℓ+1
(w, M) + ∥u∥1
α



for suitable C1 , C2 , C3 , C4 > 0. Taking the minimum w ∈ BDV(Ω, M1 , T ℓ (Rd )) we get




∥M1 ∇ ⊗ u∥M ≤ C4 ∥u∥1 + TDVQ+1,ℓ
(u, M)
α

via the minimum representation in Remark 3.27.
For the coercivity estimate, assume that it is not true, i.e. there exists (uj )j∈N such
that each uj ∈ Ld/(d−1) (Ω, T ℓ (Rd )) and
∥uj − RQ+1,ℓ uj ∥d/(d−1) = 1 and TDVQ+1,ℓ
(uj , M) ≤ j −1 .
α
Since ker(TDVQ+1,ℓ
(uj , M)) = Im(RQ+1,ℓ ) then for each j it holds that
α
TDVQ+1,ℓ
(uj − RQ+1,ℓ uj , M) = TDVQ+1,ℓ
(uj , M).
α
α
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Also, since the first estimate holds,


∥M1 ∇ ⊗ (uj − RQ+1,ℓ uj )∥M ≤ C4 TDVQ+1,ℓ
(uj , M) + ∥uj − RQ+1,ℓ uj ∥1
α



and (uj − RQ+1,ℓ uj )j∈N is bounded in BDV(Ω, M, T ℓ (Rd )) by the continuous embedding.
By the compact embedding there exist a subsequence of (uj −RQ+1,ℓ uj )j∈N , not relabelled,
converging to u∗ ∈ L1 (Ω, T ℓ (Rd )) with RQ+1,ℓ u∗ = 0 since RQ+1,ℓ (uj − RQ+1,ℓ uj ) = 0
for all j. Moreover, lower semi-continuity leads to
0 ≤ TDVQ+1,ℓ
(u∗ , M) ≤ lim inf TDVQ+1,ℓ
(uj , M) = 0.
α
α
j→∞

This means that u∗ ∈ ker(TDVQ+1,ℓ
) and M1 ∇⊗(uj −RQ+1,ℓ uj ) → 0 in M (Ω, T ℓ+1 (Rd ))
α
with (uj − RQ+1,ℓ uj ) → 0 in BDV(Ω, M1 , T ℓ (Rd )) and in Ld/(d−1) (Ω, T ℓ (Rd )) by the
continuous embedding. This contradicts ∥uj − RQ+1,ℓ uj ∥ = 1 for all j and coercivity
holds.
Proposition 3.34. Let p ∈ [1, ∞[ with p ≤ d/(d−1) and F : Lp (Ω, T ℓ (Rd )) →]−∞, ∞].
If F is bounded from below and there exist an onto projection R as in Definition 3.32
such that for each sequence (uj )j ∈ N with uj ∈ Ld/(d−1) (Ω, T ℓ (Rd )) it holds that
∥Ruj ∥d/(d−1) → ∞ and



∥uj − Ruj ∥d/(d−1)


j∈N

is bounded

⇒

F (uj ) → ∞,

p
ℓ
d
then TDVQ,ℓ
α + F is coercive in L (Ω, T (R )).

Proof. Let (uj )j∈N be a sequence such that uj ∈ Lp (Ω, T ℓ (Rd )) for every j ∈ N
and such that if (F (uj ) + TDVQ,ℓ
α (uj , M))j∈N is bounded then (uj )j∈N is bounded.
Since F is bounded from below by our assumption, the sequences (F (uj ))j∈N and
Q,ℓ
(TDVQ,ℓ
α (uj , M))j∈N are bounded too. Thus, the boundedness of (TDVα (uj , M))j∈N
implies that uj ∈ Ld/(d−1) (Ω, T ℓ (Rd )), j ∈ N, by the continuous embedding in Theorem 3.30. Now, let R be a projection map as in Definition 3.32 such that the hypotheses
hold. Thus there exists a constant C > 0 such that
∥uj − Ruj ∥d/(d−1) ≤ CTDVQ,ℓ
α (uj , M),

for all j ∈ N

and the sequence (∥uj − Ruj ∥d/(d−1) )j∈N is bounded. Note that (∥Ruj ∥d/(d−1) )j∈N is
bounded too otherwise (F (uj ))j∈N becomes unbounded and contradicts the hypothesis.
From the continuous embedding of Lebesgue spaces, (uj )j∈N is bounded in Lp (Ω, T ℓ (Rd )).
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We are now ready to prove the following existence theorem:
Theorem 3.35. Let p ∈ [1, ∞[ with p ≤ d/(d − 1) and assume that F : Lp (Ω, T ℓ (Rd )) →
] − ∞, +∞] is proper, convex, lower semi-continuous and coercive as in Proposition 3.34.
Then there exists a solution to the problem
min

u∈Lp (Ω,T ℓ (Rd ))

TDVQ,ℓ
α (u, M) + F (u).

(3.30)

Furthermore, if u ∈ BDV(Ω, T ℓ (Rd )) is such that F (u) < ∞ then the minimum is finite.
Proof. We note immediately that the regulariser TDVQ,ℓ
α (u, M) is finite if and only if
ℓ
d
u ∈ BDV(Ω, M, T (R )), otherwise it is trivial to prove that a minimiser exists and it is
equal to +∞. Thus, assume F (u) < +∞ for some u ∈ BDV(Ω, M, T ℓ (Rd )) and consider
a minimising sequence (uj )j∈N for G = F + TDVQ,ℓ
α . Note that such sequence exists since
G is bounded from below. Now, applying the coercivity result in Proposition 3.34 for a
p′ ∈ [p, d/(d − 1)] and p′ > 1, there exists a subsequence of (uj ), weakly convergent to
u∗ ∈ Lp (Ω, T ℓ (Rd )). Moreover, since G is convex and lower semi-continuous, we get that
u∗ is a minimiser by weak lower semi-continuity and by assuming that G is proper, the
minimum is finite.
From Theorem 3.35, we can conclude as in [BH14, Corollary 4.3] that there exists
a solution for the minimisation problem (3.30) in the context of inverse problems, i.e.
when the fidelity term F (u) is defined from a forward operator S : Lp (Ω, T ℓ (Rd )) → Y ,
linear and continuous in a normed space Y , and the observed data u⋄ ∈ Y as
F (u) =

1
∥S u − u⋄ ∥qY ,
q

for q ∈ [1, ∞[.

Of course, for a strictly convex norm ∥ · ∥Y the uniqueness of the solution depends on the
injectivity of S : in general, uniqueness does not hold since TDVQ,ℓ
α is not strictly convex.

3.3

Directional matrices for applications

In what follows, we introduce a particular parametrisation of directional matrices for
fields M in (3.19). For standard imaging applications, we will usually deal with grey-scale
images u : Ω → R, Ω ⊂ R2 , i.e. d = 2.
Q

Definition 3.36 (Directional matrices). Let (bj )j=1 , bj : Ω → [0, 1]2 , be a collection of
j
so-called contraction functions, (θ j )Q
j=1 , θ : Ω → [0, 2π), be a collection of angles, and

Total Directional Variation

94

Λjb and Rθj the associated contraction and rotation matrices, respectively, defined as




bj 0
Λjb :=  1 j  ,
0 b2





cos θ j − sin θ j 
∈ SO(2).
Rθj := 
sin θ j cos θ j

Then we define M := (Mj )Q
j=1 as a collection of contraction-rotation matrices


j
Mj := Λjb (Rθj )T = λjpk rℓk


p,ℓ

,

j
where λjpk , rℓk
are the element-wise entries of the matrices Λjb , Rθj , respectively.

Definition 3.37 (Weighted derivatives of order 1). Let ∇ = (∂1 , ∂2 )T be the derivative
operator, such that the gradient of u is defined by ∇u := ∇ ⊗ u = (∂1 u, ∂2 u)T . Then
the weighted derivative operator of order 1 associated to the directional matrix M1 from
Definition 3.36 is
1
M1 ∇u := (M1 ∇ ⊗ u)p = λ1pk rℓk
∂ℓ u.
Remark 3.38. If M1 = I (i.e. b11 ≡ b12 ≡ 1 and θ 1 ≡ 0 for all x ∈ Ω), then M1 ∇u ≡
∇u.
Remark 3.39. Let v 1 = (cos θ 1 , sin θ 1 ) be a vector field associated to the angle θ 1 and
let (v 1 )⊥ = (− sin θ 1 , cos θ 1 ) be its normal field. Then




b 1 · ∇v 1 u 
M1 ∇ ⊗ u :=  1 1
,
b2 · ∇(v1 )⊥ u
where ∇z u represents the directional derivative along a vector field z, defined as
∇z u(x) = ∇u(x) · z =

2
X

∂i u zi .

i=1

Definition 3.40 (Weighted derivatives of order Q). We define the derivative of order Q
of u using Definition 3.37 recursively as




∇Q u := ∇ ⊗ ∇Q−1 u

pQ ,...,p1

= ∂pQ . . . ∂p1 u.
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We define weighted derivative of order Q of u with respect to M recursively as
∇0M u := u,
1
∂ℓ u,
∇1M u := (M1 ∇ ⊗ u)p1 = λ1p1 k rℓk
..
.







Q−1
∇Q
u
M u := (MQ ∇) ⊗ MQ−1 ∇



pQ ,...,p1



Q
Q−1
= λQ
⊗u
pQ kQ rℓQ kQ ∂ℓQ MQ−1 ∇

pQ−1 ,...,p1

.

With these definitions we can now make (3.3) more precise.
Definition 3.41. Let a ∈ [0, Q] be such that a ∈ N and let Ma be a collection of fields
in C∞ (Ω, T 2 (Rd )) defined starting from M as follows


Ma := Maj

Q
j=1

, where Maj =


Mj

for j > Q − a;

I

for j ≤ Q − a.

(3.31)

Then, Ma represents the derivatives weights: for j = 1, . . . , Q − a we consider classic
derivatives. In what follows, we refer to a as anisotropy order.
We can now define the total directional variation of order Q and anisotropy a, with
M as in Definition 3.41 and weights α ∈ RQ
+.
a

Definition 3.42. We call total directional variation of order Q and anisotropy a the
a
a
regulariser TDVQ
α (u, M ) in Definition 3.7 with weights M as in Definition 3.41.
Examples
We present some examples of the total directional variation of order Q for Q = 1, 2, 3,
anisotropy a = 1, and directional matrices Mj ≡ M = Λb (Rθ )T as in Definition 3.36.
That is, we focus on the following cases:
• order Q = 1 and anisotropy a = 1, M1 = M:
TDV1α (u, M1 )

:= sup
Ψ

Z
Ω

u divM Ψ dx for all Ψ ∈

n

1
YM
1 ,α



;

o

2
1
YM
Ψ : Ψ ∈ C∞
1 ,α =
c (Ω, R ), ∥Ψ∥∞ ≤ α0 ;

• order Q = 2 and anisotropy a = 1, M1 = (I, M):
TDV2α (u, M1 )

:= sup
Ψ

n

Z
Ω

u div(divM Ψ) dx for all Ψ ∈

2
YM
1 ,α



;
o

2
2×2
YM
Ψ : Ψ ∈ CQ
), ∥Ψ∥∞ ≤ α0 , ∥divM Ψ∥∞ ≤ α1 ;
1 ,α =
c (Ω, R
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• order Q = 3 and anisotropy a = 1, M1 = (I, I, M):
TDV3α (u, M1 ) := sup

Z
Ω

Ψ

3
YM
1 ,α =






3
u div2 (divM Ψ) dx for all Ψ ∈ YM
;
1 ,α



2×2×2
Ψ : Ψ ∈ CQ
),
c (Ω, R



3.4

∥Ψ∥ ≤ α0 , ∥divM Ψ∥ ≤ α1 
∥div(divM Ψ)∥∞ ≤ α2

.



Numerical details

Next, we focus on the discretisation and the numerical solution of (3.15), recalled here:


u ∈ arg min 
∗

u

3.4.1

Q
X

q=1



TDVqαq (u, Mq )

η
+ ∥S u − u⋄ ∥22  .
2

Discretisation

We start by introducing the discretisation of (3.15).
Staggered grids
We will discretise (3.15) by means of finite-differences on two staggered regular Cartesian
grids of width h > 0, whose advantages will be clarified in Remark 3.44. We denote the
grid of pixels by Ωh and the grid of cell centres by Γh . With respect to Figure 3.2, Ωh
is identified with the vertices and Γh with the centre of the cells (where the weighted
derivative operation is performed). Such grids are defined as
Ωh = {(ih, jh) | (1, 1) ≤ (i, j) ≤ (M, N )} ,




1
1
h
e
e
e
e
Γ = (kh, lh) | (k, l) = k + , l +
, (1, 1) ≤ (k, l) < (M, N ) ,
2
2
where Ωh is of size M × N , Γh is of size (M − 1) × (N − 1) and the pairs (i, j) ∈ N2 ,
e lh)
e on the grids Ωh and
(k, l) ∈ N2 are the indices denoting the positions (ih, jh), (kh,
Γh , respectively. Moreover, let ι = (ι1 , . . . , ιQ ) be a multi-index variable with ιj ∈ {1, 2},
indicating the partial derivatives involved in the derivative of order Q. Let further Xιj,h
be the grids of width h where the discrete j-th order derivatives with respect to the
multi-variable ι are located. Note that for Q = 0 we have Xι0,h ≡ Ωh .
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Discretised objects
We define the finite-dimensional approximation of the following quantities by means of
the superscript h, where |Ωh |, |Γh | and |Xιj,h | are the number of grid points in Ωh , Γh
and Xιj,h , respectively:
• uh ∈ R|Ω | is the discretisation of the function u;
h

• u⋄,h is the discretisation of the observed imaging data u⋄ ;
• v h = (v1h , v2h ) ∈ R|Γ
• bh = (bh1 , bh2 ) ∈ R|Γ

h ×Γh |

h ×Γh |

is a discrete vector field;
are discrete contraction weights for Λb ;

Q
• Mhq = (Mhq,j )Q
j=1 discretises the collection of weights Mq = (Mq,j )j=1 , where each
h
h
h
h
Mhq,j ∈ R|Γ ×Γ ×Γ ×Γ | discretises Mq,j ∈ T 2 (R2 ), for j = 1, . . . Q;
Q,h
|Γ
• ΨQ,h = (ΨQ,h
1 , . . . , Ψ2Q ) ∈ R

h ×···×Γh |

discretises the test functions Ψ ∈ T Q (R2 );

h
• z h = (z0h , . . . , zQ−1
) discretises the primal variables z, with z0h = uh ∈ R|Ω | ,
h

j,h

j,h

z0⋄,h = u⋄,h and each zjh ∈ R|X1,...,1 ×···×X2,...,2 | , for j = 1, . . . Q − 1;
j,h

j,h

h
h
• wh = (wq,j
)q,j discretises the dual variables w, with each wq,j
∈ R|X1,...,1 ×···×X2,...,2 |
h
h
h
for q = 1, . . . Q − 1 and j = 1, . . . , q; wQ,j
∈ R|Γ ×···×Γ | for j = 1, . . . , Q.

Isotropic differential operators
Here we discuss the discretization of the adjoint unweighted operators ∇ and div. For
h
uh ∈ R|Ω | , the discrete gradient operator is defined as
h

1,h

∇h : R|Ω | → R|X1

×X21,h |

uh →
7− (∂1h uh , ∂2h uh )
where we use the central second-order finite difference scheme on the grids X11,h , X21,h ,

(∂1h uh )i+ 1 ,j =
2

 h
ui+1,j − uhi,j



 


2






0

h
2

if i < M,

and (∂2h uh )i,j+ 1 =
2

if i = M,

 h
ui,j+1 − uhi,j



 


if j < N,






if j = N.

2

0

h
2
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1,h

Let ph = (ph1 , ph2 ) ∈ R|X1

×X21,h |

and let the discrete divergence operator
1,h

divh : R|X1

×X21,h |

ph

→

h|

R|Ω

→
7− ∇h · ph ,

be defined for each pixel (i, j) via the central second-order difference scheme on Ωh :
 h
(p ) 1


 1 i+2 ,j



 2 h

2




h

 (p1 )i+ 1 ,j − (ph1 )i− 1 ,j
2
2
h h
 
(div p )i,j =
h


2 2





 (ph1 ) 1

i− ,j


 2

−


2 h
2

 h
(p )
1


 2 i,j+
2
if i = 1,



 2 h

2




h

 (p2 )i,j+ 1 − (ph2 )i,j− 1
2
2
 
if i ∈ (1, M ) +
h


2 2





 (ph2 )

i,j− 1


 2

if i = M,
−


2 h

if j = 1,
if j ∈ (1, N ),
if j = N.

2

Thus, the isotropic discrete gradient and discrete divergence are designed to fulfil the
1,h
1,h
h
discrete adjointness property, for every uh ∈ R|Ω | and ph ∈ R|X1 ×X2 | :
⟨∇h uh , ph ⟩ = −

uhi,j (divh ph )i,j ,

X

(3.32)

(i,j)∈Ωh
1,h

1,h

1,h

1,h

where ⟨ · , · ⟩ : R|X1 ×X2 | × R|X1 ×X2 | → R.
For higher-order derivatives of order Q we denote the isotropic discrete gradient and
discrete divergence operator by ∇Q,h and divQ,h and write
Q,h

Q,h

Q,h

∇Q,h : R|Ω | → R|X1,...,1 ×···×Xι1 ,...,ιQ ×···×X2,...,2 |
h





uh →
7− ∂1h (∂1h (. . . (∂1h uh ))), . . . , ∂ιh1 (∂ι2 . . . (∂ιhq uh ))), . . . , ∂2h (∂2h (. . . ∂2h uh )))
and

Q,h

Q,h

h|

divQ,h : R|X1,...,1 ×···×X2,...,2 | →
ph

R|Ω

→
7− ∇Q,h · ph .
Q,h

Q,h

The adjointness property is fulfilled for every uh ∈ R|Ω | and ph ∈ R|X1,...,1 ×···×X2,...,2 | :
h

⟨∇Q,h uh , ph ⟩ = −

uhi,j (divQ,h ph )i,j ,

X
(i,j)∈Ωh

Q,h

Q,h

Q,h

Q,h

where ⟨ · , · ⟩ : R|X1,...,1 ×···×X2,...,2 | × R|X1,...,1 ×···×X2,...,2 | → R.

(3.33)
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Transfer operators
The mismatched location between z0h , ∇1,h z0h , . . . , ∇Q,h z0h and the fields Mhq associated
to v h requires the introduction of the following transfer operators, so as to compute
quantities in the same location. Let W := (W j )Q
j=1 be a family of transfer operators
j,h
h
W j = (Wιj ), with Wιj : R|Xι | → R|Γ | and ι a multi-index. In practice, W j interpolates
the data from the grids of j-th order derivatives Xιj,h to the grid of cell centres Γh , for
Wιj averaging operator with partition of unit weights. Its inverse operation is denoted by
(W j )−1 .The backward interpolation is denoted by (W j )T .
Example 3.43. For z0h ∈ R|Ω | and Q fixed the derivatives are
h

1,h

h
wQ,1
:= ∇1,h z0h = (∂1h z0h , ∂2h z0h ) ∈ R|X1

×X21,h |

;
2,h

2,h

2,h

2,h

h
wQ,2
:= ∇2,h z0h = (∂1h ∂1h z0h , ∂1h ∂2h z0h , ∂2h ∂1h z0h , ∂2h ∂2h z0h ) ∈ R|X1,1 ×X1,2 ×X2,1 ×X2,2 | ;
..
.
Q,h

Q,h

h
:= ∇Q,h z0h = (∂1h . . . ∂1h z0h , . . . , ∂2h . . . ∂2h z0h ) ∈ R|X1,...,1 ×···×X2,...,2 | ,
wQ,Q

and the transfer operators W = (W j )Q
j=1 are

W j :=


j,h
h
j

W1,...,1
: R|X1,...,1 | → R|Γ | ,






..


.




j,h

h
|X
|
Wιj1 ,...,ιj : R ι1 ,...,ιj → R|Γ | ,




..



.




j,h

 j
|X2,...,2 |
|Γh |

W2,...,2 : R

→R

.

We report in Figure 3.2 the positions of ∇Q,h , up to order Q = 3, in order to visually
show how transfer operators W work for transferring the data on Γh .
Anisotropic differential operators
1,h

1,h

By construction, Mh1 ∈ R|Γ ×Γ ×Γ ×Γ | , when Mh1 ̸= I, but ∇1,h uh ∈ R|X1 ×X2 | , with
1,h
1,h
h
R|X1 | ̸≡ R|X2 | ̸≡ R|Γ | . In this case, locations of ∇1,h uh and Mh1 are matched via the
transfer operators W 1 = (W11 , W21 ).
From Remark 3.39, M1 ∇ ⊗ u is discretised in the correct grid position by the operator
h

h

h

h

h

h ×Γh |

Mh1 W 1 ∇1,h : R|Ω | → R|Γ
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ui,j

u2
i,j

u22
i,j



u12
i,j

u1 
i,j
u11
i,j



u222
i,j

u221 u122
i,j
i,j




u21
i,j

u212
i,j

vi,j







u112
i,j

u121 u211
i,j
i,j
u111
i,j


h

h

Figure 3.2: Staggered Grids. We denote uh ∈ R|Ω | in ■ and v h ∈ R|Γ | in ■. Derivatives of
uh are denoted by superscripts and located on bullets: ∇uh = (∂1 uh , ∂2 uh ) = (u1 , u2 )
in •, ∇2 uh = (∂1 ∂1 uh , ∂2 ∂1 uh , ∂1 ∂2 uh , ∂2 ∂2 uh ) = (u11 , u12 , u21 , u22 ) in • and ∇3 uh =
(∂1 ∂1 ∂1 uh , . . . , ∂2 ∂2 ∂2 uh ) = (u111 , . . . , u222 ) in •. The transfer operators interpolate values
from the (i, j) bullets to the blue (i, j) squares and vice-versa.

and the discretisation reads as


!

Mh1 W 1 ∇1,h ⊗ uh =

bh1 W 1 ∇1,h uh · v h
h,
bh2 W 1 ∇1,h uh · v⊥



 .
=  h 1 h h h
b2 W2 ∂2 u v1 − W11 ∂1h uh v2h

Therefore, the discrete weighted divergence divhMh ,W 1 ph : R|Γ

h ×Γh |

1



(W11 )T bh1 ph1 v1h − bh2 ph2 v2h

divhMh ,W 1 ph = ∇1,h · 
1



bh1 W11 ∂1h uh v1h + W21 ∂2h uh v2h

(W21 )T bh1 ph1 v2h + bh2 ph2 v1h

→ R|Ω | is
h


 .

(3.34)

This leads to the discrete adjointness property, for every uh ∈ R|Ω | , ph ∈ R|Γ
h

⟨Mh1 W 1 ∇1,h uh , ph ⟩ = −

X
(i,j)∈Ωh

where ⟨ · , · ⟩ : R|Γ

h ×Γh |

× R|Γ

h ×Γh |

→ R.

uhi,j (divhMh ,W 1 ph )i,j ,
1

h ×Γh |

:

(3.35)
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When considering higher-order derivatives, the adjoint (3.35) is slightly more complicated due to the recursive weighted gradient and the location of the nested multiplication.
For a fixed Q we have ∇Q
MQ u := MQ,Q ∇ ⊗ · · · ⊗ MQ,1 ∇ ⊗ u by Definition 3.40, whose
h
h
h
finite-dimensional approximation is ∇Q,h
uh : R|Ω | → R|Γ ×···×Γ | , with the recursion
Mh ,W
Q

∇j,h
uh :=
Mh ,W
Q




uh




(W j )T MhQ,j W j ∇h ⊗ ∇j−1,h
uh
Mh
,W
Q




Q−1,h h

Mh W Q ∇h ⊗ ∇
u
Q,Q

Mh
Q ,W

if j = 0,
if j = 1, . . . , Q − 1,

(3.36)

if j = Q.

Note that in (3.36) for q = Q we omitted the inverse transfer operator (W Q )T since
h
h
unnecessary, so as to keep ∇Q,h
uh ∈ R|Γ ×···×Γ | and match with the position of ph .
Mh ,W
Q

Also,
divQ
MQ ,

divQ,h
Mh
Q ,W

: R

|Γh ×···×Γh |

h|

→ R|Ω

is the finite-dimensional approximation of

with the recursion

divj,h
pQ,h :=
Mh ,W
Q



ph





if j = 0,

∇h · (Mh W Q )T ph

Q,Q



h

∇ · (MhQ,Q−j+1 W Q−j+1 )T W Q−j+1 divj−1,h
ph
Mh ,W
Q

For every uh ∈ R|Ω | , ph ∈ R|Γ
h

h ×···×Γh |

where ⟨ · , · ⟩ : R|Γ

h ×···×Γh |

X
(i,j)∈Ωh

× R|Γ

h ×···×Γh |

(3.37)

if 2 < j ≤ Q.

, the discrete adjointness property holds:

uh , ph ⟩ = (−1)Q
⟨∇Q,h
Mh ,W
Q

if j = 1,

ph )i,j ,
uhi,j (divQ,h
Mh ,W
Q

(3.38)

→ R.

h
h
Remark 3.44. By fixing the directions v h and weights bh onto the staggered grid R|Γ ×Γ | ,
the anisotropy is well preserved. Indeed there are some advantages in such choice:

• it allows to compute the weighting gradient operation without grid misplacements;
• it reduces the propagation of the anisotropy, especially for higher-order derivatives;
• via transfer operators W , it reduces the radius of finite difference matrices, limiting
their implicit smoothing.

3.4.2

Optimisation

In what follows, we solve (3.15) by a primal-dual hybrid gradient method [CP11, CP16].
2
With all discrete objects in place, we define the discretization of the joint TDVQ
α −L
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problem (3.15) following [BKP10, Equation 4.4] as:
min h

z0h ∈R|Ω

Q
X
|

h
h
TDVq,h
αq (z0 , Mq ) +

q=1

η
S z0h − z0⋄,h
2

2
2

,

where the discrete version of TDVqα is
h
h
TDVq,h
αq (z0 , Mq ) =

Ψq,h ⟩
⟨z0h , divq,h
Mh
q ,W

sup

Ψq,h ∈Y q,hh

M ,α

and z0⋄,h = u⋄,h ∈ R|Ω | , S is the operator associated to the problem to solve, divq,h
is
Mh
q ,W
h
the discretized weighted divergence, with respect to the weights Mq and the transfer
q,h
q
operators in W , YM
h ,α is the discretization of Y Mq ,α from (3.20), defined as
q
h

q,h
YM
h ,α
q



= Ψ

q,h

∈R

2q|Γh |

divj,h
Mh ,W

Ψ



q,h
∞

≤ αj , for all j = 1, . . . , q − 1 .

(3.39)

Operator norm
Following the approach in [BKP10, Section 4] and [CP11, Section 6.1], we estimate a
bound on the norm of the linear operator ∇q,h
in (3.36) in view of the implementation
Mh
q ,W
of a suitable primal-dual algorithm. For each q = 1, . . . , Q, we have

L2q = ∇q,h
Mh
q ,W

2

= divq,h
Mh
q ,W

2

=

divq,h
Ψh
Mh
q ,W

sup

Ψh ∈Y q,hh

∥Ψh ∥2

2

.

(3.40)

Mq ,α

In the two-dimensional setting, when q = 1 then div1,h
Ψh in (3.40) reduces to
Mh ,W
1

div1,h
Ψh = div1,h ((Mh1,1 W 1 )T Ψh )
Mh ,W
1

and by applying the finite difference scheme in (3.34), from ∥∇∥ ≤
L21 = div1,h
Ψh
Mh ,W
1

2

√

8h−1 we estimate:

h
= div1,h
Ψh · div1,h
M1 ,W Ψ
Mh ,W
1

= div((Mh1,1 W 1 )T Ψh ) · div((Mh1,1 W 1 )T Ψh )




= Mh1,1 W 1 ∇ ⊗ div (Mh1,1 W 1 )T Ψh · Ψh
2
2
8
≤ 2 Mh1,1 W 1
Ψh .
F
h
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For a fixed Q, since (W j )T MhQ,j W j = ((W j )T MhQ,j W j )T
F
1, . . . , Q, then the operator norm LQ is estimated via
L2Q ≤ (8h−2 )Q

Q
Y

(W j )T MhQ,j W j

j=1

2
2

F

holds for each j =

(3.41)

.

Remark 3.45. Since W is made by partition of unit transfer operators and MhQ,j
by construction, we can estimate the right-hand side of (3.41) as

2

≤1

L2Q ≤ (8h−2 )Q ,
This agrees with the classic isotropic setting given by the choices (MhQ,j = I)Q
j=1 without
2
2
−2
2
−4
the use of W . Indeed, we have L ≤ 8h for TV and L ≤ 64h for TGVα .
Discrete characterisation of TDV
For a fixed q = 1, . . . , Q, the regulariser TDVq,h
α can be characterised as follows. From
q
the discrete version of TGVα in [SST11, Section 4.1] and following the characterization
of TGVqα in [BKP10, Remark 3.8 and Remark 3.10], we can write the equivalent discrete
h
definition of TDVqα (u, M) for uh ∈ R|Ω | and Mh = (Mhj )qj=1 as
h
h
TDVq,h
α (u , M )

=

inf j,h

q
X

h
αq−j (Kqh )j,j zj−1
− zjh

zjh ∈R|Xι | j=1
j=0,...,q,
z0 =uh , zqh =0

with
(Kqh )j,j =


(W j )T Mh W j ∇h

if j = 1, . . . q − 1,

Mh W q ∇h

if j = q.

j

q

q−j+1

h
Indeed, in the following let j = 1, ..., q, wq−j+1
∈ R|Xι
h
h
DVj,h
α (wq−j+1 , M ) =

sup

Ψh ∈Y q,hh

|

2,1

(3.42)

,

(3.43)
q−j,h

h
and zq−j
∈ R|Xι

|

. We call

h
h
−⟨(W q−j+1 )T Mhq−j+1 W q−j+1 wq−j+1
, divj−1
Mh ,W Ψ ⟩

M ,α

q,h
where divj−1
Mh ,W as in (3.37) and YMh ,α as in (3.39). Note that the sup is finite since we
q,h
h
h
h h
h
are in finite dimension. Thus TDVq,h
α (u , M ) = DVα (∇ u , M ) and we define

n

j,h
Kℓh = Ψh : Ψh ∈ YM
divℓ,h
h ,α ,
Mh ,W Ψ

∞

≤ αℓ

o

for every ℓ = 0, . . . , q − 1.
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With shq,j = Mhq W q ∇h ⊗· · ·⊗(W q−j+2 )T Mhq−j+2 W q−j+2 ∇h and (j −1)-times integration
by parts, the functional becomes
∗



j−1
X

h
h

DVj,h
α (wq−j+1 , M ) =

ℓ=0

δKℓh 





h
(−1)j shq,j ⊗ (W q−j+1 )T Mhq−j+1 W q−j+1 wq−j+1
.

By Fenchel duality for the operator divj−1,h
Mh ,W we have:




h
−⟨(W q−j+1 )T Mhq−j+1 W q−j+1 ∇h zq−j
, divj−1,h
Ψ⟩
Mh ,W



h
Ψ 

h h
h
DVj,h
α (∇ zq−j , M ) = sup 

− δK h (Ψh ) −
j−1



j−2
X






δKℓ (Ψh )

ℓ=0



j−2
X

δ{∥ · ∥≤αj−1 } (divj−1,h
Mh ,W

−

δK h (Ψ) −
Ψ )


ℓ

ℓ=0


Ψh
j−1,h
q−j+1 T
h
q−j+1 h
h
−⟨(W
) Mq−j+1 W
zq−j , divMh ,W Ψ ⟩


= sup 

h

h
h
αj−1 (W q−j+1 )T Mq−j+1 W q−j+1 ∇h zq−j
− zq−j+1



= inf 

h
zq−j+1




+

j−2
X

∗

δK h 

ℓ=0

ℓ



h
(−1)j−1 shq,j+1 zq−j+1

h
h
αj−1 (W q−j+1 )T Mhq−j+1 W q−j+1 ∇h zq−j
− zq−j+1

h
zq−j+1

+

1










= inf 



DVj−1,h
(∇h zq−j+1 , Mh )
α


1 .

Iterating the procedure for j = q, . . . , 2 and by the identity
h h
h
q
h h
DV1,h
α (∇ zq−1 ) = α0 Mq W ∇ zq−1

1

,

we get

h h
DVq,h
α (∇ z0 ) =

inf

j,h
zjh ∈R|Xι |

q−1
X




h
h
αq−j (W j )T Mhj W j ∇h zj−1
− zjh  + α0 Mhq W q ∇h zq−1
1

j=1

j=1,...,q−1
z0h =uh

and thus, with (Kqh )j,j as in (3.43), we conclude that

h
h
TDVq,h
α (u , M ) =

inf j,h 

zjh ∈R|Xι |
j=1,...,q,
z0h =uh , zqh =0

q
X
j=1


h
− zjh  .
αq−j (Kqh )j,j zj−1
1

1
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A continuous version of (3.42) also holds, see Proposition 3.26 and our work [PMS18].
The characterisation of TDVq,h
α in (3.42) is fundamental for writing a suitable primaldual algorithm for the minimisation problem in (3.15).
Discretised single minimisation problem
Let z ⋄,h := u⋄,h be given discrete imaging data. For a fixed order Q = 1, 2, 3, let TDVQ,h
α
be as in (3.42) and MhQ = (MhQ,j )Q
be
the
collection
of
discrete
tensor
fields.
Thus,
we
j=1
have the following discrete single minimisation problems from (3.15):
• for order Q = 1, Mh1 = Mh1,1 , α = α1,0 , z h = z0h :


min
α1,0 (W )
h

1 T

z

Mh1,1 W 1 ∇h z0h
2,1

η
+
S z0h − z0⋄,h
2

2



2

;

(3.44)

• for order Q = 2, Mh2 = (Mh2,1 , Mh2,2 ), α = (α2,0 , α2,1 ), z h = (z0h , z1h ):
α2,1 (W 1 )T Mh2,1 W 1 ∇h z0h − z1h



min

h


2,1



z

+ α2,0 (W )

2 T

Mh2,2 W 2 ∇h z1h
2,1

2 ;
η
+
S z0h − z0⋄,h
2
2



(3.45)

• for order Q = 3, Mh3 = (Mh3,1 , Mh3,2 , Mh3,3 ), α = (α3,0 , α3,1 , α3,2 ), z h = (z0h , z1h , z2h ):


α3,2 (W 1 )T Mh3,1 W 1 ∇h z0h − z1h



+α
3,1
min

zh 


(W )

2 T

Mh3,2 W 2 ∇h z1h

+ α3,0 (W 3 )T Mh3,3 W 3 ∇h z2h

−


2,1

z2h
2,1

2,1

+

η
S z0h − z0⋄,h
2




.

2

(3.46)

2

Discretised joint minimisation problem
A single-line combination of Equations (3.44), (3.45) and (3.46) leads to the discretisation
of the joint saddle-point minimisation problem:
u = arg min
⋆

uh ∈R|Ω

h|

Q
X
q=1

h
h
TDVq,h
αq (u , Mq ) +

η
S uh − u⋄,h
2

2
2

.

(3.47)

We aim to provide a more concise formulation of (3.47). Let z h be as above, Mhq =
h
h Q
(Mhq )Q
q=1 be a family of collections of tensor fields and K = (Kq )q=1 be a collection of
operators where, for a fixed regularisation order q, each Mhq = (Mhq,j )qj=1 is a collection
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of tensor fields and each Kqh is the associated operator defined as









h
Kq = 









(Kqh )1,1

−I

0

...

(Kqh )2,2 −I

0

..
.
..
.
..
.
..
.

...

0

...

...

0

...

...

...

0

(Kqh )j,j

−I

...

...

...

0

...

..
.
..
.
..
.

0

...

...

0

0

(Kqh )q−1,q−1

−I

...

0

(Kqh )q,q










,









(3.48)

with (Kqh )j,ℓ = 0 if ℓ ̸= {j, j + 1}, (Kqh )j,j+1 = −I and
(Kqh )j,j =


( W j ) T M h W j ∇ h
q,j

if j = 1, . . . q − 1,

Mh W q ∇h
q,q

if j = q.

Let A be the weight matrix, with a = diag(A) and in each q-th column the q-th order
weights:


α1,0 α2,1 α3,2 . . . αq,q−1 . . . . . . αQ,Q−1


 0

 .
 .
 .

 ..
 .

A= .
 ..


 ..
 .

 .
 ..


0



α2,0 α3,1 . . . αq,q−2 . . . . . . αQ,Q−2 

0




.. 
. 

.
αQ,Q−q 

.. 

. 

.. 
. 


α3,0 . . . αq,q−3 . . . . . . αQ,Q−3 

..
.

...

0

..

.

αq,0
0

...

...

...

...

...
..

.

..

...

0

.

(3.49)

αQ,0

Example 3.46. For Q = 3, the Equation (3.50) has the following entries:
Mh1 = (Mh1,1 ),





α1,0 α2,1 α3,2


A=
α2,0 α3,1 
,
 0
0
0
α3,0




Mh1,1 W 1 ∇h 0 0


K1h = 
0
0 0

,
0
0 0

Mh2 = (Mh2,1 , Mh2,1 ),
Mh3 = (Mh3,1 , Mh3,2 , Mh3,3 ),




(W 1 )T Mh2,1 W 1 ∇h
−I
0


h
h
2
h

K2 = 
0
M2,2 W ∇ 0
,
0
0
0
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(W 1 )T Mh3,1 W 1 ∇h
−I
0


h
2
T
h
2
h
.
K3 = 
0
(W ) M3,2 W ∇
−I


h
3
h
0
0
M3,3 W ∇
h
Thus, solving (3.47) is equivalent to solving for z h = (z0h , . . . , zQ−1
) the problem:



u⋆ ∈ arg min inf
h
h
uh ∈R|Ω |

z

Q X
q
X

Aj,q



q
X

h
(Kqh )j,ℓ zℓ−1

q=1 j=1

ℓ=1

2
η
+
S uh − u⋄,h  .
2
2
2,1

(3.50)

h
By duality of the ∥ · ∥2,1 norm, let wh = (wq,j
)q,j be the dual vector for q = 1, . . . , Q
j,h

j,h

h
and j = 1, . . . , q with wq,j
∈ R|X1,...,1 ×···×X2,...,2 | . Thus, we rewrite (3.50) into a joint
saddle-point minimisation problem:

min
max
h
h
z

w

Q
X


⟨

q=1

q
X

h
h
(Kqh )j,ℓ zℓ−1
, wq,j
⟩−

q
X



δ{∥ · ∥

j=1

ℓ=1

} (wq,j )

+

h

2,∞ ≤Aj,q

η
S z0h − z0⋄,h
2

2
2

,

(3.51)

or, in more succinct notation:
min
max
⟨Kh z h , wh ⟩ − F ∗ (wh ) + G(z0h ),
h
h
z

with
F ∗ (wh ) =

Q X
q
X
q=1 j=1

(3.52)

w

δ{∥ · ∥

h
(wq,j
),
2,∞ ≤Aj,q }

G(z0h ) =

η
S z0h − z0⋄,h
2

2
2

.

Proximal operators
We want to solve the saddle point problem (3.52) with a primal-dual algorithm, which
requires the computation of the proximal operators of F ∗ and G.
Since F ∗ is fully separable, the proximal map of F ∗ at wh is the sum of the projections
onto the respective polar balls,
proxσF ∗ (wh ) =

q
Q X
X

h
proxσF ∗ (wq,j
),

with

h
proxσF ∗ (wq,j
)=

q=1 j=1

h
wq,j
h
max 1, A−1
j,q wq,j

b h ∈ R|Ω | is:
The proximal map of G at u
h

b h ) = arg min
proxτ G (u
h
uh ∈R|Ω |



η
S uh − u⋄,h
2

2
2

+

1
bh
uh − u
2τ

.



2
2



,

2
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whose minimum is achieved by a uh that solves, for S ∗ adjoint of S ,
b h) = 0
τ η S ∗ (S uh − u⋄,h ) + (uh − u
bh = 0
(I + τ η S ∗ S )uh − τ η S ∗ u⋄,h − u
b h + τ ηS ∗S u
b h − τ ηS ∗S u
bh = 0
(I + τ η S ∗ S )uh − τ η S ∗ u⋄,h − u
b h ) = τ η S ∗ (u⋄,h − S u
b h ).
(I + τ η S ∗ S )(uh − u
b h) = u
b h + (I + τ η S ∗ S )−1 τ η S ∗ (u⋄,h − S u
b h ).
Thus, we get uh = proxτ G (u
Note that for the Rudin–Osher–Fatemi problem we have S = I, thus S ∗ = I, and the
proximal map agrees with the one computed in [CP11, pag. 133].

Primal-dual algorithm
Now we are ready for solving (3.52) to formulate the primal-dual algorithm [CP11]. Let
L = ∥K∥ the operator norm, i.e. L := supz {∥Kz∥ s.t. ∥z∥2 ≤ 1} , and let τ, σ > 0, ω ∈
[0, 1], such that τ σL2 ≤ 1. When acceleration is possible, an adaptive strategy for τ, σ
and ω can be used: let LG be the Lipschitz constant of G, τ0 = L−1 , σ0 τ0 L2 = 1 and
γ = 0.5L−1
G . We denote by a superscript n the iterations of the primal-dual algorithm.
Starting from admissible z 0,h and w0,h , we iterate the following and we obtain the final
solution uh = z0n+1,h , compare Algorithm 1 for details:




wn+1,h = proxσn F ∗ wn,h + σn Kh z n,h ;




z n+1,h = proxτn G z n,h − τn (Kh )∗ wn+1,h ;
ωn = (1 + 2γτn )−0.5 ; τn+1 = ωn τn ; σn+1 = σn ωn−1 ;

(3.53)

z n+1,h = z n+1,h + ωn (z n+1,h − z n,h ).
Remark 3.47. If S = I, then the fidelity term G is uniformly convex, with convexity
parameter η, so acceleration is possible, e.g. [CP11, Alg. 2], since the dual problem is
smooth. When G is not strongly convex, the use of [CP11, Alg. 1] is recommended since
the resulting dual problem is non-smooth, e.g. when S is a projection map onto a subset.

3.5

Imaging applications

In what follows we demonstrate the performance of our total directional regulariser
TDVQ
α for the applications of image denoising, image zooming and surface interpolation.
We in particular focus on the cases Q = 1, 2, 3 and α = 1.
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Algorithm 1: Primal-dual algorithm for the joint minimisation model in (3.52)
Parameters (model)
: Q > 0 and η > 0.
Operators needed
: Kh and A (e.g. as in Example 3.46).
Parameters (primal-dual) : σ0 , τ0 , ω0 , L = Kh such that σ0 τ0 L2 ≤ 1; γ > 0.
0,h
0,h
: z 0,h = (zj−1
), z00,h = u⋄,h , w0,h = (wq,j
) for q, j = 1, . . . , Q.

Initialization

Function primal_dual(u⋄,h , Kh , A, η):
while stopping criterion is not satisfied do
for q = 1, . . . , Q do
for j = 1, . . . , q − 1 do




n,h
n,h
n,h
wq,j
= wq,j
+ σn (Kq,h )j,j z n,h
;
j−1 − z j





n+1,h
n,h
n,h
wq,j
= wq,j
/ max 1, A−1
j,q wq,j

2

// Update the dual

;

// Proximal of F ∗

end
n,h = w n,h + σ (K h ) z n,h ;
wq,q
n
q q,q q−1
q,q




n+1,h
n,h
n,h
wq,q
= wq,q
/ max 1, A−1
q,q wq,q

2

;

end
for j = 2, . . . , Q do
n,h
n,h
zj−1
= zj−1
− τn

Q 
X



n+1,h
n+1,h
(Kqh )∗j,j wq,j
− wq,j−1
;

// Update the primal

q=1

end
z0n,h

=

z0n,h

− τn

Q 
X



n+1,h
(Kqh )∗1,1 wq,1
;

q=1

z0n+1,h

=

z0n,h

+ (I + τ η S ∗ S )−1 τ η S ∗ (z0⋄,h − S z0n,h );

ωn = (1 + 2γτn )−0.5 ; τn+1 = ωn τn ; σn+1 = σn ωn−1 ;
z n+1,h = z n+1,h + ωn (z n+1,h − z n,h );
end
return u⋆ = z0n+1,h .

3.5.1

// Proximal of G
// Update ωn , τn , σn
// Extrapolation step

Image Denoising

Let Ω ⊂ R2 , u : Ω → R be a grey-scale image, v : Ω → R2 a unitary vector field and u⋄
a given noisy image (colour images u : Ω → R3 are considered one colour at time). We
consider (3.15) for Q = 3, each Maq for q = 1, 2, 3 as in (3.31) with a = 1 and S = I:
u⋆ ∈ arg min
u

Q
X
q=1

TDVqαq (u, M1q ) +

η
∥u − u⋄ ∥22 .
2

(3.54)

Total Directional Variation

110

In the following we will require that b = (1, b2 (x))T for every x ∈ Ω such that




∇v u 
M∇ ⊗ u = Λb (Rθ )T ∇ ⊗ u = 
,
b2 (x)∇v⊥ u
where v is a given estimated field. Letting the primal vector be z = (z0 , z1 , z2 ), z0 = u,
we solve the minimisation problem (3.54) using the equivalent formulation (3.50), with:

M1 = (M),

α1,0 +∞ +∞



A =  0 α2,0 +∞
,
0
0
α3,0






MW 1 ∇ 0 0

K1 = 



M2 = (I, M),
M3 = (I, I, M),





∇


0 0
 , K2 =  0
0 0
0


0
0

a = diag(A) = (α1,0 , α2,0 , α3,0 ), (3.55)



−I

0





0



∇

−I

0

3


.


∇ −I


M W 2 ∇ 0
 , K3 =  0
0
0
0




MW ∇

(3.56)

When entry (j, q) of A is equal to +∞, we require zjn = (Kq )j,j zj−1 . Thus, with the
choices of A and K as above, the denoising problem in (3.54) can be simplified as


u⋆ = arg min 


u

α1,0 MW 1 ∇u

2,1

+ α2,0 MW 2 ∇2 u

2,1

+ α3,0 MW 3 ∇3 u


2,1 

,

η
+ ∥u − u⋄ ∥22
2

(3.57)

and solved via the primal-dual Algorithm 1.
Estimation of vector field v
For estimating v we use the following strategy. Let σ, ρ > 0. Let λ1 (x), λ2 (x) be such
that λ1 (x) ≥ λ2 (x), the ordered eigenvalues of the structure tensor Jρ (u) in (1.33) and
e1 , e2 ∈ R2 the associated eigenvectors. Let ve(x) = e2 (x) be the local direction of the
∇⊥ u
anisotropy, corresponding to an approximation of ∥∇
⊥ u∥ . In order to compute a vector
field smoother than ve, we adopt a further regularisation step, similarly to [LMS13].
Let w(x) ∈ [0, 1]. We aim to smooth the vector field where the anisotropy weight
w(x) is close to 0 while keeping the already computed vector field in regions with strong
anisotropy. This is equivalent to solving the following problem:
1
v = arg min
2
z

Z
Ω

w(x) ∥z(x) −

ve(x)∥22

γ
dx +
2

Z
Ω

∥∇ve(x)∥22 dx.

(3.58)
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We use the local estimation of the anisotropy as weights w(x), for ε > 0:
λ1 (x) − λ2 (x)
.
λ1 (x) + λ2 (x) + ε

w(x) =

(3.59)

We can use w(x) also to vary locally b = (1, b2 (x)): we have already seen that b2 (x) close
to 1 results in an isotropic process while b2 (x) close to 0 results in a fully anisotropic
process. For this reason, a possible strategy to vary b2 (x) is
• firstly estimate the anisotropy (b2 → 1 for corresponding isotropic regions) by
b2 (x) = 1 − w(x),

(3.60)

• secondly rescale b2 (x) in [0, 1] via
b2 (x) =

b2 (x) − min b2 (x)
.
max b2 (x) − min b2 (x)

(3.61)

With this strategy, the higher the image anisotropy, the closer b is to (1, 0): in such
cases strong directional structures are emphasised by TDVQ
α (u, M). Conversely, when
b = (1, 1), isotropic smoothing is performed in flat regions. We may also refine v by
updating the parameters (σ, ρ), restarting the denoising problem with a better estimation
of the vector field from a first denoised image used as oracle, see Algorithm 2 for the
alternating computation for u and v .
Algorithm 2: Iterative scheme of the discrete image denoising problem in (3.57)
Parameters for the model : a = (α1,0 , α2,0 , α3,0 ), bh = (I, bh2 ), η > 0, a = 1.
Parameters for v
: σ1 , ρ1 > 0.
Function TDV_denoising(u⋄,h ):
for k = 1, . . . , maxiter do
[v k+1,h , bk+1,h ] = compute_v_and_b(uk , σk , ρk );
// from (1.33), (3.61)
k+1,h
k+1,h
k+1,h
K
= build_K (a, v
,b
);
// update K
uk+1,h = primal_dual(u⋄,h , Kk+1,h , a, η) ;
// restart with a better v
[σk+1 , ρk+1 ] = update_sigmarho (σk , ρk ) ;
// new parameters
end
return uk+1,h

112

Total Directional Variation

Numerical Results
We discuss denoising results obtained with Algorithm 2 for images with strong directional
features: Figure 3.3 shows the performance for a fixed choice of b2 (x), while Figures 3.5
and 3.6 for varying b2 (x), compared to the non-local method BM3D [DFKE07].
Bamboo image. The bamboo image in Figure 3.3a has been corrupted by 20% of
Gaussian noise using the same random seed as in [KDK17], see Figure 3.3b. We estimated
the vector field v as described before, with a fixed choice of b so as to fix the elliptic
shape of the test functions. In Figures 3.3c and 3.3d, we report the results from [KDK17]
related to the use of classic TV and TGV regularisers, where the staircasing effect is
visible as expected. The DTV and DTGV approaches from [KDK17], in Figure 3.3e
and Figure 3.3f respectively, seem promising, even if obtained with a single direction
only. In our case we consider multiple directions v , with γ = 2 in equation (3.58) and
suitable (ρ, σ) in equation (1.33) to produce v as in Figure 3.3h from the noisy data in
Figure 3.3b. Here, we have chosen η = 3.5 as the optimal parameter for the fidelity term,
according to the noise level expected. We run Algorithm 2 for 1000 iterations: we also
restarted the algorithm with a better estimation of v after a first run. We firstly report
the single order regularisers results: Q = 1 in Figure 3.3i, Q = 2 in Figure 3.3j and Q = 3
in Figure 3.3k. Moreover, the result from the joint combination of first and third order
directional regularisers, TDV1α and TDV3α , is shown in Figure 3.3l. We omitted results
obtained by possible combinations of TDV2α since they were smoother than needed across
edges due to the nature of the regulariser involving the weighted Hessian.
For the joint combination of TDV1α and TDV3α , namely a = (1, 0, 1), we report in
Figure 3.4 the PSNR results for different fixed choices of b = (1, b2 ) and of (σ1 , ρ1 ) from
(1.33) and (3.58), with fixed refinement (σ2 , ρ2 ) = (1, 1). We vary (σ1 , ρ1 ) in the interval
(1.5, 3.5), with ρ1 − σ1 in the x − y axes, for the cases b2 = 0 in Figure 3.4a, b2 = 0.01 in
Figure 3.4b, b2 = 0.02 in Figure 3.4c and b2 = 0.03 in Figure 3.4d.
We conclude that a combination of first and third order directional regularisers is a
competitor of the nonlocal denoising approach BM3D [DFKE07] and it performs better
than results obtained in [KDK17]. Also, the robustness of the approach depends on the
computation of v as shown in Figure 3.4, where minor variations of v leads to minor
variations in the PSNR result.
A natural question now is whether allowing also b2 (x) to change in Ω improves the
performance. We intend to answer this question in the next two experiments.
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(a) Original u
253 × 253 pixels

(b) Noisy u⋄
(20% Gaussian)

(c) TV, [KDK17]
PSNR = 23.8

(d) TGV, [KDK17]
PSNR = 24.7

(e) DTV, [KDK17]
PSNR = 26.8

(f) DTGV2 , [KDK17]
PSNR = 28.2

(g) BM3D
PSNR = 29.10

(h) v streams (3.58)
(σ1 ; ρ1 ) = (1.8; 2.8)
(σ2 ; ρ2 ) = (1.0; 1.0)

(i) TDV
(j) TDV
(k) TDV
(l) TDV
a = (1, 0, 0), η = 3.5
a = (0, 1, 0), η = 3.5
a = (0, 0, 1), η = 3.5
a = (1, 0, 1), η = 3.5
b = (1, 0.02), v in 3.3h b = (1, 0.02), v in 3.3h b = (1, 0.02), v in 3.3h b = (1, 0.02), v in 3.3h
PSNR = 21.40
PSNR = 25.29
PSNR = 27.16
PSNR = 29.20
Figure 3.3: Denoising of bamboo grey-scale image.

Rainbow. The rainbow in Figure 3.5a has been corrupted by 20% of Gaussian noise
in each color channel, see Figure 3.5b. Due to the particular structure of the image, an
isotropic approach seems reasonable outside the rainbow while an anisotropic approach
inside. This resulted in varying the b2 parameter following equations (3.60)–(3.61): in
Figure 3.5d the black pixels correspond to b2 ≈ 0 and the white pixels to b2 ≈ 1. Indeed
for b2 → 0 we expect to denoise the image following the anisotropy induced by v , while
for b2 → 1 we expect to denoise the image isotropically in both v and v ⊥ directions. In
order to compute the vector field v as in Figure 3.5e, we did not apply the regularisation
step (3.58) and we did not iterate Algorithm 2 since both the resulting v and b seem
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(a) b = (1, 0.00)

(b) b = (1, 0.01)

(c) b = (1, 0.02)

(d) b = (1, 0.03)

Figure 3.4: PSNR consistency on Figure 3.3b with fixed a = (1, 0, 1), η = 3.5 and varying b,
(σ, ρ). On the x-axis, ρ1 ; on the y-axis σ1 , with σ1 , ρ1 ∈ [1.5, 3.5] and fixed (σ2 , ρ2 ) = (1, 1).

(a) Original u
320 × 214 pixels

(b) Noisy u⋄
(20% Gaussian)

(c) BM3D, PSNR = 34.53

(d) b2
(σ, ρ) = (2, 30), from (3.61)

(e) v streamlines
(σ, ρ) = (2, 30), from (3.58)

(f) TDV
a = (1, 0, 1), η = 3.5
PSNR = 35.91
b, v from 3.5d–3.5e.

Figure 3.5: Denoising of RGB rainbow (photo by M.P. Markkanen, CC-BY-SA-4.0 license).

good enough for our purposes, performing better than BM3D in Figure 3.5c, with less
wavy artefacts and a smoother global structure.
Desert. The desert image in Figure 3.6a is a mix of anisotropic and isotropic information.
We denoised Figure 3.6b, corrupted it again with 20% of Gaussian noise in each color
channel, with (σ, ρ) = (3, 1.5) and γ = 0.1 to estimate v in Figure 3.6e as described before.
We also allowed b2 (x) to vary across the domain and we did not refine v with further
iterations. Here, BM3D in Figure 3.6c performed slightly better than our approach due
to the wrong estimation of v along some dune waves: this is clearly visible in Figures 3.6d
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and 3.6e where both the wrong estimation of v and the isotropy requirement of b2 result
in a smoothing performance, as shown in the zooms of Figures 3.6g and 3.6h. However,
BM3D is a non-local method and better performance than local ones is expected.

(a) Original u (b) Noisy u⋄
(c) BM3D
468 × 768 px (20% Gauss.) PSNR = 32.45

(d) b2 ,
(σ, ρ) = (3.0, 1.5),
in eq. (3.61)

(g) Zoom of BM3D in Figure 3.6c.

(e) v,
(σ, ρ) = (3.0, 1.5),
in eq. (3.58)

(f) TDV, η = 3.5
a = (1, 0, 1),
PSNR = 30.09

(h) Zoom of our TDV in Figure 3.6f.

Figure 3.6: Denoising of RGB desert (photo by Rosino, CC-BY-SA-2.0 license).

3.5.2

Wavelet Zooming

We apply our regularisation to wavelet-based image zooming as in [BH13]. Here, the
data fidelity term is modelled by a wavelet transformation operator. Let ϕ ∈ L2 (R),
ψ ∈ L2 (Ω) be the scaling and mother wavelet function, respectively. Then, a Riesz basis
of L2 (Ω) is obtained from translations and rotations of ϕ and ψ . Here, we will consider
only functions ϕ with compact support, yielding a compactly supported basis elements.
Let R ∈ Z be a resolution level and MR , (Lj )j≤R be finite index sets in Z2 , then:
• a Riesz’ basis of L2 ((0, 1) × (0, 1)) is (ϕR,k )k∈MR , (ψj,k )j≤R,k∈Lj ;
• the dual basis of the above is defined as (ϕeR,k )k∈MR , (ψej,k )j≤R,k∈Lj .

Thus, the following decomposition holds:
u=

X
k∈MR

(u, ϕR,k )2 ϕeR,k +

X
j≤R,k∈Lj

(u, ψj,k )2 ψej,k .
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o

Let u0 ∈ span ϕeR,k | k ∈ MR be a low resolution version of u given by ((u0 , ϕR,k )2 )k∈MR ,
where the unknown u is such that (u, ϕR,k )2 = (u0 , ϕR,k )2 , for all k ∈ MR , and
u ∈ L2 (Ω) = span

n

ϕeR,k | k ∈ MR } ∪ {ψej,k | j ≤ R, k ∈ Lj

o

.

The wavelet-based zooming problem with higher order total directional regularisers reads
u⋆ ∈ arg min
u

Q
X

TDVqαq (u, M) + IUD (u),

q=1

where UD = u ∈ L2 (Ω) | (u, ϕR,k )2 = (u0 , ϕR,k )2 , for all k ∈ MR , see [BH13] for more details. Since we did not down-sample the original image, we avoided artefacts introduced
by algorithms for reducing the image but at the same time no ground truth is available.
Results based on CDF 9/7 wavelet are shown in Figure 3.7 for grey-scale images and in
Figure 3.8 for colour images, with A and K defined as in Equations (3.55) and (3.56).


(a) 4X Lanczos 2 filter

(b) TGV2α , [BH13]

(c) b2 (x),
(σ, ρ) = (1.0, 1.0)

(d) v(x),
(σ, ρ) = (1.0, 1.0)

(e) TDV
a = (1, 0, 0),
b2 (x), v(x)

(f) TDV
a = (0, 1, 0),
b2 (x), v(x)

(g) TDV
a = (0, 0, 1),
b2 (x), v(x)

(h) TDV
a = (1, 0, 1),
b2 (x), v(x)

Figure 3.7: Wavelet-based zooming with CDF 9/7.

3.5.3

Surface Interpolation

In this experiment, we aim to reconstruct a surface from scattered height data available
in Ω. The available data lie on partially occluded isolines or at random points in Ω
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(a) 4X
Bicubic

(b) 4X
Lanczos 2

(c) TDV
a = (1, 0, 0)

(d) TDV
a = (0, 1, 0)

(e) TDV
a = (0, 0, 1)

(f) TDV
a = (1, 0, 1)

(g) Zoom of
Figure 3.8a.

(h) Zoom of
Figure 3.8b.

(i) Zoom of
Figure 3.8c.

(j) Zoom of
Figure 3.8d.

(k) Zoom of
Figure 3.8e.

(l) Zoom of
Figure 3.8f.

Figure 3.8: Wavelet-based zooming with CDF 9/7. Image from the MorgueFile archive.

and the challenge is to interpolate them by preserving the anisotropic features via the
reconstruction of a suitable vector field v . Before presenting our approach for this problem
using TDVQ
α , we briefly review the state of the art for surface interpolation.
Related works
The reconstruction of surfaces from scattered height values has been approached in
two different ways in the literature, based on explicit and implicit models. Surface
interpolation is sometimes also addressed as a digital elevation map (DEM) problem.
In this section we focus on implicit surface interpolation which has the advantage
of being independent with respect to parametrization. Here the surface is an implicit
function of height values over the domain. Two prominent methods in this range are the
Thin Plate Spline (TPS) [Mei84] and the Absolute Minimal Lipschitz Extension (AMLE)
[ACGR02] approach. TPS is a flexible approach since it can embed both gray values
and gradient information. However, it has the drawback of being a forth-order isotropic
method and the resulting interpolated surface is isotropically smooth. AMLE, on the
other hand, is able to interpolate data given at isolated points and on curves but it fails
to interpolate slopes of a surface, resulting in C1 , see [Sav05].
For interpolating surfaces with sharp features, e.g. strong creases, and possibly nonsmooth features, e.g. corners in a pyramid, it seems promising therefore to consider
(higher-order) total variation (TV ) regularisers for surface interpolation.
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Our main model approach here is [LMS13], where a third-order directional total
variation regulariser has been proposed that reads for a given vector field v as
E(u) =

Z
Ω

∇v (∇2 u)

2

(3.62)

,

where ∇3v u = ∇(∇2 u) · v is the directional derivative of the Hessian of u, along v . Note
that this is a special case of TDVQ
α with Q = 3, a = 1, b = (1, 0), v = (cos θ, sin θ), i.e.
M = (I, I, M) and M = Λb (Rθ )T , leading to ∇3v u ≡ M∇ ⊗ (∇2 u).
The estimation of v is crucial to obtain a good quality result. In [LMS13], v has been
computed as a two step minimisation-regularisation problem by solving firstly
ve = arg min Kσ ∗ ∇



y
∥y∥2 =1

∇u
(x) y
|∇u|


;
2

and then applying to ve the same regularisation step as in (3.58), where w(x) is a weight


∇u
chosen as the largest singular value of Kσ ∗ ∇ |∇u|
and ρ is a regularising parameter, in
order to smooth areas where the surface u is almost planar and to preserve locally the
vector field ve in areas where the level lines have large curvature. As the last step, v is
normalised to be unitary.
In [WRT17] another directional interpolation model for u and v is proposed: differently
from our approach it requires the knowledge of v a priori to the interpolation.
Here, we generalize the approach of [LMS13] for the reconstruction of a surface,
given scattered height values lying (possibly) on partial contour lines. Differently from
Section 3.5.1, v is reconstructed in the missing domain as follows.
Let Ω be a 2D domain (d = 2) and u⋄ sparse sampled height values, with the operator
S identifying the sampling of the data available. We aim to find the interpolated surface
u : Ω → R, driven by the unitary directions v : Ω → R2 . Let Ma = (Ma1 , . . . , MaQ ) be a
collection of weighting fields, where for a fixed q the collection Maq is defined as in (3.31)
with explicit dependence on v . We solve by Algorithm 3, alternatingly:
u⋆ ∈ arg min
u

Q
X

TDVqαq (u, Maq (v)) +

q=1

v ∈ arg min µTV(v) + ζ
⋆

v

Z 
Ω

η
∥S u − u⋄ ∥22 ,
2

∇u
1−v·
|∇u|

2

dx,

(3.63)
(3.64)

with the primal-dual in Algorithm 1 for (3.63) and a classic primal-dual for (3.64), where
2
∇u
we identify F (v) = TV(v) for regularising the vector field v and G(v) = 1 − v · |∇u|
L2
for normalising v in the direction of the normalised gradient [BBC+ 01].
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Algorithm 3: Surface interpolation problem in Equations (3.63) and (3.64)
Input
: the sparse data u⋄ in Ω.
Parameters : αq for q = 1, . . . , Q, a > 0, η > 0, µ, ζ > 0.
Initialization : random u0 and v 0 , S (u0 ) = u⋄ , t = 0.
Update
: ut and v t as follows.
while stopping criterion is not satisfied do
ut+1 ∈ arg min
u∈R

Q
X

TDVqαq (u, Maq (v t )) +

q=1

η
∥S u − u⋄ ∥2 ;
2

∇ut+1
v
∈ arg min µTV(v) + ζ
1−v·
|∇ut+1 |
Ω
v∈R2
Update Maq (v t+1 ) for each q = 1, . . . , Q;
end
return (u⋆ , v ⋆ ) = (ut+1 , v t+1 ).
Z

t+1

// Min. w.r.t. u

!2

dx;

// Min. w.r.t. v
// update the weights

Minimisation with respect to u
Fixing an unitary vector field v t , the minimisation problem (3.63) is convex with respect
to u and the minimisation problem can be solved via a non-accelerated primal-dual
Algorithm 1, where the acceleration is not possible due to the lack of strong convexity of
the projection map S , which results in a non-smooth dual problem.
Minimisation with respect to v
Fixing ut+1 , the minimisation problem (3.64) is solved by the primal-dual algorithm with
F (v) = µTV(v)

and

G(v) = ζ

Z
Ω

∇ut+1
1−v·
|∇ut+1 |

!2

dx.

Let s = Kv , K = ∇ and K ∗ = − div. Then, the proximal of F ∗ , with F (v) = µTV(v),
is the projection onto the polar ball:
proxσF ∗ (s) =

s
.
max (1, µ−1 ∥s∥2 )

The proximal map of G at vb = (vb1 , vb2 ), for p = ∇ut+1 / ∇ut+1 = (p1 , p2 ), reads as
proxτ G (vb) = arg min ζ ∥1 − v · p∥22 +
v∈R2

thus



2ζp21 + τ −1

2ζp1 p2

2ζp1 p2

2ζp22 + τ −1

proxτ G (vb) = 

1
∥v − vb∥22 ,
2τ

−1 





.

2ζp1 + τ −1 vb1



2ζp2 + τ −1 vb2
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Since G is strongly convex, we use the accelerated scheme (3.53), with K instead of K.
Numerical Results
We tested Algorithm 3 in MATLAB on synthetic and real surfaces. Differently from
[LMS13], we did not use CVX or MOSEK, making our approach suitable for larger
surfaces, beyond the variable size limit imposed by CVX. In what follows, we will use
(3.57) for solving (3.63) and test both single and joint directional regularisers, namely
a = (0, 1, 0), a = (0, 0, 1) and a = (0, α2,0 , α3,0 ), with α2,0 and α3,0 to be chosen appropriately
for the situation. For a better visualization of the results, a divergence RGB colormap in
the range ([0.230, 0.299, 0.754], [0.706, 0.016, 0.150]) has been applied.
Pyramid dataset [LMS13]. A pyramid with height data available on three contour
lines and no extra information on the tip is given, so as to test whether our model can
reconstruct it. We initialize u0 and v 0 randomly. In Figure 3.9, we report in the first
column the location of the available data (top) and the ground truth (bottom); in the
second column the random initialization of v 0 (top) and u0 (bottom); in the third, fourth
and fifth columns we report the results from different orders of directional regularisers,
namely a = (0, 1, 0), a = (0, 1, 0) and a = (0, 1, 1), with one level of anisotropy a = 1. The
similarity of the resulting vector fields in Figure 3.9, despite the different derivative orders
involved in the minimisation with respect to u, shows the robustness of the computation
of v for such problem. Visual results suggest that a combination between second- and
third-order directional regularisers, e.g. a = (0, α2,0 , α3,0 ), is desirable since it smooths the
second-order result without loosing its features.

Ground Truth

Input

TDV,
a = (0, 1, 0)

TDV,
a = (0, 0, 1)

TDV,
a = (0, 1, 1)

Figure 3.9: Pyramid results: 10 iterations of Algorithm 3. Parameters: η = 100, µ = ζ = 1.
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SRTM dataset from [USG06]. This dataset is part of the Shuttle Radar Topography
Mission (SRTM) [USG06] NASA mission conducted in 2000 to obtain elevation data for
most of the Earth. We downloaded .hgt “height” binary data files from [Bea12], where
by selection of latitude and longitude coordinates we get 1x1 degree tiles of 1-arc seconds
resolution (around 30 m per pixel). We selected some famous mountains within Italy:
Etna (Sicily), Baldo (Verona), Vesuvio (Naples), Brenner Pass (Sterzing) and Gran Sasso
(L’Aquila), labelled from S1 to S5 in Figure 3.10 (image size domain of 250 × 250 pixels).
As input, we randomly selected approximatively 7% of sparse data on level lines and
isolated points. We used the parameters Q = 3, a = 1 and a = (0, 0.1, 1).

(a) S1

(b) S2

(c) S3

(d) S4

(e) S5

Figure 3.10: Dataset from [USG06]. First row: height location (black), streamlines of v (blue).
Second row: ground truth. Third Row: TDV results, a = (0, 0.1, 1), µ = ζ = 1, η = 1000.

Atomic Force Microscopy dataset [Ran15]. Atomic force microscopy (AFM), or
scanning probe microscopy (SPM), is a topography imaging technique which scans
objects at high resolution while recording the topographical information, commonly
used in the detection of cancer cells in cellular biology. In [OAL17], the study of a
compressed sensing approach on AFM images was motivated by the reduction of the
image acquisition time for multiple reasons, e.g. to minimise the operator time spent
at the equipment [HSFP06], to allow time-dependent dynamic processes [SR08] and
to minimise the interaction of instruments with specimens so as to reduce potential
risks of damages [MD11]. Therefore, the authors proposed to speed up the sampling
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procedure by scanning height data on spirals rather than exploring them pixel by pixel,
so as to reconstruct the missing data via compressed sensing. The authors define the
under-sampling ratio as ρ = L/Lref , where L is the length of the spiral path followed
by the probe for acquiring the data and Lref is the distance travelled by the probe in
pixels during the raster scan. Note that L also counts the path outside the imaging
domain due to smooth movement requirement of the probe, while Lref is approximated
by the value 2 · #pixels and the factor of two is due by the usual approach to acquire two
topography buffers, even if only one is used for the visualization. In order to test our
reconstruction method based on directional regularisers, we downloaded the open source
AFM .mi dataset of 512 × 512 height values from [Ran15], exported in ASCII text via the
open-source software Gwyddion and imported in MATLAB. Our input are AFM surfaces
of size 256 × 256 obtained by slicing the orginal surface, for comparison purposes following
[OAL17]. We show the results in Figure 3.11 for the ground truth image in Figure 3.11a,
with different under-sampling ratio ρ, see Figures 3.11c and 3.11d. In Figure 3.11b we
compare the structural similarity indicator (SSIM) [ZBSS04] for our results with [OAL17,
Figure 7], where iterative hard thresholding (IHT), iterative soft tresholding (IST) and
their weighted version (w-IHT and w-IST) were tested: we conclude that our approach
is robust in the full range of under-sampled data, with good quality surfaces in terms of
SSIM.

3.6

Video denoising

In this section we propose an extension of the recently introduced total directional variation
(TDV) regulariser [PMSL18, PMS18] for video denoising, via the following variational
regularisation model:


u⋆ ∈ arg min TDV(u, M) +
u

η
∥u − u⋄ ∥22 ,
2


(3.65)

where u⋆ is the denoised video, M is a weighting field that encodes directional features in
two spatial and one temporal dimension, η > 0 is the regularisation parameter and u⋄ is
a given noisy video. The model (3.65) will be made more precise in the next sections
where we mainly focus on its discrete and numerical aspects.
In Section 3.6.1 we describe the estimation of the vector fields, the TDV regulariser
and the variational model to be minimised; in Section 3.6.3 we detail the optimisation
method for solving the TDV video denoising problem and comment on the selection of

3.6 Video denoising

(a) Ground truth,
[Ran15]
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(b) Comparison of SSIM with [OAL17, Figure 7].

(c) TDV with a = (0, 0.1, 1).
Undersampling ρ = 0.10.
Input on spirals (left), result (right).
Parameters: η = 10000, µ, ζ = 1.
SSIM = 0.892

(d) TDV with a = (0, 0.1, 1).
Undersampling ρ = 0.25.
Input on spirals (left), result (right).
Parameters: η = 10000, µ, ζ = 1.
SSIM = 0.949

Figure 3.11: AFM reconstruction with Algorithm 3.

parameters; in Section 3.6.4 we show denoising results on a selection of videos corrupted
with Gaussian noise of varying strength.
We start by recalling previous approaches to the video denoising problem.
Existing approaches
Video denoising refers to the task of removing noise in digital videos. Compared to
image denoising, the task is more challenging in videos due to the computational cost
in processing large data and the redundancy of information, i.e. the expected similarity
between two consecutive frames that should be inherited by the denoised video. A
straightforward approach to video denoising is to denoise each frame of the video
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independently, e.g. via the broad literature on image denoising methods [TM98, ROF92,
BCM05a, DJ94, GS05, LWD09, PSWS03, BCM05b, DFKE09, Leb12, LBM13, BKP10,
PS14, KDK17, PMSL18]. Computational cost is then stratified across image frames by
sequentially processing them, which is seen as an advantage. However, a significant
disadvantage of this frame-by-frame processing is the appearance of flickering artefacts
and post-processing motion compensation step may be required [OST93, BKE+ 95].
In recent years different approaches have been proposed for solving the video denoising
problem: we refer to the introduction of [AM18] for an extensive survey. Notably, patchbased approaches are usually considered among the most promising video denoising
methods in that they are able to achieve qualitatively good denoising results. For
example, V-BM3D is the 3D extension of the BM3D collaborative filters [DFE07]: without
inspecting the motion time-consistency, V-BM3D independently filters 2D patches which
are similar in the 3D spatio-temporal neighbourhood domain. As mentioned in [AM18],
while generally receiving good denoising results, the problem of flickering still occurs in
V-BM3D. For this reason, authors of V-BM3D developed an extension, called V-BM4D,
where patch-similarity is explored along space-temporal blocks defined by a motion vector,
see [MBFE11]. Similarly, in [BLM16] the authors propose to group patches via an optical
flow equation based on [ZPB07] and implemented in [SPMLF13]. In these approaches,
while the incorporation of motion helps to provide consistency in time, denoising results
also suffer from the lack of accuracy in the estimated motion. A possible way to avoid
the motion estimation is to consider 3D rectangular patches so as to inherently model the
3D structure and motion in the spatio-temporal video dimensions, based on the fact that
rectangular 3D patches are less repeatable than motion-compensated patches. However,
such approach is not efficient for uniform motion or homogeneous spatial patterns, cf. the
discussion on this topic in [AM18]. Motivated by this reasoning the authors of [AM18]
introduce a Bayesian patch-based video denoising approach with rectangular 3D patches
modelled as independent and identically distributed samples from an unknown a priori
distribution: then each patch is denoised by minimising the expected mean square error.
In order to accommodate for spatial-temporal data, we consider here a modification of the
TDV regulariser given in [PMSL18, PMS18] that derives directionality in the temporal
dimension. Differently from the patch-based approach, we compute for each voxel the
vector field of the motion, to be encoded as a weight in the TDV regulariser. With this
voxel-based approach we will reduce the flickering artefact which appears in patch-based
approaches due to patch selection, especially in regions of smooth motion. Results are
presented for a variety of videos corrupted with Gaussian white noise. Other approaches
in video denoising are the straightforward extension of the Rudin-Osher-Fatemi (ROF)
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model [ROF92] to 3D data, by using a spatio-temporal total variation (referred in the
next as ROF 2D+t), the joint video denoising with the computation of the flow [BDS18]
and CNN approaches [DEF+ 18].

3.6.1

A continuous model

Let u : Ω × [1, . . . , T ] → RC+ be a clean video and Ω a spatial, rectangular domain indexed
by x = (x, y), with T temporal frames and C colours. Let u⋄ be a corrupted version of u
in each space-time voxel (x, t) ∈ Ω × [1, . . . , T ] by i.i.d. Gaussian noise n of zero mean and
(possibly known) variance ς 2 > 0:
u⋄ (x, t) = u(x, t) + n(x, t),

∀(x, t) ∈ Ω × [1, . . . , T ].

(3.66)

In what follows, we propose to compute a denoised video u⋆ ≈ u by solving
η
u ∈ arg min TDV(u, M) + ∥u − u⋄ ∥22 ,
2
u
⋆





(3.67)

where TDV(u, M) is our proposed total direction regulariser w.r.t. a weighting field M,
both specified in the next sections, and η > 0 a regularisation parameter.
The directional information
In order to capture directional information of u in (3.67), we eigen-decompose the
two-dimensional structure tensor [Wei98] in each coordinate plane.
To do so, we first construct the 3D structure tensor: let ρ ≥ σ > 0 be two smoothing
parameters, Kσ , Kρ be the Gaussian kernels of standard deviation σ and ρ, respectively,
and let uσ = Kσ ∗ u. Then the 3D structure tensor reads as












x,y
x,t
ux,x
σ,ρ uσ,ρ uσ,ρ

y,y
y,t
J := Kρ ∗ (∇uσ ⊗ ∇uσ ) = uy,x
σ,ρ uσ,ρ uσ,ρ  ,
t,y
t,t
ut,x
σ,ρ uσ,ρ uσ,ρ

(3.68)

where ∇uσ ⊗ ∇uσ = ∇uσ ∇uTσ , up,q
σ,ρ := Kρ ∗ (∂p uσ ⊗ ∂q uσ ) for each p, q ∈ {x, y, t}.
For a straightforward application to the TDV regulariser in [PMSL18], we extract
the 2D sub-tensors of (3.68), whose eigen-decomposition encodes structural information
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in each of the coordinate frames spanned by {x, y}, {x, t} and {y, t}:


on coordinates {x, y}:

Jx,y = 

x,y
ux,x
σ,ρ uσ,ρ
y,y
uy,x
σ,ρ uσ,ρ



on coordinates {x, t}:

x,t
ux,x
σ,ρ uσ,ρ

Jx,t = 


on coordinates {y, t}:

Jy,t = 

ut,x
σ,ρ

ut,t
σ,ρ

y,t
uy,y
σ,ρ uσ,ρ
t,t
ut,y
σ,ρ uσ,ρ


 = λ1 (e1 ⊗ e1 ) + λ2 (e2 ⊗ e2 );


 = λ3 (e3 ⊗ e3 ) + λ4 (e4 ⊗ e4 );

(3.69)


 = λ5 (e5 ⊗ e5 ) + λ6 (e6 ⊗ e6 ).

This is related to the the eigen-decomposition of the ellipse obtained by the projection
of the three dimensional ellipsoid in (3.68) onto the pair of axes of interest, see Figure 3.12.

Figure 3.12: Left: 3D ellipsoid (in blue) described by an orthogonal system of blue arrows, with
respect to the Cartesian axes (in red). Middle: the blue ellipsoid projected onto the Cartesian
axes produces three red ellipses
√ described√by (ei , λi )i=1,...,6 , see the eigen-decomposition in
(3.69): in green are reported λ1 e1 and λ2 e2 , i.e. the major and minor semi-axes of the
ellipse in the {x, y} frame. Right: the view from the top, the green arrows differ from projecting
the blue orthogonal system onto the red Cartesian axes: this also justifies the slicing in (3.69).

The tangential directions in the 2D planes {x, y}, {x, t} and {y, t} are e2 , e4 , e6 , respectively, with e1 , e3 , e5 the gradient directions, see Figure 3.13.
From (3.69), the ratios between the eigenvalues, called confidence, measure the local
anisotropy of the gradient on the slices within a certain neighbourhood:
ax,y =

λ2
,
λ1 + ε

ax,t =

λ4
,
λ3 + ε

ay,t =

λ6
,
λ5 + ε

(3.70)

where ε > 0 avoids division by zero. Note that ax,y , ax,t , ay,t ∈ [0, 1]: the closer ax,y , ax,t
and ay,t are to 0, the higher is the local anisotropy.

3.6 Video denoising

127

Figure 3.13: Left: grey-scale video xylophone.mp4, corrupted by Gaussian noise (ς = 20);
right: streamlines of the weighting field with e2 (blue), e4 (red) and e6 (yellow).

The regulariser
The TDV regulariser is composed of a gradient operator weighted by a tensor M, whose
purpose is to smooth along selected directions. In view of the spatial-temporal data, we
extend the natural gradient operator to the Cartesian planes {x, y}, {x, t} and {y, t}. We
f the concatenation of resulting 2-dimensional gradients. Further, we
will denote with ∇
f for the video function
encode (3.69) and (3.70) in M, leading to the weighted gradient M∇
u = u(x, y, t):
 x,y
a

 0

 0
e
M∇ ⊗ u = 
 0


 0
0
|

0
1
0
0
0
0

0
0
ax,t
0
0
0

0
0
0
0
0
0
1
0
0 ay,t
0
0


0
e1,1

0 e2,1


0
 0

0 
 0

0  0
1
0
{z
M



x,y
= ax,y ∇x,y
e1 u, ∇e2 u,

ax,t ∇x,t
e3 u,

0
0

0
0

0
0
0
0

0
0
0
0

 
∂x
 
  ∂y 
 
 ∂x 
e3,1 e3,2
   ⊗u
 ∂ 
e4,1 e4,2
  t
 
0
0
e5,1 e5,2  ∂y 
∂t
0
0
e6,1 e6,2
} | {z }
e
∇
T
y,t y,t
y,t
.
∇x,t
e4 u, a ∇e5 u, ∇e6 u
e1,2
e2,2
0
0
0
0

(3.71)

(3.72)

Note that M is computed once from the noisy input u⋄ . For a fixed frame {p, q} with
p, q ∈ {x, y, t} and direction z = (z1 , z2 ) the gradient ∇p,q
z u = ∂p u · z1 + ∂q u · z2 is the
directional derivative of u along z w.r.t. the frame {p, q}. With this notation, we consider
the total directional variation (TDV) regulariser,
TDV(u, M) = sup
Ψ

Z
Ω



f ⊗ u) · Ψ dx for all suitable test functions Ψ .
(M∇

(3.73)

By plugging (3.72) into (3.73) we reinterpret (3.73) as a penalisation of the rate of change
along e2 , e4 , e6 , with coefficients ax,y , ax,t , ay,t as bias in the gradient estimation. Note,
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that while in [PMSL18] the TDV regulariser has been proposed for a general order of
derivatives, we consider here only a TDV regulariser of first differential order.

3.6.2

Connections to optical flow

Let (x, y, t) ∈ Ω × [1, . . . T ] be a voxel and u(x, y, t) its intensity in the grey-scale video
sequence u. If u(x, y, t) is moved by a small increment (δx , δy , δt ) between two frames, then
the brightness constancy constraint reads
(3.74)

u(x, y, t) = u(x + δx , y + δy , t + δt ).

If u is sufficiently smooth, then the optical flow constraint is derived [LK81, HS93] as a
linearisation of (3.74) with respect to a velocity field z :
∇u(x, y, t)T · z = 0,

(3.75)

for all (x, y, t) ∈ Ω × [1, T ].

e 1) with ze = (z1 (x, y), z2 (x, y)), Equation (3.75) is equivalent to
For a specific field z = (z,

− ∂t u = ∂x u · z1 + ∂y u · z2 = ∇x,y
u
z
e

for all (x, y, t) ∈ Ω × [1, T ].

(3.76)

We can now re-write (3.75) by means of the following velocity vector fields:
ax,y (e1,1 , e1,2 , 1), ax,t (e3,1 , 1, e3,2 ), ay,t (1, e5,1 , e5,2 ),
(e2,1 , e2,2 , 1),

(e4,1 , 1, e4,2 ),

(3.77)

(1, e6,1 , e6,2 ),

leading to




−ax,y ∂t u



ax,y ∂x u · e1,1 + ax,y ∂y u · e1,2







ax,y ∇x,y
e1 u


 
 

  ∇x,y u 
 −∂ u  
∂x u · e2,1 + ∂y u · e2,2

 
 

t
e2

 
 

−ax,t ∂ u  ax,t ∂ u · e + ax,t ∂ u · e   ax,t ∇x,t u 
x
3,1
t
3,2 
y 



e3 
.
=
=

  ∇x,t u 
 −∂y u  
∂x u · e4,1 + ∂t u · e4,2
e4

 
 


 
 
 y,t
−a ∂x u  ay,t ∂y u · e5,1 + ay,t ∂t u · e5,2   ay,t ∇y,t u 
e5 
 

 

−∂x u

∂y u · e6,1 + ∂t u · e6,2

(3.78)

∇y,t
e6 u

Here, the right-hand side of (3.78) encodes the components that we aim to penalise in
(3.72). Thus, the penalisation of (3.72) is equivalent to the penalisation of the left-hand
side of (3.78), assumed (3.75) holds with velocity fields in (3.77). Note that the weights
ax,y , ax,t and ay,t add a contribution in the direction of the gradients e1 , e3 , e5 , respectively.
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The minimisation problem
We aim to find the denoised video u⋆ from the noisy input video u⋄ by solving the
TDV − L2 minimisation problem (3.67). For the numerical optimisation of (3.67) we use a
primal-dual scheme [CP16]. For this, we rewrite (3.67) as a saddle point problem for the
f, whose adjoint will be denoted by K∗ . In what follows, we denote by
operator K := M∇
u the primal variable, y the dual variable, f ∗ the Fenchel conjugate of f , by g the fidelity
term and by σ, τ > 0 the dedicated parameters of the primal-dual algorithm, see [CP16]
for more details on the primal-dual schemes in image processing and [PMSL18] for their
application to variational problems with TDV regulariser. The resulting saddle-point
problem reads


u⋆ ∈ arg min max ⟨Ku, y⟩ − δ{∥ · ∥2,∞ ≤1} (y) +
u

y

|

{z

f ∗ (y)

}


η
∥u − u⋄ ∥22 .
|2
{z
}

(3.79)

g(u⋄ )

In the primal-dual algorithm solving (3.79) we need the proximal operators:
proxσf ∗ (y) =

y
,
max{1, ∥y∥2 }

proxτ g (u) = u + (I + τ η)−1 τ η(u⋄ − u),

(3.80)

where I is the identity matrix. Note that g is uniformly convex, with convexity parameter
η , so the dual problem is smooth. An accelerated version of the primal-dual algorithm
can be used in this case, e.g. [CP11, Alg. 2], starting with τ0 , σ0 > 0 where τ0 σ0 L2 ≤ 1
and L2 is the squared operator norm, L2 := ∥K∥2 ≤ 24, (which holds in connection with
the discretisation in (3.81) and stepsize h = 1).

3.6.3

Discrete model

In the discrete model, Ω is a rectangular grid of size M × N and a video u is a volumetric
data of size M × N × T × C (height×width×frames×colours). Here, we consider grey-scale
videos (C = 1) along the axes (i, j, k) ∈ Ω × [1, T ], with i = 1, . . . , M , j = 1, . . . , N and
k = 1, . . . , T . An extension to coloured videos is straightforward by processing each colour
channel separately. Here, a fixed (i, j, k) ∈ Ω × [1, T ] identifies a voxel in the gridded video
domain, i.e. a small cube of size h in each axis direction. Then, ui,j,k := u(i, j, k) is the
intensity in the voxel (i, j, k) in the grey-scale video sequence u. The noisy input video is
denoted by u⋄ as well as the other discrete vectorial quantities, namely a1,2 , a1,3 , a2,3 and
λs for s = 1, . . . , 6.
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Discretisation of derivative operators and vector fields
We describe a finite difference scheme on the voxels by introducing the discrete gradient
operator ∇ : RM ×N ×T → RM ×N ×T ×3 , with ∇ = (∂1 , ∂2 , ∂3 ) defined via the central finite
differences on half step-size and Neumann conditions as
(u1 )i,j,k := (∂1 u)i+0.5,j,k =

(u2 )i,j,k := (∂2 u)i,j+0.5,k =

(u3 )i,j,k := (∂3 u)i,j,k+0.5 =


u
− ui,j,k

 i+1,j,k
,

h

if i = 1, . . . , M − 1,


0

u
− ui,j,k

 i,j+1,k
,

if i = M ;


0

u
− ui,j,k

 i,j,k+1
,

if j = N ;
if k = 1, . . . , T − 1,


0

if k = T.

h

h

if j = 1, . . . , N − 1,

(3.81)

Remark 3.48. While u lies at the vertices of the discrete grid, ∇u lies on its edges. Thus,
(3.81) is advantageous for local anisotropy since it has sub-pixel precision and a more compact
stencil radius than the classical forward scheme.
f : RM ×N ×T → RM ×N ×T ×6 acts on u as follows:
In (3.71), ∇




f⊗u
∇



i,j,k

:= u1 , u2 , u1 , u3 , u2 , u3

T
i,j,k

.

(3.82)

Any field es with s = 1, . . . , 6 and confidence a1,2 , a1,3 , a2,3 will be discretised in the cell
centres (i + 0.5, j + 0.5, k + 0.5) of the discrete grid domain. The weighting multiplication in
(3.71) is performed via an intermediate averaging interpolation operator W : RM ×N ×T ×6 →
f :
R(M −1)×(N −1)×(T −1)×6 that avoids artefacts due to the grid offset: this gives MW ∇
RM ×N ×T → R(M −1)×(N −1)×(T −1)×6 .

TDV for video denoising
Our TDV-based workflow consists of two steps, with pseudo-code in Algorithm 4. The
first one computes the directions via the eigen-decomposition in (3.69) while the second
one is the primal-dual algorithm [CP11, Alg. 2], whose stopping criterion is the root
mean square difference between two consecutive dual variable iterates.
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Algorithm 4: TDV for video denoising
: A noisy grey-scale image u⋄ ∈ [0, 255] of size M × N × 1 × T ;
estimated noise level ς ∈ [0, 255].
Output
: the denoised video u;
Parameters : parameters for the primal-dual maxiter, tol;
parameters for the variational model: (σ, ρ, η)
Input

Function TDV_video_denoising:
// Compute operators for the weighted derivative
[∂1 , ∂2 , ∂3 ] = compute_derivative_operator (M, N, T ) ;
J = compute_3D_structure_tensor (u⋄ , σ, ρ);
[e1 , e2 , e3 , e4 , e5 , e6 , λ1 , λ2 , λ3 , λ4 , λ5 , λ6 ] = eigendecomposition (J);
[a1,2 , a1,3 , a2,3 ] = compute_anisotropy (λ1 , λ2 , λ3 , λ4 , λ5 , λ6 );
M = compute_weights (a1,2 , a1,3 , a2,3 , e1 , e2 , e3 , e4 , e5 , e6 );
// Proximal operators, adjoints and Primal-Dual [CP11]
K = compute_K (M, ∂1 , ∂2 , ∂3 );
K∗ = compute_adjoint_K (M, ∂1 , ∂2 , ∂3 );
proxf ∗ = @(y) y./ max{1, ∥y∥2 } ;
proxg = @(u, τ ) u + (I + τ η)−1 τ η(u⋄ − u);
u = primal_dual (u⋄ , K, K∗ , proxf ∗ , proxg , maxiter, tol);
return

3.6.4

Numerical results

In this section we discuss the numerical results for video denoising obtained with Algorithm 4. Considered videos have been taken from a benchmark video dataset1 2 . Each
video has values in [0, 255] corrupted with Gaussian noise. We tested different noise
levels with standard deviation ς = [10, 20, 35, 50, 70, 90] without clipping the videos so as
to conform to the observation model.
The quality of the denoised result u⋆ is evaluated by the peak signal-to-noise ratio
(PSNR) value w.r.t. a ground truth video u, defined with respect to a ground truth video
u of size M × N × C × T as
PSNR(u , u) = 20 log10
⋆

255
(M N CT )−1 ∥u⋆ − u∥22

!

.

Videos are freely available: Salesman, Foreman and Miss America at www.cs.tut.fi/~foi/GCF-BM3D
Xylophone in MATLAB; Water (re-scaled, grey-scaled and clipped, Jay Miller, CC 3.0) at www.videvo.
net/video/water-drop/477; Franke’s function (a synthetic surface moving on fixed trajectories: the
coloured one changes with the parula colormap).
2
Results are available at www.simoneparisotto.com/TDV4videodenoising.
1
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Our model requires the parameters (σ, ρ, η) as input. Once provided, we solve the
saddle-point minimisation problem in (3.79) via the accelerated primal-dual algorithm
with L2 = ∥K∥2 = 24, see [CP11, Alg. 2]. Here the tolerance for the stopping criterion is
fixed to 10−4 (on average reached in 300 iterations).
Selection of parameters
In our model, u⋆ is sensitive to the choice of both (σ, ρ) for the vector fields, and the
regularisation parameter η that is chosen according to the noise level. Choosing those
parameters by a trial and error approach is computationally expensive and the best
parameters may differ, even for videos with the same noise level. In particular, the
parameters (σ, ρ) depend on structure in the data, e.g. flat regions versus motions versus
small details. Therefore, a strategy for tuning them is needed.
To estimate appropriate values for (σ, ρ, η) that render good results for a variety of
videos we compute optimal parameters via line-search for maximising the PSNR for a
small selection of video denoising examples for which the ground truth is available. The
result of this optimisation is given in Table 3.1. For the line-search the parameters for
the maximal PSNR values are computed iteratively, by applying Algorithm 4 for two
different choices of (σ, ρ, η) at a time, and subsequently adapt this parameter-set for the
next iteration towards the ones in the neighbourhood of the one that returns a larger
PSNR. In this search we constrain σ ≤ ρ [Wei98]. The line-search is stopped when, for
the currently best parameters (σ, ρ, η), all the other neighbours in a certain radius of
distance report an inferior PSNR value. In Figure 3.14 we show the trajectory of the
parameters during this line-search for the Franke video corrupted with Gaussian noise
with ς = 10. We observe that there exists a range of parameters in which the PSNR
values are almost the same.
By looking at the estimated parameters selected by the line-search approach, reported
in Table 3.1, we suggest the following rule of thumb for their selection in Algorithm 4:
σ = ρ = 3.2η −0.5

and

η = 255ς −1 .

(3.83)

Numerical results
For the so-found optimal parameters we compare in Table 3.1 the PSNR values achieved
for our approach (TDV ) with the patch-based collaborative filters (V-BM3D v2.0 and
V-BM4D v1.0, default parameters and a normal-complexity profile ).
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Figure 3.14: Line-search (Franke, ς = 10): optimal trajectory (dashed red line); PSNR values
(coloured bullets). Optimal PSNR: 49.16, 117th iteration, (σ, ρ, η) = (1.66, 1.71, 16.27).
Table 3.1: PSNR comparison (best in bold), with TDV parameters from line-search.
Name (M, N, C, T )
Franke grey-scale
(120, 120, 1, 120)

Franke coloured
(120, 120, 3, 120)

Salesman
(288, 352, 1, 050)

Water
(180, 320, 1, 120)

ς

input

V-BM3D

V-BM4D

TDV (σ, ρ, η)

10
20
35
50
70

28.13
22.11
17.25
14.15
11.23

45.99
41.64
38.63
36.37
30.60

46.90
42.67
39.34
37.17
35.03

49.16
45.23
41.89
39.64
37.44

(1.66, 1.71, 16.27)
(2.00, 2.00, 08.10)
(2.40, 2.40, 04.70)
(2.70, 2.70, 03.30)
(3.00, 3.00, 02.45)

42.56
38.18
34.59
32.30
30.45

(16.27)
(08.10)
(04.70)
(03.30)
(02.45)

10
20
35
50
70

28.13
22.11
17.25
14.15
11.23

47.13
42.96
40.18
38.11
31.72

48.21
43.97
40.47
38.15
35.90

50.51
46.46
42.97
40.74
38.62

(1.89, 1.92, 16.59)
(2.35, 2.35, 08.35)
(2.79, 2.83, 04.74)
(3.13, 3.17, 03.45)
(3.50, 3.50, 02.45)

44.10
39.93
36.36
34.41
32.29

(16.59)
(08.35)
(04.74)
(03.45)
(02.45)

10
20
35
50
70

28.13
22.11
17.25
14.15
11.23

37.30
34.13
30.79
28.32
24.55

37.12
33.33
30.20
28.33
26.68

35.24
31.96
29.36
27.78
26.34

(0.55, 0.68, 29.25)
(0.70, 0.75, 13.93)
(0.89, 0.89, 07.95)
(1.05, 1.06, 05.45)
(1.27, 1.32, 03.96)

31.48
28.16
26.01
24.78
23.87

(29.25)
(13.93)
(07.95)
(05.45)
(03.96)

10
20
35
50
70

28.13
22.11
17.25
14.15
11.23

43.83
40.59
37.75
35.58
30.11

44.68
41.02
37.90
35.85
33.87

43.13
39.84
37.14
35.41
33.78

(0.93, 1.15, 25.75)
(1.18, 1.35, 12.60)
(1.40, 1.40, 06.95)
(1.61, 1.65, 04.80)
(1.80, 1.85, 03.45)

39.18
35.94
33.36
31.83
30.51

(25.75)
(12.60)
(06.95)
(04.80)
(03.45)

ROF 2D+t (η)

In Figures 3.15, 3.16 and 3.17 the visual comparison is shown for selected frames
of the Franke and Water videos (corrupted by noise with ς = 70). The time-consistency
achieved by our approach is apparent in the frame-by-frame PSNR comparison.

134

Total Directional Variation

Figure 3.15: Franke: frames [10, 20, 30, 40, 50, 60] for ς = 70 and PSNR comparison.

Figure 3.16: Salesman: frames [5, 10, 15, 20, 25, 30] for ς = 70 and PSNR comparison.

Figure 3.17: Water: frames [5, 25, 45, 65, 85] for ς = 70 and PSNR comparison.
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Video denoising results that use the quasi-optimal parameters computed with (3.83)
are reported in Table 3.2: selected frames of videos corrupted with a high noise level of
ς = 90 are shown in Figures 3.18, 3.19 and 3.20, with frame-by-frame PSNR values.
Table 3.2: PSNR comparison (best in bold), with quasi-optimal TDV parameters.
Name (M, N, C, T )
Miss America
(288, 360, 1, 150)

Foreman
(288, 352, 1, 300)

Xylophone coloured
(240, 320, 3, 141)

ς

input

V-BM3D

V-BM4D

TDV (σ, ρ, η)

10
20
35
50
70
90

28.13
22.11
17.25
14.15
11.23
09.05

39.64
37.95
36.03
34.19
28.86
27.42

39.93
37.78
35.77
34.26
32.64
31.27

39.25 (0.63, 0.63, 25.50)
37.28 (0.90, 0.90, 12.75)
35.44 (1.19, 1.19, 07.29)
34.14 (1.42, 1.42, 05.10)
32.85 (1.68, 1.68, 03.64)
31.87 (1.90, 1.90, 02.83)

36.93
34.60
32.72
31.47
30.29
29.42

(25.50)
(12.75)
(07.29)
(05.10)
(03.64)
(02.83)

10
20
35
50
70
90

28.13
22.11
17.25
14.15
11.23
09.05

36.55
33.40
30.64
28.66
25.44
24.26

36.54
33.33
30.67
29.07
27.62
26.56

34.67
31.36
29.09
27.80
26.68
25.88

(0.63, 0.63, 25.50)
(0.90, 0.90, 12.75)
(1.19, 1.19, 07.29)
(1.42, 1.42, 05.10)
(1.68, 1.68, 03.64)
(1.90, 1.90, 02.83)

31.18
28.10
26.15
25.00
23.97
23.22

(25.50)
(12.75)
(07.29)
(05.10)
(03.64)
(02.83)

10
20
35
50
70
90

28.13
22.11
17.25
14.15
11.23
09.05

37.82
34.70
32.06
29.98
25.89
24.50

37.49
34.13
31.65
30.07
28.51
27.32

35.96 (0.63, 0.63, 25.50)
33.06 (0.90, 0.90, 12.75)
30.93 (1.19, 1.19, 07.29)
29.58 (1.42, 1.42, 05.10)
28.32 (1.68, 1.68, 03.64)
27.37 (1.90, 1.90, 02.83)

32.70
29.57
27.16
25.72
24.43
23.57

(25.50)
(12.75)
(07.29)
(05.10)
(03.64)
(02.83)

ROF 2D+t (η)

Discussion of results
We compared our variational TDV denoising approach with patch-based (V-BM3D/VBM4D) and variational (ROF 2D+t) methods. Patch-based methods are usually computationally faster than the variational approaches (including ours) but they tend to
suffer from flickering and staircasing artefacts due to their patch-based nature. We
experienced that our MATLAB code (not optimised for speed) is approximately 7×
slower than V-BM4D (C++ code with MEX interface) with normal-complexity profile.
Both quantitative (via PSNR) and qualitative results (visual inspection) are relevant
indicators for video denoising.
From the PSNR values in Tables 3.1 and 3.2 the TDV approach is comparable
with the patch-based ones, with many single frames achieving higher PSNR value than
the patch-based methods did. Also, by changing the noise level, the PSNR values are
deteriorating less than with the patch-based methods, demonstrating the consistency of
our approach.
Visual results confirm that the TDV approach improves upon patch-based methods,
producing less flickering and stair-casing artefacts, especially when the motion is smooth
due to the coherence imposed also along the time dimension.
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Figure 3.18: Miss America: frames [5, 10, 15, 20, 25, 30] for ς = 90 and PSNR comparison.

Figure 3.19: Foreman: frames [40, 60, 80, 100, 120] for ς = 90 and PSNR comparison.

Figure 3.20: Xylophone: frames [5, 10, 15, 20, 25, 30] for ς = 90 and PSNR comparison.

Chapter 4
Anisotropic Osmosis Filter
In this chapter we aim to generalise a linear parabolic PDE proposed in [VHWS13,
WHBV13], whose steady state is helpful for tackling different imaging problem: due to
its similarities with the physical process, such model is called osmosis filter.
After reviewing the main results for the classical osmosis filter in Section 4.1, we study
in Section 4.2 different dimensional splitting operator schemes on the discrete model, so
as to improve its numerical efficiency. Such study will be useful for dealing with data
of large size, especially for the imaging challenges in cultural heritage conservation, see
Chapter 5. The main contribution of this chapter is described in Section 4.3, where we
propose an anisotropic generalisation of the osmosis model by weighting appropriately
the derivative operators involved. Such approach allows us to explore a more general class
of osmosis filters since it shows connections with the directional interpolation described
in Section 1.3.2 and allows us to reduce the artefacts when solving the shadow removal
problem, i.e. the task of removing unwanted multiplicative constant shadows in images
while preserving their details. We highlight that the classic osmosis filter is able to remove
shadows in images paying the price of totally smoothing the data on regions surrounding
the shadow domain while our approach shows a natural transition by connecting the
interrupted lines onto the shadow boundary domain, without a post-processing inpainting
step.
The contents of this chapter are the outcome of the following publications: [CEGP17,
PCD17, PCD18a, PCC+ 19]. The MATLAB codes and the dataset related to this chapter
are freely available on GitHub at the author’s webpage git.io/simoneparisotto.
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4.1

Linear Osmosis Filter

The classic theory of linear image osmosis has been studied by Weickert et al. in
[VHWS13, WHBV13], both in a continuous and discrete setting. In the following, we
recall the main results which serve as a basis for our studies in Sections 4.2 and 4.3.
Let Ω ⊂ R2 be a bounded image domain with Lipschitz boundary ∂Ω, let u, v, f : Ω →
R+ be positive grey-scale images and d : Ω → R2 be a given vector field.
Definition 4.1 (Osmosis energy). The osmosis energy of u with respect to a reference v is
defined as:
E v (u) :=

u
v

 

Z

v ∇

Ω

2

(4.1)

dx.

In the following we consider the relation between the minimisation of the osmosis
energy (4.1) and the steady-state solutions of the following drift-diffusion initial value
PDE problem, which computes for every t ∈ (0, T ] and T > 0 a regularised family of
images {u(x, t)}t>0 , starting from f :


∂t u = ∆ u − div(du)



on Ω × (0, T ],

u(x, 0) = f (x)

on Ω,






⟨∇u − du, n⟩ = 0

on ∂Ω × (0, T ],

(4.2)

where ⟨ · , · ⟩ denotes the Euclidean scalar product and n the outer normal vector on ∂Ω.

4.1.1

Continuous theory

In [WHBV13, Proposition 1] the authors prove that any solution of (4.2) preserves the
average grey value and the non-negativity at any time t > 0. Furthermore, by requiring
that d is a vector field of the form d = ∇ log v for a strictly positive reference image v ,
the steady-state w of (4.2) turns out to be a minimiser of a quadratic energy functional
and can be expressed as a rescaled version of v :
Theorem 4.2 (Proposition 1 [WHBV13]). The solution of the osmosis model (4.2) enjoys the
following properties:
• conservation of the Average Grey Value (AVG):
1
|Ω|

Z
Ω

u(x, t) dx =

1
|Ω|

Z
Ω

f (x) dx,

for all t > 0;
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• conservation of positivity:
u(x, t) > 0,

for all x ∈ Ω

and

for all t > 0;

• non-constant steady-states: given a strictly positive reference image v and a compatible drift field d := ∇ log v, energy (4.1) is minimised by the steady-states of (4.2).
Furthermore, the stationary solution of (4.2) is given by w(x) :=

µf
µv v(x),

where µf and

µv denote the average grey value of f and v, respectively.

The theorem ensures that the solution of (4.2) enjoys some conservation property
and that the elliptic stationary problem has a closed-form solution depending on the
given initial image v . Differently from diffusion models, steady-states of the osmosis
model are non-constant, which make the study of convergence interesting for imaging
applications as a non-symmetric variant of diffusion process. However, the convergence
property to a rescaled version of an image v , which needs to be assigned a-priori, is clearly
unappealing. By slightly changing the definition of d, the model is much more useful for
imaging applications allowing d to be a quasi-compatible drift field, i.e. where only partial
or unbalanced image information is known, e.g. data compression, face cloning and the
shadow removal problem [WHBV13, Section 4].

4.1.2

Discrete scale-space theory

In this section we provide some details of the discrete numerical scale-space theory, in
the spirit of [Wei98]. We switch from a continuum to a discrete framework as follows.
We consider a discrete rectangular image domain Ω of dimension M × N and number of
pixels S := M N . The given positive initial image by f will be therefore an element in RS+ .
For a given grid step size h > 0, we denote by ui,j the approximation of the value of the
function u in suitable discretisation nodes xi = (xi , yj ), where i = 1, . . . , M , j = 1, . . . , N .
Similarly, for k ≥ 0 we denote by uki,j the value of ui,j in the time discretisation node tk .
In [VHWS13, WHBV13], the finite-difference spatial discretisation matrix A of (4.2)
acts on u as follows
u′i,j =

ui+1,j − 2ui,j + ui−1,j
1
ui+1,j + ui,j
ui,j + ui−1,j
−
d1,i+ 1 ,j
− d1,i− 1 ,j
2
2
2
h
h
2
2


ui,j+1 − 2ui,j + ui,j−1
1
ui,j+1 + udi,j
ui,j + ui,j−1
1
1
+
−
d
−
d
.
2,i,j− 2
h2
h 2,i,j+ 2
2
2




(4.3)

Here ui,j stands for an approximation of the function in the point (xi , yj ) = ((i− 21 )h, (j− 12 )h)
while the approximated quantities correspondent to the discrete vector field d = (d1 , d2 ),
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where |d1 | , |d2 | ≤ 2h−1 , are defined as:
d1,i+ 1 ,j =
2

2(fi+1,j − fi,j )
,
h(fi+1,j + fi,j )

d2,i,j+ 1 =
2

2(fi,j+1 − fi,j )
.
h(fi,j+1 + fi,j )

(4.4)

Note that it is implicitly assumed that the discretisation is happening over two different
grids in order to model the “flux exchange” of d at the interfaces between pixel cells.
The main result concerned with the general discrete theory of osmosis modelling is
studied in [VHWS13], where the authors showed how mass and positivity preservation
properties together with a full control on the steady-state can be achieved for the
fully discrete model also in the case when the assumption on the symmetry of the
space-discretisation matrix is dropped.
Theorem 4.3 ([VHWS13, Proposition 1]). For a given f ∈ RS+ , consider the fully-discretised
problem:
u0 = f ,

uk+1 = Puk ,

k ≥ 1,

(4.5)

where the (non-symmetric) matrix P ∈ RS×S is irreducible and non-negative with strictly positive
diagonal entries and unit column sum. Then the following properties hold true:
1. The evolution preserves positivity and the average grey value of f ;
2. The eigenvector of P associated to eigenvalue 1 is the unique steady-state for k → ∞.

As shown in [VHWS13, Proposition 2], standard forward (with a time-step restriction)
and backward Euler time-discretisations fit this framework and the conservation properties
described above are shown to be still valid upon discretisation.
Theorem 4.4 ([VHWS13, Proposition 2]). For a given f ∈ RS+ , consider the semi-discretised
linear osmosis problem:
u(0) = f ,

u′ (t) = Au(t),

t > 0,

(4.6)

where A ∈ RS×S is an irreducible (non-symmetric) matrix with zero-column sum and nonnegative off-diagonal entries. For k ≥ 0, consider the time-discretisation schemes uk+1 = Puk :
Forward Euler :
Backward Euler :

P := (I + τ A),

for τ < (max |ai,i |)−1 ;

(F.E.)

P := (I − τ A)−1 ,

for any τ > 0.

(B.E.)

Then, in both cases, P is an irreducible, non-negative matrix with strictly positive diagonal entries
and unit column sum and for u(t) the Theorem 4.3 hold true.
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Note that for large τ > 0, the numerical realisation via (B.E.) requires the inversion
of a non-symmetric quindiagonal matrix, which may be highly costly for large images.
In [VHWS13, WHBV13], (4.3) is solved by means of (B.E.), which comes free of
timestep restrictions, with BiCGStab iterative solver.

4.1.3

Linear osmosis filter for the shadow removal problem

The problem of the shadow removal from a given image f : Ω → R+ consists in removing
the shadow appearing in f while preserving the image geometry and texture underneath.
We will assume in the following constant shadows, i.e. where image intensity values inside
and outside the shadow region are in relation with each other up to an (unknown)
multiplicative constant.
This problem is of great interest in computer vision as it often represents a preprocessing step in several segmentation, tracking and face recognition tasks where shadows
are removed to avoid false detections/artefacts in the subsequent image processing. We
refer the reader to [CRDKL13] for a review on the existing models for shadow removal
in images.
For our purposes, a mathematical formulation of the shadow removal problem can
be obtained by taking a positive image f : Ω → R+ corrupted by a constant shadow, i.e.
a rescaling of f by a constant factor of 0 < c < 1 in some parts of the imaging domain.
Thus, the shadow removal problem consists in removing the shadow in the image while
preserving geometric and textured information underneath. Let us assume that the image
domain Ω can be decomposed as follows:
Ω = Ωout ∪ Ωsb ∪ Ωin ,

(4.7)

where Ωout , Ωsb and Ωin are the unshadowed region, the shadow boundaries and the
shadowed region of the image, respectively, see Figure 4.1 for an example.
The shadow removal problem can be thought as the image reconstruction problem
encountered in several applied fields of recovering the correct light coefficient in every
part of the image domain Ω. We will provide further insights on this topic in Sections 5.3
and 5.4 where applications to similar problems in the field of cultural heritage conservation
will be presented.
We remark that in correspondence to the shadow boundary Ωsb the shadow removal
problem tackled with osmosis can be actually described as an image inpainting problem
where information is propagated from Ωout to Ωin over Ωsb . Following the notation
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(a) f on Ω

(b) f on Ωout

(c) f on Ωsb

(d) f on Ωin

Figure 4.1: Decomposition of Ω as in (4.7) into (b) unshadowed region, (c) shadow boundaries
and (d) shadowed region.

introduced above, we shall then identify the inpainting region as O = Ωsb , so that
Oc = Ωout ∪ Ωin . We make this connection more formal in the following.
Provided that a decomposition as in (4.7) is given, which for real images may a
challenging problem on its own [CRDKL13], the osmosis model (4.2) can be easily
adapted to solve the shadow removal problem by simply defining the vector field d in
(4.2) in terms of a shadowed image f as d := ∇ log f on Ωin ∪ Ωout and d = 0 on Ωsb , see
[WHBV13] for further details about this choice. The continuous osmosis model with
d = ∇ log f , adapted to shadow removal then reads


ut = ∆ u − div(du)






ut = ∆ u

on Ωin ∪ Ωout × (0, T ],



u(x, 0) = f (x)





⟨ ∇u − du, n ⟩ = 0

on Ω,

on Ωsb × (0, T ],

(4.8)

on ∂Ω × (0, T ].

The evolution on the shadow boundary Ωsb can be interpreted as an inpainting step where
information is propagated from Ωout to Ωin over Ωsb . Due to the action of the Laplace
operator on Ωsb , image structures in Ωin ∪ Ωout are isotropically diffused on Ωsb , resulting
in a shadowless, but blurred inpainting result on Ωsb . To overcome this, a post-processing
inpainting step is commonly applied, as for instance in Figure 4.2.
Note that in natural images several acquisition and/or compression artefacts may
render the automatic segmentation of the shadow boundary very challenging. On the other
hand, its accurate manual selection may be very tedious. In many practical examples, a
rough selection of Ωsb is therefore performed manually by using a brush whose possibly
large thickness may badly affect the result of the model (4.8) (see Figure 4.7) due to the
Laplace blurring artefacts discussed above.
Vogel et al. [VHWS13] have presented a discrete osmosis theory and proved that
explicit and implicit finite difference discretisations satisfy its requirements. Different
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(b) Post-processing inpainting (c) Zoom of Figure 4.2a (top)
step [AFCS11]
and Figure 4.2b (bottom)

Figure 4.2: Shadow removal for Figure 4.1a via (4.8) in Figure 4.2a and with post-processing
inpainting correction in Figure 4.2b to remove the blurring artefacts due to Laplace inpainting
on Ωsb in (4.8).

splitting schemes have been considered in [CEGP17, PCD18a], see Section 4.2. They
have been applied to imagery for cultural heritage conservation, see Chapter 5.

4.2

Splitting methods for linear osmosis filter

In the next, we aim to speed up the computation of the numerical solution of the linear
osmosis discrete model (4.3). This will be particularly useful for large images, as shown
in the application of Sections 5.3 and 5.4. To this end, we test different splitting schemes.
Many splitting methods were developed in 1950s and 1960s: fractional steps or locally
one-dimensional methods (LOD) in the Soviet Union, see e.g. [Sam64, Yan71, Mar90] and
the references therein, and dimensional splitting Alternating Direction Implicit (ADI) in
USA, see e.g. [PR55, Dou55, DR56]. ADI methods have some advantages over LOD
methods: easier application of boundary conditions and a steady-state solution (if
one exists) independent of the time step τ [BF76]. We refer to [Str63, Str68, HV07,
MQ02, GPT16] for more details. More recently, in [Wei98, BIK01] unconditionally stable
operator splitting schemes were introduced for diffusion processes in image processing.
In the next, we will consider:
• ADI methods: Peaceman–Rachford (PR) and Douglas (D);
• operator splitting methods: additive and multiplicative (AOS, MOS, AMOS).

We evaluate the performance of these splitting schemes on the convergence to a rescaled
version of a reference image v starting from a flat image f , both in the compatible, i.e.
when v is encoded in d = ∇ log v , and non-compatible case, i.e. when d is random.
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Towards splitting schemes

We firstly note that Theorem 4.3 is much more general as it allows to consider several other
operators P, computing solutions of the discretised osmosis problem having analogous
properties as the solution of the continuum models.
For example, a more general time discretisation method called θ-method is based on
mixing (F.E.) and (B.E.). By calling A any spatial discretisation of (4.2) for a given u0 ,
for fixed θ ∈ [0, 1], for every k ≥ 0 and every time-step τ > 0, the θ-method computes an
approximation uk+1 via the following updating rule, starting from u0 = f :
(I − τ θA)uk+1 = (I + τ (1 − θ)A)uk .

(θ-mth)

Note that (F.E.) and (B.E.) are special case of (θ-mth), namely θ = 0 and θ = 1,
respectively. Here, (θ-mth) is of order 2 in the case of θ = 0.5 and of order 1 otherwise.
Also, note that any explicit scheme requires a restriction on the time step size τ to
guarantee numerical stability. On the other hand, for any θ > 0, the numerical realisation
requires the inversion of a non-symmetric quindiagonal matrix, which may be highly
costly for large images, even with the use of preconditioners: in such situation, common
strategies are based on efficient LU factorisation or iterative schemes, e.g. BiCGStab.
To reduce the computational cost of the semi-discretised problem (4.6), we may split
A into the sum A1 + A2 , containing the contributions along the space direction x and y ,
respectively. The solution of the semi-discretised problem at time t > 0 is then
u(t) = exp (t(A1 + A2 )) f .

(4.9)

In general, A1 and A2 do not commute, therefore the following approximations hold
(Beam–Warming)

u(t) ≈ exp (tA1 ) exp (tA2 ) f ,
t
t
A1 exp (tA2 ) exp
A1 f ,
2
2
1
1
u(t) ≈ exp (tA1 ) exp (tA2 ) f + exp (tA2 ) exp (tA1 ) f .
2
2
u(t) ≈ exp









(Strang)
(parallel)

While (Beam–Warming) splitting is of first order, (Strang) and (parallel) splittings
are of second order. Also a splitting is said stable if all the coefficients (in front of
the exponentials, A1 and A2 ) are non-negative. Interestingly, for linear equations a
stable splitting scheme of order greater than two does not exist [She89]. For example, a
non-stable third-order scheme is proposed in [ZM70] for hyperbolic equations.
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ADI methods: Peaceman–Rachford and Douglas

From the finite difference discretisation (4.3), the splitting Au = A1 u + A2 u reduces the
bi-dimensional problem to two one-dimensional problems, reading as
ui+1,j + ui,j
ui,j + ui−1,j
ui+1,j − 2ui,j + ui−1,j
1
−
− d1,i− 1 ,j
d1,i+ 1 ,j
;
2
2
2
h
h
2
2

 (4.10)
ui,j+1 + ui,j
ui,j + ui,j−1
1
ui,j+1 − 2ui,j + ui,j−1
1
1
−
−
u
:=
d
.
2,i,j− 2
h2
h 2,i,j+ 2
2
2


(A1 (u))i,j :=
(A2 (u))i,j



In the next, we consider two well-known ADI schemes proving some discrete-scale space
analogies to the continuum case, in relation to Theorem 4.3.
The Peaceman–Rachford scheme
The first method considered is the second-order accurate Peaceman–Rachford ADI scheme
[PR55]. For a given u0 , for every k ≥ 0 and time-step τ > 0, compute an approximation
uk+1 via the updating rule:

τ
τ
k+1/2

= uk + A1 uk + A2 uk+1/2 ,
u

2

2

(PR)

τ
τ

 uk+1 = uk+1/2 + A1 uk+1 + A2 uk+1/2 ,
2

2

where both steps are of the trapezoidal rule, also known as Crank–Nicolson.
For the Peaceman–Rachford scheme we show that discrete-analogous properties as
for the continuum case hold.


n

Proposition 4.5. Let f ∈ RS+ and τ < 2 max max a1i,i , max a2i,i

o−1

. Then, the Peace-

man–Rachford scheme (PR) with splitting (4.10) preserves the average grey value, the positivity
and converges to a unique steady-state.
Proof. We write the Peaceman–Rachford (PR) iteration as
k+1

u

τ
= I − A1
2


−1 

τ
I + A2
2



τ
I − A2
2

τ
and observe that for i = 1, 2 the matrices P−
i := I − 2 Ai

−1 

−1

τ
I + A1 uk ,
2


(4.11)

τ
and P+
i := I + 2 Ai , are non-



negative and irreducible with unit column sum and positive diagonal entries being each Ai
a one-dimensional implicit/explicit discretised osmosis operator satisfying the assumptions of
Theorem 4.3. Therefore, at every implicit/explicit half-step and using the restriction on τ , the
average grey-value and positivity are conserved. Furthermore, the unique steady-state is the
+ − +
eigenvector of the operator P := P−
1 P2 P2 P1 associated to the eigenvalue to one.
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The Douglas scheme

Another dimensional splitting method is the Douglas scheme, see [Dou55, DR56]. For
k ≥ 0, τ > 0 and θ ∈ [0, 1], the updating rule reads in this case:










y 0 = uk + τ Auk
y j = y j−1 + θτ (Aj y j − Aj uk ),

(D)

j = 1, 2

uk+1 = y 2 .

The numerical approximation in each time step is computed by applying at first a forward
predictor and then it is stabilised by intermediate steps where just the unidirectional
components Aj of the splitting Au = A1 u + A2 u appear, weighted by the parameter
θ whose size balances the implicit/explicit behaviour of these steps. The scheme has
time-consistency order two for θ = 1/2, and order one otherwise.
The following lemma is useful to prove a similar result to Theorem 4.3 for (D).
Lemma 4.6. If C = (ci,j ) ∈ RS×S and D = (di,j ) ∈ RS×S s.t.

PS

i=1 ci,j

=: c and

PS

i=1

di,j =: d

for every j = 1, . . . , S, then, the matrix B := CD has column sum equal to cd.
Proof. Writing each element bi,j in terms of the elements of C and D, then for every j:
S
X
i=1

bi,j =

S X
S
X

ci,k dk,j =

i=1 k=1

S
X

dk,j

k=1

S
X
i=1

!

ci,k

=

S
X

(dk,j · c) = c

k=1

S
X

dk,j = cd.

(4.12)

k=1

This concludes the proof.
Proposition 4.7. Let f ∈ RS+ , τ > 0 and θ ∈ [0, 1]. Then, the Douglas scheme (D) applied to
the split semi-discretised scheme (4.3) preserves the average grey value.
Proof. For every k ≥ 0, we write the Douglas iteration (D) as
h

i

uk+1 = (I − θτ A2 )−1 (I − θτ A1 )−1 ((I − θτ A1 ) + τ A) − θτ A2 uk




= I + τ (I − θτ A2 )−1 (I − θτ A1 )−1 A uk

(4.13)

=: (I + τ P2 P1 A) uk ,
where both P1 and P2 are non-negative, irreducible, with unit column sum and strictly positive
diagonal entries by Theorem 4.4, while A = A1 + A2 is zero-column sum being the standard
discretised osmosis operator (4.3). By Lemma 4.6, the operator B := P2 P1 A has zero column
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sum and the operator P := I + τ B has unit column sum. Thus, for every k ≥ 0:
S
S X
S
S
S
S
X
1X
1X
1X
1X
k+1
k
k
u
=
pi,j uj =
pi,j uj =
uk .
S i=1 i
S i=1 j=1
S j=1 i=1
S j=1 j

!

(4.14)

This concludes the proof.
Remark 4.8. There is no guarantee that the off-diagonal entries of B are non-negative. Therefore, it is not possible to apply directly Theorem 4.3 to conclude that the iterates uk


k≥0

remain

positive and converge to a unique steady-state. However, our numerical tests suggest that both
properties remain valid. A rigorous proof of these properties is left for future research.
Remark 4.9. For a number of dimensional splitting equal to s = 2, both schemes (PR) and (D)
are unconditionally stable, see [HV07]. However, for large time steps, the time-accuracy may
suffer due to the presence of the explicit steps.

4.2.2

Operator splittings: AOS, MOS and AMOS

Using the operator splitting A = A1 + A2 , we can also consider unconditionally stable
fully-implicit Additive (AOS) and Multiplicative (MOS) Operator Splitting schemes proposed
in [Wei98, BIK01] for solving efficiently non-linear diffusion models.
Additive and multiplicative operator splitting: AOS and MOS
For every k ≥ 0 and time-step τ > 0, the additive operator splitting (AOS) and the
multiplicative operator splitting (MOS) iterations read:
uk+1 =
uk+1 =

2
1X
(I − 2τ An )−1 uk ,
2 n=1
2
Y

(I − τ An )−1 uk ,

(AOS)
(MOS)

n=1

which are stable for any τ > 0 and first-accurate in time. The tridiagonal structure of
(I − τ An )−1 , n = 1, 2 allows for efficient inversion, e.g. by LU factorisation.
The following proposition guarantees that (AOS) and (MOS) iterations for the
osmosis problem preserve the average grey value, the positivity and converge to a unique
steady-state.
Proposition 4.10. For a starting f ∈ RS+ , the schemes (AOS) and (MOS) with splitting (4.10)
preserve the average grey value, positivity and converges to a unique steady-state for any τ > 0.
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−1
Proof. Let S = M N . We first notice that the operators P−
i := (I − τ Ai ) , with i = 1, 2,

are non-negative and irreducible with unit column sum and positive diagonal entries being each
Ai one-dimensional osmosis discrete space operator fulfilling Theorem 4.4. Thus the operator
−
PAOS := 21 (P−
1 + P2 ) is non-negative, irreducible with unit column sum and positive diagonal
−
entries. Similarly, the operator PMOS := P−
1 P2 is trivially non-negative and irreducible, with

unit column sum by Lemma 4.6 and with strictly positive elements on the diagonal:
pi,i =

S
X

−
(P−
1 )i,k (P2 )k,i

k=1

=

−
(P−
1 )i,i (P2 )i,i

N
X

+

(4.15)
−
(P−
1 )i,k (P2 )k,i

> 0 for all i = 1 . . . S.

k=1, k̸=i

Then, for every k > 0 the AOS time-stepping uk+1 = PAOS uk and the MOS one uk+1 = PMOS uk
satisfy Theorem 4.3. Therefore, in both cases the iterates uk+1 preserve the AVG and the
positivity for any τ > 0. Finally, the unique steady-state of (AOS) and (MOS) is the eigenvector
associated to the eigenvalue one of PAOS and PMOS , respectively.

Additive–multiplicative operator splitting (AMOS)
In [BIK01] a more accurate additive-multiplicative (AMOS) combination of (AOS) and
(MOS) is considered. There, the updating rule for uk+1 reads
uk+1 =

2 

1X
(I − τ Ajn )−1 (I − τ Ain )−1 uk ,
2 n=1

with i = {1, 2}, j = {2, 1}.

(AMOS)

Result of Proposition 4.10 holds trivially for (AMOS) by combining (AOS) and (MOS).
Corollary 4.11. For a starting f ∈ RS+ , the (AMOS) scheme with splitting (4.10) preserve the
average grey value, the positivity and converges to a unique steady-state for any τ > 0.

4.2.3

Numerical results

In the next we first discuss the pseudo-codes of the splitting schemes introduced above
and their efficiency with respect to the non-splitting approach. Then we discuss the
numerical results for both compatible and non-compatible case.
Efficiency and pseudo-codes
Propositions 4.5, 4.7 and 4.10 and Corollary 4.11 guarantee that the schemes (PR), (D)
(AOS), (MOS) and (AMOS) preserve the fundamental properties of the continuous image
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osmosis model (4.2). However, while (PR) is second-order accurate, (AOS), (MOS) and
(AMOS) schemes are only first-order accurate in time, but no time-step restriction is
required on τ , making their use appealing for fast convergence.
Due to the structure of the ADI matrices A1 and A2 , a tridiagonal LU factorisation
can be used for improved efficiency, In particular, for inverting the matrix P we use
the lu MATLAB routine tuned for returning the lower triangular matrix L, the upper
triangular matrix U, the permutation vector p and the column reordering vector q, i.e.
such that P(p, q) = L ∗ U: according to the documentation, this uses UMFPACK and it is
significantly more time and memory efficient than the other syntaxes. Therefore, such
approach is convenient for large images, where standard methods become prohibitively
expensive.
In general, without splitting, one LU factorisation plus K = T τ −1 linear systems to
solve for the quindiagonal matrix A, with lower and upper bandwidth equal to M , costs
O(2M 3 N + 4KM 2 N ) flops overall. Using splitting, the computational cost is reduced to
O(6(M N − 1) + K(10M N − 8)) flops because of the use of tridiagonal 1-bandwidth matrices.
For the same reason, the inverse operators A1 and A2 require less storage space than the
full operator A while the inverse of A has significantly more non-zeros entries. Since τ is
constant, all the LU factorisations can be computed only once before the main loop.
We present the implementation of the schemes Peaceman–Rachford (PR) in Algorithm 5, Douglas (D) in Algorithm 6, Additive (AOS) in Algorithm 7, Multiplicative
(MOS) in Algorithm 8 and Additive–Multiplicative (AMOS) in Algorithm 9 for grey-scale
images. The extension to RGB images is straightforward by processing each colour
channel. Note that (AOS) and (AMOS) may be accelerated by using parallel code on n.
The compatible case
The compatible case consists in the situation where d has the defined structure of ∇ log v
all over the pixels of the image domain, for a given discrete image v . We let the osmosis
model (4.2) evolve towards a known steady-state, i.e. a rescaled version of a discrete
image v , starting from an initial constant discrete image f : in our experiments we fixed
as v the red channel of the mandrill MATLAB image (downsized to 240 × 250 pixels)
and as f the flat constant grey-scale discrete image, whose constant value is equal to the
average grey value of v .
In Figure 4.3 we study the numerical efficiency and accuracy of the splitting schemes
in (PR), (D), (AOS), (MOS) and (AMOS) versus the non-split direct implicit solver based
on the LU factorisation of the quindiagonal matrix A. We recall that in [VHWS13], the
non-split problem is solved iteratively by means of using the unconditionally stable (B.E.)
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Algorithm 5: LU Peaceman-Rachford
: u0 ,

A = A1 + A2 ;
: τ , K;

Input
Parameters

Algorithm 6: LU Douglas
Input
Parameters

: u0 , A = A1 + A2 ;
: τ , K, θ ∈ [0, 1];

E1 = ( I + 0.5 τ A1 );
E2 = ( I + 0.5 τ A2 );

E1 = τ A1 ; E2 = τ A2 ;
T1 = τ θ A1 ; T2 = τ θ A2 ;

[L1, U1, p1 , q1 ] = lu( I − 0.5 τ A1 );
[L2, U2, p2 , q2 ] = lu( I − 0.5 τ A2 );

[L1, U1, p1 , q1 ] = lu( I − τ θ A1 );
[L2, U2, p2 , q2 ] = lu( I − τ θ A2 );

for k = 0 to K − 1 do
z1 = E1 uk ;
y1 (q2 ) = U2 \ (L2 \ z1 (p2 ));

for k = 0 to K − 1 do
y01 = E1 uk ; y02 = E2 uk ;
z1 = uk + y01 + y02 − T1 uk ;

z2 = E2 y1 ;
uk+1 (q1 )

= U1 \ (L1 \ z2 (p1 ));

uk+1 (q2 ) = U2 \ (L2 \ z2 (p2 ));
end
return uK .

end
return uK .

Algorithm 7: LU AOS
Input
Parameters

y1 (q1 ) = U1 \ (L1 \ z1 (p1 ));
z2 = y1 − T2 uk ;

: u0 ,

A = A1 + A2 ;
: τ , K;

Algorithm 8: LU MOS
Input
Parameters

: u0 , A = A1 + A2 ;
: τ , K;

[L1, U1, p1 , q1 ] = lu( I − 2 τ A1 );
[L2, U2, p2 , q2 ] = lu( I − 2 τ A2 );

[L1, U1, p1 , q1 ] = lu( I − 2 τ A1 );
[L2, U2, p2 , q2 ] = lu( I − 2 τ A2 );

for k = 0 to K − 1 do
y1 (q1 ) = U1 \ (L1 \ uk (p1 ));
y2 (q2 ) = U2 \ (L2 \ uk (p2 ));

for k = 0 to K − 1 do
y1 (q1 ) = U1 \ (L1 \ uk (p1 ));

uk+1 = ( y1 + y2 )/2;
end
return uK .

uk+1 (q2 ) = U2 \ (L2 \ y1 (p2 ));
end
return uK .

Algorithm 9: LU AMOS
Input
Parameters

: u0 , A = A1 + A2 ;
: τ , K;

[L1, U1, p1 , q1 ] = lu( I − 2 τ A1 );
[L2, U2, p2 , q2 ] = lu( I − 2 τ A2 );
for k = 0 to K − 1 do
y1 (q1 ) = U1 \ (L1 \ uk (p1 )); y2 (q2 ) = U2 \ (L2 \ uk (p2 ));
z1 (q2 ) = U2 \ (L2 \ y1 (p2 )); z2 (q1 ) = U1 \ (L1 \ y2 (p1 ));
uk+1 = (z1 + z2 )/2;
end
return uK .
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method with the BiCGStab iterative solver. Here, we do not compare our results with
the iterative solver approach since its performance is highly influenced by the multiple
parameters involved that need to be tuned by the user, e.g. the tolerance, the maximum
number of iterations and the preconditioners.
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(a) Cputime (x-axis) vs. energy error (y-axis).
Figure 4.3: Numerical efficiency and accuracy of (AOS), (MOS), (AMOS) compared
with (PR), (D) and implicit LU factorisation of quindiagonal A in (4.6), for timestep
τ ∈ {1, 10, 50, 100, 200, 500, 1000}, T = 5000. Figures 4.3b, 4.3c, 4.3d, 4.3e, 4.3f and 4.3g
are computed with parameters τ = 1000 and T = 5000.

In particular, in Figure 4.3a we plot on the x-axis the elapsed computational time
for reaching an approximation of the steady-state at a fixed final time T = 5000, with
different time-steps τ , versus the energy error in the y-axis. Here, the reference energy
is computed via a benchmark solution which is available at evolution time T thanks
to an exact-in-time solver, based on exponential integrators [AMH11], see the time
discretisation part in Section 4.3.2 of this thesis for more information.
As expected, the splitting approaches dramatically reduce the computational times
compared to the LU factorisation without splitting. Note that the second-order accuracy
of both (PR) and (D) dimensional splitting schemes are guaranteed only for small stepsizes τ , while first-order accurate (AOS), (MOS) and (AMOS) schemes allow arbitrarily
large time-steps and fast convergence. Thus, the plot in Figure 4.3a can be interpreted
as follows: the ideal curve which realizes the infimum among all curves represents the
most efficient method for computing the solution of the osmosis filter at final time T
with time-step τ . For example, (MOS) is the most efficient for τ = 50 since it is the
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fastest among all the methods tested for that specific choice of τ and it also realizes the
minimum error with respect to the energy; similarly (PR) outperforms for τ ≤ 10. In
general, we observe that (MOS) is always the best choice for large τ with respect to the
tested methods, since it is the fastest method producing the smallest energy error.
The non-compatible case
We have already discussed that the osmosis filter for the imaging applications is much
more appealing when the drift field d is locally modified, i.e. quasi-compatible. Therefore,
we may consider the extrema case of applying dimensional splitting on completely random
drifts d. The challenge here is to observe if in this non-compatible case there exists a
splitting method among the ones tested that can actually perform better than (F.E.),
with the maximum timestep allowed τ = 0.12.
Here we consider a random vector field d = (d1 , d2 ), with the only constraint that
|d1 | , |d2 | ≤ 2, as in (4.4).
We report in Figure 4.4 the efficiency and accuracy curves, averaged for 10 different
random choices of drift fields d, in reaching the evolution time T = 3000: on the x-axis
is reported the computational time while on the y-axis the relative Root Mean Square
Error (rRMSE) for the solution u⋆ , defined with respect to the reference solution u as
rRMSE(u⋆ , u) =

∥u⋆ − u∥22
.
∥u∥22

(4.16)

However, the ground truth solution is not available so we computed an approximation of
u via the non-split explicit method (F.E.) with a very tiny timestep τ = 0.001. We report
the visual solutions in Figure 4.5.
In particular, we are interested in the performance of the different methods described
in Sections 4.2, 4.2.1 and 4.2.2, with and without splitting, compared to the explicit
solver (F.E.) with the best possible timestep τ = 0.12, marked with a pink bullet in the
plot. For the sake of completeness, we tested also the (θ-mth) non-split method with
θ = 0.5 and θ = 1 together with the iterative solver BiCGStab.
From the experimental results, we see that in the non-compatible setting, the splitting
methods (AOS), (MOS) and (AMOS) are absolutely stable, as expected, but suffer from
splitting errors. Since splitting errors increase with the timestep size, we cannot benefit
from large time step sizes: therefore these methods do not seem to be very useful. Also,
(PR) and (D) splitting with θ = 0.5 become unstable for τ > 1: in this case they violate
positivity preservation.
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Figure 4.4: Osmosis filter for non-compatible drift fields. Average of 10 different tests: cputime
(x-axis) vs. rRMSE (y-axis) for τ ∈ {0.12, 0.50, 1.00, 2.00, 4.00, 8.00, 20.00, 25.00}, T = 3000.

The non-split (θ-mth) method with θ = 0.5 and τ = 2 shows an interesting behaviour:
when compared to (F.E.), it approximates better the reference solution in the same
computational time for τ = 2; for τ = 8 it returns the same error magnitude but a little
bit faster. Thus, the best result is obtained for τ = 4, which is a little bit faster and more
accurate than (F.E.). However the method is no more stable for τ > 8.
Among all the methods, (D) with θ = 1 shows promising features. Indeed, (D) with
θ = 1 for τ > 2 is the fastest method while the error remains controlled, e.g. compared
(F.E.) and τ = 0.12, it gains an order 1 in the computational time while it pays a price
of order 3 in the rRMSE. However, for (D) results are visually comparable with the
reference solution for all τ tested, without showing artefacts due to the splitting.
In conclusion, the usage of splitting methods in the non-compatible case depends on
the applications: one may prefer a faster computation of the solution regardless of the
accuracy. Since the imaging applications we have in mind are quasi-compatible almost
everywhere but tiny regions, we found acceptable the usage of splitting schemes to process
large images.
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Comparison of reference solution (F.E.) with τ = 0.001 and (F.E.) with τ = 0.12:

Reference

(F.E.)

Comparison of splitting schemes for non-compatible osmosis with τ = 0.12:
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Figure 4.5: Comparison of splitting schemes for non-compatible osmosis.
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Anisotropic osmosis filtering for shadow removal

In this section we extend the isotropic osmosis model (4.2) and its shadow removal
application (4.8), see Section 4.1.3, to a model that features anisotropic diffusion in
the flavour of (1.37) and adapts concepts from anisotropic diffusion inpainting [WW06,
GWW+ 08]. This will be implemented by incorporating local directionality depending on
image orientations. We show that with this modification we can improve the solution of
the shadow removal problem, in particular overcoming blurring artefacts in the region
around the shadow boundary, without additional post-processing steps.
In the compatible case, the resulting drift-diffusion PDE can be derived as the gradient
flow of a suitable energy depending on local gradient information. To estimate such
local directionality, we adapt the tensor voting framework proposed in [GM96]. For
the numerical solution we combine a non-negative space discretisation from the work
of Fehrenbach and Mirebeau [FM14] with a numerical time-stepping method based on
exponential integrator techniques. Our model is validated on several synthetic and
natural images affected by constant shadows. Results show good light-balance properties
and, compared to plain isotropic osmosis models, avoid the smoothing artefacts on the
shadow boundary. An illustrative example of the performance of our model is reported
in Figure 4.6.

(a) Shadowed image

(b) Isotropic osmosis
[WHBV13]

(c) Proposed solution

Figure 4.6: Comparison of solutions obtained by solving the isotropic model considered in
[WHBV13, VHWS13] and our anisotropic model to solve the shadow removal problem.

In Section 4.3.1 we introduce the anisotropic osmosis model and study analytically its
properties. Then, in Section 4.3.2 we study space and time discretisation schemes for the
anisotropic model. Finally, in Section 4.3.3 we show the application of the anisotropic
model to solve the shadow removal problem.
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4.3.1

Anisotropic osmosis filter

We present in this section a variation of the classical osmosis model (4.2) encoding
local directional information of the image in the diffusion term, propagating geometric
structures dominantly along locally preferred directions. For this reason we call our
model anisotropic osmosis model in contrast to the model (4.2) which we refer to as
isotropic osmosis model.
In what follows we introduce the general form of our anisotropic osmosis model
and state some properties of solutions that are inherited from the isotropic model. For
specific choices of anisotropy we also show connections of the anisotropic osmosis model
to anisotropic diffusion-based inpainting methods such as edge-enhancing anisotropic
diffusion [WW06]. Out of these specific instances we derive our proposed anisotropic
osmosis-inpainting model for shadow removal.
Definitions and modelling
In our anisotropic osmosis model anisotropy will be characterised by an anisotropy matrix
that is modelled as the product of a rotation and a contraction matrix.
Definition 4.12 (Anisotropy matrix). Let b : Ω → R2+ be a vector field with positive entries
such that b(x) = (b1 (x), b2 (x)) ∈ L∞ (Ω, R2+ ) and z(x) = (z1 (x), z2 (x)) : Ω → R2 a smooth
unitary vector field, i.e. ∥z∥ = 1. Then, for every x ∈ Ω we define the contraction matrix Λb (x)
associated to the vector b(x) and the rotation matrix Rz (x) associated to the field z as:




b1 (x)

0

0

b2 (x)

Λb (x) := 

,



Rz (x) := 



z1 (x) −z2 (x)
z2 (x)

z1 (x)

.

(4.17)

With these matrices we define the anisotropy matrix M(x) in a point x ∈ Ω as
M(x) := Λb (x)RzT (x).

(4.18)

Remark 4.13. Note that the matrix Rz is indeed a rotation matrix whose columns are the
unitary vectors z and z ⊥ , respectively. For every x ∈ Ω we can then equivalently interpret such
operator in terms of the angle θ : Ω → [0, 2π) drawn by z with respect to the {x, y} Cartesian
axes so that to identify z(x) := (z1 (x), z2 (x)) = (cos (θ(x)) , sin (θ(x))).
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Next we denote by W := MT M the symmetric and positive definite anisotropic
diffusion matrix, where


W=

b21 z12 + b22 z22
b21 z2 z1

−

b21 z1 z2 − b22 z1 z2

b22 z2 z1

b21 z22

+

b22 z12


 = b2 (z ⊗ z) + b2 (z ⊥ ⊗ z ⊥ ).
1
2

(4.19)

Note that the action of the operator M on the gradient can be conveniently expressed in
terms of the directional vectors z and z ⊥ , thus highlighting the two directional transport
components:


M∇u = 

b1 ∇u · z

b2 ∇u · z ⊥

(4.20)

.

Similarly, in (4.19) we have expressed W so as to distinguish between the different
contributions arising from z and z ⊥ , respectively.
Let us define an anisotropic osmosis energy as follows.
Definition 4.14 (Anisotropic osmosis energy). Let Ω ⊂ R2 , u, v ∈ H1 (Ω, R+ ) be two positive
images and let W : Ω → R2 be a positive definite symmetric matrix field. We define the
anisotropic osmosis energy of u with respect to W and the reference image v as
E(u) =

Z

v(x)∇T

Ω



u(x)
u(x)
W(x)∇
dx.
v(x)
v(x)






(4.21)

We will also use the following alternative notation for E :
u(x)
E(u) =
v(x) ∇
v(x)
Ω
Z

where ∥e∥W :=

p





2

dx,

(4.22)

W

⟨e, We⟩.

Remark 4.15 (Isotropic case). If W is the identity matrix, then (4.21) corresponds to the
isotropic osmosis energy (4.1) considered in [WHBV13].

Next we define an anisotropic osmosis evolution whose steady-state minimises our
anisotropic osmosis energy.
Proposition 4.16. Let v : Ω → R+ be a positive image, d ∈ R2 the vector field defined as
d := ∇ log v and W : Ω → R2 be a positive definite symmetric matrix field. Then, for a given
positive image f ∈ L∞ (Ω, R+ ) the solution of the Euler–Lagrange equation of the functional E
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defined in Definition 4.14 is the steady-state of the anisotropic image osmosis model



ut = div (W(∇u − du))




u(x, 0) = f (x)




⟨ W (∇u − du) , n ⟩ = 0

on Ω × (0, T ],

(4.23)

on Ω,
on ∂Ω × (0, T ].

Proof. For any test function φ ∈ C∞
c (Ω), we compute the optimality condition holding for any
critical point u of E. We get
u
φ
v W∇
,∇
dx
v
v
Ω

 
Z
u
φ
= −2 div vW∇
dx
v
v
Ω



Z
∇u u∇v
1
div vW
− 2
= −2
φ dx = 0,
v
v
Ω v

∂u
E(u + τ φ)|τ =0 = 2
∂τ

Z



 

 

(4.24)

where we have applied the divergence theorem and Neumann boundary conditions in (4.23).
Due to the positivity of v and since φ is compactly supported in Ω, we have for any x ∈ Ω:


0 = div vW
By definition of d =

∇v
v ,



∇u u∇v
− 2
v
v







= div W ∇u −

∇v
u
v



.

(4.25)

we note that the above corresponds to the PDE

(4.26)

div (W (∇u − du)) = 0,
which is the steady-state of (4.23).

Similarly to the isotropic osmosis PDE (4.2), the anisotropic model (4.23) enjoys some
properties which make it amenable for imaging applications. Convergence of the solution
of the parabolic problem (4.23) to its steady-state can be proved by introducing suitable
Lyapunov functionals, as described in [IN93]. For the linear isotropic osmosis model, this
study has been performed in [Sch18, Section 2.8 and Section 2.9]. Its extension to the
anisotropic model can be done following similar arguments.
Theorem 4.17. The solution u : Ω → R of the anisotropic osmosis model (4.23) satisfies the
following properties:
1. conservation of the average grey value:
1
|Ω|

1
u(x, t) dx =
|Ω|
Ω

Z

Z
Ω

f (x) dx,

for all t > 0;

(4.27)
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2. preservation of non-negativity:
u(x, t) ≥ 0,

(4.28)

for all x ∈ Ω and t > 0;

3. non-constant steady-states: The steady-state of (4.23) is given by
w(x) :=

µf
v(x).
µv

(4.29)

Proof. We follow [WHBV13] and prove statements (i)–(iii) in turn.
1. Let µu (t) :=

1
|Ω|

R
Ω

u(x, t) dx be the average grey value of the image u at time t ≥ 0.

Applying the divergence theorem and the homogeneous Neumann boundary conditions in
(4.23) we obtain:
dµu
1
=
dt
|Ω|

Z
Ω

1
|Ω|

Z

Z

⟨ W (∇u − du) , n ⟩ dS = 0,

ut dx =
=

∂Ω

Ω

div (W (∇u − du)) dx

(4.30)

and the statement follows.
2. For any (x, t) ∈ Ω × (0, T ] we rewrite the anisotropic osmosis PDE in the following
extended diffusion-transport-reaction form:
ut (x, t) = div (W∇u(x, t)) − div (Wdu(x, t))
=W · D2 u(x, t) + (div(W) − Wd) · ∇u(x, t) − div(Wd)u(x, t) =: Lu
and notice that since W is symmetric positive definite, the operator L is uniformly strongly
elliptic. Combined with the Neumann-type boundary conditions and the positivity of the
initial image f , this allows us to apply [SC03, Corollary 1.18] to conclude that the solution
remains positive for all t > 0. See also [Sch18, Theorem 2.6.1] for a similar result for the
isotropic model.
3. For any c ∈ R, the function w := cv endowed with the Neumann-type boundary conditions
in (4.23) solves the steady-state equation of the system anisotropic PDE, since it trivially
holds that
∇v
div W ∇w −
w
v






∇v
= div W c∇v −
cv
v






= 0.

(4.31)

Due to mass and non-negativity conservation, the process is then forced to a non-negative
steady-state solution w of such a form. Furthermore, the constant c ∈ R can be easily
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found by noticing that
cµv =

1
|Ω|

Z
Ω

cv(x) dx =

1
|Ω|

Z
Ω

w(x) dx =

1
|Ω|

Z
Ω

f (x) dx = µf ,

(4.32)

whence c = µf /µv which is well defined since v is strictly positive in Ω.

Anisotropic diffusion inpainting
Anisotropic diffusion inpainting with a diffusion tensor has been introduced in [WW06]
and applied successfully for inpainting-based compression [GWW+ 08, SPM+ 14]. It
exploits the edge-enhancing anisotropic diffusion filter that has been proposed for image
denoising [Wei98]. In order to propagate structures from specified image regions into
inpainting regions, one uses the differential operator div(W(∇uσ )∇u), where uσ denotes
the convolution of u with a Gaussian of standard deviation σ . The diffusion tensor W
has eigenvectors parallel and perpendicular to ∇uσ . Its corresponding eigenvalues are
given by
1
µ1 (|∇uσ |) = q
and µ2 (|∇uσ |) = 1,
(4.33)
1 + |∇uσ |2 /λ2

with some contrast parameter λ > 0. Thus, the goal is to inpaint fully in the direction
of an oriented structure, and to reduce the inpainting perpendicular to a structure if
its contrast is large. Processes of this type can inpaint edge-like structures even when
the specified data are sparse and the gaps to be bridged are large [SPM+ 14]. However,
they are not well-suited to shadow removal problems, since shadow boundaries create
non-physical edges. Therefore, we will have to modify these ideas so that the local
structure directions become more robust w.r.t. shadow boundaries. To this end, we will
consider and modify more refined structure descriptors such as tensor voting. This will
be done next.
Computation of structure directions via tensor voting
In this section we present a workflow which is locally insensitive to the light jump
produced by the shadow. This will serve us to force anisotropy on Ωsb along suitable
directions.
A standard way to provide an estimate of the local gradient orientation in an image
u consists in computing the eigenvector e1 associated to the leading eigenvalue λ1 of the
structure tensor Jρ (u) [Wei98] associated to u, see Section 1.3.2.
Tensor Voting has been originally introduced in [GM96] for extracting curves in noisy
images by means of the grouping of local features consistent in a neighbourhood of the
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measurements. Such framework improves the robustness of structure tensor estimation
in presence of noise and image artefacts [MPB+ 12]. Assuming that a generic 2-tensor B
in R2 has the following matrix representation:


b11 b12



 = λ1 (e1 ⊗ e1 ) + λ2 (e2 ⊗ e2 ),
B=
b21 b22

(4.34)

where λ1 , λ2 are the eigenvalues associated to the eigenvectors e1 and e2 , respectively,
(4.34) can be equivalently rewritten as
B = (λ1 − λ2 )(e1 ⊗ e1 ) + λ2 (e1 ⊗ e1 + e2 ⊗ e2 ).

(4.35)

We can now distinguish the two following quantities:
• (λ1 − λ2 ) is called saliency or stickness. It provides an estimation of the confidence

on the direction e1 and it is also called orientation certainty or anisotropy measure ;
• λ2 is called ballness and it measures the size of the minor-axis of the anisotropy

ellipse. Since it measures in some sense the consistency in the estimation of the
main direction, it is often called orientation uncertainty or junctionness.
The tensor voting operation consists in adding, at each iteration, the contribution of
neighbourhood tensors for each point in the domain, resulting in an enhanced tensor
field due to the presence of saliency parameter. In [FVAR+ 06] the authors show that
the complexity of the original approach may be time-consuming, even for small images.
Thus, they propose an efficient computation of the tensor voting framework based on
steerable filters theory, i.e. complex-valued convolutions.
For the shadow removal application we are considering, the estimation of the structure
direction e1 may be affected by the shadow edges, which do not correspond to the actual
underlying image structures. The presence of such edges make the use of either the
structure tensor or the tensor voting very challenging for estimating the local directions.
To circumvent this problem, we propose a modification of the tensor voting framework
by interpreting shadow edges as bias in the estimation of the structure. From the given
initial blurred image uσ , we firstly compute the local orientation of the gradient. Secondly,
we compute the saliency of the given shadowed image. Finally we apply the tensor
voting framework with modified saliency and orientation on Ωsb so as to mark the shadow
boundaries as bias: there, the saliency is set to zero and the orientation is initialised at
random. Details on the algorithm and results are presented in Section 4.3.3.
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Anisotropic osmosis-inpainting model for shadow removal
Let f : Ω → R+ be a positive grey-scale image with a constant shadow and let Ω be
decomposed as in (4.7). We propose the following structure-preserving osmosis model for
solving the shadow removal problem:


ut = div (W(∇u − du))




on Ω × (0, T ],

u(x, 0) = f (x)

on Ω,






⟨ W (∇u − du) , n ⟩ = 0

on ∂Ω × (0, T ],

(4.36)

Here we define the discontinuous vector field d and the discontinuous matrix field W as
d(x) =

W(x) =


∇ log f,

if x ∈ Ω \ Ωsb ,

0,

I,

if x ∈ Ωsb ,

ε(e ⊗ e ) + 1(e ⊗ e ),
1
1
2
2

(4.37)
if x ∈ Ω \ Ωsb ,
if x ∈ Ωsb .

(4.38)

where I denotes the 2 × 2 identity matrix, and e1 and e2 are the directions from our
modified tensor voting applied to the initial image f .
This means that an isotropic osmosis evolution is performed in Ωcsb , while an anisotropic
inpainting is performed on Ωsb . In other words, classical osmosis balances image intensity
in the shadowed region with respect to the unshadowed regions, while interpolation
preserves structures and avoids blurring on the shadow boundary. The proposed model
performs the osmosis and the inpainting step jointly and avoids any post-processing step.

4.3.2

Space-time discretisation

We now discuss appropriate discretisations of the anisotropic osmosis model that are
consistent with the continuous model (4.23) and preserve some of its properties as stated
in Theorem 4.17. To do so, we consider a discrete rectangular image domain with M × N
pixels. Let S := M N . The given positive initial image f is then defined as a vector
in RS+ . For a given grid step size h > 0, we denote by u = (ui,j )i,j the approximation
of the function u and with ui,j its approximated value in suitable discretisation nodes
((i − 12 )h, (j − 12 )h) with i = 1, . . . , M and j = 1, . . . , N . Similarly, for k ≥ 0 we denote by uki,j
the value of ui,j at the time node tk = kτ , where τ is the time step size. Also, for x ∈ Ω,
we denote by λ1 , λ2 ∈ RS+ the discretised eigenvalues λ1 (x) and λ2 (x) and by θ ∈ [0, 2π)S
the discretised orientation θ(x).
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Discrete osmosis theory
A discrete theory for osmosis models has been established in [VHWS13]. Since it is also
applicable to the anisotropic setting, from the general result in [VHWS13, Proposition 1]
mentioned in Theorem 4.3 we list some discrete solvers fulfilling its assumptions.
As shown in [VHWS13] for the isotropic osmosis model, standard Forward and
Backward Euler finite-difference schemes fit this framework, the former being subject to
time step size restrictions, the latter being unconditionally stable. Furthermore, both
schemes converge to the space discretisation of the elliptic steady-state for every stable
time step size. For the implicit scheme with a BiCGStab solver, Vogel et al. [VHWS13]
report speed-ups of two orders of magnitude compared to the explicit method. In
[CEGP17] a Peaceman–Rachford splitting is shown to satisfy Theorem 4.3 under a time
step size restriction, while the additive operator splitting (AOS) considered in [PCD18a]
fulfils Theorem 4.3 for all time step sizes. Splitting schemes such as the AOS method,
however, do not converge to the space-discrete elliptic steady-state solution unless the
time step size goes to zero. In practice, keeping this time splitting error under control
imposes bounds on the time step size.
Note that in contrast to the theory for fully discrete diffusion filters [Wei98], the
discrete osmosis theory in Theorem 4.3 does not require a symmetric matrix. Since it also
does not involve any isotropy assumption, it is basically also applicable to anisotropic
osmosis processes, if suitable space discretisations are employed. This, however, is not
straightforward and will be discussed in the sequel.
Space discretisation with the AD-LBR stencil
In what follows, we describe the discretisation of the weighting matrix W and the
differential operators div and ∇ for a grey-scale image of height M and width N reshaped
as u ∈ RS , with S = M N , that defines the spatial discretisation matrix A for the
semi-discrete osmosis problem

u′ (t) = Au(t),
u(0) = f ,

for t ∈ (0, T ],

(4.39)

where T > 0 is a positive final time.
While diffusion processes are stable in many aspects, e.g. in terms of decreasing
2
L norms and decreasing L∞ norms, the stability of osmosis processes is restricted to
essentially one key property: the preservation of non-negativity. Thus, any suitable space
discretisation for osmosis filters should guarantee that it is non-negativity preserving.
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For the matrix A this implies that all off-diagonal elements must be non-negative. While
this is easily satisfied for standard discretisations of isotropic processes [VHWS13], it
becomes much more challenging for anisotropic approaches: The drift term is fairly
unproblematic and can be handled e.g. with classical upwind discretisations. However,
most discretisations of the diffusion term div(W∇u) are only stable in the L2 norm
[WWW13]. Thus, they cannot guarantee preservation of non-negativity. Non-negativitypreserving discretisations can be found in [Wei98, MN01, FM14]. Alternative approaches
for the numerical discretisation of drift-diffusion equations can be found, e.g., in [CC70,
BOZ04, MB15, RABK18]. In our paper, we use the stencil of Fehrenbach and Mirebeau
[FM14], since it is a non-negativity-preserving method that has been reported to give
good results.
This anisotropic diffusion discretisation relies on lattice basis reduction ideas and is
called AD-LBR. Let us sketch its underlying ideas.
In [FM14], the authors tackle the minimisation of an anisotropic energy which in our
notation reads
Z
E(u) =
∥∇u(x)∥2W dx,
(4.40)
Ω

where ∥e∥W := ⟨e, We⟩, for any e ∈ R and W is symmetric and positive definite. The
idea is to introduce a discretisation Eh of the energy above on the discretised domain
Ωh , h > 0 via a sum of weighted squared differences of u ∈ L2 (Ωh , R), i.e.:
d

p

Eh (u) = hd−2

X

(4.41)

γx (e) |u(x + he) − u(x)|2 ,

X

x∈Ωh e∈V (x)

where V (x) ⊂ Zd is the stencil and γx (e) ≥ 0 are the associated weights. The key step is
the linearisation of u(x + he) as u(x) + ⟨∇u(x), he⟩, which shows that for each x ∈ Ωh
and smooth u one can write:
hd ∥∇u∥2W = hd−2

X

(4.42)

γx (e)⟨∇u(x), he⟩2 ,

e∈V (x)

which turns out to be equivalent to requiring the condition W =
the following Lemma [FM14, Lemma 1].

P

e∈V (x)

γx (e)eeT . via

Lemma 4.18. Let e0 , e1 , e2 ∈ R2 be such that e0 + e1 + e2 = 0 and |det(e1 , e2 )| = 1. Then for
any symmetric positive definite matrix W, there holds:
W=−

X
0≤i≤2

T
⟨e⊥
i+1 , Wei+2 ⟩ei ei ,

(4.43)
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under the convention e3+i := ei

Actually, for any dimension d ≤ 3 and any symmetric positive definite d × d matrix
M, there always exists a family (ei )i∈I of vectors in Rd such that ⟨ei , Mej ⟩ ≤ 0 for any
i ̸= j . Such a family is called M-obtuse [CS92]. Thus, by taking (e0 , e1 , e2 ) as a W-obtuse
superbase of Z2 (i.e. a basis of Z2 with |det(e0 , e1 , e2 )| = 1 such that e0 + e1 + e2 = 0), a
stencil V (x) := {e0 , e1 , e2 , −e0 , −e1 , e2 } can be used to write explicitly the coefficients γx
in (4.41) for 0 ≤ i ≤ 2 as done in [FM14, Equation (11)]:
1
, We⊥
γx (±ei ) := − ⟨e⊥
i+2 ⟩.
2 i+1

(4.44)

The resulting AD-LBR stencil is shown to be independent of the choice of the superbase
[FM14, Lemma 11], orientated along the preferred diffusion direction given by W and
sparse with limited support of 6 points for two-dimensional images.
In the AD-LBR discretisation, an important role is played by the anisotropic ratio
κ ∈ [1, ∞), which measures the geometrical shape of the ellipse associated to the eigendecomposition of the anisotropic matrix W: the closer κ is to 1, the more W is similar
to the identity matrix I. The computation of the stencil has a logarithmic cost in the
anisotropy ratio κ of the diffusion tensor, making AD-LBR appealing in applications.
Also, by fixing a direction θ all over the domain Ω for W, the anisotropy ratio κ can
be related to the eigenvalues of W; see [FM14, Equation 60]. For instance, if W has
eigenvalues ε and 1 with 0 < ε ≪ 1, then ε = 1/κ2 . For completeness, we report in
Table 4.1 the AD-LBR stencil for different choices of ε and a fixed angle θ = π/6 in the
main direction of W; cf. also [FM14, Table 1, Table 2].
Table 4.1: AD-LBR stencil for the discretisation of div(W∇( · )): different choices of ε are
presented with fixed angle θ = π/6 in the main direction of W. We denote in bold the (i, j)
entry. As expected, we observe that in the case of strong anisotropy, the stencil becomes aligned
in θ direction.
ε = 1 (κ = 1, W = I)
0.00

1.00

0.00

ε = 0.5 (κ =
0.00

0.41

√

2)

0.22

ε = 0.1 (κ =
0.00

√

√

10)

ε = 0.02 (κ =

50)

0.26

0.26

0.00

0.11

0.16

1.00 −4.00 1.00

0.66 −2.57 0.66

0.26 −1.16

0.26

0.01 −0.55

0.01

0.00

0.22

0.26

0.00

0.16

0.00

1.00

0.00

0.41

0.00

0.26

0.11

Remark 4.19. By construction, the AD-LBR space discretisation matrix A has 0 column sum
and non-negative off-diagonal entries. Moreover, our numerical experiments give strong evidence
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that A is also irreducible1 . However, a formal proof of the irreducibility of A is left for future
research.

Exact time discretisation
In this section we see how it is possible to solve the dynamical system (4.39), through a
highly accurate approximation of the exact solution
(4.45)

u(T ) = exp(T A)f .

First of all, we notice that it is not necessary to compute the large and dense matrix
exp(T A) explicitly. It is sufficient to compute only its action on the initial solution f .
Polynomial methods (see, for instance, [Saa92, CKOR16, AMH11], approximate the
action of the exponential by a polynomial of a certain degree applied to the initial vector.
They do not require to solve a linear system of equations: usually they scale the matrix
and approximate the solution by an iterative procedure, for τ = T /K and K > 0, like
uk+1 = pmk (αk τ A)uk ,

k = 0, 1, . . . , K − 1,

u0 = f

(4.46)

where pmk is a polynomial of degree mk approximating the exponential function and
K−1
X

αk = 1.

(4.47)

k=0

After the last iteration, uK ≈ u(T ). Such an iterative scheme is usually needed in order
to achieve a sufficiently accurate result. For Krylov methods (like [HLS98, Saa92]), it is
also necessary in order to keep the computational cost as low as possible, since the cost
to produce pmk requires O (m2k ) scalar products with vectors of the size of f . Among the
polynomial methods, the truncated Taylor series [AMH11] and the interpolation in the
Newton form at Leja points [CKOR16] are able to bound the relative backward error.
This means that they construct an approximation in K iterations with time step size
τ = T /K :
uk+1 = pm (τ A)uk , k = 0, 1, . . . , K − 1,
(4.48)
such that
(pm (τ A))K f = exp(T A + δ(T A))f ,

with ∥δ(T A)∥ ≤ tol · ∥T A∥ .

(4.49)

We applied the Tarjan’s algorithm finding the strongly connected components of a directed graph
[Tar72]. Code is freely available at MATLAB central: mathworks.com/matlabcentral/fileexchange/50707.
1
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The tolerance tol can be chosen as small as desired. The typical value for double precision
arithmetic is 2−53 and in this sense the time integration is said “exact”. The polynomial
pm (z) is either the truncated Taylor series of ez about a point which depends on the
spectrum of the matrix or the interpolation polynomial of ez at real Leja points on an
interval related to the spectrum of the matrix.
The choice of the parameters K and m can be done by simply considering the 1-norm
of T A, or estimates of ∥(T A)q ∥1/q
for small values of q , or, only for interpolation at Leja
1
points, estimates on the ϵ-pseudospectra of T A. From the implementation point of view,
both algorithms simply require one matrix–vector product and one vector update at each
degree elevation, and therefore the cost is O (m). When the spectrum of T A has a skinny
shape, either horizontal or vertical, usually interpolation at Leja points performs better
(see [CKOR16]).
Since this method can be configured to be exact in time up to machine precision, it is
basically possible to reach the final time T in a single time step of size τ = T . However,
we prefer to use multiple time steps, since the steady-state T is in general not known a
priori. On the other hand, there is no restriction on the time step τ and it is therefore
possible to implement any desired strategy for steady-state detection (based, for instance,
on the comparison of the solutions at two successive time steps). In particular, also
variable step size τk implementations are possible without any restriction given by the
stability or the computational cost.
The approximation of the action of the matrix exponential to a vector can be used
also in the so called exponential integrators (we refer to the survey paper [HO10]) when
solving general (non-linear) stiff ordinary differential equations.
Coverage through the discrete osmosis theory
A natural question in this context is whether the matrix P := exp(τ A) satisfies the
properties of Theorem 4.3 for suitable matrices A. We answer this question with the
following proposition, for which a simple lemma is required.
Proposition 4.20. Let A be an irreducible matrix, with column sum 0 and non-negative offdiagonal entries. Then the (non-symmetric) matrix P := exp(τ A) is an irreducible positive
matrix with column sum 1.
Proof. We firstly show that P has column sum 1. To this end, we use the expansion
P = exp(τ A) =

∞
X
τ k Ak
k=0

k!

=I+

∞
X
τ k Ak
k=1

k!

.

(4.50)
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By hypothesis, A has column sum 0. Then the column sum of Ak is 0 for every k ≥ 1 by
Lemma 4.6. Thus, the matrix P = exp(τ A) has column sum 1.
In order to show that all elements of P are positive, we rewrite A as
A = D + N = αI + (D − αI + N)

(4.51)

where D = diag(A), I is the identity matrix, N = A − diag(A) is a non-negative matrix and
α := mini ai,i − γ, for any γ > 0. Then P can be expressed as the product
P = exp(τ A) = exp(τ αI) exp (τ (D − αI + N))

(4.52)

where τ (D−αI+N) is a non-negative matrix with positive diagonal and which is also irreducible.
In fact, had this been false, there would exist an off-diagonal element in position (i, j) such that
(D − αI + N)ki,j = 0 for all k > 0. But then, (A)kij = (αI + (D − αI + N))ki,j = 0 for all k > 0,
meaning that A is reducible, which is false by hypothesis. So, for any pair (i, j) there exists a
k such that (τ (D − αI + N))ki,j > 0. Since all the powers of τ (D − αI + N) appear in the series
which defines exp(τ (D − αI + N)), we conclude that all its entries are positive. Finally, exp(τ A)
is obtained by scaling with positive scalars the rows of exp(τ (D − αI + N)). Therefore, exp(τ A)
is a positive (and thus irreducible) matrix.

Recalling Remark 4.19, Proposition 4.20 shows that the AD-LBR space discretisation
in combination with our “exact” polynomial time discretisation leads to a fully discrete
anisotropic osmosis scheme that satisfies all assumptions of the discrete theory (subject
to the missing formal irreducibility proof).

4.3.3

Numerical results

In this section we present several numerical examples showing the application of the
isotropic and anisotropic osmosis model to solve the shadow removal problem in synthetic
and real-world images. We apply the anisotropic model (4.36) to images affected by almost
constant shadows, in order to perform jointly the shadow removal and the inpainting
procedure on the shadow edges. Since in general the ground truth is not available for
this problem, the quality of the reconstruction of the anisotropic model in comparison
with the isotropic approach is assessed by visual inspection.
On the thickness of the shadow boundary. In the following experiments we will
assume for simplicity that a rough segmentation of the shadow boundary is provided
beforehand. For natural real images, this may be a quite challenging task since, due to
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the possible presence of noise, blur and/or compression artefacts, such region may be not
sharp and it presents a blurred transition zone from the outside to the inside area of the
shadow. As a consequence, standard segmentation methods based, for instance, on edge
detection may fail. In fact, the task of shadow segmentation has been addressed on its
own regard in previous works where brightness-based [BA03] or clustering [CRDKL13]
methods have been applied. In many practical situations, the shadow boundary is often
roughly detected manually by the user using a brush including pixels both from the
inside and the outside of the shadowed area, i.e. Ωsb in Section 4.3.1.
In our experiments we have observed that if this region is chosen to be too small
(i.e. smaller than the whole transition area between non-shadowed and shadowed area),
then the shadow removal result is fairly poor. On the contrary, in general, selecting a
thicker shadow boundary produces better results. Thick boundaries favour the use of the
anisotropic model (4.36) and Section 4.3.1 over the isotropic one (4.8): as we have seen
above, the action of the homogeneous diffusion smoothing on a large region Ωsb is not
able to preserve the underlying image structures.
Figure 4.7 illustrates these findings. We compare the result obtained applying the
isotropic model (4.8) on a real image where the thickness of the shadow boundary is
chosen differently. We clearly observe that a thicker Ωsb corresponds to a better removal
of the shadow for the same large final time T .

(a) Mask of 3px

(b) Result

(c) Result (zoom)

(d) Mask of 5px

(e) Result

(f) Result (zoom)

Figure 4.7: Comparison between different thicknesses of the shadow boundary for the solution
of the isotropic model (4.8) on the shadowed image in Figure 4.11a. Final time T = 100000.
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We now show the numerical results obtained when the anisotropic model (4.36)
and Section 4.3.1 is applied to a variety of both synthetic and natural images.
Pseudocode. Algorithm 10 describes the main steps for solving the joint anisotropic
osmosis problem after the estimation of local structures in the given image. For the time
integration we used the expleja solver2 , which is the companion software of [CKOR16]
for computing the action of the exponential matrix on a vector.
Algorithm 10: Anisotropic osmosis filter for the shadow removal problem
: a shadowed image f of dimension M × N × C (with C colour channels);
a mask with value 1 on shadow boundary and 0 elsewhere;
a stack of scales = [s1 , . . . , sS ];
the parameters ε, σ, τ and K.
Package : expjeja.m from bitbucket.org/expleja/expleja

Input

Function shadow_removal:
θ = estimate_direction (f , mask, scales, σ);
W = compute_matrix_field(θ, ε, mask) ;
u0 = f ;

// see Algorithm 11
// from Section 4.3.1
// initialisation

for c = 1, . . . , C do
Ac = discretize_matrix(u0 (:, :, c), W, mask);

// via AD-LBR stencil

for k = 0, . . . , K − 1 do
uk+1 (:, :, c) = expleja(τ , Ac , uk (:, :, c));
end
end
return uK .

Synthetic examples
First we apply the anisotropic osmosis model to noise-free synthetic images, where the
direction of the gradient z is known. The purpose of this synthetic experiment is to check
if our approach is able to effectively remove constant shadows. In Figure 4.8 we show
the results obtained for an image with parallel grey-scale stripes with θ = 65◦ orientation
and for colour concentric circles, whose θ is chosen as the angle drawn tangentially
to the circumference. Both images are corrupted with a constant shadow but a tiny
transition zone on the shadow borders where the shadow was blurred for a more realistic
2

Freely available at: bitbucket.org/expleja/expleja
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effect. We compare the anisotropic model described in Section 4.3.2 with the isotropic
osmosis model (4.8), which results in an homogeneous diffusion inpainting at the shadow
boundary. The time discretisation is performed as described in Section 4.3.2.
In our visual comparison of both methods, we choose the final time T = 10000 and
the time-step τ = 100, and we proceeded using Algorithm 10. In this experiment we
also provide a visual representation of the local orientation angle θ inside the shadow
boundary Ωsb . It becomes obvious that the anisotropic shadow removal method shows
clear advantages at the shadow boundaries, since it does not suffer from blurring artefacts.

Shadowed f

Orientation angle θ

Isotropic osmosis

Anisotropic osmosis

Shadowed f

Orientation angle θ

Isotropic osmosis

Anisotropic osmosis

Figure 4.8: Shadow removal via osmosis on synthetic images. Comparison between isotropic
and anisotropic osmosis. Parameters: time step size τ = 100, final time T = 10000, and smaller
eigenvalue ε = 0.05.

Real-world examples
In order to apply the anisotropic model to natural real-world images, the estimation of
the discrete local orientation θ(x) becomes crucial. Therefore, we show in Section 4.3.3
the results of the proposed approach discussed in Section 4.3.1. Once the directions are
estimated, we present in Section 4.3.3 the results of the anisotropic osmosis filter on real
shadowed images.
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Estimation of the local orientation

Following Section 4.3.1, we present here the algorithm and the results for estimating the
vector field that closes the interrupted lines onto the shadow boundary domain Ωsb , via
the modified tensor voting framework.
For the tensor voting, we used the MATLAB implementation of [FVAR+ 06] from
the companion software3 of [MMDF15], a literature review on tensor voting. Also, since
tensor voting depends on local neighbourhoods, we use a multi-resolution strategy as
described in Algorithm 11.
Algorithm 11: (Multi-scale) Eigen-directions via tensor voting in shadowed image
: a shadowed image f of dimension M × N × C (with C colour channels);
a mask with value 1 on shadow boundary and 0 elsewhere;
a stack of scales = [s1 , . . . , sS ];
the parameter σ > 0.
Package : encode and vote from mathworks.com/matlabcentral/fileexchange/47398
modified to return orientation_loc and orientation in (x, y) coordinates

Input

Function estimate_directions:
TVF = zeros(size(f ,1),size(f ,2),2,2);
for c = 1, . . . , C do
[ saliency_loc, ballness_loc, orientation_loc ] = encode (Kσ ∗ f (:, :, c));
// zeroing and randomizing the data on the shadow edges Ωsb
saliency_loc = saliency_loc.*mask;
orientation_loc = orientation_loc.*mask + 2π.* rand(size(f (:, :, c))).*(1-mask);
foreach k in scales do
[ saliency, ballness, orientation ] = vote ( saliency_loc, orientation_loc, sk );
λ1 = saliency +ballness;
λ2 = ballness;
e1 = ( cos(orientation), sin(orientation));
e2 = (-sin(orientation), cos(orientation));
TVF = TVF + eigen_to_tensor ( e1 , e2 , λ1 , λ2 );
end
end
[ e1 , e2 , λ1 , λ2 ] = tensor_to_eigen ( TVF );
θ = xy2ij (e2 );
// return the local orientation in (i, j) coordinates
return θ
3

Freely available at MATLAB central: mathworks.com/matlabcentral/fileexchange/47398
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In Figure 4.9 we compare the local direction estimation by means of the structure
tensor and the tensor voting approach applied to the shadowed image in Figure 4.9a. We
plot the magnitude of the leading eigenvalue of the structure tensor in Figure 4.9b and of
the one computed for the tensor voting Algorithm 11 in Figure 4.9c. These images clearly
show that the estimation via tensor voting is less sensitive to false edges introduced by
the shadow boundaries. This is reflected in the plot of the directions e2 , as well: The
directions computed via the structure tensor in Figure 4.9d are visibly affected by the
light jumps while the ones computed with tensor voting in Figure 4.9e can still connect
the structures from outside to inside the shadow with no additional edges.

(a) Input f

(b) STF, λ1

(c) TVF, λ1

(d) STF, e2

(e) TVF, e2

Figure 4.9: Comparison: structure tensor framework (STF) with (σ, ρ) = (0.5, 4) versus tensor
voting framework (TVF) with multi-scales (5, 10, 15) and σ = 0.5. We plot the main direction
e2 and the leading eigenvalue λ1 .

Results on real images
We now combine the proposed tensor voting framework with the anisotropic osmosis
model to remove constant shadows by means of an anisotropic drift-diffusion model.
In the following experiments we use the final time T = 100000 and the time-step size
τ = 1000. In practice shadow removal is accomplished almost completely already for
t ≪ T . However, for a better approximation of the steady-state, we use the final time T
for comparison.
In Figure 4.10 we zoom on the results from Figure 4.64 , presented as motivation for
this work. Note that in this case the shadow is artificially added as a multiplicative
rescaling factor c ∈ (0, 1). The estimation of the direction on the shadow boundary is
computed via the proposed Algorithm 11.
In Figure 4.11 we apply the isotropic and the anisotropic model to a several shadowed
images affected by natural constant shadows5 . Zoomed details can be found in Figure 4.12.
Here the complexity of local image structures makes the application of the anisotropic
Figure 4.6a (zoomed in Figure 4.10a) courtesy of R. D. Kongskov.
Figure 4.11a from http://www.cs.huji.ac.il/~danix/ShadowRemoval/index.html; Figure 4.11b from
http://aqua.cs.uiuc.edu/site/projects/shadow.html; Figure 4.11c from http://www.cs.haifa.ac.il/hagit/
papers/ShadowRemoval/;
4
5
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(a) Shadowed f

Orientation angle θ

Isotropic

Anisotropic

Figure 4.10: Zoom of the results for the shadowed image in Figure 4.6.

osmosis model harder. Thus, we use the tensor voting Algorithm 11 to estimate the
local directions connecting the structures from inside to the outside of the shadow region.
Also in these real-world scenarios, we observe the superiority of the anisotropic approach:
structures are interpolated reliably across the light jump introduced by the shadow.

(a) Shadowed f

Orientation angle θ

Isotropic

Anisotropic

(b) Shadowed f

Orientation angle θ

Isotropic

Anisotropic

(c) Shadowed f

Orientation angle θ

Isotropic

Anisotropic

Figure 4.11: Shadow removal via osmosis on real images. Comparison between isotropic and
anisotropic osmosis. Parameters: τ = 1000, T = 100000, ε = 0.05, and σ = 0.5.
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(f) Anisotropic

Figure 4.12: Zoom into the results from Figure 4.11.

Comments on the results
We note that our anisotropic approach removes shadows effectively both for synthetic
and real-world images. Structures are propagated correctly over the shadow boundary.
Since the AD-LBR stencil requires a positive definite matrix W as input, we need to
choose ε > 0, which may lead to some over-smoothing in the orthogonal direction. Also,
we noticed some over-smoothing effect in Ωout and Ωin for the AD-LBR scheme, e.g. in
Figure 4.12f, whose understanding is a matter of future research.
In terms of efficiency, the computational time needed for computing the action of
the exponential matrix on a vector, that is the product exp(τ A)u0 , largely depends on
the choice of the time-step τ , the final time T and the size of the images. Although
it is possible to directly choose τ = T and proceed in a single step, we prefer multiple
steps. In this way, by comparing two successive solutions uk+1 and uk , it is possible to
detect whether the evolution is sufficiently close to its steady-state. Our solvers that are
exact in time offer additional advantages over classical inexact methods, e.g. explicit and
implicit schemes, when one is interested in good approximations of intermediate results.

4.3.4

Possible non-linear extensions

So far, we discussed an anisotropic osmosis model with a specific a priori choice for the
anisotropic diffusion matrix W. In future work we expect to investigate the applicability
of the proposed anisotropic model to more general imaging applications. In particular, it
will be of interest to explore the non-linear anisotropic osmosis filter, where W(u) depends
on the normalised gradient direction of u itself, showing connections with non-linear
diffusion-based inpainting models.
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Connection with diffusion-based inpainting

To highlight the connection of the anisotropic diffusion term in (4.23) to specific diffusionbased inpainting models we state the following simple fact. The therein used directional
Hessian is recalled in Section 1.3.2.
Lemma 4.21. Let D2 u( · , · ) be the directional Hessian of u defined as in Definition 1.3 with
respect to the two orthonormal vectors z, z ⊥ ∈ R2 , defined as in (1.23) and depending on u. Let
b, z and W be defined as in Definition 4.12. Then
W(u) · D2 u = b21 D2 u(z, z) + b22 D2 u(z ⊥ , z ⊥ ).

(4.53)

Proof. A simple computation yields
b21 D2 u(z, z) = b21 z12 uxx + (b21 z1 z2 − b22 z1 z2 )uxy + b21 z22 uyy ;
b22 D2 u(z ⊥ , z ⊥ ) = b22 z22 uxx + (b21 z1 z2 − b22 z1 z2 )uxy + b22 z12 uyy .

(4.54)

Thus, b21 D2 u(z, z) + b22 D2 u(z ⊥ , z ⊥ ) = W(u) · D2 u. This concludes the proof.

In particular, for some specific choices of the vector fields b, the anisotropic osmosis
PDE (4.23) can be expressed in terms of directional diffusion matrices similar to the
ones described in the Examples 1.6, 1.7 and 1.8 of Section 1.3.2.
Example 4.22 (Classical osmosis and harmonic diffusion). For any choice of z and if b = (1, 1)
for every x ∈ Ω, from (4.53) we get W(u) = I, where I is the identity matrix. We thus recover
the isotropic osmosis PDE in (4.2):
ut = div (W(u) (∇u − du)) = div (∇u − du) = ∆ u − div(du),

(4.55)

where the term ∆ u is the standard harmonic diffusion inpainting term in Example 1.6.
Example 4.23 (Anisotropic AMLE-type osmosis). If b = (1, 0) for every x ∈ Ω, from (4.53)
the PDE (4.23) becomes
ut = D2 u(z, z) + div (W(u)) · ∇u − div(W(u)du),

(4.56)

where, for z defined by z := ∇u/ |∇u| , the term D2 u(z, z) is in the form of the non-linear
AMLE diffusion inpainting term as in Example 1.7.
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Example 4.24 (Anisotropic MCM-type osmosis). If b = (0, 1) for every x ∈ Ω, from (4.53)
the directional equation (4.23) becomes:
ut = D2 u(z ⊥ , z ⊥ ) + div (W(u)) · ∇u − div(W(u)du).

(4.57)

where, for z defined by z := ∇u/ |∇u| ,, the term D2 u(z ⊥ , z ⊥ ) equals the Mean Curvature
Motion diffusion inpainting term in Example 1.8.

However, the lack of both results similar to Theorem 4.17 and non-negative discretisation schemes for the non-linear anisotropic osmosis model makes the problem of interest
for future research.

Chapter 5
Imaging for Digital Humanities
In this chapter we discuss new imaging challenges arising in the context of Cultural
Heritage (CH) conservation. Our purpose is to hand in to specialists computer-aided
solutions to unveil hidden data, so as to improve their workflow during the restoration
process. Therefore, a key part of this process is to work closely with expert restorers so
as to understand the effective capabilities of the proposed approaches. This is what the
author of this thesis experienced in the course of his studies.
The contents of this chapter is the result of the following publications: [DPM15,
DPM17, DPA18, PCD18b, PCD18a, CDH+ 18].
After reviewing basic concepts in thermography in Section 5.1, in Section 5.2 we
introduce a new infra-red multi-modal diagnostic workflow for the detection of defects in
frescoes. Since this approach often requires to sample multiple images of the same object in
different positions, the resulting mosaicked output may suffer from light inhomogeneities.
Thus, the mosaicked image is post-processed via a specific implementation of the linear
osmosis filter (4.2) for an effective use in real situations. Our methodology is validated by
specialist restorers in a specific case-study: the restoration of “Monocromo” by Leonardo
da Vinci at Castello Sforzesco in Milan, discussed in Section 5.3.
In Section 5.4, we show other uses of the linear osmosis filter (4.2) in CH imaging.
Similarly to Section 5.2, here the light correction step is fundamental in producing falsecolour images from multiple sampled images: this improves the inspection possibilities
for restorers. Also, the linear osmosis filter reveals its potential for the multi-modal data
integration, by means of fusing data acquired with different methodologies.
In Section 5.5 we describe a semi-supervised procedure to segment and restore the
defects in damaged illuminated manuscripts, which are never restored in the real world
due to their delicate paper layer. Therefore, a digital restoration is performed via an
exemplar-based inpainting step.
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5.1

Basics of thermography

This section is a review of the thermography theory from [Mal01, MD09] and it is tailored
for a reader without expertise in this field. In what follows we make use of the following
unit (and sub-multiples) of measurements from the International System of Units (SI),
denoted in brackets [ · ]: metre [m], micro-metre [µm], Watt [W], steradian [sr] and Kelvin
[K].
The basis of thermal diagnostic imaging is the division of the electromagnetic spectrum
in different bands of wavelength λ, a small portion of which is visible to the human eye.
From Figure 5.1 we distinguish:
• the ultraviolet band (UV): from 0.10 µm to 0.38 µm;
• the visible band (VIS): from 0.38 µm to 0.76 µm;
• the near infra-red band (NIR): from 0.76 µm to 1.4 µm;
• the short-wavelength infra-red band (SWIR): from 1.4 µm to 3 µm;
• the mid-wavelength infra-red band (MWIR): from 3 µm to 8 µm;
• the long-wavelength infra-red band (LWIR): from 8 µm to 15 µm;
• the far-wavelength infra-red band (FWIR): from 15 µm to 100 µm.

10−1

100

101

102

Wavelength [µm]
Ultraviolet

Visible

NIR

SWIR

MWIR

LWIR

FWIR

Figure 5.1: Portion of the electromagnetic spectrum.

When an object is irradiated by a flux at a particular wavelength λ, it may behave
differently. Therefore, in industry the mechanical components are often inspected
via infra-red thermography which offers fast, repeatable and contact-less experiments,
without causing damage: such approach is called non-destructive analysis. All the infra-red
approaches can be grouped into passive and active thermography.
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In passive thermography, the object is evaluated during or immediately after its normal
usage, resulting in the heating of its components: significant temperature differences,
called hot spots, indicate a potential qualitative problem.
In active thermography, the object is heated and cooled in a controlled environment as
well as continuously monitored: different diffusion rates highlight the anomalies. Common
thermal stimulation methods are pulsed thermography, consisting of heating the specimen
briefly and then recording the temperature decay curve, step heating thermography, similar
to pulsed thermography with longer heating time and lock-in thermography, based on
thermal waves generated inside a specimen and detected remotely.
Black-body. A black-body is an object that absorbs all the energy irradiated by a source
and re-emits such energy as a perfect radiator independently from the direction θ and
the wavelength λ, until it reaches a thermodynamic equilibrium with the surrounding
environment. No other surfaces can emit more energy than a black-body for any given
temperature T and wavelength λ. The radiation emitted, from the black-body Lambertian
surface, is a function of T whose magnitude depends on λ.
Although it is a useful concept, pure back-bodies do not exist in nature but they can
be simulated from a cavity with a small aperture. Also, flat surfaces with a perfectly
absorbing coating are considered as black-body. In practice, real black-bodies differ from
perfect black-bodies, e.g. in a cavity-type black-body, the emission is not isotropically
diffused on the entire hemisphere but rather is limited to a vertical cone of small degree.
Etendue. The etendue characterises the amount of light diffused from a surface S in
an optical system, in terms of the area and the angle of view. From Figure 5.2, let dS
be a infinitesimal surface element with normal nS , immersed in a medium of refractive
index n (usually n ≈ 1 for the air). We assume that dS emits a light directed at a solid
angle dΩ, i.e. the amount of the field of view of a detector positioned at an angle θ with
respect to the normal of the surface nS . Thus, the area of dS projected into the direction
of the light propagation is dS cos θ and the etendue of this light crossing dS is defined as
dG = n2 dS cos θ dΩ,

[m2 ].

(5.1)

In a source-detector system, let Σ be the extended surface of a light source and S the
extended surface of a detector, whose differential elements are dΣ and dS , respectively.
We suppose that Σ and S are at distance d and separated by a medium of refractive
index n. Also, let dΩΣ the solid angle defined by dS with respect to dΣ and dΩS the solid
angle defined by dΣ with respect to dS . The infinitesimal etendue of the source Σ that
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Figure 5.2: The etendue for a differential element dS in 2D (left), 3D (middle) and the
source-detector system in free space (right). Diagrams by Jcc2011, Wikimedia, CC BY-SA 3.0.

emits a light towards the surface S is given by
dGΣ = n2 dΣ cos θΣ dΩΣ = n2 dΣ cos θΣ

dS cos θS
.
d2

(5.2)

At the same time, the etendue of the light crossing dS from dΣ is given by
dGS = n2 dS cos θS dΩS = n2 dS cos θS

dΣ cos θΣ
.
d2

(5.3)

Thus, dGΣ = dGS and the total etendue of the system is the sum of all the contributions:
n2
G= 2
d

Z Z
Σ

S

cos θS cos θΣ dS dΣ.

(5.4)

Spectral emitted and incident radiance. The spectral emitted radiance in wavelength
of a source Σ is the amount Φe of the flux emitted at a given wavelength λ from the
source patch dΣ and received by a surface patch dS positioned at a specific angle of view,
see the etendue. It is defined as:
d
Lλ (λ, θΣ , Φe ) =
dλ

d2 Φe
dGΣ

!

,

[W/(sr m3 )].

(5.5)

The energy can be emitted from a source Σ or incident to a surface S : in the latter case,
the flux incident is denoted by Φi and consequently Lλ (λ, θS , Φi ) is the spectral incident
radiance. Note that when radiance is conserved, then Φe = Φi .
Spectral and total exitance. The spectral exitance, called Mλ (λ), is the spectral
radiant flux per unit area and wavelength associated to the emission in the hemisphere
above the patch dΣ. If the spectral and directional distributions of the spectral radiance
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are known, then the radiant flux per unit area for an emitting surface can be computed
by integrating Lλ (λ, θΣ , Φe ) over any finite angle and finite wavelength interval. For
Lambertian emitters that approximate reasonably well many real surfaces, since the
emitted radiation is independent of the direction, then Lλ (λ, θΣ , Φe ) = L(λ, Φe ) and
Mλ (λ) = πLλ (λ, Φe ),

[W/m3 ].

(5.6)

The total exitance is the radiant flux per unit area emitted over all wavelengths:
M=

Z

∞

0

Mλ (λ) dλ,

[W/m2 ].

(5.7)

Spectral and total irradiance. The spectral irradiance in wavelength of a surface
dS is the spectral radiant flux Φi , received from a source Σ at the wavelength λ, incident
to a surface per unit area of the surface from all directions in the hemispheric space
above the surface considered:
d
Eλ (λ) =
dλ



dΦi
,
dS


[W/m3 ].

(5.8)

The total irradiance is thus defined as the radiant flux at all wavelengths incident on a
surface per unit area and from all directions E :
E=

Z
0

∞

Eλ (λ) dλ,

[W/m2 ].

(5.9)

Note that for the irradiance the surface considered is the actual surface dS , while for the
radiance, this is the projected surface dS cos θ.
Planck’s law. The Planck’s law describes the distribution of emitted energy as a
function of the wavelength λ for a given temperature T . The spectral radiance for a
black-body per unit surface and per unit of solid angle is
Lbb
λ (λ, T ) =

2hc2
λ5



exp



hc
λkB T



−1

,

[W/(sr m3 )],

where:
• h = 6.626 076 × 10−34 J s is the Planck constant;
• c = 2.997 924 58 × 108 m/s is the speed of light in vacuum;
• kB = 1.380 658 × 10−23 J/K is the Boltzmann constant.

(5.10)
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By using the first and second radiation constants, (5.10) is rewritten as:
Lbb
λ (λ, T ) =

c1
λ5

exp

c2
λT



,

−1

[W/(sr m3 )],

(5.11)

where:
• c1 = 2hc2 = 1.191 043 9 × 10−16 Wm2 /sr is the first radiation constant;
• c2 = hc/kB = 1.438 769 × 10−2 m K is the second radiation constant.

It is common practice to represent Planck’s law with a family of curves, see Figure 5.3:
for a given temperature, the magnitude of the emitted radiation varies with the wavelength.

Figure 5.3: Black-body curves of Planck’s law for various temperatures and comparison with
classical theory of Rayleigh–Jeans (graph by Darth Kule, Wikimedia Common).

Wien’s displacement law. The peak of radiation curves for a black-body at different
temperatures is a line given by:
λmax =

c3
,
T

[m],

(5.12)

where c3 = 2.8977729(17) × 10−3 m K is the third radiation constant. For instance, assuming
that the Sun surface temperature is at about 6000 K, from the Wien’s displacement law
the Sun peaks at 0.5 µm, right in the middle of visible spectrum.
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Stefan–Boltzmann law. For a given temperature T , the total exitance for a blackbody M bb is obtained by integrating the Planck’s law for all wavelengths (0 ≤ λ < ∞):
M bb (T ) = σT 4 ,

(5.13)

where σ = 5.670373(21) × 10−8 W/(m2 K4 ) is the Stefan–Boltzmann constant.
Radiation emitted in a spectral band. The fraction F (λ1 , λ2 ) of the total emission
in a spectral band (λ1 to λ2 ) is obtained by integration of Planck’s law:
R λ2

F (λ1 , λ2 ) =

1
Rλ∞
0

Lbb
λ (λ) dλ
=
bb
Lλ (λ) dλ

R λ2
λ1

Lbb
λ (λ) dλ
= F (0, λ2 ) − F (0, λ1 ).
σT 4

(5.14)

Since the black-body radiation emitted is null in the visible spectrum because it radiates
almost all its energy in the infra-red band, the black-body appears black to the human
eye and infra-red thermal inspection turns useful for non-destructive analysis.
Real surfaces. Any body at temperature T > 0 K, the absolute zero, emits heat (or
thermal) radiation which depends on the wavelength λ and T . When real surfaces receive
an incident flux Φλ,i , a fraction Φλ,a is absorbed, a fraction Φλ,t is transmitted and a
fraction Φλ,r is reflected: therefore real surfaces do not behave as black-bodies. In general,
these quantities depend on the wavelength, the orientation, the temperature and the
surface quality, e.g. its smoothness or the presence of contaminants.
While reflected flux does not affect the object, absorbed flux increases the internal
thermal energy: by the conservation law, it holds that
Φλ,i = Φλ,r + Φλ,a + Φλ,t .

(5.15)

Some objects have specific features: for instance, in opaque bodies Φλ,t = 0, in perfect
mirrors Φλ,a = Φλ,t = 0, while in black-bodies all the incident flux is absorbed, i.e.
Φλ,i = Φλ,a . In general, terms on the right hand side of (5.15) are specifically weighted
following specific radiative properties of the material, related to the reflection ρ, absorption
α and transmission τ coefficients.
Spectral absorption. The spectral absorption is defined as the ratio between the
incident flux and the absorbed flux:
αλ =

Φλ,a
.
Φλ,i

(5.16)
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Spectral reflectance. The spectral reflectance is defined as the ratio between the
incident flux and the reflected flux:
ρλ =

Φλ,r
.
Φλ,i

(5.17)

For isotropically diffusive Lambertian surfaces, the reflected radiance is uniform within
the hemispherical space above the surface, being independent of the reflected direction.
In ideal (loss-less) diffuse reflector, the incident flux is totally reflected and ρ = 1; in
practice, surfaces are considered either perfectly specular mirrors or isotropically diffusive.
Spectral transmission. The spectral transmission is defined as the ratio between the
incident flux and the transmitted flux:
τλ =

Φλ,t
.
Φλ,i

(5.18)

Spectral emissivity. The amount of energy that a surface radiates at a fixed temperature T is regulated by a parameter called spectral emissivity and denoted by ελ . For
black-bodies, the radiant exitance for a fixed temperature T and wavelength λ is governed
by the Planck’s law in (5.11), provided that ελ = 1 for all λ. However, real surface have
non-constant ελ ∈ [0, 1]: thus, the ideal black-body curve must be corrected by a factor
ελ related to ability of the surface to emit energy. The emissivity ελ is a dimensionless
quantity defined as
ελ =

Lλ (λ, T )
.
Lbb
λ (λ, T )

(5.19)

For example, ελ in metals increases with temperature and it is rather constant up to an
certain angle of observation; in non-metallic materials it increases with the directionality.
Objects with constant emissivity are called grey-bodies while in coloured bodies the emissivity
varies with λ. In general, the emissivity of a given surface S is a function of the angle of
observation, the wavelength, the body temperature and time of exposure.
Uncertainty about ελ is a major concern in infra-red radiometry, which is based on
the measurement of radiated energy since emissivity and temperature are linked together
Lλ (λ, T ) = ελ Lbb
λ (λ, T ).

(5.20)

Thus, the measurement of the temperature T requires the knowledge of ελ and vice-versa.
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Figure 5.4: Black-body and real surface emission: comparison of the spectral emittance.

Kirchoff’s law of thermal radiation. When considering the flux exchange on a semitransparent object in its environment, the spectral reflection ρλ , the spectral absorption
αλ and the spectral transmission τλ are linked together by the Kirchoff’s law:
ρλ + αλ + τλ = 1.

(5.21)

Of course, this relation is valid for similar spectral and directional conditions. For an
opaque object, i.e. with τλ = 0, it simplifies to
ρλ + αλ = 1.

(5.22)

The general form of Kirchoff’s law provides a link between the absorption and emission
processes and thus between emissivity and absorbance since
ελ = αλ .

(5.23)

This is demonstrated by considering a small object within a closed opaque cavity, assumed
as a black-body at thermal equilibrium, where all involved fluxes are compensated since
the temperature is equal. In particular, the absorbed flux is equal to the emitted flux and
thus the condition (5.23) holds. If for a given surface, spectral emissivity and spectral
absorption do not depend on the direction and wavelength conditions, this surface is
called Lambertian for the direction independence and grey for the spectral independence.
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Radiometric measurements. Under controlled circumstances, an infra-red camera
can be assumed as a radiometer detector, being able to convert the recorded radiometric
values into temperatures. In the air medium with trasmission coefficient close to 1,
the radiance Lλ,det received by a camera detector from an opaque surface object S at
temperature Tobj and irradiated by a light source Σ is expressed by
Lλ,det = ρλ Lλ (λ, θΣ , Φe ) + (1 − ρλ )Lbb
λ (λ, Tobj ),
|

{z

reflected

}

|

{z

emitted

(5.24)

}

where ελ is the emissivity of the object S , with ελ = 1 − ρλ , Lλ (λ, θΣ , Φe ) is the spectral
radiance from the source Σ reflected by S and Lbb
λ (λ, Tobj ) is the spectral radiance of the
black-body emitted at the object temperature. The (5.24) holds for standard spectral
bandwidths of interest for thermography (3 to 5 and 8 to 12 µm), small distances (below
2 m) and when no absorbing gas, dust or water vapour droplet is present. When the
emissivity ελ is close to 0, or equivalently ρλ close 1, and when no other external objects
close to the camera contribute to the reflection, then the radiometric signal recorded by
the camera Lλ,det can be used to extrapolate the radiometric measures of interest.
For an ideal instrument, a measure could be derived by considering the radiometric
signal and the temperature of the object Tobj . However, such ideal situation does not
exist in general and we must consider intrinsic limitations of the camera to perform truly
quantitative measurements, for instance:
• the vignetting and aberration of the optical system;
• the non-uniform spectral response of the instrument;
• the non-linear response of the instrument in its dynamic range;
• image distortions produced by the mechanical process in the image formation;
• the infra-red detector in the camera, sensitive to the self-emission of the camera.

5.2

Dual-mode mid-wavelength infra-red imaging

Nowadays, optical methods are excellent tools in metrology and diagnostics [Yos15, Ras15].
In CH imaging, non-invasive techniques based on thermal analysis are widely used for the
scientific study of paintings, allowing both contact-less and wide-field in situ inspection
of the multi-layered features, e.g. the painting support, pictorial and surface layers.
In particular, wide-field measurement is facilitated by the rapid development of
acquisition devices, image-processing algorithms and hardware. Thus, qualitative and
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quantitative progresses in optical diagnostic techniques are possible [PSS96, SSAP03,
AP04, HGH07, FAZ+ 06, TICS+ 12, TI12, Lia12, AB13], and the impact of new multidisciplinary investigative tools is traceable [CMPP04, CEPS17].
Specifically, infra-red bands are able to provide useful information of surface and
sub-surface layers, thanks to the different physical interaction between radiation and the
material under examination. For example, the multi-spectral infra-red reflectography, up
to MWIR [VAdB68, DF11], can reveal the hidden features thanks to the low scattering
across the pictorial layers and the transparency of the paint layers in the NIR, e.g.
preparatory drawings and repaintings, while the infra-red thermography in the LWIR
[Mal01, DRD14] can reveal deep structures thanks to the thermal contrast induced by
heat waves propagation, e.g. internal defects and lack of homogeneity.
However, the analysis of wall paintings differs from the one of drawings and it is much
more complex: the traditional reflectography technique is less effective due to the specific
optical properties of the paint layers, e.g. diffusive medium and different supports. Thus,
multi-modal approaches are tailored to extract information from the different matterradiation interaction properties of the layer. For example, thermography can be coupled
to holography [ICSA+ 10] or to reflectography [ADDB+ 10] and the exploitation of different
IR bands is often useful [DPA+ 11]. In particular, the Thermal Quasi-Reflectography
(TQR) [DAPP12] exploits the MWIR band of pictorial layers in frescoes, so as to detect
features that are not emphasised by the conventional infra-red reflectography.
In the following, we describe a dual-mode MWIR imaging acquisition, based on TQR,
for the detection of sub-layer defects in wall paintings.
Multi-purpose, dual-mode MWIR imaging in a nutshell
We intend to introduce a new dual-mode MWIR methodology based on a setup of a
thermal camera combined with multiple radiation sources. Thus, two radiometric image
datasets are acquired: the image in quasi-reflectography mode and the thermal sequence
in emission mode. The resulting dual-mode thermal stack can be combined together to
extract useful information. The proposed approach has the following advantages:
• acquisition of complementary surface and sub-surface information with an imaging

setup based on a single camera in a fixed geometry;
• registration of the thermal emission imaging to the visible one, otherwise impossible

due to the blurring effect of heat diffusion: this is possible since the TQR in the
MWIR range is a surface technique that provides images near the diffraction limit;
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• computation of the emissivity map in support of the thermographic analysis from

the quasi-reflectance map, acquired by the TQR modality.
The main concepts of the proposed dual-mode procedure are summarised in Figure 5.5.
In particular, the detection of structural defects by IR thermography is well described in
literature [Mal01]. Also regarding the possibility to discover underdrawings, we point out
that IR thermography after flash application [DRD14] is not ideal: because of the low
resolution of IR cameras, a better choice is to use dedicated equipment [DF11, ADDB+ 10].
Multipurpose
dual-mode imaging
uses

MWIR Camera
in

in

Emission mode
(IR Thermography)

Reﬂection mode
(TQR)

Different surface materials
to detect

to detect

to detect
to obtain

Underdrawings
(after ﬂash application)
Structural defects

A rought emissivity map

such as

Sub-superﬁcial
detachments

Buried structures

to correct

spatially registered to
to obtain

Sub-superﬁcial cracks

A TQR Image
(acts as a visual reference)

Effective identiﬁcation
of sub-superﬁcial detachments

Figure 5.5: Schematic description of multi-purpose dual-mode imaging.

However, as all the measurements in Figure 5.5 are taken by the same recording
device, images are spatially aligned and image fusion could be easily accomplished.
In the following, the focus is on a full exploitation of TQR potentialities and on the
detection of sub-superficial detachments by IR thermography powered by TQR results.

5.2.1

Thermal Quasi-Reflectography (TQR)

The core of the TQR imaging modality is the observation that an object with constant
emissivity at room temperature has a very low emission in the MWIR band. Indeed, if
the surface temperature is supposed to be at 293 K, then the object emits about 1% of
its thermal energy in the 3 µm to 5 µm range, following the the in-band Planck radiant
emittance (the radiant flux emitted by a surface per unit area).
By sending a suitable thermal stimulus in the MWIR from light sources and limiting
any heating of the surface object, a MWIR thermal camera can record a signal dominated
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by the reflected radiation and produces a TQR image of the surface, revealling details
not detectable by conventional techniques, see [DAPP12].
TQR sources
Ideal TQR sources should exhibit specific features. Indeed they should be:
• large, stable and with a smooth spectrum in the MWIR range;
• capable of providing uniform irradiation over a “large” area, (e.g. a field of view of
1 m2 ), thus enabling effective field measurements;
• safe for artworks and workers, with rapid heating-up and cooling-down features, as

well as with small residual convection heat;
• heat the target surface as little as possible, so as to limit spurious contributions

due to emission.
Such sources are not available in the market thus they are specifically designed following
[DAPM13]: the spectrum was modelled in grey-body approximation, starting from the
temperature and emissivity of filament, the transmission of the envelope, plus the emission
of the envelope; the Wien peak is matched to the MWIR in the range of temperature
from 575 K to 975 K.
These custom sources are implemented starting from quartz elements with iron-chrome
aluminium wires, producing a large MWIR signal, and polished with aluminium reflectors.
A suitable sapphire IR window is used to match MWIR band and to cut off unwanted
thermal radiation. The elements are equipped with a thermocouple for monitoring the
surface temperature. Also, the system is controlled so as to maintain a constant working
temperature for the lamps.
TQR reflectance
The MWIR reflectance, defined as the ratio between the incident and reflected radiant
flux in the MWIR, is obtained as TQR measurement relative to a Lambertian certified
reflectance in-scene target of known reflectance value.
Let S be the TQR radiometric image, Sref be the averaged TQR radiometric image
measurement on the reference target and ρref be the reflectance of the certified target
(averaged in the MWIR). Then, the TQR reflectance, called ρTQR , is calculated point-wise
at the sampled pixel (i, j) as follows:
ρTQR
= ρref
i,j

Si,j
.
Sref

(5.25)
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The map ρTQR is the in-band diffuse reflectance in the MWIR, integrated spectrally by
computing the overall system response and angularly in the view collecting factor.
In the context of large wall paintings, the use of full-field calibrating panels is not
practicable for in situ measurements. In our setup a partial-field target of 2 in is adopted:
this may affect the calibration of reflectance value due to the spatial inhomogeneity in
the surface signal, see the discussion in the case study of Section 5.3.
The quasi-reflectography measurement
We analyse the contribution of the surface thermal emission in the quasi-reflectography
approximation, so as to evaluate the accuracy of the measured reflectance ρTQR .
For a given object temperature Tobj , the influence of the radiation emitted by a surface
element increases when its reflectance ρ decreases. Note that the short measurement
distance typical of the TQR setup (about 1 m) implies that the attenuation due to ambient
atmosphere is negligible.
By denoting with Φe the radiant flux of the MWIR source Σ incident on the surface
and with Φbb (Tobj ) the black-body radiant flux at object temperature, then the radiometric
chain for TQR imaging that gives the radiation flux incident on the detector Φdet , in
terms of the contributions reflected and emitted by the object, is expressed by
Φdet = ρΦe + (1 − ρ)Φbb (Tobj ) .
|{z}

reflected

|

{z

emitted

(5.26)

}

All the contributions in (5.26) include the dependences on the acquisition setup
geometry and camera properties, which are fixed during the measurements; the detector
signal is then integrated over the wavelength in the MWIR band, accounting for the
spectral dependence of the specific system response and source stimulus.
In the quasi-reflectance measurement the relative signal discrepancy due to the emitted
radiation, in regard to an ideal reflectance measurement ρ, is expressed by
∆Φ
Φdet − ρΦe
(1 − ρ) Φbb (Tobj )
=
=
,
Φ
ρΦe
ρ
Φe

(5.27)

which provides the accuracy of the TQR-measured reflectance.
As an example, for a black-body source picked at 4 µm in the electromagnetic spectrum
(T = 724 K) and a range of temperatures safe for the artwork Tobj = 293 K, we obtain a
MWIR in-band quantity Φbb (Tobj )/Φe ≈1e−3, see Figure 5.6.
The fraction of reflected radiation, i.e. the first term in (5.26), with regard to the total
one received by the detector is depicted in Figure 5.7. The graphic shows that in the
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Figure 5.6: The in-band quantity M (Φbb (Tobj ))/M (Φe ) for an object with different temperatures and a MWIR source nominally picked at 4 µm (T = 724 K). This graph shows that TQR
is safe for artworks by controlling the range of T .

range of working temperature, the measurement is performed in a very good reflectance
approximation for different values of the object reflectance for non-metallic materials
and that such approximation is stable under small variations of the object temperature.
Finally, the calibrated reflectance can be obtained after measuring the detector
response on the reference reflectance target: by supposing that the target and the object
are at the same temperature (i.e. avoiding any heating by the TQR source) and by
interpreting (5.26) in terms of the signal recorded instead of the flux, then the actual
point-wise reflectance is given by the following
ρTQR
= ρref
i,j

bb
Si,j − Si,j
(Tobj )
,
bb
Sref − Si,j (Tobj )

(5.28)

bb
where the spurious backbody signal Si,j
(Tobj ) from the emission flux Φbb in (5.26) is
subtracted. In practice, (5.25) is preferred over (5.28): thus ρ is called thermal quasi reflectance.

TQR examples
As previously said, in a TQR measurement the recorded signal is dominated by reflected
radiation. Since reflectivity values depend on the materials and on the surface structure,
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Figure 5.7: Stability of TQR measurements. The semi-log plot shows the ratio between the
radiation reflected by the object and total radiation incident on the detector, for different ρ
and T : small variations of 1 degree that may occur during in-situ measurement are not critical.

TQR is very effective in differentiating surface elements [DAPP12, DPM15, DAPM13],
also without the calibration step by a reference target.
In Figure 5.8 we show the TQR ability to detect different materials, binders and
surface treatments in comparison to IR standard reflectography. Here, the lines are
drawn with red pigment using different techniques: TQR is very sensitive to surface
materials and roughness and differentiates pigment-binder-protective layers where SWIR
reflectography is not effective.

(a) Visible

(b) TQR

(c) SWIR reflectography

Figure 5.8: Fresco mock up. In columns: fresco (A); secco with no binder in smooth (B) and
rough (C) surface; secco with limewash (D). In rows: different protective layers; vinyl coat (1)
and rabbit-skin glue (2) have low MWIR reflectance.

5.2 Dual-mode mid-wavelength infra-red imaging
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In Figure 5.9 the TQR is applied in situ to real artwork: TQR is capable to map
pigments in ancient frescoes not detected by SWIR reflectography.

(a) Visible

(b) TQR

(c) SWIR reflectography

Figure 5.9: Detail of a 16th century Venetian fresco.

5.2.2

Emission and reflection dual-mode imaging

In the dual-mode acquisition setup, we propose to go a step further. A single thermal
camera is positioned in front of the object under investigation, in a fixed optical and
geometry configuration, for recording two spatially aligned datasets both in emission
mode and in reflection mode. The system employs multiple excitation sources: the
sources for the emission and reflection mode (see Figure 5.10 for a sketch of the proposed
dual-mode acquisition setup).

Figure 5.10: Dual-mode imaging setup.

The heating sources for emission mode measurements are two quartz tungsten halogen
lamps (1250 W): these are shuttered down to remove the transient cooling effects after the
switching off. In the present setup, the shuttering step is mandatory since the residual
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heat of the high temperature halogen bulb matches the sensor. This is of particular
importance when inspecting painted surfaces that are not high in emissivity. Indeed, the
transient cooling-down signal of the bulbs can be reflected back, thus dominating the
recorded signal in thermal inspection [DPM15]. The non-heating sources for the TQR
mode measurements, are customized as detailed in Section 5.2.1.
Dual-mode MWIR proposed workflow
The diagnostics is performed using the acquisition setup sketched in Figure 5.10; this
setup gives, for each area, two spatially registered datasets: an MWIR image in the
quasi-reflectography modality (TQR) and a thermal sequence, in the thermography
modality, after long-pulse heat stimulus. The measurement workflow can be summarised
as follows:
1. turn on the TQR sources for the reflection mode;
2. record two TQR images: one with and one without a calibration target in scene;
3. turn off the TQR sources and wait;
4. turn on the heat sources for the emission mode;
5. start to record the thermal sequence;
6. turn off the heat sources and shutter down the heat sources;
7. record the cooling.
Thus, as post-processing step one can compute the emissivity parameter ε from step
two, that is used for adjusting the thermal sequences in step five, as detailed below.
TQR-based emissivity correction
The evaluation of the emissivity parameter is an important stage in infra-red thermography
and it is a particularly critical issue when the surface is heterogeneous. Common
methods to compute the emissivity are based on the use of reference emissivities (e.g.
stickers, in thermal equilibrium with the surface) or reference temperatures (e.g. contact
measurements on the object). In our case, the TQR technique provides a non-invasive
and contact-less alternative method to compute the emissivity in artwork diagnostics.
In what follows we assume that the grey body approximation is valid since in painting
diagnostics we usually deal with non-metallic materials and dependencies of the emissivity
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from temperature range, wavelength, and angle are not relevant in the TQR setup. In
our case, the main parameters affecting the emissivity are the kind of material itself and
the surface structure at micro-roughness level.
By considering that the MWIR wavelengths do not penetrate painting layers, i.e. that
the surface reflectivity can be given as reflectance, and taking into account the Kirchhoff’s
law and energy conservation for the incident radiation of an opaque body, we obtain an
approximate estimation of the surface emissivity ε, calculated point-wise for the sampled
pixel, from the values of the reflectance map measured with the quasi-reflectography
technique (5.25)
εi,j = 1 − ρTQR
(5.29)
i,j .
However, the TQR and the thermography images are still affected by aberrations
that lead to different spatial resolutions: the thermographic image is more blurred than
TQR due to the features of thermal diffusion. This issue is taken into account by proper
filtering the TQR image before calculating the emissivity correction map using (5.29).

5.3

Osmosis filter for MWIR imaging: a case study

In this section we apply the multi-modal MWIR workflow to a particular case study: the
notable restoration of the mural painting “Monocromo” by Leonardo da Vinci in Milan1 .
The effectiveness of our non-destructive analysis has been validated in situ by specialist
restorers from “Opificio delle Pietre Dure” of Florence2 . In particular, we will use an
efficient version of linear osmosis filter in (4.2) for large images to produce dual-mode light
balanced mosaicked images at disposal of restorers, registered to a visible orthophoto of
reference, thus allowing inter-frame comparison while preserving the intra-frame features.

5.3.1

The “Monocromo” fresco by Leonardo da Vinci

The room at the first floor of the north-east great tower of Sforza Castle in Figure 5.11
is called Sala delle Asse and it was named after wooden planks that cover the walls with
the aim to prevent dampness in the room. The room was a significant and important
place where Sforza family welcomed their guests and ambassadors.
In 1498, Leonardo Da Vinci was called to Milan by Ludovico Sforza, known as il
Moro (the moor), to perform the pictorial decoration of the room. He promised he would
Sala delle Asse. Castello Sforzesco, Milan. www.saladelleassecastello.it
The “Monocromo” data are sensitive: restricted access is subject to the approval of “Soprintendenza
Castello, Musei Archeologici e Musei Storici”, Milan. The diagnostics were supported by Dr Francesca
Tasso (Soprintendenza of Castello Sforzesco).
1
2
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Figure 5.11: Sala delle Asse at Castello Sforzesco (Milan).

finish the work within few months. Leonardo (probably with some helpers) painted on
the vault of the room a fake arbour, composed of a series of branches and golden ropes,
intertwined. He also depicted a gate door and the roots of a tree in the walls: these
frescoes are named Monocromo and are shown in Figure 5.12. At present, we do not know
if the decoration had ever been completed.

(a) Left wall.

(b) Right wall.

Figure 5.12: Orthophotos of the “Monocromo” by Leonardo Da Vinci. Copyrighted material.
Courtesy of Culturanuova S.r.l.

From 1499, a decline period started for the castle and the Duchy of Milan was
conquered by the French. Thus, the castle was turned into a military barracks and
the Sala delle Asse was used as stable. Thus, a layer of white plaster was painted all
over Leonardo’s frescoes, removed only at the end of the nineteenth century. The last
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restoration was performed around 1950 and since 2006 the room has been the object of a
new restoration, still in progress.
Description of the problem
At first glance, the wall is highly damaged with plenty of patches, holes and sub-superficial
voids, see Figure 5.13. Thus, restorers, would like to analyse these defects in a noninvasive manner so as to produce a map of sub-superficial holes of different size and
shape. This map would be extremely helpful for restorers: indeed, their aim is to fill in
the holes with a proper gripping paste, to prevent the fresco from falling off the wall.

Figure 5.13: Example of defects to be mapped and fixed by restorers.

Working in situ close to professional restorers, we learnt that the current approach is
to recognise sub-superficial defects by means of knocking on the wall and listening to the
different sound responses. Of course, this method is not very precise, very invasive and
also very sensitive to subjective judgement of the experts. In general, it is not a good
practice to touch the artwork since it could be damaged.
Therefore our contribution aims to improve the workflow in the treatment of the
surface materials and the consolidation of the sub-surface detached pieces: spatial
resolution, full-field screening and spatial alignment of the visible fresco are regarded by
the operators as mandatory factors for the effectiveness of the analysis.
The dataset and the workflow
We have previously seen that the TQR is a non-destructive methodology for detecting
different wall structures and materials. Therefore, we sampled 33 TQR images with a
thermal camera, used as a radiometer, on a portion of the artwork: each TQR image
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is normalized by a reference target. Here multiple images are sampled due to the large
size of the wall and to the aim of having a sub-millimetre precision in the pixel size.
Then, we estimated the geometric transformation to register each TQR image onto
a visible orthophoto of reference: this produces a large TQR mosaic of 4717 × 7066
pixels. Since the mosaic is affected by light inhomogeneity, i.e. an artefact equivalent
to constant rectangular shadows, we post-processed the image by applying the linear
osmosis filter (4.2) for the shadow removal problem via the efficient dimensional splitting
implementation for osmosis discussed in Section 4.2, so as to deal with very large images
and produce a useful output for restorers.
The equipment
The dual-mode MWIR imaging described in Section 5.2 is performed with an acquisition
setup of multiple excitation sources and a single camera in fixed geometry and optical
configuration, with a sub-millimetre spatial resolution of about 0.5 mm, see Figure 5.14.

Figure 5.14: Dual-mode measurement setup on “Monocromo” fresco.

For each region of interest we sample two spatially registered datasets: the thermal image in the quasi-reflectography mode (TQR) and the high-frame (120 Hz, 3 ms integration
time) thermal sequence in the thermography mode after long-pulse heat stimulus.
We used a scientific camera FLIR X6540sc, equipped with a cooled InSb detector
(640×512 array, 15 µm pixel pitch), response sensitivity in the MWIR and typical NEDT
(noise equivalent differential temperature) of 20 mK, 14-bit dynamics, 25mm lens with
22°×17° FOV. Beside high sensitivity and accuracy, the camera enables full access to the
radiometric data at sensor level as well as to any in-house correction and conversion.
The TQR sources are two custom IR lamps controlled in power with the emission
spectrum matched to the mid-IR quasi-reflection range, designed with quartz elements
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(kanthal alloy filament) and a suitable filtering IR window (sapphire). The heating
sources for thermography are two quartz tungsten halogen lamps of 1250 W.
The calibration of the TQR reflectance is made with an “Infragold Diffuse Reflectance
Target” of 2 inches size, certificated by Labsphere Inc., see Figure 5.15: it is often used
to calibrate spectrometers and remote sensing instruments since it exhibits a constant
diffuse reflectance between 92–96% (here assumed to be 95%) in the MWIR.

Figure 5.15: Infragold target and reflectance curve.

The thermal sequence was acquired at 120 Hz after a 120 s long-pulse heat stimulus. In
the recording phase we used the native ResearchIR Max 4 software package that enables
camera control and advanced data recording.
In what follows, the post-processing steps are performed in MATLAB 2016b on a
MacBook Pro (Retina, 13-inch, Early 2015), 2,9 GHz Intel Core i5, 8 GB 1867 MHz
DDR3.

5.3.2

TQR registration to visible orthophoto

The registration of multiple TQR images onto a visible reference orthophoto is the
first crucial stage. Indeed, when large portions of frescoes are under restoration, a
comprehensive high resolution map of emissivities overlapped with the visible fresco
would increase the quality of the analysis performed by restorers, allowing a multi-modal
inspection of different regions far apart. Moreover, the benefits of a registered multimodal dataset onto a reference orthophoto are not limited to the present days: future
inspections with different techniques would also benefit from an aligned emissivity map.
Unfortunately, the imperfect position of the camera in front of the wall due to space
limitation of the environment, lens distortion, the different spatial resolution of visible
orthophotos with TQR images and the lack of control points render the projection
problem challenging. However, some features (craquelures, stucco works, etc. . . ) are
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still recognizable in both visible and TQR images enabling a manual identification of
craquelures-like defects to drive the projective geometric transformation.
In MATLAB, control points driving the registration process are selected via the Control
Point Selection Tool cpselect.m. The projective transformation is computed via the routine
fitgeotrans.m, with which we estimated the transformation that maps the moving points
(in TQR domain) onto the fixed points (in orthophoto domain), respectively the red
and blue points in Figure 5.16. Both routines are part of the Image Processing Toolbox
in Matlab. The only requirement for a correct estimate of the transformation map is a
well-distributed covering of control points in the TQR frame.

Figure 5.16: Registration of TQR frame onto orthophoto (and viceversa). Control points in
TQR domain (red) and in the orthophoto domain (blue) match via the dashed yellow lines.

In an ideal dual-mode imaging experiment, the transformation mapping TQR image
onto the visible orthophoto will drive the same geometric registration of thermal images
sampled at the same position in front of the wall onto the visible orthophoto. However,
an automatic dual-mode craquelure-based registration process is left for future research.

5.3.3

Light correction in TQR mosaic via osmosis filter

For each TQR frame spatially aligned with the visible orthophoto we compute the
reflectance and emissivity image as depicted in Figure 5.17.
However, once all TQR images are processed, the resulting TQR mosaic in Figure 5.18b, registered onto the visible orthophoto in Figure 5.18a, may still suffer from
non-uniform irradiance. This is due to different factors including, but not limited to, the
use of a partial-field target to calculate the pixel-wise correction, inaccurate positioning

5.3 Osmosis filter for MWIR imaging: a case study

203

(a) Raw radiometric data.

(b) Target in-scene.

(c) Target segmentation.

(d) Calibrated reflectance.

(e) Calibrated emissibity.

(f) Aligned visible.

Figure 5.17: TQR workflow for the single frame.

of the lamps, an incorrect displacement of the reference target or a change in the environmental temperature conditions. Such difficulties occur typically in the in situ setup
due to the limited working space. In order to avoid this, a post-processing light intensity
correction step can be applied.
To this end, we apply a drift-diffusion PDE introduced in [VHWS13, WHBV13] and
discussed in Chapter 4, with multiple applications in image processing: among these, its
ability to remove constant shadows from images suits our purposes.
Therefore, the osmosis filter (4.2), in the specific shadow removal version (4.8), is
applied to the TQR mosaic composed by multiple TQR images: here, we identify the
border of each TQR frame as a shadow edge. Indeed, we assume that each TQR frame is
affected by a constant light inhomogeneity, when compared to other TQR frames, which
is due to measurement errors introduced by the camera position.
However, the large size of the TQR mosaic would slow down post-processing: since a
light corrected TQR mosaic is needed to be at the disposal of the restorers in a reasonable
amount of time, we need an efficient numerical solver for the osmosis filter. In [CEGP17],
it has been already shown for the osmosis filter how Alternating Directional Implicit
(ADI) splitting methods along spatial dimensions, like Douglas and Peaceman–Rachford
methods, outperform the non-splitting iterative methods, e.g. BiCGStab applied to the
implicit Euler scheme (B.E.) which strongly depend on the iterative parameters and

Imaging for Digital Humanities

204

proposed in [VHWS13, WHBV13], claiming a speed-up of more than 10 times in the
computational time. In [PCD17], more advanced ADI splitting methods have been used,
namely Additive Operator Splitting (AOS) and Multiplicative Operator Splitting (MOS)
methods, to compute a shadow-free TQR mosaic of size 7066 × 4717 in less than 10
minutes on our equipment. In particular, we emphasise the importance of the AVG
preservation in real applications since no information is lost when applying iteratively in
time the osmosis linear filter.

(a) Visible Orthophoto.

(b) TQR mosaic.

(c) Osmosis result (629 s).

Figure 5.18: TQR light-balance results via osmosis filtering: T = 1e5, τ = 1e3.

In Figure 5.19 we show the resulting emissivity mosaic from three TQR frames
overlapped, post-processed with the image osmosis filter and AOS splitting method. The
same workflow is then used for thermal frames.

5.3.4

Validation by specialist restorers

For this project we worked closely with restorers and our results have been validated
in front of the “Monocromo” by Dr Paola Ilaria Mariotti, specialist restorer within the
Opificio delle Pietre Dure (Florence, Italy) [DPM17].
From the detail in Figure 5.20 and thanks to the high MWIR reflectance in white,
the specialist was able to detect within the red region abundant crystallized salts, mainly
sulphate and nitrate salts. This clear map of the salt patinas was not provided by the
more traditional imaging technique (based on UV light). Surface treatments from past
intervention are also well detected, e.g. the stucco patches in the bottom-left corner.
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(a) Visible.

(b) Emissivity map.

(c) Emissivity balanced map.

(d) TQR balanced map.

(e) Thermal balanced map.

(f) Alphacolor map.

Figure 5.19: Dual mode MWIR (TQR-thermal) imaging for defect detection.

(a) Visible.

(b) Surface salt in TQR mosaic (red).

Figure 5.20: Fresco detail for surface salt decay detection.
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In Figure 5.21 we show the thermogram of a region with defects of different depth and
shape: the restorers confirmed the spider-web of defects by a pin test, i.e. by inserting a
tiny pin in the wall, where possible. Our experimental results confirm that the dual-mode
MWIR imaging is able to detect tiny and deep defects, impossible to be visualised before.

(a) Visible.

(b) Thermogram defects validated by expert.

Figure 5.21: Defects identification by thermogram.

Another example of dual-mode MWIR imaging is shown in Figure 5.22 to emphasise
the complementarity of information originating in the TQR and thermographic measurement. In particular the TQR image detects the different surface patches (stucco), while
the thermography discriminates the presence of sub-surface consolidant (cement) thanks
to the cooling behaviour indicated by different colours.

(a) Visible.

(b) TQR.

(c) Visible-TQR fusion.

Figure 5.22: Dual-mode MWIR imaging for diagnostics in a fresco detail.

As shown in Figure 5.23, restorers validated our experimental prediction of Figure 5.22:
patches with an hidden layer of cement results in blue in the thermal video while patches
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without the cement layer are red: this is reasonable as the cement is able to conduct the
heat. In this way, recent cement restorations can be discovered.

(a) TQR.

(b) Thermal frame. (c) Expected sublayer.

(d) Zoom.

Figure 5.23: Detection of cement patches from past restoration.

5.4

Osmosis filter in other CH imaging

Non-destructive imaging techniques are a well-established tool in the diagnostics of
artworks. Different spectral bands may unveil hidden information about surface and subsurface layers. Most notable methods within the optical range include UV-based imaging
in an emission mode, which exploits the fluorescence of materials to map pigments and
past restorations, and IR-based imaging in reflectance mode (reflectography), which
allows the detection of underlying features (e.g. the artist preparatory drawing and
repaintings) thanks to the optical transparency of pictorial matter in the near-IR (from
0.8 µm to 2.5 µm). Also, reflectography techniques like TQR in the MWIR can complement
optical techniques in the analysis of frescoes [DAPP12, DPA18].
Artwork analysis demands the above procedures to have sub-millimetre spatial
resolution and full-field capability, which often (large paintings, small sensor array)
leads to the practice of mosaicking images acquired in multiple acquisition sessions, each
being the result of its specific setup. Irradiance inhomogeneities, for instance, can be
induced by a number of experimental factors related to the kind of acquisition modality,
source-camera positioning as well as environmental light. The intensity values in the final
mosaic are thus affected by errors and must be post-processed by suitable radiometric
procedures in order to obtain the correct reflectance or fluorescence map.
Ultraviolet, visible and infra-red imaging. CH imaging in the optical region from
0.35 µm to 1.1 µm is performed with CCD or CMOS sensors with state-of-the-art arrays
up to 100 Mega-pixels. Multi-modal UV–VIS–IR images are acquired in fixed geometry,
changing lamps and camera setting, and combined in a stack for their subsequent analysis.
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IR reflectography records the near-IR radiation reflected by the object after scattering
through the painting layers: image intensity values are related here to the presence of
an absorbing/reflective medium. Therefore, the intensity map allows the description
of sub-surface features by contrast. In an ideally correct UV fluorescence image, the
intensities represent the signal emitted in the VIS range in response to UV-light stimulus
and are related to the kind and quantity of the materials in the outer surface.
In all the multi-modal imaging considered, the raw signal is collected by linear
detectors: however, the acquisition procedure is different (reflectance, thermal quasireflectance, luminescence) as well as the employed radiation (optical and thermal).
In CH diagnostics, the fusion of multi-modal optical images in pseudo-colour schemes
is typically used to enhance differences in the spectral reflectance. A notable example is
the IR False Colour technique (IR–R–G), which allows discriminating pigments similar
to the VIS but with different IR behaviour.
Quantitative material mapping. In all the imaging modalities described above, it
is therefore quite common to observe inhomogeneities in the acquired intensity image
depending on the experimental setup and measurement errors, e.g. the geometry and the
size of the available sources like wood tubes, bulbs, flash lights and LED arrays.
A careful processing of the resulting intensity image is therefore desirable to quantify
and map the composition of the material under consideration. To solve this problem we
consider in the following a mathematical drift-diffusion PDE model.
Dataset. The UV and IR data acquired on a Russian icon in Figure 5.18a compose a
mosaic of 5 overlapped tiles (3671 × 4551 pixels) shot by a Nikon D810A camera with
different displacements for the lamps. The Archimedes Palimpsest in Figure 5.26a
(1200 × 1600 pixels) from http://archimedespalimpsest.net/ reveals, in pseudo-colour UVRGB separation, a 10th-century copy of works by Archimedes of Syracuse in Figure 5.26b.
UV fluorescence imaging
A similar approach is applied in Figure 5.24 for UV fluorescence imaging data sampled
from the Russian icon in Figure 5.24a. Once again the inhomogeneities due to the collage
of multiple samples (inter-frame error) are minimised.
False colour adjustment
In CH diagnostics, the fusion of multi-modal optical images in pseudo-color schemes is
typically used for restoration purposes to enhance differences in the spectral reflectance.
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(a) Full Visible

(b) UV Fluorescence
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(c) Osmosis UV Fluorescence

Figure 5.24: Light-balance on UV fluorescence (zoomed) data: T = 1e5, τ = 1e3.

A notable example is the IR False Color technique (IR–R–G), which allows discriminating
pigments similar in the VIS but with different IR behaviour.
In Figure 5.25, we observe how measurement errors affect the false colour rendering
of the Russian icon in Figure 5.24a and lead to incorrect material mapping. In particular,
note in Figure 5.25a the false colour IR–R–G image originating in an IR channel affected
by measurement errors. The use of the osmosis model for light balance of the IR channel
makes the different regions comparable, see Figure 5.25b.

(a) Falsecolor (input IR)–R–G

(b) Falsecolor (osmosis IR)–R–G

Figure 5.25: Light-balance for (zoomed) falsecolor images: T = 1e5, τ = 1e3.

Multi-modal data integration
The osmosis model can also be tailored to fuse image information with data coming
from other image sources, e.g. see applications to art restoration of manuscripts in
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[CDH+ 18, DMML18]. In Figure 5.26, we report the digital rendering of a CH image
integrating the visible image with multi-modal pseudo colour data.
Having set v1 to be the image in Figure 5.26a and v2 to be the image in Figure 5.26b,
revealing the text underlying the Figure 5.26a, we post-process v2 with a local Otsu
thresholding method to segment the calligraphic data, while averaging the remaining
information. Then we decompose the image domain Ω into Ω = Ω1 ∪ Ω2 ∪ Ω3 where Ω3 is
a tiny overlapping frame between an exterior rectangular frame Ω1 (the parchment) and
an interior rectangular Ω2 (the text bounding box). Thus, we define the driving vector
field d := ∇ log v with v = χΩ1 v1 + χΩ2 v2 + χΩ3 (v1 + v2 )/2 and run the osmosis model to
get the composite result in Figure 5.26b integrating the pseudo-colour data visible on
the input image, thus unveiling the hidden Archimedes’ text.

(a) Input

(b) Pseudocolor

(c) Osmosis Result

Figure 5.26: Multi-modal data integration on Archimedes Palimpsest. Top row: full experiment; bottom row: zoom. Parameters: T = 1e5, τ = 1e3.
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Semi-supervised inpainting of manuscripts

The problem of image inpainting can be described as the task of filling-in damaged (or
occluded) areas in a given image u⋄ , defined on a rectangular domain Ω, by transferring
the information available in the intact areas of the image to the damaged ones. Over
the last thirty years a large variety of mathematical models solving the image inpainting
problem have been proposed, see, e.g., [CS12, Sch15] for a review. In some of them,
image information is transferred into the damaged areas (the so-called inpainting domain,
denoted by D in the following) by using local information only, i.e. by means of suitable
diffusion and transport processes which interpolate image structures in the immediate
vicinity of the boundary of D in the occluded region. Such techniques have been shown
to be effective for the transfer of geometric image structures, even in the presence of
large damaged areas [Sch15]. However, because of their local nature, such methods do
not make use of the entire information contained in intact image regions. In particular,
such methods neither take into account non-local image information in terms of patterns
and textures nor image contents located far away of D. For this reason, non-local
mathematical models exploiting self-similarities in the whole image have been proposed
[EL99, CPT04b, AFCS11, NAF+ 14]. Such models operate on image patches rather than
single pixels. Small patches inside D are iteratively reconstructed by comparison with
patches outside D in a suitable distance. Missing patches are then reconstructed by
copying and pasting a closest patch (or its centre pixel) from the intact part of the
image. These models have been proven to be impressively effective in a very large variety
of applications and made computationally feasible in recent years with the well-known
PatchMatch algorithm [BSFG09].
The first step of any inpainting algorithm is the decomposition of the image domain
in damaged and undamaged areas: this is an image segmentation problem, see e.g.
[CS12]. Its solution may be made very hard in the presence of fuzzy and irregular region
boundaries and small scale objects.
In the following we describe an algorithm which detects damaged areas in images with
possibly large and non-homogeneous missing regions using few examples provided by the
user. This is then used as a necessary initial step for the subsequent application of a
two-stage inpainting procedure based on total variation inpainting [SC02] and exemplarbased image inpainting proposed in [NAF+ 14] for the reconstruction of image contents
in the images of the illuminated manuscripts in Figure 5.27. Our proposed segmentation
is semi-supervised since user input is required for training, while the inpainting procedure
is fully automated.
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Description of the dataset
Our dataset is composed of two manuscripts made by William de Brailes in 1230–1250 and
now part of the collection of the Fitzwilliam Museum in Cambridge (UK), see Figure 5.27:
Last Judgement in Figure 5.27a and Christ in Majesty with King David playing the harp in
Figure 5.27b, of dimension 196x123mm and 213x135mm, respectively. The images are
acquired with a Leaf Valeo 22 back utilising a Mamyia RB67 body and the resulting
RAW files are processed using Leafs own proprietary software, where distortions and
aberrations are corrected. Also, the colour accuracy is provided by using a customized
Kodak colour separation guide with grey-scale (Q13 equivalent) and exported in Adobe
98 colour space. The final output results in very large .tif images (about 4008 × 5344
pixels and 47MB each).

(a) Last Judgement. William de Brailes.
Fitzwilliam Museum, MSS 330.iii, 196x123
mm, England, Oxford, c. 1230–1250.

(b) Christ in Majesty with King David
playing the harp. William de Brailes.
Fitzwilliam Museum, MSS 330.iii, 213x135
mm, England, Oxford, c. 1230–1250.

Figure 5.27: Illuminated manuscripts with large non-homogeneous damages in gold leaves.
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A semi-supervised algorithm for detecting damaged areas

For identifying the damaged areas in the image (mainly missing gold leaves) we propose
in the following a two-step semi-supervised algorithm, summarised in the diagram in
Figure 5.28. Here, a classical binary segmentation model is used first for the extraction
of a small training region which subsequently serves as an input for a labelling algorithm,
which segments the whole inpainting domain based on appropriate intensity-based image
features.
Image with large
damaged regions to extract

Image features
extraction from RGB
(HSV, GMCR,...)

K-means image labelling
and comparison with
training areas

Reﬁnement and
possible user validation

Segmentation of the
inpainting domain

Crop image detail

compute good initialisation
Expert selection of
some training pixels
in the damaged areas

Binary segmentation
algorithm to detect a
training sub-region

Exemplar-based
inpainting algorithm

ﬁnd labels assigned to training area

Content retrieval in
damaged areas

Figure 5.28: Workflow of the combined algorithm for inpainting. The diagram describes the
different steps for the detection of the inpainting domain followed by the restoration of the
damaged areas via mathematical inpainting. Boxes in orange require a user input, whereas
automatic steps are performed in the blue ones. The final objective is coloured in green.

Chan–Vese segmentation
In binary image segmentation one seeks to partition an image into two disjoint regions,
each characterised by distinctive features. Typically, RGB intensity values are used to
describe image contents and mathematical image segmentation methods often compute
the required segmented image as the minimiser of an appropriate functional.
Let u⋄ be the given image. We seek a binary image u so that
u(x) =


c1 ,

if x is inside C,

c ,
2

if x is outside C,

(5.30)
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where C is a closed curve. In this work we consider the Chan–Vese segmentation functional
for binary image segmentation [CV01], that is
E(c1 , c2 , C) :=µLength(C) + ν Area(int(C))
+ λ1

X
x∈int(C)

|u⋄ (x) − c1 |2 + λ2

X

|u⋄ (x) − c2 |2 .

(5.31)

x∈ext(C)

The functional E is minimised for constants c1 and c2 and the contour C , i.e. the optimal
u of the form (5.30). Here, µ, ν, λ1 , λ2 > 0 are positive parameters and int(C), ext(C)
denote the inner and the outer part of C , respectively. In (5.31) the first and second
term penalise the length of C and the area of the region inside C , respectively, giving
control on the smoothness of C and the size of the regions. The two other terms penalise
the discrepancy between the fitting of the piecewise constant u in (5.30) and the given
image u⋄ in the interior and exterior of C , respectively. By computing a minimum of
(5.31) one retrieves a binary approximation u of u⋄ .
Despite being very popular and widely used in applications, the Chan–Vese model
and its extensions present intrinsic limitations. Firstly, the segmentation result is strongly
dependent on the initialisation: in order to get a good result, the initial condition needs
to be chosen within (or sufficiently close to) the domain one aims to segment. Secondly,
due to the modelling assumption (5.30), the Chan–Vese model works well for images
whose intensity is locally homogeneous. If this is not the case, the contour curve C may
evolve along image information different from the one we want to detect. Images with
significant presence of texture, for instance, can exhibit such problems. Furthermore, the
model is very sensitive to the length and area parameters µ and ν , which may make the
segmentation of very small objects in the image difficult.
For our application, we make use of the Chan–Vese model3 to segment a sub-region
D1 of D that will serve as a training set for the classification described in the following
two subsections. To do so, we ask the user (typically, an expert in the field) simply
to click on a few pixels inside the inpainting domain D to identify a candidate initial
condition for the segmentation model (5.30), which is then run to segment the subregion
D1 . In Figure 5.29 we show the results of this approach with a superimposed mask of
the computed region D1 for some details cropped from the original images.
Because of the intrinsic limitations of the Chan–Vese approach, we observe that the
segmentation result is not satisfactory (see, for instance, the example in the first row of
Figure 5.29) since it generally detects with high precision only the largest uniform region
around the user selection. To detect the whole inpainting domain D in this manner, the
3

For our computation we used the inbuilt MATLAB Chan–Vese segmentation code.
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user should in principle give many initialisation points, which may be very demanding in
the presence of several disconnected and possibly tiny inpainting regions.
For this reason, we proceed differently and make use of a feature-based approach to
use the area D1 as a training region for a clustering algorithm running over the whole set
of image pixels. This procedure is described in the next two sections.
Image descriptors: feature extraction
In order to describe the different regions in the image in a distinctive way, we consider
intensity-type features. Namely, for every pixel x in the image we apply non-linear colour
space transformations to compute the HSV (Hue, Saturation, Value), the geometric mean
chromaticity GMCR [FDL09], the Lab and the CMYK (Cyan, Magenta, Yellow, Key)
values (see [WS00] for more details). Once this is done, we append all these values and
store them in a feature vector ψ of the form
ψ(x) = [HSV(x), GMCR(x), Lab(x), CMYK(x)].

(5.32)

For our purpose the feature vector (5.32), essentially based on RGB intensities, resulted
in precise segmentations. For more general segmentation purposes, one could add texturebased features and, if available, multi-spectral measurements such as infrared IR or
ultraviolet UV images.
A clustering algorithm with training
Once the feature vectors are built for every pixel in the image, we use the training
region D1 detected as described in Section 5.5.1 as a dictionary to drive the segmentation
procedure extended to the whole image domain. We proceed as follows. First, we run
a clustering algorithm over the whole image domain comparing the features defined in
(5.32) in order to partition the image into a fixed number of K clusters. To do that, we
use the well-known k -means algorithm4 . After this preliminary step, we check which
cluster has been assigned to the training region D1 and simply identify in the clustered
image which pixels lie in the same cluster. By construction, this corresponds to finding
the regions in the image ‘best-fitting’ the training region in terms of the features defined
in Section 5.5.1, which is our objective. After a refinement step based on erosion/dilation
of extracted regions, so as to remove or fill-in possibly misclassified pixels, we can finally
The popular k-means algorithm is classically used to partition a set of N observations (image pixels
in our case) into K clusters such that each observation is grouped to the cluster having the closest mean
value. Each resulting cluster is labelled in order to distinguish it from the others.
4
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extract the whole area to inpaint D. We report the results corresponding to the inputs
from Figures 5.29c and 5.29g in Figures 5.29d and 5.29h.

(a) Detail

(b) User selection

(c) Segmentation
(Chan–Vese)

(d) Segmentation
(k-means)

(e) Detail

(f) User selection

(g) Segmentation
(Chan–Vese)

(h) Segmentation
(k-means)

Figure 5.29: Detection of the damaged regions. First step: the user clicks on the damaged
region to select training pixels (Figures 5.29b and 5.29f, in blue) which serve as initialisation of
the Chan–Vese model (5.30) for segmenting the training region D1 inside the damaged area
(Figures 5.29c and 5.29g, in yellow). Second step: the outputs of the Chan–Vese segmentation
algorithm guide the k-means clustering algorithm on the whole image (Figures 5.29d and 5.29h,
in yellow) in terms of intensity-based image features, see Sections 5.5.1 and 5.5.1.

5.5.2

Inpainting models

Once an accurate segmentation of the damaged areas is provided, the task becomes the
actual restoration of the image contents in D by means of the available information in
the region Ω \ D. A standard mathematical approach towards solving such an inpainting
problem consists in minimising an appropriate energy E defined over the image domain
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Ω, i.e. in
finding u such that

u ∈ arg min E(v).
v

(5.33)

A standard choice for E in the case of local inpainting models is the functional
E(u) = f (u) + λ χΩ\D (u − u⋄ )

2
2

,

(5.34)

where u⋄ denotes the given image to restore, ∥ · ∥2 is the Euclidean norm, λ an appropriately
chosen positive parameter and χΩ\D denotes the characteristic function of the non-occluded
image areas, so that for every pixel x ∈ Ω:
χΩ\D (x) =


1

if

x ∈ Ω \ D,

0

if

x ∈ D.

(5.35)

The second term in (5.34) is a distance function between the given image u⋄ and the
sought-after restored image u in the intact part of the image. The multiplication of u − u⋄
by the characteristic function χ implies that this term is simply zero for the points in
D, where is no information available, while u − u⋄ for all the points in Ω \ D has to be
as small as possible. The term f typically encodes local information (such as gradient
magnitude) which is the responsible of the transfer of information inside D by means of
possibly non-linear models [CS12, Sch15]. The transfer process is balanced with the trust
in the data by the positive parameter λ. A classical choice of a gradient-based inpainting
model consists in choosing
f (u) = ∥∇u∥1 =

X

|∇u(x)| ,

(5.36)

x∈Ω

i.e. the Total Variation of u [SC02]. As mentioned above such an image inpainting
technique is not designed to transfer texture information. Furthermore, it fails in the
inpainting of large missing areas. For our purposes we use (5.36) as an initial ‘good’ guess
with which we initialise a different approach based on a non-local inpainting procedure
as described in the following section.
Exemplar-based inpainting
We describe here the non-local patch-based inpainting procedure studied in [AFCS11,
NAF+ 14] and carefully described in [NAGP17] from an implementation point of view5 . In
the following, we define for any point x ∈ Ω the patch neighbourhood Nx as the set of points
5

Code freely available at Image Processing On-Line (IPOL) Journal: doi.org/10.5201/ipol.2017.189

Imaging for Digital Humanities

218

in Ω in a neighbourhood of x. Assuming that the patch neighbourhood has cardinality
n, by patch around x we denote the n-dimensional vector pu (x) = (u(x1 ), u(x2 ), . . . , u(xn ))
where the points xi , i = 1, . . . n belong to patch neighbourhood Nx . In order to measure ‘distance’ between patches, a suitable patch distance d can be defined, so that
d(pu (x), pu (y)) stands for the patch distance between the patches around the two points
x and y . We define then the Nearest Neighbour (NN) of the patch pu (x) as the patch
pu (y) around some point y minimising the distance d.
For an inpainting application the task consists then in finding for each point x in the
inpainting domain D the best-matching patch pu (y) outside D. Assuming that each NN
patch can be characterised in terms of a shift vector φ defined for every point in Ω (i.e.
assuming there exists a rigid transformation φ which shifts any patch to its NN), the
problem can be formulated as the minimisation problem
min E(u, φ) =

X

d2 (pu (x), pu (x + φ(x)).

(5.37)

x∈D

Heuristically, every patch in the solution of the problem above is constructed in such a
way that in the damaged region D the patch has a correspondence (in the sense of the
measure d) with its NN patch in the intact region Ω \ D. Following [NAGP17], we use
the following distance:
d2 (pu (x), pu (x + φ(x))) =

X

(u(y) − u(y + φ(x)))2 .

(5.38)

y∈Nx

From an algorithmic point of view, solving the model involves two steps. The first step
consists in computing (approximately) the NN patch for each point in D, so as to provide
a complete representation of the shift map φ: since it can be computationally expensive
for large images, a PatchMatch [BSFG09] strategy can be applied. Afterwards a proper
image reconstruction step is performed: for every point in D the actual corresponding
patch is computed. We refer the reader to [NAGP17] for full algorithmic details.
A crucial ingredient for a good performance of the exemplar-based inpainting algorithm
[AFCS11, NAF+ 14] is its initialisation: once the inpainting domain is known, a preprocessing step with a local inpainting model, e.g. the TV inpainting model (5.34) with
(5.36), can be run to provide a rough, but reliable initialisation of the algorithm6 .
We report the results of the combined procedure in Figure 5.30.
6

Code is freely available at Image Processing On-Line (IPOL) Journal: doi.org/10.5201/ipol.2012.g-tvi
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(c) Final results

Figure 5.30: Inpainting of damaged areas. Once the inpainting domain is detected from
Figures 5.29d and 5.29h, the TV inpainting model in Equations (5.34) and (5.36) is used to
provide a good initialisation for the exemplar-based model (5.37), see Figure 5.30b. The final
result in Figure 5.30c shows the desired transfer of both geometric and texture information in
the damaged areas. Patch size: 5 × 5 (upper row), 7 × 7 (bottom row).

Model parameters
For the segmentation of the training region D1 within the inpainting domain D we
use the activecontour MATLAB function within which the Chan–Vese algorithm can
be called. For this we fixed the maximum number of iterations to maxiter= 1000 and
used the default value as a tolerance on the relative error between iterates as a stopping
criterion. We used the default values for the parameters µ and ν in (5.31). The subsequent
clustering phase was performed by means of the standard MATLAB kmeans function after
specifying a total of K = 35 labels to assign. The use of such a large value for K turned
out to be crucial for an accurate discrimination. The automatic choice of the value of K
for this type of applications is a matter of future research. The clustering was iteratively
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(a) Detail.

(b) Inpainting domain.

(c) Final result.

Figure 5.31: Inpainting of large damaged areas. Inpainting results of the combined model for
a large detail (1572 × 1681 pixels) with large damaged areas. Patch size: 9 × 9.

repeated five times to improve accuracy. Once the detection of the inpainting domain
is completed, in order to provide a good initialisation to the exemplar-based model we
use the TV inpainting model (5.33) with (5.36) with the value λ = 1000 and a maximum
number of iterations equal to maxiter2= 1000 with a stopping criterion on the relative
error between iterates depending on a default tolerance. Finally, we followed [NAGP17]
for the implementation of the exemplar-based inpainting model: for this we specified 12
PatchMatch random search iterations and tested different sizes for the patches. In order
to avoid memory shortage, we restricted ourselves to patches of size 5 × 5, 7 × 7 and 9 × 9.
Results
The numerical tests were performed on a standard MacBook Pro (Retina, 13-inch, Early
2015), 2.9 GHz Intel Core i5, 8 GB 1867 MHz DDR3 using MATLAB 2016b.
The results reported in Figures 5.30 and 5.31 confirm the effectiveness of the combined
method proposed. In particular, when looking at the difference between standard local
(TV) image inpainting methods and the exemplar-based one we immediately appreciate
the higher reconstruction quality in the damaged regions, especially in terms of texture
information. The method has been validated on several image details extracted from the
entire image, and has been shown effective also for very large image portions with highly
damaged regions.
In term of computational times, the segmentations in Figure 5.29 are obtained in
approximatively 15 minutes. The inpainting results in Figure 5.30 are obtained in about
3 minutes for patches of size 5 × 5 and about 7 minutes for patches of size 7 × 7. Overall
the whole task of segmenting and inpainting the occluded regions takes approximatively
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20 minutes per image of size 690 × 960. However, these results highly depend on the size
of the image, the size of the inpainting domain and the size of the patches chosen.

Chapter 6
Conclusions and outlook
For each research topic discussed in Chapters 3, 4 and 5, in what follows we summarise
the conclusions by highlighting the outcomes and the possible future research directions.
Total directional variation
In Section 3.2 we introduced a (higher-order) regulariser called total directional variation
(TDV) with the theoretical background for tackling general inverse problems in imaging.
In Section 3.4 we provided the details for the discretisation of TDV and a numerical
scheme based on the primal-dual hybrid gradient approach for solving different imaging
problems in Section 3.5: image denoising, image zooming and surface reconstruction
with scattered sampled height values, also known as digital elevation map problem. In
particular, we applied our approach for the reconstruction of scattered data in Atomic
Force Microscopy (AFM) measurements, showing more structural consistency than the
existing literature.
In Section 3.6 we extended the range of applications for TDV to space-time data: we
tackled the video denoising problem and compared our results with some state-of-the-art
algorithms. We provided a recipe for choosing the parameters of the denoising model and
showed that our approach is free of some artefacts that are usually expected when dealing
with patch-based approaches, namely the flickering artefact and the staircasing effect.
As future work, we expect that the quality of the results can be improved by means
of encoding the high-order version of TDV, as already shown in the two-dimensional
case. Alternatively, one could estimate the vector field and the anisotropic ratios more
precisely, e.g. with a refinement step as in [BLM16], or with other methods based on the
optical flow tools. These approaches are left for future research due to the computational
cost in processing video data.
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Splitting methods for osmosis filter
In Section 4.2 we discussed efficient numerical schemes for the isotropic osmosis filter
introduced in [VHWS13, WHBV13], based on splitting methods. We studied both the
compatible and non-compatible and presented plots for highlighting the efficiency (cputime
vs. errors) of the different methods tested. As future research work, we expect to exploit
more splitting methods for the non-compatible case, in particular in understanding the
bounds for the convergence analysis and the meaning of the solution, if any.
Anisotropic osmosis filter
In Section 4.3, we have generalised isotropic osmosis filtering introduced in [VHWS13,
WHBV13] to anisotropic setting. This was achieved by introducing a weight matrix
whose directional information was extracted from a modified tensor voting approach
[MPB+ 12]. When applied to the shadow removal problem, the anisotropic model acts
as an inpainting interpolator on the shadow boundary. It is close in spirit to inpainting
with edge-enhancing anisotropic diffusion [WW06, GWW+ 08, SPM+ 14].
From a numerical point of view, we have combined the nonnegativity preserving
anisotropic diffusion stencil of Fehrenbach and Mirebeau [FM14] with techniques based
on exponential integration [CKOR16]: We argued that the fully discrete model satisfies
the discrete properties studied in [VHWS13] in a general setting for osmosis. We tested
the proposed model for synthetic and real examples, showing that the generalised model
acts as a combined osmosis-inpainting model for shadow removal problems, thus avoiding
any undesirable post-processing inpainting step.
Furthermore, a geometrical study of the generalised osmosis model formulated in a
larger (lifted) space where local orientations become an unknown encoded in the PDE
itself is expected and left for future research. This is very similar to some recent work
in literature [BCGR14, BCG+ 18] where, by such a technique, the authors model the
neurophysiology of the primal-cortex perception through anisotropic operators.
Dual-mode imaging for detection sub-superficial voids in frescoes
In Section 5.2, the dual-mode MWIR technique was applied and validated on a notable
case study: the restoration of the mural painting by Leonardo da Vinci of “Sala delle
Asse” in the Sforza Castle in Milan, Italy.
The method was capable to provide high resolution maps of the painting surface
as well as maps of the sub-surface defects referentiated to the visible by the TQR
investigation. The results were validated in situ by expert restorers, which confirmed the
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unique contribution and importance of the proposed diagnostic method as a valuable tool
for the restorers during the intervention. As future research we expect more studies in
the registration of multi-modal images based on the effective recognition of craquelures.
Efficient osmosis filter for Cultural Heritage challenges
In Sections 5.3 and 5.4 we applied an efficient osmosis scheme, discussed in Section 4.2,
to large images arising in the context of cultural heritage conservation. In particular, in
this context we re-interpreted the shadow removal problem as a procedure for lowering
measurement errors which are due to the experimental setup and seen as inter-frame
change of contrast. Also we fused data visible in different electromagnetic spectrum via
the osmosis filter, enhancing the data for better visualisation purposes.
Inpainting of manuscripts
In Section 5.5 we proposed a combined algorithm to retrieve image contents from two
images of illuminated manuscripts shown in Figure 5.27 where very large regions have been
damaged. At first, our algorithm computes an accurate segmentation of the inpainting
domain which is performed by means of a semi-supervised method exploiting distinctive
features in the image. Then, taking the segmentation result as an input, the procedure
is followed by an exemplar-based inpainting strategy (upon suitable initialisation) by
which the damaged regions are filled.
At an inpainting level, we observe that the reconstruction of fine details in very large
damaged regions (such as the strings of the harp in Figure 5.31) is very challenging due
to the lack of correspondence with similar training patches in the undamaged region.
For solving this problem a combination of exemplar-based and local structure-preserving
inpainting models could be used [CGMP11].
Future work could address the use of different features for the segmentation of the
inpainting domain with similar methodologies, e.g. texture features [VZ05].
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