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Abstract

A study of the synthesis, structure, and ionic conductivity

of sodium and lithium lanthanide pyrosilicates, A3LnSi2O7

Jack Lochlan O’Connor Hodkinson

In this thesis the synthesis, structure, and ionic conductivity of the sodium and lithium

lanthanide pyrosilicates, A3LnSi2O7 (A = Li, Na; Ln = Gd-Er, Y), are reported. The Na-

silicates, Na3LnSi2O7, were made by the ceramic method. The meta-stable Li-silicates,

Li3LnSi2O7, were formed by a molten salt ion exchange of Li+ for Na+ in Na3LnSi2O7.

Structural models for the two compounds were refined against powder X-ray and neutron

di↵raction data using the Rietveld method, and Fourier di↵erence maps were used to

identify the location of the lithium ions in Li3LnSi2O7. The refined structural models

show that both alkali compounds are characterised by the P63/m space group and exhibit

the same LnSi2O7 framework but possess a remarkably di↵erent arrangement of alkali

ions. The Na-compounds exhibit four crystallographically distinct alkali-sites whereas

the Li-compounds exhibit two such sites, only one of which is equivalent to that in the

Na-structure. The new lithium site inhabits an atypical square planar environment.

These structural models were corroborated by pair distribution function analysis, bond

length analysis, and bond-valence calculations.

Potential conduction pathways within the A3LnSi2O7 structures were identified with

bond-valence methods and used to propose conduction mechanisms for alkali ion trans-

port. Variable temperature impedance spectroscopy measurements were used to show the

Li-silicates exhibit an ionic conductivity significantly greater than that of the Na-silicates.

The maximum ionic conductivity measured in the Na-compounds was 1.08(7)⇥10�7 S/cm

at 285.5(3) �C in Na3HoSi2O7, while that measured in the Li-compounds was 6.7(6)⇥10�6

S/cm at 286.17(14) �C in Li3HoSi2O7. A variable temperature impedance control system

was developed to enable these measurements. A microcontroller was used to automate

the measurement process; a custom software library was written to allow a user to or-

chestrate the process with a simple program; and a least squares fitting algorithm was

implemented to allow for batch data analysis. This work may be further adapted to

accelerate the discovery of new solid state electrolytes for application in all solid state

batteries.
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Chapter 1

Introduction

1.1 Motivation

Rechargeable battery technology has become a vital component in every corner of our so-

ciety. Advancements in mobile electronics, healthcare devices, and transportation systems

have largely been made possible by improvements in battery technology. Faster charging

batteries have enabled smartphone manufacturers to make more convenient products. In

the medical industry, longer lasting batteries mean fewer surgeries are required to replace

pacemakers. Furthermore, cheaper batteries provide an economic incentive to move to an

all-electric transportation system. In 2017, the global lithium ion battery manufacturing

capacity was reported as 103 GWh, but the demand for batteries is projected to increase

by orders of magnitude over the next decade [1]. To meet this demand, battery manu-

facturers are scaling up production of the tried and tested battery designs upon which

the industry has relied for over a decade. These battery designs are extremely useful,

however, their performance is far from optimal; they rely on hazardous chemicals which

are harmful for the environment and prone to combustion.

Conventional commercial battery technology relies upon an organic liquid or poly-

mer electrolyte which is toxic and flammable [2, 3]. Inappropriate disposal of a battery

can cause liquid electrolytes to leak into groundwater and contaminate water sources

or wildlife habitats [4]. Faulty control electronics (poorly designed battery management

systems) or the mistreatment of batteries can result in dangerous chemical fires or ex-

plosions [3]. Even batteries that are handled correctly may pose a threat. Poor quality

batteries are prone to internal shorting during charge or discharge which can result in

rapid heating and release of toxic fumes [5]. Consequently lithium ion batteries are qual-

ified as dangerous goods by the US federal aviation administration [6]. The explosion

in demand for lithium ion batteries will only exacerbate these safety concerns as more

low cost battery manufacturers enter the market with sub par quality control. Even in-
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ternational corporations with a trusted brand and cutting edge technology are fallible,

as demonstrated by Samsung’s Note 7 scandal in 2016 [7]. These risks are troubling

considering the personal nature of mobile electronics and their constant proximity to

their users. More troubling perhaps, is the risk of battery fires after an accident with

an electric vehicle, whereby the battery is hundreds of times the size of that found in a

mobile phone. Great lengths are taken by battery manufacturers to minimise the risk

of such events occurring, however, they are by no means su�cient to completely remove

the risks. Control electronics are installed on individual batteries to limit charge and dis-

charge behaviour, however, these control electronics may be stripped from the products

in order to be integrated into a device by device manufacturers. Thus, these products

may be passed on to the consumer with limited protection. Battery manufacturers often

ensure the battery casing is chosen to provide good structural integrity to limit punctures,

however, this provides insu�cient protection in the case of a high speed impact.

The safety of a battery may be improved by controlling its chemical composition to

limit hazardous side reactions and toxic by-products. Intelligent design of the battery

components may also further improve their performance. Innovation in this area is in-

extricably linked to advancement in mobile electronics, healthcare technology, and the

automotive industry so there is significant motivation to pursue this area of research.

The accelerating demand for battery technology has driven a concerted e↵ort in research

laboratories around the world to discover new battery materials and optimise those which

can be improved.

1.2 The Elements of a Battery

At the heart of a battery is an electrochemical cell, a schematic of which is shown in

Figure 1.1. The cell consists of three main components. At either side of the cell are the

electrodes, the cathode and the anode. The chemical composition of the two electrodes is

chosen such that a spontaneous redox reaction would occur if they were brought into direct

contact with one another. However, the electrodes are separated by an electrolyte which

prevents them from reacting directly. The electrolyte is chosen such that it is ionically

conductive but electronically insulating (ions are allowed to flow through it but electrons

are not). The electrolyte allows the reaction between the two electrodes to proceed in

a controlled manner only when the two electrodes are connected by an external circuit.

Spontaneous half-cell reactions occur at either electrode which require the transfer of ions

through the electrolyte and electrons through the external circuit. The electrical current

must balance the ionic current to preserve electroneutrality, so when the external circuit

is disconnected, the reactions cease and the cell “holds its charge” until it is reconnected.
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Figure 1.1: Schematic of an electrochemical cell. The yellow circles represent electrons
travelling through an external circuit and the red circles represent ions travelling through
the electrolyte.

The cell may be used to perform useful work by connecting the external circuit to a load

(like powering the light bulb in Figure 1.1). Examples of the half-cell reactions for the

prototypical lithium cobalt oxide cathode and carbon anode are given in Equation 1.1.

C + xLi+ + xe� ��*)�� LixC Anode (1.1a)

LiCoO2 ��*)�� Li1�xCoO2 + xLi+ + xe� Cathode (1.1b)

LiCoO2 + C �*)�� Li1�xCoO2 + LixC Full Cell (1.1c)

A useful battery will have a large energy and power density [8]. The higher the

energy density, the longer the battery may be used before it needs to be replaced or

recharged [9]. This means fewer surgeries to replace pacemakers and fewer stops to

recharge electric vehicles. The higher the power density, the faster the battery may

be charged or discharged � which can enable electric vehicles with faster acceleration

and charging times. The chemical composition of the electrochemical cell is chosen to

maximise the power and energy density while balancing the requirement for safety and

durability. The theoretical energy density of the cell is limited by the average cell voltage.

For this reason, the chemical composition of the cell is chosen to maximise the di↵erence

between the standard potential of each electrode while balancing the requirements for
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safety and stability [10].

Lithium ion batteries are the most popular batteries for the majority of applications

because they have superior energy and power densities to other commercially available

cell chemistries. However, these cells usually rely upon organic electrolytes which limit

their safety. In a lithium ion battery, lithium is the active ion which travels back and forth

between the two electrodes. Commonly, a graphite anode and a layered transition metal

cathode are employed, resulting in an average cell voltage of 3.7 V [11]. To improve the

cell voltage a lithium metal anode may be used to replace the graphite anode. Lithium

metal has a lower standard potential than graphite so it would result in a larger potential

di↵erence with the cathode and a higher overall cell voltage. Unfortunately, the use

of a pure lithium metal anode with conventional battery technology may result in a

spontaneous internal short circuit. This process occurs when the local electric potential

at the anode is high and plated lithium metal accumulates. If that process continues

too far, the metal may grow into a branchlike structure, known as a dendrite, through

the entire thickness of the electrolyte and into the cathode, causing an internal short. To

avoid such occurrences, lithium metal anodes are avoided, and graphite based anodes with

a higher standard potential are selected in their place. Another alternative to improve the

cell potential would be to exchange the cathode material with one of a higher standard

potential. This would lead to a larger di↵erence in standard potential to the graphite

anode and a higher cell voltage. However, increasing the cathode potential has been

shown to lead to side reactions with the organic electrolytes. These electrolytes are

typically composed of a lithium salt, such as LiPF6, and a mixture of organic solvents,

usually a mixture of ethylene carbonate and dimethyl carbonate [11]. If they are heated

to high temperatures they may combust and release toxic fumes. Electrolyte breakdown

may also occur under high charge or discharge rates, limiting the performance of the cell.

Replacing the electrolyte in conventional lithium ion batteries may be of interest if it can

o↵er superior characteristics to those of the organic electrolytes found in commercial cells

today.

In recent years, there has been significant interest in moving away from the conven-

tional organic liquid electrolytes toward solid inorganic electrolytes [12]. International

manufacturers have put a significant amount of funding behind research into the dis-

covery and optimisation of suitable candidates. An inorganic solid-state electrolyte is

an alluring option for commercial battery manufacturers because they may enable them

to make safer batteries with better durability, higher energy and power densities, and

ultrafast charging times unachievable by conventional cells based on organic electrolytes.

If an all-solid-state battery is inappropriately disposed, of there is a lower risk of its

components leaking into ground water and damaging the environment. Inorganic solids
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are much less flammable than organics, so the risk of explosion and the release of toxic

fumes would be mitigated. Generally, the temperature stability of solids is much better

than that of liquid electrolytes, so they may be exposed to extreme conditions and main-

tain their functionality. Some solid electrolytes may also provide a wider electrochemical

stability window, allowing researchers to make electrochemical cells with a higher volt-

age than is feasible in commercially available cells. Furthermore, the stability of solid

electrolytes enables extremely high charging capabilities completely out of reach by con-

ventional battery technology.

As alluring as the concept of a solid-state battery is, there are significant weakness

in the majority of those which have been proposed so far. Consequently, the discovery

and optimisation of solid electrolytes is the focus of many research institutions around

the world. A good solid electrolyte must allow for fast transport of active ions from one

electrode to another. The speed at which ions can travel through a solid is governed by

the ionic conductivity of the material. In order to be competitive with liquid electrolytes

a solid electrolyte should have an ionic conductivity on the order of 10�3 S cm�1. The

majority of solids, however, have an ionic conductivity several orders of magnitude below

this range. Continued research into the discovery and optimisation of ion conductors is

necessary to enable the commercialisation of all-solid-state batteries.

1.3 Ionic Conductivity in Solids

All solids consist of atoms which are tightly bound to one another. When the constituent

atoms have su�ciently di↵erent electronegativities, ionic bonds tend to form and electron

density is highly localised around individual atoms. Atoms with excess electron density

carry a net negative charge and are known as anions; those with a deficiency have a net

positive charge and are known as cations. These anions and cations are usually positioned

next to one another in order to minimise repulsive interactions between similar charges.

The strong bonding interaction between the ions tends to keep the average position of

each ion fixed but thermal energy causes them to vibrate about their mean position

continuously. When ions have su�cient thermal energy, they may overcome the bonding

energy with their neighbouring atoms and hop into an adjacent position. By this hopping

mechanism, ions may travel through a solid, but it is only possible if there is space

for the mobile ion to hop into. Thus, the arrangement of atoms inside a solid is of

great importance in determining its suitability as an ion conductor. New solids may be

designed with optimal ionic conductivity by identifying and applying structural motifs

which enhance the conductivity of other solids. Typically, smaller and lighter ions are

more likely to move through a solid structure than larger heaver ones. Often there is a
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single ionic species that is so much more likely than the others to move, that all the other

ionic species may be considered immobile. The net movement of a single ionic species in

any one direction is described by an ionic current density, J . An ionic current density

may be induced by the application of an electrochemical potential, E, across a solid. The

ionic conductivity, �ion, is the ratio of the ionic current to the applied field: J = �ionE.

The ionic conductivity depends on the number density of mobile charge carriers, n, the

charge of the mobile ions, q, and the mobility of the ionic species, µ. The relationship

between �ion and these factors is described by Equation 1.2 [13].

�ion = nqµ (1.2)

The charge of the mobile ionic species, q, is its oxidation state. The number of mobile

charge carriers, n, depends on the number of ions which have su�cient thermal energy

to overcome the bonding interaction of their neighbours and have somewhere to move to.

Theoretically, atoms in a perfect close-packed arrangement have nowhere to go (there are

no voids into which an atom may hop), but the third law of thermodynamics guarantees

there will always be some disorder in the atomic arrangement of a solid, so some voids

will always be present. These voids are referred to as thermally activated vacancies, and

may provide space into which a mobile ion might hop. In non-close-packed structures,

there are also voids intrinsic to the structure (not attributed to thermal disorder). If the

voids are an appropriate size to fit the mobile ion, then they may be considered intrinsic

vacancies. The number density of mobile charge carriers, n, is proportional to the total

number of such vacancies.

The likelihood that a mobile ion adjacent to a vacancy successfully makes the jump is

governed by the mobility, µ. This depends on the distance between the two sites and the

energy barrier the ion must overcome in order to make the jump [14]. The energy barrier

depends on the strength of the bonding interactions with the ion’s nearest neighbours

as well as their polarisability. Both the mobility and the number of mobile ions have a

temperature dependence which results in the ionic conductivity exhibiting an Arrhenius

temperature dependence given by Equation 1.3 [13].

� =
�0

T
exp

✓
�Ea

kBT

◆
(1.3)

In the equation above, T is the temperature, kB is Boltzmann’s constant, �0 is the coef-

ficient of the conductivity, and Ea is the activation energy. A good solid-state electrolyte

will have a high value of �0 and a low value of Ea.
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1.4 Influence of the Atomic Structure

The atomic structure of a solid has a considerable e↵ect on the nature of ionic conductiv-

ity, influencing the number of mobile charge carriers and their mobility. In order to gain

a deeper understanding of ionic conductivity in solids it is useful to study the relation-

ship between the atomic structure and the conduction mechanisms. A good place to start

such an investigation is in the context of crystalline solids, those with a long-range atomic

arrangement. Amorphous materials and polymers may also provide many of the benefits

desirable of a solid electrolyte; however, the structure of crystalline solids is well-defined,

so definite relationships between the average structure and conductivity may be drawn.

A link between the structure and ionic di↵usion is facilitated by the ability to visualise

long-range di↵usion mechanisms within a single unit cell, the smallest repeating unit of

a crystal required to describe its long-range structure. The number of vacancies is inex-

tricably linked with the number of mobile charge carriers, and these vacancies are much

easier to describe in the context of a well-defined unit cell. This is because the average

position of each atomic species within a crystal may be described by a separate sublattice,

and equivalently, the vacancies may be described in terms of their relationship with these

atomic lattices. Furthermore, long-range conduction mechanisms may be understood in

terms of the relationship between the vacancies and the mobile ionic sublattice.

The vacancies in a crystal may be categorised into four types: interstitial vacancies,

partially occupied lattice sites, Schottky defects, and Frenkel defects. Schottky defects

are present in all crystals in the form of vacant pairs of cations and anions. If a substan-

tial concentration of these vacancies is present in a structure, they may be represented

by an o↵-stoichiometric composition and partially occupied atomic sites in the unit cell,

however, usually these defects are present in such a low concentration that the average

occupancy of the atoms on their regular lattice sites is close to unity. Interstitial vacan-

cies are present in all non-close-packed structures. They may be described as completely

unoccupied lattice sites in the unit cell. These interstitial vacancies are a prerequisite

for the formation of Frenkel defects, which involve the displacement of a single ion from

a regular lattice site into an interstitial vacancy (leaving behind a vacancy on a regular

lattice site). This displacement may occur if the mobile ion has su�cient thermal energy

to overcome the kinetic energy barrier between the regular lattice site and the interstitial

site. If a su�cient number of these defects are present in a structure, then the interstitial

and regular lattice sites are instead classified as partially occupied sites. Although both

the Frenkel or Schottky defects may be represented as partially occupied lattice sites,

they require the interdependence of two separate sublattices; either the regular and inter-

stitial sublattices (Frenkel defects) or the anion and cation sublattices (Schottky defects).

7



There are also cases where there is a single partially occupied sublattice of symmetrically

equivalent lattice sites, such as that observed in ↵-AgI (discussed in the following section).

Long-range ionic conduction will occur if there is a percolating network of occupied

atomic sites and kinetically accessible vacancies or partially occupied lattice sites. Such

a network allows for the long-range di↵usion of mobile ions by a hopping mechanism

between the occupied and unoccupied lattice sites.∗ The nature of the conduction network

is heavily dependent on the atomic structure of the solid. In order to isolate the influence

of the structure from the chemistry, it is instructive to study families of compounds with

a similar crystal structure. The exploration of structural motifs within solids has led to

improvements in the properties of ionic conductors. This is evidenced in the history of

the study of solid-state electrolytes dating back to the discovery of ionic conductivity in

the solid-state.

1.5 Discovery of Ionic Conductivity in AgI

The first direct evidence of a solid ion conductor was reported by Tubandt in 1932 [15].

In his report, he demonstrated direct current could be passed through a sample of AgI

with two silver metal electrodes on either side. He showed that the mass change of the

electrodes was proportional to the current passed through the sample, thus evidencing

silver ion transport. Since that time, AgI has become the archetype of a solid ion conduc-

tor. The material is particularly interesting because it undergoes a phase change from

a poorly conducting �-phase, observed at lower temperatures (T  142 �C), to a highly

conducting ↵-phase at high temperatures. Both phases may be described by a highly or-

dered iodine lattice. The iodine ions adopt a hexagonal close-packed array in the �-phase

and a body centred cubic arrangement in the ↵-phase. In both phases, the silver ion

positions may be described by a single crystallographically distinct site. In the �-phase,

there are two silver ions per unit cell which fully occupy a single crystallographic site.

There are also two silver ions per unit cell in the ↵-phase, however, these are distributed

randomly about 12 equivalent positions with a fractional occupancy of 1/6. The crystal

structures of the two phases are shown in Figures 1.2a and 1.2b. The high conductivity of

the ↵-phase is attributed to the large free volume of the structure, low occupancy of the

Ag+ sites, and the high polarisability of the silver and iodide ions. The high free volume

and the high polarisability lead to a high lithium ion mobility. The low occupancy of

the lithium sites guarantees that each and every lithium ion in the structure will have an

∗Microstructural e↵ects also play an important role in the determination of long range ionic di↵usion.
Additional di↵usion pathways may be introduced along higher dimensional crystal defects. Alternatively,
these microstructural defects may impede the long range conduction of ions.
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adjacent vacant site into which it may hop. This means that each and every lithium ion

is mobile in this structure.

The structural motifs observed in ↵-AgI were replicated at room temperature in

RbAg4I5 [16,17]. The larger Rb anions provide a stable corner-sharing network in which

reside the face sharing tetrahedral network of Ag+ observed in ↵-AgI. The crystal struc-

ture of RbAg4I5 is shown in Figure 1.2c. The Rb ions sit in distorted octahedral envi-

ronments which form a three dimensional framework. Since the Rb ion is so much larger

than the Ag ion, there is su�cient free volume between the Rb ions to form a three di-

mensional network of conduction pathways. This concept of a three dimensional network

of conduction pathways within a supportive host framework is observed in most known

ion conductors today. This is an important structural motif that can be used to identify

potential candidates for solid-state electrolytes.

1.6 Alkali Ion Conductors

The majority of commercial battery technologies rely upon cell chemistries which leverage

alkali ion transport. For this reason, it is desirable to find solid ion conductors which

support alkali ion conductivity so that they will be compatible with many of the known

battery chemistries in use today. The first evidence of alkali ion conduction comparable to

the Ag+ conductivity in ↵-AgI was observed in �-alumina by Yung-Gang and Kummer,

from the Ford Motor Company, in 1967 [18]. The following year Kummer proposed a

sodium-sulfur battery [19], demonstrating the potential value of alkali ion conductors.

The sodium ion conductivity of the �-alumina was shown to be on the order of 1⇥ 10�1

S cm�1 at 200 �C [20–22]. Over the next decade research was devoted to finding new alkali

ion conductors with comparable ionic conductivity. In 1973 West et. al. demonstrated

lithium ion conductivity of 1⇥10�3 S cm�1 at 300 �C in the lithium orthosilicate, Li4SiO4

[23]. Several studies into solid solutions of alkali rich silicates, phosphates, aluminates,

and germinates followed, but did not uncover a competitive ionic conductor [24–27].

Finally in 1976 Hong and Goodenough demonstrated sodium ion conductivity comparable

to �-alumina in the NASICON-type ion conductor [28, 29]. The same year, Huggins et.

al. reported lithium ion conductivity in lithium nitride on the order of 1 ⇥ 10�6 S cm�1

at 100 �C [30].

Since that time several new families of fast ion conductors have been discovered by

the scientific community including the thiophosphates [31], lithium garnets [32], and

perovskites [33]. The members of each family share a similar structure but are composed

of a variety of di↵erent chemical species. All share a similar network of conduction

pathways but the ionic conductivity within the family can vary widely. An overview
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(a) �-AgI

(b) ↵-AgI

(c) Ag4I5Rb1

Figure 1.2: Crystal structure of (a) the � and (b) the ↵ phase of AgI. Iodine ions are
drawn in purple. There is a single crystallographically distinct silver ion site in each
structure. In (a) the silver ions fully occupy the site at the centre of the grey polyhedra.
In (b) the silver ions partially occupy a site at the centre of a tetrahedral environment.
The fractional occupancy of the silver ion site is represented by the partial shading of the
grey spheres. The bonding environment is only drawn for a single silver ion for clarity
(because there is a high density of equivalent sites in the unit cell and the would be
extensive bond overlap if they were all drawn).
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Figure 1.3: Overview of the ionic conductivity of several families of superionic conductors.
The ionic conductivity is indicated on a log scale on the left hand side of the plot and
the structure type of each family is shown along the bottom. The ionic conductivity of
several notable chemical compositions within each family is shown by dashed lines. This
plot is taken from the publication of Bachman et. al. [34].

of some notable fast lithium ion conductors was collated by Bachman et. al. [34] and

is shown in the plot in Figure 1.3. The variation of the conductivity of each family

may be attributed to a combination of factors. By isolating the mechanisms by which

the conductivity within each family is a↵ected, these mechanisms may be studied and

applied to tune the ionic conductivity in future designs of new solid ion conductors.

1.7 Methods of Tuning Ionic Conductivity

Several studies have been published in which a subset of the structural or chemical pa-

rameters of a family were varied to study their e↵ect on the ionic conductivity. These

studies investigate adjusting the concentration of the mobile ionic species, changing the

polarisability of constituent atoms, and altering the free volume available to the mobile

ionic species. From these studies, it is clear that the tuning of any one of these proper-

ties must find an appropriate balance which is structure specific. Examination of these

studies will be beneficial in the design of optimal ion conductors.
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One method of tuning the ionic conductivity of an ion conductor is by controlling

the number of mobile charge carriers through the creation of vacancies by aliovalent

substitution. This process involves the substitution of one of the atomic species within

the host framework for another of a di↵erent oxidation state. In order to charge balance

such a substitution, the concentration of the mobile ionic species may also be adjusted.

This is exemplified by the partial substitution of Ta5+ for Zr4+ in the lithium garnet

Li7–xLa3Zr2–xTaxO12. This structure for x = 0 consists of lithium in three fully occupied

crystallographically distinct sites [35]. Upon the substitution of Ta, there is a reduction

in the lithium concentration in order to maintain electroneutrality. Thus, the occupancy

of the lithium sites is reduced. The ionic conductivity of the compound increases as

more lithium vacancies are introduced into the structure. This improvement stems from

the correspondence between the number of vacancies and the number of mobile charge

carriers. The concentration of the mobile ionic species, however, is not only related to the

number of mobile charge carriers. The number density of the lithium ions is also coupled

with their mobility. At a certain point there is a vacancy ordering mechanism (at x = 2)

which reduces the overall mobility of the lithium ions. The optimal Ta substitution has

been reported as x = 1 [36]. These examples show the ionic conductivity of solid ion

conductors may be tuned by adjusting the number of charge carriers, however, it shows

the trade-o↵ between number of mobile charge carriers and their mobility. The extent

of this trade-o↵ varies between structures because it depends on the proximity of the

potential lithium ion sites.

Another tuning method which has proven particularly successful in improving the ionic

conductivity of solid ion conductors is the substitution of relatively more polarisable ions

for ones which are less polarisable. This took the LISICON-type structure Li3.5Si0.5P0.5O4

from a relatively poor room temperature ion conductor to one which has an ionic con-

ductivity comparable to a liquid electrolyte, Li3.5Si0.5P0.5S4 [37]. The substitution of the

softer sulfur ion for oxygen enhances the conductivity in this family of structures. This

doping mechanism of softer ions, however, does not always improve the ionic conductiv-

ity. Kraft et. al. demonstrated the reverse trend in their study of the substitution of

halides of varying polarisability in the Li6PS5X framework (for X=Cl,Br,I) [38]. The

more polarisable halides actually reduced the ionic conductivity of the compound. In

their analysis they show that the softening of the lattice lowers the activation energy to

ionic conduction but it reduces the e↵ective spring constant of the mobile lithium ions,

thus lowering their attempt frequency and overall mobility.

A third method of tuning the ionic conductivity of solids is to adjust the amount of

free volume available to the mobile ions within the lattice. This may be accomplished by

altering the size of the host framework to optimise the conduction pathways accessible
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to mobile ions. The size of the ions that make up the framework of the host structure

influence the ability of the mobile ions to access transitions states between stable sites.

In many cases the mobile ion is too large to access certain transition states, limiting the

number of conduction pathways between stable sites. The introduction of larger ions

into the host framework by isovalent substitution may enable the mobile ion to access

these transition states by providing more free volume about the bottleneck leading to

the transition state. This is observed in the LiM(PO4)3 system (where M = Ge, Ti,

Sn, Hf). Pecharromán et. al. demonstrated that by varying the radii of the M ion

the LiM(PO4)3 system the ionic conductivity could be manipulated [39]. In the case

of the LiM(PO4)3 system, the lithium ion conductivity was maximised by incorporating

the largest ion, Hf, into the framework. It is supposed that the ionic conductivity is

maximised because the bottleneck to ionic di↵usion is widened. This expansion of the

lattice, however, does not necessarily lead to an improved ionic conductivity. Krauskopf

et. al. demonstrated that the ionic conductivity of the Li10Ge1–xSnxP2S12 was reduced

by substitution of the larger Sn ion in the framework [40]. They show that the addition

of the larger Sn ion tightens a structural bottleneck for lithium di↵usion along the c-axis.

So despite the fact that there was an overall increase in free volume in the structure,

the bottleneck in the conduction pathway was restricted. These examples demonstrate

tuning the free volume in a structure may be used to improve the ionic conductivity

as in the LiM(PO4)3 compounds, but it must be balanced by how it e↵ects structural

bottlenecks like that observed in Li10Ge1–xSnxP2S12.

An alternative method of changing the free volume in a structure is to change the

radii of the mobile ion itself. This may be accomplished by isovalent substitution of alkali

ions in the structure. As in the case of tuning any of the other structural parameters, the

optimal alkali ionic radii depends on the framework in which it resides. A comparison

between lithium and sodium ion conduction is perhaps the easiest to make because there

are several families of ion conductors known for each alkali species. There are, however,

few structures which support both lithium and sodium ion conduction that are directly

comparable. Some examples are examined in the following section.

1.8 Alkali Ion Substitution

The substitution of alkali ions within a compound may alter the ionic conductivity in

several ways. The variation in the size of the alkali ion a↵ects its host structure and may

result in volume expansion or contraction. The nature of this volume change depends on

the connectivity of the host framework. Often times, substitution of alkali ions results

in the decomposition of the host framework, however, there are a few examples where
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the framework of the structure remains the same. The di↵erences in ionic conductivity

observed between the compounds then may be attributed to the relationship between the

structural framework and the size of the mobile alkali ion. The following sections discuss

a few examples of directly comparable structures and their influence on the alkali ion

conductivity.

1.8.1 NASICON

The free volume inside the structure of an ion conductor must be appropriate for the

mobile ionic species to achieve an optimal ionic conductivity. This is exemplified in studies

of the NASICON (Na SuperIonic CONductor) family of ion conductors. Although named

after the original sodium based composition, these structures have also been reported for

lithium. Their general chemical formula is A1+�M2(Si/P)3O12, where M is a 3+ or 4+

transition metal or lanthanide ion and A = Li or Na. The structure of the NASICON

family is composed of a corner-sharing network of Si or P tetrahedra and M octahedra.

Within the corner-sharing network reside the mobile alkali ions. Examples of the crystal

structure of the NASICON compounds are shown for ATi2P3O12 in Figure 1.4. Within

the structure, the lithium and sodium inhabit the same crystallographic sites. Direct

comparison of the ionic conductivity in ATi2P3O12 shows the ionic conductivity of the

lithium phase (7.9⇥ 10�8 S cm�1) is superior to that of the sodium phase (10�10 S cm�1)

at room temperature. The ionic conductivity of the sodium phase is so much worse than

that of the lithium because the size of the lattice is too small to allow for fast di↵usion

of the larger alkali ion.

Figure 1.4: NASICON crystal structures.

The ionic conductivity of the sodium phase may be improved by substitution of Zr

for Ti and partial substitution of Si for P to produce Na3Zr2Si2PO12. This compound

exhibits an ionic conductivity on the order of 10�3 S cm�1 at 300 �C. The increased ionic
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conductivity has been attributed to the increased free volume inside the unit cell [41].

The lattice parameters of the hexagonal unit cell show a 1.147 Å extension along the

c-axis and 0.566 Å extension along the a-axis as compared with the smaller Ti-based

phase. The lithium analogue of this composition cannot be made directly. However,

it may be produced by a molten salt ion exchange [29, 42]. Its ionic conductivity is

found to be four orders of magnitude lower than that of the sodium phase. The inferior

ionic conductivity is attributed to the higher charge-to-radius ratio of lithium [41]. It

is proposed that the lithium ions bond more strongly to the framework oxygens than

the sodium [42]. However, there have been no crystallographic reports for the lithium

positions within this ion exchange product, so direct inference of the mechanism is not

possible. Generally, the examples of the lithium and sodium NASICON compounds show

that the di↵erence in ionic radii of the alkali ion can lead to drastically di↵erent ionic

conductivity within the same framework.

1.8.2 �-Alumina

A second example of an ion conductor which can support both lithium and sodium

ion di↵usion is �-alumina. This family of compounds has the general chemical formula

AAl11O17, where A is a monovalent ion. Single crystals of the compound may be synthe-

sised with A = Na, however, the lithium analogue cannot be made directly. However, the

sodium ions in �-alumina may be exchanged for a range of monovalent ions via a molten

salt ion exchange process [18].

Figure 1.5: Crystal Structures of the sodium �-Alumina

Extensive characterisation of the crystal structure of the lithium and sodium �-

aluminas has been carried out by single-crystal X-ray and Neutron di↵raction [43]. Their

structure is characterised by the P63/mmc space group. The structure is composed of

a framework of alumina polyhedra and a sublattice of mobile alkali ions. The alumina

reside in tetrahedral and octahedral coordination environments, and form layers of spinel-

like blocks. The alkali ions reside between the spinel layers. The unit cell of lithium and

sodium �-alumina is shown in Figure 1.5. The average position of the sodium ions sit at
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Figure 1.6: The sodium and lithium environments in �-Alumina. The Al are shown at
the centre of the blue polyhedra, Na are in yellow, Li in green, and O in red.

the centre of the di↵usion plane in a trigonal prismatic site. The lithium ion is too small

to sit at the centre of this site, so it tends to occupy a position o↵-centre. A close up of

the alkali ion environment in the �-aluminas is shown in Figure 1.6.

The di↵usion rates of the �-aluminas were measured by Yao et. al. by radiotracer

measurements for A = Li, Na, K, Rb, and Ag. The resulting di↵usion coe�cients from

their measurements are shown in Figure 1.7. The parent Na-compound had the highest

di↵usion rate over the entire temperature range of the experiment. Lithium had a signif-

icantly inferior di↵usion rate compared to the Na-compound. This reduced conductivity

in the lithium phase may be understood by considering the di↵erences in the alkali ion

positions in relation to the conduction pathways within the structure.

Analysis of the di↵usion mechanisms within the compound shows that the alkali ions

are mobile along the ab-plane. Since the sodium sit at the centre of the conduction plane

they have an optimal mobility in the structure. The lithium ions, however, are displaced

out of the conduction plane. This alteration of the alkali positions negatively impacts

the ionic conductivity of the lithium compound relative to the sodium compound.
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Figure 1.7: The self di↵usion coe�cients of the monovalent ions, A, in �-alumina,
AAl11O17, measured and reported by Yung-Fang et. al. [18]
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Figure 1.8: Crystal structure of the CUBICON family.

1.8.3 CUBICON

A third example of an ionic conductor which has been studied for both lithium and

sodium is the CUBICON (CUBic Ionic CONductor) family of ion conductors, originally

reported in 2014 by Khalifa et. al. [44, 45]. The compounds have the general chemical

formula A2+�M2P3O9N, for M = Mg and Ti. Examples of the crystal structure are shown

for Na2Mg2P3O9N and Li2Mg2P3O9N in Figure 1.8. The structures are characterised by

a corner-sharing network of Mg octahedra and phosphorous tetrahedra. The alkali ions

sit within the framework in three crystallographically distinct sites. The lithium analogue

cannot be made directly, but rather it can be made by a solid-state ion exchange of Li

for Na in Na2Mg2P3O9N [45]. Powder neutron di↵raction experiments were carried out

to study the ion exchange process in situ. The end members of the ion exchange process

look almost identical. Unlike in the case of �-alumina the lithium ions remain in the

centre of the voids from the Na-parent compound. There is approximately a 0.5 Å shift

in the relative position of the lithium ions relative to the sodium sites in the structures,

but overall the lithium stays near the centre of the voids. This might be attributed to

the isotropic contraction of the unit cell in the lithium analogue. The contraction is more

isotropic than that observed in the �-alumina because it has a cubic unit cell whereas

that of the �-alumina is hexagonal. The lattice parameters are shown to contract by

0.13214(2) Å (or 1.42%) upon exchange of Li+ for Na+.

The ionic conductivity of the lithium and sodium CUBICON compounds were es-

timated by impedance spectroscopy. The sodium ion conductivity was reported to be

1 ⇥ 10�5 S cm�1 at 440 �C, whereas the lithium ion conductivity was 0.9 ⇥ 10�6 S cm�1

at room temperature. The extrapolated room temperature conductivity of the sodium

compound is 6 orders of magnitude lower than that of the lithium compound. This im-
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provement in the conductivity upon the substitution of lithium is the opposite of what

is observed in the �-aluminas. This might be understood by considering the positions of

the lithium ions are not displaced from the conduction channels as they are in �-alumina.

1.9 An Ion Exchange Candidate: A3LnSi2O7

In order to find new candidates that may exhibit both sodium and lithium ion conduction

it is useful to examine structures which support a range of alkali ions and exhibit an open

framework. One such example is found in the alkali lanthanide pyrosilicates, A3LnSi2O7

(where A is an alkali ion and Ln is a lanthanide ion). This family of compounds was

first studied out of interest for their crystallographic structures. Compounds of this

stoichiometry have been made with A = Na and K for a range of lanthanides (for K: Ln

= Nd, Sm-Lu, and Sc; for Na: Ln = Ho-Sc). The stability and structure of the compounds

depend on the choice of the alkali and lanthanide, and the synthesis conditions. Despite

the extensive structural characterisation of these compounds, there have been no reports

of the synthesis of a lithium analogue. The structure cannot be made by a direct synthesis

route because it is an unfavourable atomic configuration.

The A3LnSi2O7 compounds have been characterised by a number of related crystal

structures. All of them exhibit an open framework of corner-sharing lanthanide polyhedra

and pyrosilicate units. Within the lanthanide silica framework reside the alkali ions.

Examples of the crystal structure are shown for K3SmSi2O7 and Na3ScSi2O7 in Figure

1.9. The wide open framework of these structures suggest that they may be optimised to

support fast ion di↵usion, however, research into this area is limited.

There has been one report of ionic conductivity in these materials. Shannon et. al.

published a report in 1980 which mentions Na3YSi2O7 was produced as an impurity phase

in his attempt to make NASICON-related sodium ion conductors [46]. In the publication

he reported the ionic conductivity of this phase was 6⇥ 10�6 at 300 �C. Since this ionic

conductivity was inferior to the desired NASICON phase its ionic conductivity was not

investigated any further. This measurement, however, does demonstrate that sodium ions

are able to di↵use through this structure, and evidence suggests that structures which

support ionic conductivity may support an ion exchange mechanism [41].
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Figure 1.9: Examples of the crystal structure of A3LnSi2O7. The crystal structure of
K3SmSi2O7 is shown on the left and that of Na3ScSi2O7 on the right. The figures show
pyrosilicate units in blue, lanthanide polyhedra in purple, oxygen in red, potassium in
orange, and sodium in yellow. The unit cell of each figure is indicated by the solid black
lines.
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1.10 Aims and Overview

The aim of this thesis is to investigate the synthesis, structure, and ionic conductivity of

the lithium and sodium lanthanide pyrosilicates, A3LnSi2O7 (for A = Li, Na; Ln = Gd-Er

and Y). The previous sections demonstrate that the influence of the structure of the host

framework in an ion conductor will vary depending on the size of the alkali ion. There

are however, very few examples of solid electrolytes with directly comparable lithium and

sodium ion conduction networks. As has been highlighted, the sodium ion conductivity

in the Na3LnSi2O7 compounds is relatively unexplored, and there have been no reports

of the Li3LnSi2O7 compounds to date. In this thesis the synthesis of the Li3LnSi2O7

compound is reported for the first time and its structure characterised. The conduction

pathways within the sodium and lithium ion conductors are explored in great detail and

the conduction mechanisms are compared. The ionic conductivities are also estimated

from impedance spectroscopy measurements and compared with the proposed conduction

mechanisms. The development of methods to reliably test the ionic conductivity of these

compounds is also discussed.

In the following chapter the methods used to study the A3LnSi2O7 compounds are

introduced. In Chapter 3 the synthesis and structural refinement of the A3LnSi2O7

compounds are detailed. The alkali ion positions and their relation to the conduction

network in the A3LnSi2O7 structures are analysed in Chapter 4 and potential conduction

mechanisms are discussed. Chapter 5 details the measurement of the impedance of the

A3LnSi2O7 compounds and the estimate of their ionic conductivity. The development

of an impedance control system used to automate the measurements is also detailed in

Chapter 5. Finally the overall conclusions of this work are given in Chapter 6.
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Chapter 2

Methodology

This chapter introduces the methods used in the investigation of A3LnSi2O7. The synthe-

sis techniques and structural refinement methods, introduced in Sections 2.1 and 2.2, are

applied in the synthesis and characterisation of the A3LnSi2O7 compounds in Chapter 3.

The bond-valence methods, introduced in Section 2.3, are applied in the investigation of

the stability of the alkali ions and the conduction pathways within the LnSi2O7-framework

in Chapter 4. Finally, the impedance spectroscopy methods, introduced in Section 2.4,

are applied in the measurement of the A3LnSi2O7 compounds and the estimation of their

ionic conductivity in Chapter 5.

2.1 Synthesis Techniques

2.1.1 Solid-State Synthesis

Solid-state synthesis is a method which may be used to make thermodynamically sta-

ble complex ceramics∗. Precursors are mixed together and heated in a dry crucible to

temperatures up to but not exceeding their melting point (or the melting point of their

eutectic). At these elevated temperatures the atoms in the precursors di↵use into one

another reacting to form new structures. To facilitate this di↵usion it is important to

maximise the surface area contact between the precursors. This is accomplished by using

a mortar and pestle to finely grind and mix the precursors. The mixture is then pressed

into a dense pellet to increase the contact between the grains of the precursors. Because

most solid-state di↵usion is very slow, even at elevated temperatures, most of the reaction

between precursors will occur at the surfaces of the grains. For this reason the method

usually requires several steps of heating, re-grinding, mixing, and re-pelletising before

∗Solid-state synthesis is not limited to the synthesis of thermodynamically stable ceramics. Metal
alloys or other non-ceramic materials may be made by the same method. Rapid quenching methods also
allow for non-thermodynamically stable phases to be stabilised at room temperature.
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the reaction can complete. The extent of the reaction may be monitored by analysing

the sample using powder X-ray di↵raction at these intermediate grinding steps. This

technique will be discussed in the next section.

The product of the reaction will depend on the thermodynamically favourable (and

kinetically accessible) configurations of the elements included in the precursors. By alter-

ing the ratio of precursors distinct phases may be accessed. Sometimes multiple phases

may coexist - other times a single phase dominates. When it is desirable to isolate a single

phase - as is usually the case - it is a good idea to start by identifying the stoichiometry

of the desired phase. As long as no elements evaporate during the heating steps, then a

stoichiometric ratio of the precursors should be used in the synthesis procedure. How-

ever, if a stoichiometric ratio is used and the reactants are volatile (e.g. lithium, boron,

or sulfur) then the product of the reaction will usually include an undesired phase with

a di↵erent stoichiometry. This may be compensated for by including an excess of the

volatile precursor. The final composition of the product may also be tuned by controlling

the atmosphere of the reaction. This may be accomplished by flowing gas over the reac-

tants or by keeping the reaction in a sealed container. None of the synthesis procedures

in this study relied on controlled atmospheres, rather the reactions were performed in air.

Most of the time it is di�cult to predict the thermodynamically stable phases that

will result from a synthesis procedure, so practically there is an element of trial and

error in the procedure. When attempting to prepare a specific phase of a compound, it is

advisable to follow the synthesis procedure from available reports in the literature. When

no report of that compound is available, it is sensible to find reports of structurally similar

compounds and attempt chemical substitution. Searchable databases of structures are

available online which may be used to inform future synthesis procedures.

The synthesis procedure used in this investigation to make the Na3LnSi2O7-type com-

pounds came from previous reports by Latshaw et. al. [47]. The procedure is as follows:

1. Weigh out a stoichiometric ratio of the precursors to the nearest 0.1 g.

2. Combine the precursors in a mortar and grind and mix with a pestle until the

mixture is homogeneous.

• The amount of time used to mix the sample depends on the volume of the

sample. The more sample, the longer the time to mix. The time also depends

on the consistency of the precursors. The silica precursor used in this study,

for example, has a relatively large particle size and is extremely hard to grind.

In this investigation, a minimum of five minutes mixing and grinding per 1g

of sample was used. The time for mixing is not necessarily the best criteria

for mixing but it is the easiest to enforce.
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3. Press the precursors into a dense pellet.

• Pellets are pressed using a hydraulic press and a home-build die set.†.

• To load the die:

– Place the die on a metal plate.

– Drop a spacer into the pellet die.

– Pour the precursors powder into the die.

– Tap the powder into place by lifting the plate and pellet die and tapping

them against a worktop bench.

– Drop a second spacer on top of the powder.

– Insert a piston into the die and press firmly.

• Once the die is loaded it may be placed into the hydraulic press. Approxi-

mately 1 Tonne of force, or approximately 100 GPa of pressure, is applied to

the piston. The die is held under that pressure for approximately 5 minutes.

• After the pressure is released from the die, the pellet is carefully removed.

This involves flipping the pellet die and piston upside down and pushing the

piston from the bottom to force the pellet out of the top of the inverted die.

Manual pressure is not usually su�cient, so a metal torus is placed on top of

the inverted die, and the entire piston, die, and torus are put back into the

hydraulic press. Pressure is slowly applied to the top of the torus until the

bottom spacer and pellet emerge from the die.

4. Once the pellet has been formed it is carefully placed into an alumina crucible and

then into a box furnace.

5. The sample is heated, with a heating rate of 5 �C min�1, up to the synthesis

temperature. The sample is held at that temperature for a specified amount of

time and then allowed to cool to room temperature slowly (the furnace was allowed

to cool to < 200 �C without opening the furnace).

6. The extent of the reaction is checked with powder X-ray di↵raction. If the reaction

is not complete, the sample is re-ground, re-mixed, re-pelletised, and re-heated to

the synthesis temperature for the same duration until the reaction is complete.
†The inner bore of the die is made from a tungsten carbide drill bushing which is housed in a cylindrical

stainless steel casing. The steel is cut to produce a friction fit with the drill bushing. The steel must
be heated to 800 oC so that it expands to fit over the drill bushing. The drill bushing is removed from
the furnace with a pair of tongs and dropped on top of the bushing, where it is allowed to cool. Once
at room temperature the die housing is locked in place. The pistons and spacers of the die set are made
from high speed steel for enhanced durability
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2.1.2 Molten Salt Ion Exchange

A molten salt ion exchange method may be used to make thermodynamically meta-stable

compounds. The procedure takes a parent compound and substitutes one or more chem-

ical species within the compound without altering its overall structure. The technique

relies on submerging the solid parent compound in a molten salt bath without decom-

posing its structure. This may be achieved if the melting point of the salt is well below

the decomposition temperature of the parent compound or the exchange product. The

salt is chosen to contain the chemical species which is to be substituted into the parent

compound. Usually it must be chosen to be chemically similar to the species it is to be ex-

changed with. Once submerged in the molten salt, an exchange may occur if the process

is energetically favourable. This process requires one of the chemical species from within

the parent compound to di↵use to its surface and then trade places with an exchanging

ion in the molten salt solution; then that exchanged species must be able to di↵use into

the parent compound without altering the overall connectivity of its structure. If that

process is more likely than its reverse, an exchange will occur. The rate of the exchange

will depend on the ratio of the concentration of the exchanging species and the time it

takes them to di↵use from the bulk of the compound to its surface. To increase the ex-

change rate an excess of the species to be exchanged may be used. The rate of exchange

is also limited by the di↵usion rate of the slowest of the two exchanging chemical species.

By grinding the parent compound into a fine powder, the di↵usion path-length for the

exchanging species may be reduced.

The general methodology for the ion exchange used in this study is as follows:

1. Weight out the parent compound.

2. Weight out the exchange ion salt in the desired excess ratio.

3. Place the precursors into a mortar, roughly grind and mix with a pestle, and then

pour into a crucible.

4. Heat the precursors to the setpoint temperature and leave at that temperature for

a specified duration before cooling to room temperature.

5. Mix the salt and exchange product in a solvent to dissolve the salt.

6. Filter the exchange solution through a Buchner funnel and allow the exchange

product to dry on the filter paper before extracting it.
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2.2 Structural Characterisation

This section reviews the structural characterisation techniques exploited in Chapter 3 of

this thesis. All the techniques revolve around the analysis of powder X-ray and neutron

scattering data collected from the A3LnSi2O7 compounds.

2.2.1 Scattering Techniques

Scattering techniques may be used to study the atomic structure of solid samples. The

basics of the technique involve scattering a beam of coherent collimated radiation, usually

X-ray or neutron, from a solid sample and then using detectors to measure the intensity

of the scattered radiation from the sample as a function of the scattering angle. The

physics of the scattering process is used to construct a model which may be fit to the

measured data to infer the atomic structure of the sample. Of primary concern in struc-

tural determination is the analysis of elastically scattered radiation, where the kinetic

energy of the scattered radiation is conserved. The wave vector transfer of this process

is given by Equation 2.1.

Q =
4⇡ sin ✓

�
(2.1)

Where Q is the wave vector transfer, ✓ is the scattering angle, and � is the wavelength

of the incident radiation.

Practically, these techniques have been well developed by the scientific community.

Today, commercially available X-ray di↵ractometers are in common use, and national

facilities host sophisticated scattering experiments with high intensity X-ray or neutron

sources. The data analysis methods too have been well optimised. Open source and

commercial software libraries are available with implementations of the required models

and fitting routines for the analysis. However, it is important to have an understanding

of the physics behind the models so that the software may be used properly.

The measured intensity of scattered radiation from a sample depends on the squared

magnitude of its structure factor. The structure factor describes the amplitude and phase

of the scattered radiation in terms of the positions and chemical species of the atoms

within the sample. To a first approximation, the structure factor may be described by

Equation 2.2.

F (Q) =
X

j

fj exp {2⇡i(Q ·Rj)} (2.2)

The sum is over all the positions of the atoms in the structure, Rj, and their associated

scattering factor, fj. The scattering factor is a unique fingerprint of each chemical (or
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isotopic) species within a solid. Its form depends on the type of incident radiation. When

X-rays are used, it is called the atomic form factor. The atomic form factor diminishes

monotonically with decreasing � or increasing polar scattering angle, 2✓; falling o↵ as

sin ✓/�. Since X-rays interact with the electrons in each atom, the scattering factor scales

with the atomic number of the element. This has practical consequences when trying to

infer the positions of light elements in the presence of heavy elements. Usually, the light

elements contribute very weakly to the overall scattering process, so locating them with

X-rays may be futile. Thankfully this monotonic relationship between the probability of

scattering and atomic number is not observed in the nuclear scattering factors. In the

case of neutron scattering, the scattering factor is referred to as the scattering length.

Unlike the X-ray form factor, the scattering length is fixed for each elemental isotope‡,

and there is no trend with atomic number. This means neutron scattering techniques

may prove more valuable in locating light elements in the presence of heavy ones. This

is particularly useful in the investigation of the structure of the lithium sublattice in the

A3LnSi2O7 compounds investigated in this thesis. A table of the scattering lengths of

the elements studied in this thesis are presented in Table G.1.

Two main scattering techniques are introduced in this section: (1) di↵raction and (2)

total scattering. The former technique is the primary focus of Chapter 3, so due weight is

given to its introduction. First the theoretical background of the technique is introduced.

Following this, the experimental procedures for the X-ray and neutron di↵raction exper-

iments are detailed; and the methods for analysis of di↵raction data, Rietveld refinement

and di↵erence Fourier maps, are described. Finally, the total scattering technique is

introduced.

2.2.2 Di↵raction

Of particular interest in this thesis is the analysis of crystalline materials. When coherent

collimated radiation is incident upon a crystal an interference pattern is generated by the

scattering of the radiation from the ordered atomic planes within. This phenomenon

is known as di↵raction. The scattering angles at which constructive interference occurs

are governed by Bragg’s law§, which defines the conditions where the scattered radiation

from any two lattice planes is in phase. At these angles the di↵racted radiation is most

‡It is generally true the nuclear scattering length is fixed for the ground state nuclei of any isotope,
except when the energy of the scattering radiation is close to a nuclear absorption edge of the isotope.
However, in some cases an isotope will have degenerate ground spin states which have di↵erent scattering
length. In those cases incoherent scattering will occur. That subject is touched on in a later subsection.

§Bragg’s law is given by � = 2dhkl sin ✓hkl, where � is the wavelength of the incident radiation, dhkl is
the spacing between the lattice planes (given by the Miller indices (hlk)), and ✓hkl is the corresponding
scattering angle at which constructive interference occurs.
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intense. Those peaks in intensity are known as Bragg peaks or reflections. This condition

corresponds to an equality between the change in scattering wave vector, Q, and the set

of lattice vectors, K. The structure factor may be re-written in terms of the Miller indices

of the lattice vectors (hkl) and a sum over the atoms in the unit cell, as in Equation 2.3.

Here we show the dependence of the magnitude, |Fhkl|, and the phase, ↵hkl, on the Miller

indices. The positions of all the atoms in the unit cell are given by their coordinates,

(xj,yj,zj).

Fhkl = |Fhkl| exp(i↵hkl) =
X

j

fj exp[2⇡i(hxj + kyj + lzj)] (2.3)

In a single crystal di↵raction experiment, the intensity of the scattered radiation is

measured as a function of the wavevector transfer, Q. If the symmetry of the crystal is

unknown, it may be inferred by identifying sets of reflections with the same intensity.

By identifying the symmetry equivalent subsets of those reflections the Laue class of the

crystal may be determined. The space group of the cell may be classified by considering

the set of space groups within the Laue class, computing their structure factor, and

comparing it to the di↵raction pattern. Depending on the centring of the cell, there

will be systematic absences of reflections within a Laue class which help narrow down

the correct space group. Since the intensity is proportional to the squared norm of the

structure factor, inversion symmetry is not observable from the observed intensity alone,

F (h̄k̄l̄) = F ⇤(hkl). Except in these cases, modern software packages are capable of

automatically characterising the chemical and structural composition of single crystals

from their di↵raction patterns.

2.2.3 Powder Di↵raction

When single crystals are di�cult to produce, or when only polycrystalline samples are

available, the alternative to single crystal di↵raction is to use powder di↵raction. Poly-

crystalline samples (or powder samples) contain randomly oriented crystallites. A di↵racted

beam of radiation from such a sample produces Bragg peaks which are averaged about

the direction of the incident beam; this results in Debye-Scherrer cones aligned with the

axis of the beam with an apex angle of 4✓. The intensity of the scattered radiation along

each cone only depends on the magnitude of the wave vector transfer, Q = |Q|. This

loss of information makes the direct inference of the structure di�cult, and sometimes

it is impossible to distinguish between structures. However, given some prior knowledge

of the structure, the analysis becomes more tractable. From the structure, the expected

intensity as a function of Q may be calculated and compared with the observed intensity.

The calculated intensity is given by Equation 2.4.
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I(Q) = s
X

K

|FK |
2LKPK�KA+ yb (2.4)

The sum in Equation 2.4 is over all the lattice vectors, K, in the structure. s is the scale

factor, F is the structure factor, L is the Lorentz factor, P is the polarisation factor, �

is the profile function, A is an absorption factor, and yb is a background function. All of

the parameters, except for s, have a dependence on Q.

The structure factor is defined in Equation 2.3 for a stationary lattice of atoms. In

reality this is never the case. Atoms vibrate about their average positions. Consequently

the scattering strength from the atoms is attenuated by their thermal motion. The

attenuation is modelled by a multiplicative factor known as the Debye-Waller factor,

hexp(iQ · u)i2, which depends on the scattering wave vector, Q, and the mean displace-

ment vector, u. The Debye-Waller factor is usually expressed in terms of the B-factor,

defined as B = 8⇡2
hu2

i. This parameter is later referred to as an atomic thermal param-

eter.

The Lorentz factor accounts for the fact that atoms cannot be considered point-like

scatterers. Consequently the spacing between the crystal planes must be described by a

distribution, so the Bragg condition is satisfied for a range of values of Q about each K.

An expression for the Lorentz polarisation term is given by L = c/(sin ✓ sin 2✓)�1, where

c is a constant. c is usually set to 1 because the absolute value of the intensity is not of

concern in the analysis of the data, rather it is the relative intensity that is important.

The scale factor, s, from Equation 2.4, is a refinable parameter that accounts for the

arbitrary scaling in intensity of the di↵raction pattern.

The polarisation factor, P , is only of consequence for X-rays scattering. It arises

because the oscillation of the electromagnetic field of incident X-rays generates dipole

moments in the electron orbitals of the scattering atoms which influence the amplitude of

the scattered light. The extent to which these interactions a↵ect the scattered radiation

depends on the scattering angle and the polarisation of the radiation. For a source of

unpolarised X-rays the polarisation term is given by P (✓) = (1 + cos2 2✓)/2. Neutrons

only interact with the nuclei of each atom, so this term is not required.

In addition to the Lorentz and polarisation factors, there is an intrinsic broadening

of reflections due to the uncertainty principle. In the case of “monochromatic radia-

tion”, the radiation source will have a finite spread of wavelengths about its mean, and

consequently a lower limit on the width, �Q, of each reflection. The distribution of

wavelengths may be modelled with a Lorentzian distribution. Instrumental factors also

a↵ect the peak width of the sample. Even in the ideal set up, there will be a Gaussian

broadening of the di↵racted beam profile. The profile function, �, accounts for both in-
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strumental and intrinsic broadening. Usually it is taken as some combination of Gaussian

and Lorentzian distributions, and in the case of time of flight powder neutron di↵rac-

tion analysis, there is an additional asymmetrical component introduced. The specific

peak shapes used to model experimental data are discussed in more detail in the Rietveld

refinement subsection below (Section 2.2.6).

The absorption factor, A, and the background function, yb(Q), also depend on the

experimental set up. These terms are required because not all the incident radiation on

the sample is di↵racted. Some scattered radiation undergoes multiple scattering events

or non-elastic energy transfer which may add to the background of a powder di↵raction

pattern. Incoherent scattering events also contribute to the background in the case of

neutron scattering experiments where a component of the elastically scattered radiation

is incoherent. This incoherent scattering arises because the scattering length of elements

fluctuates about its mean. Certain isotopes have a particularly large tendency to scatter

incoherently which may lead to extremely high background levels to the point where

using time on a national facility to achieve su�cient signal to noise levels is di�cult to

justify. Scattering from the sample holder or air around the sample may also add to the

background. The total background is modelled by a background function, yb(Q), which

may be a linear model or a polynomial function. In addition to non-elastic scattering

events, the incident radiation may also be absorbed by the sample. In these cases the

overall intensity of the signal is reduced by an exponential factor, A = e�µD, where µ is

the absorption coe�cient, and D is the sample thickness. When highly absorbing samples

are studied, the sample holder geometry may be optimised to minimise this e↵ect.

2.2.4 Powder X-Ray Di↵raction

The powder X-ray di↵raction experiments carried out in this thesis relied on a Bruker

D8 X-ray di↵ractometer with a Cu K↵ X-ray source. The instrument generates X-rays

by accelerating a 40 mA electron beam with a 40 kV potential into a copper target. The

beam excites the core electrons of the Cu atoms. These atoms relax to produce X-rays

with the characteristic energy of the di↵erence between the energy levels of the core and

shell orbitals. The X-rays generated by the K↵ transition are selected by attenuating

all other characteristic X-rays. K↵ radiation contains two distinct wavelengths, �K↵1

(1.54056 Å) and �K↵2 (1.54439 Å). The instrument is configured in a Bragg-Brentano

geometry, such that the source and detector are arranged about the sample stage. The

source and detector are rotated about the sample stage on a goniometer to collect the

intensity of the scattered radiation as a function of the scattering angle 2✓.

Powder samples are prepared for the measurement by ensuring they are ground into

a fine powder using a mortar and pestle. The samples are loaded onto a glass slide which
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is first coated with a thin layer of vacuum grease to ensure the powder stays in place.

The powder is scooped over the thin layer of grease. Any clumps of powder are removed

by tapping the glass slide on a workbench. This process is repeated until the grease is

uniformly covered in powder. The glass slide and vacuum grease are chosen as they will

not result in any extra Bragg peaks. Care is taken to avoid using too much grease as it

adds to the background signal of the X-ray di↵raction pattern.

The glass slide is loaded onto the sample holder, a polyurethane puck provided by

Bruker and then inserted into the Bruker D8 di↵ractometer sample changer. When the

sample is to be measured the sample changer places the sample in the direction of the

beam, maintaining a horizontal alignment of the puck. The sample is set to spin about

its vertical axis while the measurement is carried out, as to average out any roughness

of the powder coating. The measurement itself is specified by writing a program for the

Bruker instrument.

For short scans, when checking the purity of a sample between synthesis steps, the

di↵raction pattern is measured for 10°  2✓  90°, in steps of 0.02° with a step time of

0.15 s (totalling 10 minutes). After the data is collected it is viewed in the EVA software

program (part of the Bruker Di↵ract Suite). The structural composition of the sample

may be roughly checked by comparing the di↵raction pattern to previous measurements

of a pure sample or by using the search and match functionality of the EVA software to

check it against similar di↵raction patterns in the ICCD Powder Di↵raction File database.

When the reaction is complete, the di↵raction pattern is measured for 10°  2✓  120°,
in steps of 0.01° with a step time of 0.65 s (totalling 2 hours).

2.2.5 Powder Neutron Di↵raction

The powder neutron di↵raction measurements reported in this thesis were carried out on

the Polaris instrument at the ISIS Neutron and Muon Source on the Rutherford Appleton

Laboratory campus in Didcot, Oxfordshire. At the facility, neutrons are produced by

a spallation source (a polychromatic source). This process starts by feeding protons

into a synchrotron which accelerates the proton beam to 800 MeV. The proton beam is

periodically split into two bunches with well defined pulse widths (400 ns wide [48]) which

are fed into two separate target stations at a well defined frequency. The proton beam

impacts a tungsten target at each station which excites the tungsten nuclei. When the

excited states decay an abundance of neutrons is produced (approximately 15 neutrons

per proton [48]). Polaris is one of 36 instruments at ISIS. Each instrument (except

for the 3 muon instruments) is connected to one of the two central target stations by

a beamline which funnels neutrons from the spallation source to the instrument. The

entire synchrotron ring, target station, and beamline are kept under vacuum to reduce
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Figure 2.1: Diagrams of the POLARIS instrument. On the left hand side is a 3-d repre-
sentation of the vacuum chamber with the 6 detector banks indicated in di↵erent colours.
On the right hand side of the figure is a schematic showing the range of scattering an-
gles each detector bank measures (labelled 1-6). Both images are taken from the poster
detailing the upgrades to POLARIS from the instrument homepage [49].

neutrons scattering from gas molecules.

Polaris consists of 6 banks of detectors arranged at various angles about a central

vacuum vessel. Figure 2.1 show the arrangement of the detectors. The detectors are

based on ZnS-LiF scintillators. The Li is enriched with Li6, chosen because it has a high

probability of producing a charged alpha particle when it interacts with a neutron. These

alpha particles ionise the Zn-S lattice which emits flashes of light after recombination.

The flashes of light are detected by photomultiplier tubes, pictured in the left hand side

of Figure 2.1. The detectors are controlled by sophisticated electronics which accurately

measure the timing of every event captured by each detector. The wavelength of the

incident radiation is back calculated from the time it takes the neutrons to travel from

the source to the detector (also known as the time of flight), ttof, the pathlength, L, the

mass of the neutron, mn, and Planck’s constant, h, using Equation 2.5.

ttof =
mnL�

h
(2.5)

The detectors in each bank are arranged such that they have approximately constant

resolution. The resolution of the detectors is given by Equation 2.6. The resolution is

given in terms of the lattice spacing, d, which is related to Q by Equation 2.1.

R(d) =
�d

d
=

(
�✓2 cot2 ✓ +

✓
�ttof
ttof

◆2

+

✓
�L

L

◆2
)

(2.6)

The powder samples are prepared for the measurement by loading them into vanadium

cans, pictured on the left hand side of Figure 2.2. Vanadium is chosen because it has a
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Figure 2.2: Vanadium cans used as sample holders for powder neutron di↵raction exper-
iments. The image of the vanadium cans was taken fro the STFC website [50].

low probability of scattering neutrons and thus minimises the background signal. The

vanadium can must be lowered into the vacuum chamber so it is in the centre of the

neutron beam path. In the experiments reported in this thesis, a sample changer (shown

on the right hand side of Figure 2.2) was used to allow multiple samples to be measured

without having to pump down the vacuum between measurements. The sample changer

is loaded with several samples and lowered into the vacuum chamber with a crane. Once

the sample is in the centre of the beam path the measurement may commence. A program

is written to control the amount of time the detector counts are recorded.

The data collected in each detector is stored as a histogram of neutron counts per

unit time. Because the resolution of the detectors within each bank is approximately

constant, their histograms are added together, or focused, to produce a spectrum for each

bank, I(ttof). A background spectrum is subtracted from each bank and a correction is

made for absorption in the sample. The Gudrun software [48] was used for the absorption

correction and the Mantid software [51] was used for the focusing.

2.2.6 Rietveld Refinement

After powder di↵raction data is collected, it may be analysed with the Rietveld refinement

method [52]. This method requires some prior information about the structure and

chemical composition of the compound. To start with, an initial guess for the position

and species of all the atoms in the unit cell must be provided. Conveniently, there are
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large searchable databases available online which contain a great many structures, so it is

likely that there will be information about chemically or structurally related compounds

available in most cases. If the chemical composition of the sample is known, then an

experimenter may search through the database for potential candidate structures, model

the expected Icalc(Q), and compare that to the measured Iobs(Q) from their experiment.

If the intensity profiles of the observed data and the model are closely related but not

exactly the same, Rietveld refinement may be used to infer the chemical and structural

di↵erences between that model and the sample.

The technique involves refining the structural parameters of the model until it is as

close to the experimentally observed data as possible. This is accomplished by using

a least-squares refinement process. The di↵erence between the observed and calculated

spectra is characterised by the �2 metric, given in Equation 2.7. This metric is the

weighted squared residuals of the calculated and observed intensities.

�2 =
X

i

(Icalc,i � Iobs,i)2

Iobs,i
(2.7)

The sum is indexed over the discrete ranges of 2✓ in the case of PXRD or ttof in the case

of PND. The free variables which go into calculating Icalc (from Equation 2.4) are referred

to as the refinable parameters. The calculated intensity is nonlinear in its dependence

on its refinable parameters so it must be minimised iteratively. Its nonlinear nature also

means there are likely to be many local minima in �2. For this reason, the order in which

the refinable parameters of Icalc are adjusted is important. Practically, this refinement

procedure may be carried out with a number of open source or commercially available

software libraries. The refinements reported in this thesis were done with the FullProf

Suite of Programs [53]. FullProf uses a gradient descent method to iteratively refine free

model parameters. The user of the program must specify which parameters to refine,

and in what order. Generally, the order in which those parameters are refined follows

a particular order, enumerated in the succeeding paragraphs. Although the procedure

is formulaic in nature, it is not strictly followed. The exact order will depend upon the

di↵erence between the observed data and the initial model. The practicalities of the

refinement of each parameter, including how that parameter relates to the calculated

intensity profile and how its relative order in the sequence of the refinement may vary,

are discussed below each.

1. Background

The background intensity may be modelled by one of several di↵erent background

functions, yb. Each background function includes a set of refinable parameters. In

the simplest case, a linear background may be implemented by specifying a set of
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refinable background points which are used to form the background function, yb,

via linear interpolation. The linear background works well when the background of

the measurement is flat, however, it may fail to give physical results when one of

the background points falls directly under a reflection. In these cases, mismatch in

peak intensity may be incorrectly compensated for by the background function. A

safer option is to use a polynomial background. In FullProf that takes the form of

Equation 2.8.

yb(x) =
X

n

anTn(x) =
X

n

an cos(n cos�1(x)) (2.8)

Where Tn(x) is a Chebyshev polynomial of degree n, and an is a freely refinable

coe�cient. In FullProf the background may include up to 36 such polynomial

terms. Practically, including so many terms may increase the probability of falling

into a false minima. For this reason these terms must be refined a few at a time.

The user may keep adding these terms until the fit no longer improves. Usually

at the start of the refinement process only a few background parameters may be

refined before moving on to the other parameters listed below. More background

parameters may be introduced into the refinement subsequently.

2. Zero-point and scale

The zero-point is a refinable parameter that is not explicitly indicated in the equa-

tion for Icalc. It corresponds to a simple shift in ✓ in the case of PXRD data

(✓ ! ✓+ ✓0). This parameter accounts for slight variation in the sample alignment

in the di↵ractometer. The zero-point is usually refined at the same time as the scale

of the model as defined in Equation 2.4. In the case of the PND data the zero-point

is usually calibrated using a reference sample. In that case the zero-point is not

refined, but rather defined explicitly.

3. Lattice parameters

The lattice parameters a↵ect the positions of the calculated Bragg reflections, in

accordance with Bragg’s law. Although refinement of the lattice parameters usually

comes after refinement of the scale and zero-point, this is not always the case. If

the lattice parameters of the starting model are too far away from their true values,

then the iterative gradient descent algorithm implemented in FullProf will arrive at

a false minima. In these cases the user of the program may inspect the Miller indices

of the misaligned reflections and use Bragg’s law to estimate a lattice parameter

correction, before refining the scale and lattice parameters.
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4. Peak shape

After the lattice parameters have been refined and the peak positions are aligned

correctly, the peak shape may be refined. The peak shape is given by the profile

function, �. The choice of this function depends on the type of radiation source

used. A modified Thompson-Cox-Hastings pseudo-Voigt peak shape [54] was used

in the analysis of PXRD data, and a modified pseudo-Voigt in the case of neutron

time of flight data reported in this thesis. The modified Thompson-Cox-Hastings

pseudo-Voigt function is given by a linear combination of a Gaussian and Lorentzian

distribution where the full-width-at-half-maximum of the respective distributions

are given by Equation 2.9 and 2.10.

�G =
�
U tan2 ✓ + V tan ✓ +W + Z/ cos2 ✓

�1/2
(2.9)

�L = X tan ✓ + Y/ cos ✓ (2.10)

Both components of the peak shape have a dependence on the di↵raction angle

and are parametrised by refinable parameters (U, V,W,X, Y, Z). The initial peak

shape parameters should be calibrated using a reference sample of high crystallinity

(Y3Al5O12 is a good choice). The typical order of refinement of these parameters

follows U ! Z. However, if this order does not result in a satisfactory fit to the

peak shape it is useful to graphically inspect the peak shape mismatch and check

to see if it has a dependence on 2✓. If that is the case, it may be worth refining

the parameters in a di↵erent order taking into consideration the dependence of the

peak shape parameters on 2✓.

In the case of the analysis of PND data the peak shape is taken as a convolution of

the pseudo-Voigt profile and a back to back exponential. The exponential compo-

nents are introduced to model an intrinsic asymmetric peak shape observed in time

of flight neutron data. The widths of the Gaussian and Lorentzian components are

given by Equation 2.11 and 2.12.

� =
�
�2
0 + �2

1d
2 + �2

2d
4
�1/2

(2.11)

� = �0 + �1d+ �2d
2 (2.12)

The widths of the respective distributions depend on the d-spacing (through Bragg’s

law Q) and are parametrised by (�0, �1, �2, �0, �1, �2). The exponential factors are
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given by Equations 2.13�2.15.

E(d) = 2Ne↵d for d  d0 (2.13)

E(d) = 2Ne��d for d > d0 (2.14)

N =
↵�

2(↵ + �)
(2.15)

Where ↵ and � are parametrised by refinable parameters (↵0,↵1, �0, �1) as ↵ =

↵0 + ↵1/d and � = �0 + �1/d4. As in the case of the analysis of PXRD data, these

parameters must be determined by calibration with a reference sample. However,

in the case of Polaris, several powder di↵raction patterns were obtained, one for

each bank. Consequently, these parameters must be calibrated for each bank. In-

terestingly, Y3Al5O12 is insu�cient to calibrate all banks of the instrument because

its Bragg peaks fall outside the Q-range of Bank 1.

5. Atomic positions, thermal parameters, and occupancies

Adjustment of the atomic positions, thermal parameters, and occupancies of the

model results in a change in intensity of the Bragg peaks. The atomic positions

have the largest influence on the intensities, so they should be varied first. After

they have been refined to a stable position, the atomic thermal parameters and

occupancies may be introduced into the refinement. In the case of poorly scattering

elements with a relatively small scattering factor, the adjustment of any of these

parameters will have little impact on the intensity of the model. Consequently,

little information may be inferred from their refinement.

It is important that the peaks are aligned and have an appropriate shape before

accurate information about these parameters may be inferred, however, it is often

the case that the intensities of the peaks from the starting model are so far o↵ the

expected intensities that refinement of the lattice parameters and peak shape is

impossible. In those cases a Le Bail refinement [55] should be used first to estimate

those parameters, following which the Rietveld method may be applied. The Le Bail

refinement allows the intensity of individual peaks to refine freely, unconstrained

by the structural model [56].

The above procedure is an example of a practical order in which to add each pa-

rameter into the refinement. However, permutations of the procedure may be required.

Generally once a parameter is refined it should not be fixed again, however, there are

cases where this is necessary. When a false minima is reached, visual inspection of the
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calculated and observed data will often hint at intuitive methods to fix one of the earlier

parameters (given an understanding of how each parameter a↵ects the calculated inten-

sities). Despite the ambiguity and complexity of the Rietveld procedure, the technique is

powerful. It allows for the refinement of a structural model from powder di↵raction data.

This technique is extensively used in the analysis of PXRD and PND data in Chapter 3.

2.2.7 Di↵erence Fourier Maps

When the positions of atoms in the unit cell are di�cult to locate with Rietveld refinement

alone, the application of Di↵erence Fourier Maps (DFM) may be used to discern their

positions. Rietveld refinement may fail to locate atomic positions when the starting

model contains atoms that are too far away from their actual positions. In those cases

the refinement of their positions may not converge, or it may converge in unphysical

positions. The DFM only take into consideration the intensity mismatch between the

calculated and observed di↵raction pattern, so usually a Rietveld refinement must be

performed prior to DFM analysis, to ensure the peak positions and background function

are correctly accounted for. Given the model is an accurate representation of the structure

besides the location of some of the atomic positions, the underlying structure factor of

the observed di↵raction pattern, FK(obs) may be estimated and compared to structure

factor calculated from the model, FK(calc). The structure factor, from Equation 2.3, is

calculated by summing the scattering contribution of the discrete atoms inside the unit

cell. This may be re-expressed as an integral over the volume of the unit cell and the

continuous scattering density, ⇢s(r).

FK(calc) =

ZZZ
⇢s(r) exp (2⇡iK · r) d3r (2.16)

The observed intensities of a di↵raction pattern only give information about the mag-

nitude of the structure factor, |FK|(obs), so the phase of the “observed” structure factor

is approximated as the phase of the calculated structure factor. This assumption is only

valid if the starting model closely resembles the actual structure.

FK(obs) ⇡ |FK|(obs) exp {i argFK(calc)} (2.17)

The “observed” scattering density is given by its inverse Fourier transform, which may

be expressed as a discrete sum over the scattering vectors, K, of the Bragg reflections:

⇢s(r) =
1

V

X

K

FK(obs) exp (�2⇡iK · r) (2.18)

The scattering density is a three dimensional scalar field known as a Fourier map.
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Contours of the map may be plotted on top of the crystal structure in a structure visu-

alisation program to give insight into the scattering density. The crude approximation

to the phase of the observed structure factor limits its applicability, however, the above

procedure may be modified to produce a di↵erence scattering density, ⇢di↵(r), which has

been shown to more accurately reflect the positions of missing atoms. The di↵erence scat-

tering density is given by the inverse Fourier transform of the di↵erence of the observed

and calculated structure factor:

⇢di↵(r) =
X

K

{FK(obs)� FK(calc)} exp (�2⇡iK · r) (2.19)

The di↵erence scattering density is also known as a di↵erence Fourier map (DFM).

Any region where there is significant missing scattering density may be considered as a

potential site for the missing atoms. These atoms may be re-introduced into the model

at those sites and their stability may be checked by running a Rietveld refinement. If the

new positions improve the model to a satisfactory level, then evidence for the missing

atoms positions has been identified. This technique is of particular interest in the location

of lithium inside a structure because lithium has a negative scattering length, so missing

lithium scattering density is readily identified in a noisy Fourier map.

Theoretically the Fourier transform in Equation 2.19 should be over all K, however,

an experiment may only measure over a finite Q-range, thus truncation e↵ects will arise

in the DFM. This shows up as sinc-like ripples about maxima or minima in the DFM.

Contours very close to zero will usually exhibit lots of noise. For this reason contours

above the noise level must be identified before a physical interpretation of the DFM

may be concluded. Practically, the calculation of the Fourier di↵erence map may be

performed by a number of software packages. The di↵erence Fourier maps examined in

Chapter 3 of this thesis were calculated using the GFourier program from the FullProf

suite of programs [53]. GFourier is a powerful tool and free, however, the documentation

available online is sparse, and the procedure is somewhat convoluted. For this reason

the procedure is described in some detail in the Appendix B. Once the Fourier map has

been generated, contours of the map may be visualised in a crystallographic visualisation

program and analysed as described in the preceding paragraphs.

2.2.8 Total Scattering Analysis

When a sample is not perfectly crystalline, the analysis of di↵raction data alone may

not be su�cient to infer the true structure of a compound. In the case of amorphous

materials, where there is no long-range atomic order, scattered radiation does not di↵ract

and no Bragg peaks are produced. If, however, there is local order in the structure, the
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intensity of the scattered radiation still provides some information about that structure

which may be obtained through analysis of the pair distribution function (PDF). PDF

analysis also gives insight into the structure of crystalline materials, where the local

atomic order di↵ers from its average structure. PDF analysis takes into consideration

the total scattering from the sample, unlike the Rietveld refinement method described in

the previous sections (which fits an arbitrary background function to all the non-Bragg

components of the scattered intensity). Analysis of the di↵racted intensity alone only

gives insight into the average structure, whereas PDF analysis gives insight into the local

structure.

The PDF may be extracted from the intensities of a scattering experiment from the

total scattering function, S(Q), which may be approximated by Equation 2.20.

S(Q) =
I(Q)� hf 2

i+ hfi2

hfi2
(2.20)

Where f is the elemental (or isotopic) scattering factor, and h...i denotes an average

over all atoms in the structure. In the formula above, the scattered intensity, I(Q), is

assumed to come from only coherent scattering from the sample. Appropriate background

normalisation; and correction for incoherent scattering and multiple scattering events

must also be accounted for to obtain I(Q). The observed PDF is obtained from S(Q)

through a Fourier transform.

Gobs(r) =
2

⇡

Z 1

0

Q {S(Q)� 1} sin(Qr)dQ (2.21)

The observed PDF may be fit with a model calculated by Equation 2.22.

Gcalc(r) =
1

Nr

X

i

X

j

⇢
fifj

hfi2
�(r � rij)

�
� 4⇡r⇢0 (2.22)

The PDF depends on each interatomic distance in the structure, rij. Alternatively,

G(r) may be re-expressed in terms of the average distribution of scattering density about

each atom, ⇢(r), as in Equation 2.23.

G(r) = 4⇡r {⇢(r)� ⇢0} (2.23)

⇢0 is the average scattering density. Physically ⇢(r) describes the variation in scattering

density as a function of the distance from the centre of each atom. For very low r, where r

is less than the radii of the shortest bond in a structure, ⇢(r) = 0. As r is increased from 0,

⇢(r) has its first peak centred at the shortest average bond distance in the structure, and

subsequent peaks for every mean interatomic distance in the structure. The width of each
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peak describes the distribution of interatomic distances about the corresponding mean

interatomic distance of the peak. When there is no order in the structure, the variance

in interatomic distances is so broad that no peaks appear. Usually, however, there is at

least some short range order due to the preferences of certain bonding interactions over

others. For example, in the case of silica glass, no long-range order is observed, however,

the glass is composed of rigid SiO4 units, which exhibit characteristic Si�O bond lengths.

Consequently, a sharp peak arises in the PDF about that bond length. The disordered

connectivity of the SiO4 units, however, result in no long-range peaks. Consequently,

⇢(r) flattens out for r > 30Å. On the other hand, the PDF of a perfectly crystalline

compound would have sharp peaks for all r ! 1.

PDF analysis is a valuable tool in the study of crystalline compounds. On a basic level

it may be used to determine if the local structure deviates from the average structure. If

such a deviation is observed, the structural model may be refined (in a similar manner

to the Rietveld refinement process) to fit the observed PDF. In some cases, the model

may need to be drastically altered in order to fit the PDF. In those cases more advanced

fitting methods may be applied to infer a local structural model. The application of PDF

analysis in this thesis has been limited to the former case, where the local structure does

not deviate significantly from the average structure, so those details are not discussed

here. The analysis of the PDF data in this thesis was performed with PDFgui [57].

This software operates on a similar principle to the Rietveld refinement method, in that

the model is taken as a single unit cell. The model is refined against the data by a least

squares minimisation routine. The variables in the minimisation procedure include several

of those which appear in the Rietveld method: lattice constants, scale factors, atomic

site occupation, atomic thermal parameters. Additionally, PDF refinement allows for the

refinement of atomic vibrational correlations.

2.3 Bond-Valence Methods

Bond-valence methods are computational techniques used for structural prediction [58]

and prediction of ionic transport in ionic solids [59]. The techniques are based on the

assumption that one only need to account for short range interactions between ions in a

solid to explain properties of their structure. The theoretical underpinning of the tech-

nique has been adapted since its first conception ninety years ago [60], primarily driven

by improvements in computational power and the accumulation of structural databases.

Modern applications rely on variations of an empirical potential which is fit to a large

number of known structures to make predictions about new ones. In its most basic form,

the potential represents the charge of an ion (or its oxidation state) inside a structure:
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this quantity is referred to as the Bond Valence Sum (BVS). This quantity is widely

used in the interpretation of powder x-ray and neutron di↵raction data [44,61], either in

the location of weakly scattering elements [62] or in the assignment of aliovalent ions of

similar scattering propensity [63]. The concept is also leveraged to infer the location of

conduction pathways of mobile ions inside ion conductors [44,64–68]. Its wide success in

understanding the nature of these conduction pathways prompted the adaptation of the

BVS potential to an energy potential. This energy potential has been shown to repro-

duce many observed features of di↵erence Fourier maps calculated from powder X-ray

and neutron scattering experiments [69–71]. The energy potential is particularly useful

for studying ionic transport in ionic solids because it allows for the estimation of an acti-

vation energy for hopping processes between stable sites. And because the bond-valence

energy potential only considers short range interactions it is much faster to compute than

conventional ab initio based methods. This has allowed bond-valence methods to become

a valuable tool in screening large structural databases in search of candidates for ionic

conductors [72–74].

In this work the bond-valence energy potential is used extensively in the analysis of the

A3LnSi2O7-type structures in Chapter 4. In the following sections the calculation of the

bond-valence and its application in the study of conduction pathways is introduced. Then

the calculation of the bond-valence energy potential is reviewed and its relationship to

the primitive bond-valence is discussed. Finally, the practicalities of the implementation

of the calculations, and the methods used to estimate the activation energy and pathways

of least energy are described.

2.3.1 Bond-Valence Theory

The original concepts of bond-valence theory came out of a desire to describe the structure

of inorganic solids in terms of the chemical bond. Pauling postulated the valence (or

oxidation state) of an ion, qi, in a solid is the sum of a quantity associated with each of

its bonds. This quantity is known as the bond-valence, sij. The bond-valence of each bond

only depends on the ionic species of the two bound atoms (indexed by i and j) and the

distance between them, Rij. The relationship is assigned the form: sij = e↵ij(Rij�R0,ij),

where ↵ij and R0,ij are empirically determined constants. While it is clear that this

approach may not describe the nature of the electronic structure of atoms to the same

degree of accuracy as modern field theories, it does o↵er su�cient predictive power for

many purposes. So, while Pauling’s postulate is incorrect, the sum of the bond-valence,
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Vi =
P

j sij, may be used to approximate the oxidation state of an ion, Vi ⇡ qi. The sum

of the bond-valence is known as the bond-valence sum (BVS)¶ and is given in Equation

2.24.

Vi =
nnsX

j

e↵ij(Rij�R0,ij) (2.24)

The BVS may be calculated for any ionic species, i, referred to as the “test ion”. There

is a unique pair of parameters, ↵ij and R0,ij, which is associated with the ionic species of

the test ion, i, and the ionic species of its nearest neighbours, j. The set of parameters

{↵ij, R0,ij} are chosen such that Vi ⇡ qi for most observed structures. This may be

accomplished by minimising the root mean square deviation (RMSD) between the BVS

and the oxidation state of the chemical species i over a number, n, of coordination

polyhedra taken from a structural database representative of all observed structures.

The RMSD, is given in Equation 2.25. The bond-valence parameters are meticulously

updated using this method and have been made available to the scientific community in

several notable publications [75–77].

RMSD(↵, R0) =
X

n

s
(qi � Vi(↵, R0))

2

n
(2.25)

The BVS of the test ion may be calculated at an arbitrary position in space, Vi=Vi(ri),

by letting Rij = |ri � rj|. Thus the BVS may be represented as a potential. This tool

may be used to distinguish aliovalent ions of similar scattering propensity by evaluating

the BVS at their respective positions. The site where the BVS is closer to the expected

oxidation state of a particular ion is the site that is likely to be occupied by that ion. The

potential is also useful for locating weakly scattering elements by finding the minimum

of the BVS mismatch, given in Equation 2.26.

�Vi(ri) = |qi � Vi(ri)| (2.26)

2.3.1.1 BVS mismatch pathways

The BVS mismatch may be used to study conduction pathways in an ionic solid by con-

sidering pathways between stable sites where �V is minimised. Unlike the applications

described above, this involves considering interactions outside of the nearest neighbour

shell of the test ion. That may be accounted for by replacing the sum over nearest neigh-

¶In the literature, the BVS is often referred to as simply “the valence” which is a rather unfortunate
nomenclature. Although the BVS may be used to approximate the valence (or oxidation state) of an
ion, they are not equivalent.
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bours in Equation 2.24 with a sum over all attractive counter ions within a cut-o↵ radii,

rcut, as in Equation 2.27. This requires a new set of bond-valence parameters {↵ij, R0,ij}

obtained by considering such interactions in the same way [59].

Vi(ri) =
N2rcutX

j

e↵ij(|ri�rj |�R0ij) (2.27)

Despite the fact that the BVS mismatch only accounts for short range interactions

between a mobile ion and its attractive counter-ions it has been successful in predictions

of pathways between crystallographic sites in ionic solids in many cases [44,64–68]. This

simple calculation, however, does fail to predict physical conduction pathways when re-

pulsive counter-ions of a similar size as the test ion are present inside the structure. This

problem arises because the BVS mismatch only considers the interactions of attractive

counter-ions, thus ignoring Coulombic repulsion. For this reason an ad hoc “penalty”

term, pik, is added into the BVS mismatch to give a modified BVS mismatch, �V mod
i ,

which accounts for such repulsion, as in Equation 2.28.

�V mod
i (ri) = �Vi(ri) +

M2rcutX

k

pik(|ri � rk|) (2.28)

The sum in the second term of Equation 2.28 is over all M ions within the cut-o↵ radii,

rcut, with the same sign of charge as the test ion (excluding ions of the same chemical

species as the test ion). The penalty term usually takes the form of a truncated Coulomb

potential [59].

2.3.2 Bond-Valence Energy

The extension of the BVS mismatch into the study of conduction pathways draws com-

parison with conventional force fields used in molecular dynamics simulations. Particu-

larly, the mismatch function, �V (r), is similar in form to the Morse potential, given by

Equation 2.29.

EMorse(r) = D0

�
e↵(Rmin�R)

� 1
 2

�D0 (2.29)

The Morse potential is a convenient interatomic potential used to describe the bonding

of a diatomic molecule, where R is the separation of the atoms, D0 is the depth of the

potential energy well, and Rmin is the radii at which the potential is a minimum. The

Morse potential may be re-expressed in terms of the bond-valence, sij, as in Equation

2.30. In the equation, smin is given by sij(Rij = Rmin).
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EMorse,ij = D0,ij

✓
sij � smin

smin

◆2

�D0,ij (2.30)

In an e↵ort to re-scale the BVS mismatch in terms of an energy scale, Adams et. al.

found an empirical relationship between the Morse parameters, Rmin and D0, and the

BV parameter, R0 and ↵ [78], which show good agreement for other empirically derived

force fields [79]. The advantage of calculating the Morse potential in terms of the BV

parameters over more conventional means is that the bond-valence parameters are readily

available for a wide range of ion-pairs [80]. As in the case with the BVS mismatch, the

Morse potential does not include a Coulombic repulsion term, so Adams et. al. proposed

to use a truncated Coulomb potential for that purpose. These two pieces were combined

to form the bond-valence energy potential, given in Equation 2.31.

EBV,i(ri) =
N2rcutX

j

EMorse,ij +
1

4⇡✏0

M2rcutX

k

q̄iq̄k
|ri � rk|

erfc

✓
|ri � rk|

⇢ik

◆
(2.31)

Where the positions of the N attractive and M repulsive counter ions within a cut-o↵

radii, rcut (about ri), are indexed by j and k respectively. ✏0 is the permittivity of free

space. q̄i and q̄k are the e↵ective charges of the test ion and the kth repulsive counter

ion. The term is truncated by the complimentary error function, erfc(x) = 2p
⇡

R1
x e�t2dt,

which rapidly approaches zero when |ri�rk| is greater than the screening factor, ⇢ik. The

screening factor determines the extent to which the Coulomb interaction is screened.

2.3.3 Implementation

Calculation of the bond-valence energy potential was implemented in the Python pro-

gramming language for the study of the A3LnSi2O7 structures in Chapter 4. The bond-

valence energy potential was calculated over a discrete mesh using Equation 2.31 as im-

plemented by Adams et. al. The screening factor is approximated as ⇢ik = (Ri +Rk)f ,

where Ri and Rk are the covalent radii of the ions i and k, and f is a tunable screening

factor that determines the extent to which the Coulomb interaction is screened. The

covalent radii was taken from the literature [81], and the BV parameters and tunable

screening factor were obtained from Adams et. al. [80]. The e↵ective charge is estimated

such that the product of q̄iq̄k =
qjqk
njnk

, where q is the oxidation state and n is the principle

quantum number.

More appropriate approximations for the e↵ective charge have been proposed, includ-

ing first principles calculation and arguments based on electronegativity. However, this

rough approximation has been shown to reproduce the majority of features observed in

di↵erence Fourier maps of experimental neutron scattering data [69–71]. Furthermore,
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the activation energy to ionic conduction extracted from this crude approximation has

been shown to correlate with those calculated using first principles methods [73].

The Python module used for the calculation has been made available on Github [82].

The module requires the user to provide a crystallographic information file to specify

the positions and chemical species for the calculation. The user must also specify the

oxidation state of each ion in the structure and choose a test ion for which the energy

potential will be generated. The calculation may be performed in a matter of minutes on

a desktop machine when the mesh size is taken as 0.2 Å. The module saves the energy

potential in a format suitable for visualisation in standard crystallographic visualisation

programs so that it may be inspected on top of the crystal structure. Contours of the

BV energy potential are extensively used in Chapter 4 of this thesis in the investigation

of the A3LnSi2O7 structure.

2.3.3.1 Activation Energy and Percolation

The activation energy for ionic conduction may be estimated from the relative energy of

the alkali ions in the structure, �EBV = EBV �minEBV, at which a percolating network

is formed through the structure. The relative energy at which a percolating network is

formed may be found programmatically by iteratively increasing a threshold which is

applied to �EBV. The scipy.ndimage library is used to identify clusters of discrete

voxels which fall below that threshold. If the size of any one of the cluster exceeds that

of the unit cell in any one dimension the threshold is taken as the percolation limit. The

activation energy is estimated as the percolation limit.

2.3.3.2 Minimum Energy Pathways

The pathway of least energy between two points in the bond-valence energy potential

was identified using an application of Dijkstra’s algorithm [83]. This algorithm is a well

known algorithm for finding the shortest path between nodes in a graph. A graph may be

constructed from the discretised BV energy potential by considering the voxels of the mesh

the nodes of a graph, and each node is connected with the nodes of its nearest neighbour

voxels. The weighting of each edge is given by the gradient of the potential energy along

that edge. Because the gradient is positive in one direction and negative in the other,

this abstraction of the potential energy must be considered a directed multigraph.

Dijkstra’s algorithm is detailed in Appendix (Section A). Once the shortest path

has been obtained, the energy along that path may be extracted from the bond-valence

potential energy. The activation energy of an ion travelling on that path may be taken as

the maximum of the energy along that path. The pathways were visualised in the crystal
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structure by placing atoms at a sampled position along the pathway. This technique was

used in the analysis of conduction pathways in Chapter 4.

2.3.4 Bond-Valence Methods and Density Functional Theory

It is the aim of this thesis to study the influence of the atomic structure on the morphol-

ogy of the conduction network. Bond-valence methods are well suited for this application

because they provide a fast computational method for understanding the energetics of

the mobile ions throughout the entire structure. The methods allow for a simple approx-

imation to the energy potential of an ion throughout the entire structure, from which

the conduction network may be studied by considering the local minima in the energy

potential and the pathways of least energy between the minima. The accuracy of the

calculations, however, may be limited. Improved accuracy may be achieved by using

density functional theory. One may obtain the energy potential of an ion of interest by

calculating the relative energy of the ion over a mesh of points inside the structure. To

achieve the same level of resolution as the maps generated by bond-valence methods,

the calculation may be prohibitively expensive. Such a simplistic brute force approach,

however, fails to capture e↵ects of the interaction of the lattice with the mobile ion,

and the interaction between mobile ions. A more sophisticated approach might be taken

by application of a combination of ab initio methods and molecular dynamics (AIMD).

From such an approach, one may calculate the probability density of the mobile ions.

The probability density of the mobile ions may be analysed much the same way as the

energy potential of the mobile ions, as discussed in the previous section. Minima in the

energy potential should be analogous to maxima in the probability density. Pathways of

least energy will be similar in their morphology to pathways of greatest probability. The

approach with bond-valence methods was taken in preference to AIMD methods because

the computational complexity of the problem was more tractable. A more promising

approach to extending this work with ab initio methods is discussed in the Conclusion,

Section 6.3.

2.4 Impedance Spectroscopy

This section gives an overview of impedance spectroscopy, including some theoretical

backgrounds and sample preparation methods. These methods are applied in Chapter 5

in the study of the A3LnSi2O7 compounds. Chapter 5 also introduces an experimental

control system which was developed in order to automate variable temperature impedance

measurements.
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2.4.1 Overview

The ionic conductivity of a polycrystalline solid electrolyte may be inferred from A.C.

impedance measurements. In a typical measurement an A.C. potential is applied across

the sample and the current response is measured over a range of frequencies. The

impedance is the ratio of the applied potential to the measured current. The impedance

is fit to an empirical model which is parametrised in terms of the resistance to ionic

conduction, Rion, and used to calculate the ionic conductivity, �ion, the using Equation

2.32.

�ion =
l

RionA
(2.32)

Where l and A are the thickness and area of the sample. The activation energy, Ea,

of the sample may be estimated by measuring the ionic conductivity over a range of

temperatures and fitting the conductivity to Equation 2.33.

�ion =
�0

T
exp

✓
�Ea

kBT

◆
(2.33)

Where kB, is Boltzmann’s constant, T is the temperature, and �0 is the coe�cient of

the conductivity. These measurements are extremely sensitive to moisture and electrical

noise but if performed correctly they provide a fast method to study ionic transport

properties in solids.

In preparation for such a measurement a polycrystalline sample must be pressed into

a dense pellet. Electrodes must be applied to either surface to ensure good electrical

contact. This pellet, its electrodes, and any additional structures required to hold the

pellet are referred to as the cell. The cell is connected to an impedance analyser which

acts as a signal generator and ammeter (one that can measure both the magnitude and

phase of the current). The first circuit diagram below shows the set-up.

Zcell

Ṽgenerator

A

Figure 2.3: Circuit diagram of the measurement of the cell with a signal generator and
ammeter.
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The internal resistance of all cell components, except for the pellet itself, should be

chosen such that their resistance is negligible compared to the pellet. The measured

impedance should then reflect the electrical response of the sample. Since a solid-state

electrolyte has a negligible electronic conductivity the only contribution to the response

should be the motion of mobile ions and the permittivity of the lattice.

2.4.1.1 The idealised model

To a first approximation the internal resistance of the cell is well described by a capaci-

tor. Intuitively this is the case because an ionic current is induced instantaneously upon

application of a DC field but fades to zero as charge builds up at the electrode. The

impedance of a capacitor is given by Z = 1
�
i!C. The Capacitance, C, of an ion conduc-

tor can be described by the Debye relaxation model [84]. According to the theory, the

frequency dependence of the permittivity, ✏, of a dielectric is related to the ionic conduc-

tivity, �ion, by Equation 2.34, where ✏r and ✏0 are the permittivity of the lattice and free

space respectively. This approximation is valid when the probed frequency range is far

from resonance of local atomic and electronic relaxation processes.

✏ = ✏r✏0 +
�ion

i!
(2.34)

The capacitance is related to the permittivity by C = ✏A
�
d. So the impedance of the

cell may be written as in Equation 2.35. Here Rion = A�ion

�
d and Cr = ✏r✏0A

�
d.

Zcell ⇡
1

i!CDebye
=

Rion

1 + i!RionCr
(2.35)

Notice how Equation 2.35 has the same form as the impedance of a parallel RC circuit

(referred to as a Voigt element). In the literature this is the “equivalent circuit” used to

model the impedance of an ideal non-dispersive ion conductor, as illustrated in Figure

2.4.

Zcell

⇡

CDebye

⇡

Cr

Rion

Figure 2.4: Equivalent circuit representation of the cell impedance.

The ionic conductivity of the sample may be estimated by fitting the above model to

data collected by measurement of the cell’s impedance. Figure 2.5 shows the expected
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frequency dependence of the impedance of an equivalent circuit where Cr = 0.5pF and

Rion = 1M⌦. Rion may either be inferred by observation of the low frequency plateau in

the magnitude (or the real part of the impedance), or by finding the expected intercept of

the semicircle in the complex plane with the real axis. Ultimately the model parameters

may be extracted by a least squares fitting algorithm, however, these heuristics are useful

for initialising a fitting algorithm. Once the model is fit to the data, the value of Rion

may be extracted. Then the ionic conductivity of the sample may be calculated using

Equation 2.32.

Rion

Figure 2.5: Impedance response of an RC circuits.

2.4.1.2 Bulk and grain boundary impedance

The simplified model of the conductivity in the bulk presented above does give some in-

tuition about the impedance of an idealised ionic conductor, however, here we have only

considered one dimensional isotropic conduction of charge carriers. In a polycrystalline

sample additional capacitive e↵ects are introduced between grains. The conduction be-

tween the grain boundaries can be modelled by a second Voigt element in series with

the bulk conduction process, as illustrated by the circuit diagram in the inset of Figure

2.6. Here Rgb represents the resistivity of hopping between grain boundaries. If the time

constant of the two Voigt elements are su�ciently di↵erent two distinct semicircles are

observed in the complex plane, as in Figure 2.6, and the resistance of the two processes

may be estimated as the radii of their respective semicircles.

2.4.1.3 Distributed relaxation processes

In the same way that bulk and grain boundary impedance may be modelled as the linear

combination of two Voigt elements, the impedance of polycrystalline materials can be

modelled by a series of Voigt elements, as illustrated in the left hand side of Figure 2.7.

The variation in the size of crystallites within a polycrystalline sample may be represented
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Rion Rgb

Figure 2.6: Impedance response of two parallel-RC circuits in series.

as a distribution of time constants attributed to the individual Voigt elements in the

series. The total impedance of such a circuit is highly dependent on the nature of the

distribution of time constants. Practically, empirical models are used to account for this

distributed process. The simplest empirical model commonly employed in fitting powder

impedance data involves replacing the capacitor of the Voigt model with a constant phase

element (CPE) as represented on the right hand side of Figure 2.7. The impedance of

the CPE is given by Equation 2.36.

ZCPE = Z0!
�ne�i� (2.36)

⌧1 ⌧2 ⌧n

⇡

CPE

Rion

Figure 2.7: A series of parallel RC circuits with a distribution of time constants is modled
by a single resistor in parallel with a constant phase element

The constant phase element is parametrised by a magnitude, Z0, and a phase angle,

� = n⇡
�
2. The total impedance of the equivalent circuit, ZCPE||R, is the parallel sum of

ZCPE and the constant impedance of a resistor ZR. The frequency dependence of such a

model is illustrated in Figure 2.8 for a range of phase angles � 2 [⇡4 ,
⇡
2 ]. As in the Voigt

element, the resistance of the circuit dictates the low frequency plateau in the magnitude

and the real part of the impedance, and similarly the intercept of the semicircle with the

real axis in the complex plane; however, the addition of the phase angle has the e↵ect

of depressing the semicircle below the real axis. As in the case with the Voigt element,

the important parameter for estimation of the ionic conductivity of the sample is the

52



resistance, Rion. In this case, Rion represents an average resistance to ionic conduction.

As before, when the distributions of time constants associated with the bulk and grain

boundary conductivities are su�ciently di↵erent it becomes necessary to use two of these

R||CPE equivalent circuits in series.

Rion

CPE

Figure 2.8: Impedance response of a parallel R||CPE circuit.

2.4.1.4 Di↵usion limited impedance

Models based on a simple Voigt element are useful for describing the impedance of dis-

tributed bulk and grain boundary conduction processes, however, they assume a uniform

distribution of charge carriers. In real systems the concentration of charge carriers at grain

boundaries may fluctuate with the variation in the A.C. bias, consequently the local dif-

fusion coe�cient of the mobile ion will fluctuate with the concentration. Physically, this

adds a frequency dependence to the resistance to ionic conduction: Rion ! Rion+ZD(!).

This di↵usion limited impedance, ZD(!), has been shown to take the form of the Warburg

impedance under ideal conditions [85]. The Warburg impedance is exactly equivalent to

the impedance of the constant phase element when the phase angle is ⇡/4, so the di↵u-

sion limited impedance may be approximated as ZD(!) ⇡ ZCPE(� = ⇡/4). The e↵ect of

the Warburg impedance become more apparent at lower frequencies, when more charge

carriers are allowed to build up at grain boundaries, and tends to zero at high frequen-

cies. The addition of the Warburg impedance may be represented in a circuit diagram by

adding an extra circuit element, known as a Warburg element, in series with the resistor.

This circuit diagram is referred to as a Randles circuit [86] and is illustrated on the left

hand side of Figure 2.9. Practically, the distribution of these e↵ects in a polycrystalline

sample must be accounted for by substitution of the Warburg element in the Randles

circuit with a second constant phase element [87], as shown on the right hand side of

Figure 2.9.
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C

R W

⇡

CPE2

R CPE1

Figure 2.9: Randles circuit (on the left hand side of the figure) is used to describe the
impedance of an ideal ion conductor with di↵usion limited conductivity. The Randles
circuit is approximated by the replacement of the capacitor and Warburg element by
constant phase elements, as in the circuit diagram on the right hand side of the figure.

2.4.1.5 Fitting the models

After an appropriate model for the observed impedance data is constructed, the model

must be fit to the data. Commercial software is available which may be used for this

purpose, however, these software applications are limited in terms of their batch fitting

capabilities. This software is also often proprietary and closed, so using the software to

analyse data recorded with third party instruments is not convenient. For this reason a

fitting algorithm was developed and implemented in the Python programming language.

The details of the data analysis method are described in Appendix E. Regardless of

which software is used for this purpose, any good fit to the data should yield an estimate

for the resistance to ionic conduction. The ionic conductivity of the sample, then, may

be calculated using the dimensions of the pellet and Equation 2.32. These measurements

may be performed over a range of temperatures in order to estimate the activation energy

of ionic conduction using the Arrhenius equation (Equation 2.33).

2.4.2 Sample Preparation

Before any measurement may be performed, the sample must be prepared in an appro-

priate manner. This subsection details the procedure used to prepare the samples for the

impedance measurements reported in Chapter 5.

2.4.2.1 Sample preparation

Polycrystalline samples are prepared for an impedance measurement by thoroughly grind-

ing the sample into a fine powder with a mortar and pestle. The powder should be as

uniform as possible. In some cases it is advisable to use a series of sieves to ensure the

particle sizes are uniform (this precaution, however, was not taken in the majority of

the experiments reported in this thesis). The powders are dried in an oven at 200 oC

overnight to ensure they are free from moisture. The powder is stored in a glovebox for
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Figure 2.10: Instruments required for the preparation of pellets for impedance measure-
ments from polycrystalline samples. A mortar and pestle is used to mix the powders

Figure 2.11: Components of the impedance cell.

any duration of time between the drying procedure and the assembly of the cell. It is

important to avoid moisture in the sample because that will modify the measured con-

ductivity of the sample�. After the powder has been prepared it is pressed into a dense

pellet using the pellet preparation technique described in Section 2.1.1 and loaded into

the measurement cell.

2.4.2.2 Cell design

The cell is designed as to maintain good contact between the pellet and the electrodes

and to maintain the pellet in a controlled atmosphere. The components of the cell are

shown in Figure 2.11. Kapton film is used to keep the two electrodes electrically isolated

from one another. The cell is loaded by inserting the Kapton film into the body of the

cell such that no stainless steel is exposed to the electrodes. A single electrode is inserted

�The addition of moisture on the sample may contribute to the measured impedance response of the
sample because any ions dissolved in the water may contribute to the measured ionic current
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Figure 2.12: Images of the measurement cell inside the box furnace. Crocodile clips
a�xed to the cell are connected to the Solartron 1260 impedance analyser to the right of
the box furnace. The K-type thermocouple is directly above the cell.

about a quarter way into the body of the cell and secured in place using a set of bushings

and nut. A spring is dropped into the cell from the other side followed by a stainless

steel plate to support the pellet. Finally the pellet is placed on top of the plate and the

second electrode is inserted and secured in the body of the cell. The bushings provide a

tight seal as to allow for a controlled atmosphere inside the cell. The cell may be loaded

in a glovebox so that the pellet is not exposed to air during impedance measurements.

2.4.3 Measurement Procedure

Once the cell is prepared for the measurement it is placed in a box furnace and wired

up to an impedance analyser for measurement (as shown in Figure 2.12). It is desirable

to execute the impedance measurements at regular intervals over a wide range of tem-

peratures. For this purpose a heating device must be used to control the temperature of

the sample, and an impedance analyser must be used to measure the impedance. Some

commercial software is available which allows for the synchronisation of the temperature

control with the impedance measurements for specific pieces of hardware, however, this

software is proprietary. It can be prohibitively expensive, and it only works with certain

temperature controllers.

To enable these measurements, a variable temperature impedance control system was

developed. A microcontroller was used to coordinate the operation of several hardware

devices and a custom software library was written to allow a user to orchestrate such

measurements. The details of the development of the measurement system, including the

instrumentation used and its integration with the custom software library are given in

Chapter 5. Further details of the measurement procedure are also given in Chapter 5.
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Chapter 3

Synthesis & Structural Refinements

In this chapter, the synthesis and structural refinements of A3LnSi2O7 are detailed for

A = Li, Na; and Ln = Gd-Er and Y. The Na-compounds, Na3LnSi2O7, were made by

a standard ceramic method adapted from a previous report [47]. The Li-compounds,

Li3LnSi2O7, are meta-stable, so they cannot be made by the same method. Instead, the

Li-compounds are made from their parent Na-compounds by a molten salt ion exchange

of Li+ for Na+. This is the first report of the synthesis of the Li-compounds. Powder

X-ray di↵raction (PXRD) is used to show all the A3LnSi2O7 compounds are characterised

by the P63/m space group. Structural models for each compound were refined from the

model proposed by Latshaw et. al. for Na3HoSi2O7 [47]. Le Bail refinement of the

PXRD data was used to estimate the lattice parameters of the A3LnSi2O7 compounds

and the Rietveld method was used to refine the positions of the lanthanide and silicon

atoms of each compound from the PXRD data. In order to investigate the positions

of the remainder of the atoms, neutron scattering experiments were performed on the

A3LnSi2O7 compounds for Ln = Tb, Ho, Y, and Er. A combination of di↵erence Fourier

maps and Rietveld refinement was used to locate and refine the positions of the lithium,

sodium, and oxygen atoms. From the refinement, a new structural model was proposed

for the Li3LnSi2O7 compounds. This structure was corroborated by pair distribution

function analysis of the neutron data.

3.1 Structural Background

The crystal structure of A3LnSi2O7-type silicates reported to date may be categorised

into two types. Both are based on a LnSi2O7 framework composed of corner-sharing lan-

thanide polyhedra and pyrosilicate units. The first framework-type (type-1) is composed

of alternating layers which consist exclusively of either lanthanide polyhedra or pyrosil-

icate units. Examples of the framework are shown in figure 3.1. This framework-type
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has been observed in K3YbSi2O7 and K3YSi2O7 (space group P63/mmc) made by flux

growth methods [88, 89], and in Na3LnSi2O7 (Ln = Y, Er, Tm, Yb, Lu, and Sc; space

group Pbnm) produced by hydrothermal synthesis [90–92]. Within this framework-type

there are two sub-categories which depend on the alkali ion in A3LnSi2O7. Both structure

types have a single crystallographically distinct lanthanide site and two crystallographi-

cally distinct alkali sites. The smaller radii of the Na-ions result in a relative contraction

of the lanthanide layers and a buckling of the pyrosilicate units, as observed along the

a-axis. The buckling action results in a concertina e↵ect where the lanthanide octahedra

are pulled at each corner by the silica units and rotated about the c-axis. This distor-

tion results in the Na-structure having a lower symmetry than the K-structure. Despite

the structural deformation of the framework, the relative positions of the alkali ions are

identical.

58



Figure 3.1: Examples of the first framework-type observed in A3LnSi2O7. Two sub-
categories of the structure are observed. The first is exemplified in K3LuSi2O7 on the
left of the figure. The second is exemplified in Na3ScSi2O7 on the right. The figure show
pyrosilicate units in blue, lanthanide polyhedra in purple, oxygen in red, potassium in
orange, and sodium in yellow. The unit cell of each figure is indicated by the solid black
lines. The dashed black line over the K3LuSi2O7-type structure on the left-hand side of
(b) highlights the equivalent unit cell of the Na3ScSi2O7-type structure.
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The second framework-type (type-2) also consists of alternating layers of lanthanide

polyhedra and pyrosilicate units, but unlike the type-1 framework the lanthanide ions

are present in both layers. This framework-type has been observed in K3LnSi2O7 (for

Ln = Nd, Sm-Yb; space group P63/mcm) made by hydrothermal synthesis [92] or flux

growth [47, 88, 89, 93]; in Na3LnSi2O7 (Ln = Ho, Y, Yb; space group P63/m) made by

standard ceramic methods [47,94], flux growth [47], or hydrothermal methods [95]; and in

Na3LuSi2O7 (space group P31c) made by flux growth [47]. Within this framework-type

there have been three structure types observed (referred to as “type 2a-c”). Examples

of type-2a and type-2b are shown in Figure 3.2. Both structure types have two crystal-

lographically distinct lanthanide sites, one of which is in a distorted octahedral site as

in framework type-1. The second lanthanide site is in a trigonal prismatic site within

the pyrosilicate layer. As before, the smaller radii of the sodium ion result in a contrac-

tion of the lattice and a rotation of the lanthanide polyhedra about the c-axis, lowering

the symmetry of the structure. Despite the structural distortion, the alkali sub-lattice

is relatively unchanged between the two structures. In both structure types there are

four crystallographically distinct alkali sites at almost identical positions relative to the

LnSi2O7 framework. All the Na sites are identical to those in the K-structure, except

the Na4 site which has an unusually high anisotropic thermal parameter and may be

represented by a split site about the centre of the Ln2Si2O7-cage, as shown in Figure 3.3.
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Figure 3.2: Examples of the second framework-type observed in A3LnSi2O7. Framework-
type-2a is exemplified in K3SmSi2O7 on the left. Framework-type-2b is exemplified
in Na3ScSi2O7 on the right. The figures show pyrosilicate units in blue, lanthanide
polyhedra in purple, oxygen in red, potassium in orange, and sodium in yellow. The unit
cell of each figure is indicated by the solid black lines.
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Figure 3.3: Alternate representations of the Na4 site in Na3LnSi2O7 (framework-type
2b). On the left, the Na4 environment is drawn with anisotropic thermal displacement
parameters taken from the crystallographic information file made available on the ICSD
(collection code 430194) [96] from the single crystal X-ray di↵raction study of Latshaw et.

al. [47]. The thermal ellipsoids are drawn at 100% probability. The extreme anisotropy
of the Na4 thermal parameter suggests the Na4 site may be described by a split site, as
shown on the right. This representation is reported by Maksimov et. al. [95].

The third type-2 structure (type-2c) has been observed in Na3YbSi2O7 (space group

P31c). Structure type-2c is characterised by a lower symmetry than the Na3LnSi2O7

structures made with larger lanthanide ions, however, it maintains the same connectivity

of the LnSi2O7-framework as in type-2a and type-2b. In order to coordinate the smaller

Yb ion, the pyrosilicate units must bend and twist, breaking the mirror symmetry about

the bridging oxygen in the Si2O7 unit. This breaking of symmetry reduces the symmetry

of all coordinating atoms about the Si2O7 units and requires a much larger unit cell to

describe the structure, as shown in Figure 3.4. Although there are 11 crystallographically

distinct alkali ions within the structure, they are all in the same position relative to the

Si2O7-framework as in the Na3LnSi2O7 structures with larger lanthanides.

3.1.1 The Type-2b Framework in A3LnSi2O7

The remainder of this report focuses on the study of Na3LnSi2O7, for Ln = Gd-Er and Y,

made by the ceramic method. Reports of similar compounds made in this way are usually

characterised by the type-2b or type-2c structures. The only reports of the synthesis of

this compound by the ceramic method are for Ln = Ho, Y (type 2b) and Yb (type 2c).

This study shows the entire series Ln = Gd-Er and Y are characterised by type-2b.
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Figure 3.4: Comparison between the type-2c framework exemplified by Na3YbSi2O7 (left)
and the type-2b framework exemplified in Na3HoSi2O7 (right). Pyrosilicate units are
shown in blue, lanthanide polyhedra in purple, oxygen in red, and sodium in yellow.
The unit cell of each figure is indicated by the solid black lines. The dashed black line
over the Na3YbSi2O7-type structure on the left highlights the equivalent unit cell of the
Na3HoSi2O7-type structure.

3.2 Procedure

3.2.1 Ceramic Synthesis of Na3LnSi2O7

Powder samples of Na3LnSi2O7 were prepared by solid-state synthesis. Stoichiometric

ratios of the precursors Na2CO3, Ln2O3 (Ln = Gd-Er and Y), and SiO2 were weighed

out and mixed by mortar and pestle. The precursors purity and supplier is tabulated

in Appendix C (Table C.1). To ensure the reliability of the measurement of the mass

of Gadolinium oxide, which is known to be hygroscopic [97], the oxide was pre-dried at

800�C prior to weighing it out. After the powders were well ground and mixed thoroughly,

they were pressed into pellets in an 8 mm die under approximately 5 MPa of pressure.

The pellets were placed in an alumina crucible and heated to 1000�C for 48-72 hours with

intermittent re-grinding and re-pelletizing every 24 hours. The progress of each reaction

was tracked using PXRD. The reaction was deemed complete when no other phase was

identified in the high resolution di↵ractogram∗.

The same synthesis procedure was attempted to produce samples of Li3LnSi2O7 by

substitution of Li2CO3 for Na2CO3, however, these attempts proved to be unsuccessful.

Discussion and analysis of the attempted synthesis of Li3LnSi2O7 by the ceramic method

is discussed in Appendix XXX.

∗The high resolution di↵ractogram was collected over an angular range of 10°-120° and a 2-hour
period. Further details of the experiment are given in Section 2.2.4.
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3.2.2 Molten Salt Ion Exchange of Li for Na in Na3LnSi2O7

Powder samples of Li3LnSi2O7 (Ln=Gd-Er and Y) were prepared by a molten salt ion ex-

change† of Li for Na in Na3LnSi2O7. The precursors, LiNO3 and the parent Na-compound,

were weighed out such that the Li:Na molar ratio was 10:1. The precursors were ground

and mixed in a mortar and pestle before being transferred into an alumina crucible and

heated in a box furnace at 400�C for 12 hours. The samples were quenched and allowed

to cool to room temperature before being stirred into distilled water to wash away any

excess salt. The solution was poured through a Büchner filter to extract the non-solvated

powder which was retrieved from the filter paper after it was completely dry. The ion-

exchange product was examined with PXRD and solid state nuclear magnetic resonance

spectroscopy.

3.2.3 Powder X-ray Di↵raction

Powder X-ray di↵raction (PXRD) was carried out on all samples described above using a

Bruker D8 X-ray di↵ractometer with a Cu K↵ X-ray source. Details of the methodology

are given in Section 2.2.4.

3.2.4 Nuclear Magnetic Resonance Spectroscopy

Solid state nuclear magnetic resonance spectroscopy was performed to assess the residual

sodium content in the ion exchange product, Li3–�Na�LnSi2O7. It was determined that

the residual sodium content was less than 1% (� < 0.03), so the lithium compounds

are referred to as Li3LnSi2O7 for the remainder of the thesis. A full account of the

characterisation of the residual sodium content is presented in Appendix I.

3.2.5 Neutron Scattering Experiments

Neutron scattering experiments were carried out on 3-5 g batches of A3LnSi2O7 (for A

= Li and Na; Ln = Tb, Ho, Y, and Er) on the Polaris instrument at the ISIS Neutron

and Muon Source (during round 2018/1). The five banks of detectors‡ on the instrument

allowed for the measurement of a wide Q-range, 0.75-31.4 Å�1 [98], suitable for total

neutron scattering analysis. Details of the methodology are given in Section 2.2.5.

†An attempt was made to synthesize Li3LnSi2O7 by the direct synthesis approach used to make the
Na3LnSi2O7 compounds, however these attempts were unsuccessful because the Li3LnSi2O7 compounds
are metastable. Discussion and results of this attempt are detailed in Appendix H.

‡Neutron detectors are arranged in five groups or banks about the sample, such that detectors in the
same bank have equal resolution in Q. Further discussion of the arrangement is given in Section 2.2.5.
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3.2.5.1 Pre-Processing

The Mantid software [99] was used to focus the data collected from Polaris into five time-

of-flight di↵raction patterns (one for each bank of detectors) and the Gudrun software

was used to process the total scattering data to produce a pair distribution function.

Details of the methods are given in Sections 2.2.5 and 2.2.8 respectively.

3.2.6 Rietveld Refinement and Di↵erence Fourier Maps

The FullProf Suite of programs were used to refine the Na3LnSi2O7-type-2b model (orig-

inally published by Latshaw et. al. [47]) against the PXRD data collected from all the

Na-compounds. Le Bail refinements [55] were used to estimate the lattice parameters of

each compound, following which, Rietveld refinement [52] of each model was performed

to obtain structural models for each compound. The models were further refined against

the powder neutron di↵raction (PND) data obtained from the neutron scattering experi-

ments. Di↵erence Fourier maps were generated for the Li3LnSi2O7 compounds using the

GFourier software [53]. The maps were visualised in VESTA [100] and aided in the refine-

ment of the models. The atomic positions of all the atoms in the A3LnSi2O7 structures

studied by PND are reported. Further details of the Rietveld refinement method and the

di↵erence Fourier maps are given in Sections 2.2.6 and 2.2.7 respectively.

3.2.7 Pair Distribution Function Analysis

The PDFgui software was used to refine the models obtained from the Rietveld refinement

and di↵erence Fourier maps to the pair distribution function obtained from the neutron

scattering experiments. Details of the PDF refinement methodology are given in Section

2.2.8.

3.3 Results

3.3.1 Na3LnSi2O7

Refinement of PXRD and PND data from Na3LnSi2O7 shows all compounds are char-

acterised by the P63/m space group (structure type-2b). This is the first report of the

synthesis and characterisation of this structure type for Ln = Gd, Tb, Dy, and Er; and

completes the series Ln=Gd-Er, and Y. The lattice parameters obtained from Le Bail

refinement follow Vegards law (as illustrated in Figure 3.5).
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Figure 3.5: Left: PXRD data for Na3LnSi2O7 (Ln=Gd-Er). The di↵ractograms demon-
strate the monotonic change in lattice parameters. Right: refined lattice parameters
from the PND and PXRD data. Error bars are too small to be seen on this scale.

Figure 3.6: Refinements of PND from Na3TbSi2O7 for bank 4 (left) and bank 5 (right)

Rietveld refinement of the type-2b model against the PXRD and PND data for the

Na3LnSi2O7 compounds produce fits to the data that are all very good. Examples of the

fits to bank 4 and 5 of PND data from Na3TbSi2O7 are shown in Figure 3.6. All other

fits and tables of their Rwp values can be found in the Appendix. The PND data were all

fit with polynomial backgrounds. The instrumental resolution parameters were refined

from a standard silicon reference (Appendix Figure C.9 and Table C.10). The good fit to

the data confirms the atomic model for Na3HoSi2O7 from Latshaw et. al. [47] and shows

all compounds exhibit a very similar atomic arrangement. The alkali positions relative to

the LnSi2O7-framework are the same. The refined crystallographic parameters are given

in Table 3.1.
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Table 3.1: Crystallographic parameters for Na3LnSi2O7 for Ln = Tb, Ho, Y, Er refined
against four banks of PND data. The space group of the model for all the compounds is
P63/m. All of the atomic sites are fully occupied except for Na4 which has a fractional
occupancy of 0.5.

Label Wycko↵ Parameter Tb Ho Y Er

�2 17.2 16.5 19.6 11.9
Bank 2 Rwp 1.22 1.05 1.05 1.12
Bank 3 Rwp 1.48 0.596 0.596 1.09
Bank 4 Rwp 1.58 1.85 1.85 2.00
Bank 5 Rwp 2.51 3.60 2.20 3.35

a Å 9.45173 9.42248 9.42082 9.40626
c Å 13.83856 13.78652 13.78599 13.76136

Ln1 2a B (Å2) 0.004(59) 0.004(59) 0.083(33) 0.107(32)
Ln2 4f z 0.01915(22) 0.01862(21) 0.01918(11) 0.01907(11)

B (Å2) 0.004(59) 0.224(12) 0.334(24) 0.311(23)
Si1 12i x 0.34619(43) 0.34660(39) 0.34693(21) 0.34692(22)

y 0.32800(45) 0.32819(45) 0.32823(25) 0.32861(27)
z 0.14007(26) 0.14043(24) 0.14175(13) 0.14161(13)

B (Å2) 0.433(48) 0.571(47) 0.194(21) 0.264(21)
Na1 2b B (Å2) 2.591(340) 0.893(62) 1.622(131) 1.486(126)
Na2 12i x 0.33037(71) 0.33079(68) 0.32967(39) 0.32981(41)

y 0.31729(70) 0.31670(64) 0.31539(36) 0.31527(37)
z 0.58805(22) 0.58894(22) 0.58828(15) 0.58879(16)

B (Å2) 0.853(83) 0.893(62) 1.241(37) 1.214(37)
Na3 2c B (Å2) 0.263(274) 0.893(62) 1.714(124) 1.470(112)
Na4 4f z 0.27387(89) 0.27471(79) 0.27271(47) 0.27265(47)

B (Å2) 0.270(348) 0.893(62) 0.920(134) 0.809(127)
O1 12i x 0.12340(30) 0.12434(29) 0.12439(18) 0.12510(18)

y 0.60901(30) 0.61079(27) 0.61069(17) 0.61118(18)
z 0.12151(17) 0.12083(16) 0.12084(8) 0.12061(8)

B (Å2) 0.711(61) 0.613(23) 0.655(21) 0.694(20)
O2 6h x 0.41543(33) 0.41928(34) 0.41852(22) 0.41927(22)

y 0.31449(38) 0.31944(38) 0.31954(24) 0.32044(25)
B (Å2) 0.461(68) 0.613(23) 0.541(29) 0.572(28)

O3 12i x 0.43916(27) 0.44021(26) 0.44079(15) 0.44063(16)
y 0.26934(31) 0.26940(30) 0.26976(18) 0.26988(19)
z 0.43334(13) 0.43358(13) 0.43348(8) 0.43377(8)

B (Å2) 0.701(52) 0.613(23) 0.721(19) 0.768(19)
O4 12i x 0.15045(32) 0.14972(35) 0.15231(17) 0.15233(18)

y 0.20048(29) 0.19823(34) 0.19967(16) 0.19932(17)
z 0.36231(13) 0.36070(15) 0.36084(9) 0.36048(9)

B (Å2) 0.485(61) 0.613(23) 0.625(22) 0.735(22)

67



Figure 3.7: PXRD refinements for Li3TbSi2O7 (Top Left) and Na3TbSi2O7 (Bottom Left).
Right: PND refinement of Li3TbSi2O7 using the same model.

3.3.2 Li3LnSi2O7

Comparison of the PXRD data collected for the lithium and sodium compounds shows the

lithium compounds exhibit the same number of Bragg reflections as in that of the sodium

compounds. The reflections occur at about the same angles as observed in the sodium

di↵raction pattern but shifted to slightly higher values of 2✓. Examples of the shifted

Bragg peaks are shown on the left-hand side of Figure 3.7. This indicates the Li3LnSi2O7

compounds are characterised by the same space group as the Na3LnSi2O7 compounds.

The upward shift in the Bragg peaks indicates a contraction of the lattice parameters

between the sodium and the lithium phase. Le Bail refinements were used to estimate the

lattice parameters from both the PND and PXRD data. The extracted lattice parameters

from each fit are plotted in Figure 3.8. The mean lattice parameter contraction from

the parent sodium phase was 7.94(2)% along the a-axis and 1.31(3)% along the c-axis.

Unlike in their parent compounds, the lattice parameters of Li3LnSi2O7 do not follow a

monotonic trend with the lanthanide radii (Figure 3.8). Careful inspection of the lattice

parameters shows a deviation from the expected trend in the a-lattice parameter between

Y (8.67115(13) Å) and Ho (8.67055(12) Å). Rietveld refinement of the type-2b model

against the PXRD data from the Li3LnSi2O7 compounds results in a good fit to the data

(shown on the left-hand side of Figure 3.7) indicating the LnSi2O7-framework maintains

the same structure as in Na3LnSi2O7. Rietveld refinement of the PND data, however,

does not result in a good fit (as shown on the right-hand side of Figure 3.7) indicating the

alkali sub-lattice is not the same as in the Na3LnSi2O7-2b structures (shown in Figure

3.9).
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Figure 3.8: Left: PXRD data for Li3LnSi2O7 (Ln=Gd-Er). Right: refined lattice pa-
rameters from the PND and PXRD data. Error bars are too small to be seen on this
scale.

Figure 3.9: Crystal structure of Na3LnSi2O7 as reported by Latshaw et. al. [47]. The
lanthanide polyhedra are shown in purple, pyrosilicate units in blue, oxygen ions in red,
and the sodium ions in yellow.
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Figure 3.10: Di↵erence Fourier maps calculated for Li3TbSi2O7 with an iso-level of 0.04.
A: Map calculated from bank 4 along the a-axis. B shows a slice of the Fourier map
through the Li3-Li4-plane (as indicated in A). The Li3 and Li4 sites from the Na3LnSi2O7-
type structure are labelled as well as the new Li3b and Li3c sites. C shows the same slice
of the Fourier map from bank 5. Here no density is observed on the Li3c site, so it is not
labelled.

3.3.2.1 Fourier Maps

To locate the lithium ions, di↵erence Fourier maps were calculated from the PND data

assuming a Na3LnSi2O7-2b structural model. With an iso-level of 0.4 the Fourier maps

show negative scattering density on the A2 site. Negative scattering density is expected

in the location of the lithium ions because it is the only ion in the structure with a

negative neutron scattering length. No other alkali site from the Na3LnSi2O7-2b struc-

ture has negative scattering density on it, however, negative scattering density is clearly

distributed about the A3 site, as illustrated in Figure 3.10. At least one new site with

3-fold symmetry is observed about the A3 site. A discrepancy between the Fourier maps

calculated from individual banks is apparent. In the Li3TbSi2O7 map calculated from

bank 5 at an iso-level of 0.04, only one new site is observed in the A3/A4-plane; this site

will be referred to as Li3b. In the map calculated from the same compound from bank 4

two new sites about the Li3 site are observed at the same iso-level. The additional site

also has three-fold symmetry about the Li3 site, and will be referred to as Li3c. This

Li3c site shows up very clearly in many of the Fourier maps calculated with di↵erent

Q-ranges across multiple banks, however, it is not consistently observed in all maps as is

Li3b. This may indicate the negative scattering density at the Li3c site is a truncation

artefact from the Fourier transform.

Interestingly there is a lack of evidence for any lithium occupying the remainder of the

alkali sites from the Na3LnSi2O7-2b model. At lower iso-levels some streaks of negative

density are observed around the A1 site, but this is only observed in the noise level of

70



Figure 3.11: Biso values from the refinement of Li3LnSi2O7. Values for Li1, Li3, Li3c, and
Li4 are not shown because they were removed from the model.

the Fourier map. No negative density is observed on the A4 site - even in the noise level.

This is surprising because if true this would require a certain level of charge redistribution

about the structure.

3.3.2.2 Refinements of the Li3LnSi2O7 model against PND data

The new Li3b and Li3c sites were added to the Na3LnSi2O7-type model and refined

against the PND data. Polynomial backgrounds were used for all refinements because

the linear background in FullProf produces un-natural results (Figure C.11). The instru-

mental resolution parameters were taken from the Si standard refinement (Table C.10).

The lattice parameters, scale, dtt2, and atomic positions were all refined - turning each

on one by one in that order. Lastly, the thermal parameters and occupancies were refined

for all atoms. At first the thermal parameters (Biso values) were coupled together for each

element type and then refined individually. Following their refinement, the occupancies of

the Li sites were refined in conjuncture with the thermal parameters. These refinements

were carried out on all PND data collected for Li3LnSi2O7 for Ln=Tb, Ho, Y, Er. In each

case the Biso value of the Li3 atom diverged toward infinity. Similarly, the Biso values

for Li1, Li3c, and Li4 were all unrealistic, either very high (> 8) or significantly negative

(< �0.2). This was observed for each independent refinement of the four Li3LnSi2O7

compounds. The model was adjusted to reflect these observations by removing the Li1,

Li3c, and Li4 atoms. The fractional occupancies of the Li2 and Li3b sites refined to

values marginally greater than 1 so they were fixed to 1. With these sites fully occupied

and the other sites removed, the sum total of lithium is conserved (12 Li2 atoms + 6

Li3b atoms = 18 Li per unit cell). The refined Biso values for all the atoms across all the

refinements are shown in Figure 3.11.
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Table 3.2: Comparison of Rwp values from Rietveld refinement of the Na3LnSi2O7-type
model (old model) and the new model (with lithium occupying only the Li1 and Li3b
sites) against PND data collected from Li3LnSi2O7.

Ln bank Old Model New Model

Er

2 6.92 2.94
3 6.5 3.47
4 6.19 4.62
5 6.75 6.22

Ho

2 5.46 2.26
3 5.63 3.04
4 5.4 3.5
5 6.28 4.38

Tb

2 5.89 3.06
3 6.16 3.15
4 5.74 3.26
5 6.89 4.26

Y

2 9.86 4.21
3 8.7 3.87
4 7.22 5.87
5 6.92 5.21

Figure 3.12: Comparison of the final
Rwp values using the final model for
Li3LnSi2O7 for each bank across all com-
pounds.

By the addition of the Li3b site and the

removal of the Li1 and Li4 sites from the

Na3LnSi2O7-2b model, the fit to the PND

data is improved across all compositions for

all banks as evidenced by the Rwp values (Fig-

ure 3.12, Table 3.2) and qualitative compari-

son between the di↵ractograms (Figure 3.13,

C.5-C.8). While the improvement in the fit is

clear, some discrepancy between the calculated

pattern and the observed data is still evident.

There is significant intensity mismatch in the

(111) and (012) reflections visible in bank 3

(Figure 3.13). The intensity mismatch of the

fit to the higher resolution banks, 4 and 5, is not as pronounced as that observed at the

(111) and (012) reflections in bank 3. However, the overall quality of fit is worse because

the peak shape is not appropriately modelled (despite the introduction of a size mode).

At the higher resolution banks the inappropriate peak shape model becomes more obvious

(as exemplified in Figure 3.14).
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Figure 3.13: Comparison between the refinement of the Li3TbSi2O7 model against PND
data from bank 3 before (left) and after (right) the addition of the Li3b site and the
removal of Li1, Li3, and Li4 sites.

Figure 3.14: Refinement of PND data from bank 4 collected for Li3TbSi2O7. The full
refinement is shown on the left and a close up of an unindexed reflection and peak shape
mismatch is shown on the figure to the right.

Aside from the poor peak shape, other factors contribute to the less-than-perfect fit

to the data. Unindexed peaks are observed in all but Li3YSi2O7. A single unindexed

peak is observed at d=3.03 Å in bank 4 in Li3TbSi2O7 (Figure 3.14). This peak is likely

an impurity because it is observed in the PXRD data collected from the large neutron

sample but not in previously synthesised samples. This peak is not observed in the PND

data from any other composition. A very broad peak is observed around 2.34 Å in the

PND data from Li3ErSi2O7 - most clearly in bank 4 (Figure 3.14). While this peak is

not as prominent in Li3HoSi2O7 or Li3TbSi2O7 the di↵erence profile of their respective

refinements indicates its presence. No other unindexed peaks are observed.

In addition to the poor peak shape and unindexed peaks, the model does a bad job

at capturing the background of the PND data. This is particularly evident in bank 5 of

data collected from Li3ErSi2O7 (Figure 3.15). This background issue is exacerbated by an
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Figure 3.15: Examination of the overall worst fit by Rwp value. On the left is the full
refinement of PND data from bank 5 collected for Li3ErSi2O7. A close up of background
and peak shape problems are shown on the right. The drop in the background at 2.14
Å is artificial as it is observed across all A3LnSi2O7 compounds at exactly 2.14 Å.

artificial drop in the background level at 2.14 Å. This artificial drop is observed at exactly

2.14 Å in all PND data collected from the Li3LnSi2O7 compounds. This artificial drop

can also be observed in the PND collected from the Na3LnSi2O7 compounds, but only

indirectly as the (034) and (132) reflections are located about 2.13 Å. This sharp drop in

the data makes it impossible to model the background with a smoothly varying function

such as the Chebyshev polynomial used in this analysis. The poor fit to the background

has knock-on e↵ects to the peak shape and intensity mismatch of the reflections.

Despite these shortfalls of the fit to the data, the combination of evidence from the

Fourier maps and the Rietveld analysis suggest the new model for Li3LnSi2O7 describes

the Bragg data. This new model, shown in Figure 3.16, is constructed by the addition of

the Li3b site and the removal of the Li1 and Li4 sites from the Na3LnSi2O7-type structure.

The refined crystallographic parameters for the new Li3LnSi2O7 model are given in Table

3.3.
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Table 3.3: Crystallographic parameters for Li3LnSi2O7 for Ln = Tb, Ho, Y, Er refined
against four banks of PND data. The space group of the model for all the compounds is
P63/m. All of the atomic sites are fully occupied.

Label Wycko↵ Parameter Tb Ho Y Er

�2 26.8 22.9 23.2 23.1
Bank 2 Rwp 1.94 1.35 2.00 2.19
Bank 3 Rwp 1.88 1.97 1.98 2.08
Bank 4 Rwp 2.41 2.54 3.39 3.78
Bank 5 Rwp 2.59 2.49 3.30 3.77

a (Å) 8.70814(12) 8.67055(12) 8.67115(13) 8.65508(15)
c (Å) 13.64842(19) 13.60571(18) 13.59942(21) 13.59368(24)

Ln1 2a Biso 0.969(94) 0.959(84) 1.135(117) 1.240(113)
Ln2 4f z 0.03291(26) 0.03374(22) 0.03330(32) 0.03347(30)

Biso (Å2) 0.955(71) 0.674(53) 0.982(79) 0.763(66)
Si1 12i x 0.35389(53) 0.35445(52) 0.35519(66) 0.35474(63)

y 0.32695(60) 0.32643(60) 0.32663(76) 0.32537(75)
z 0.14451(31) 0.14411(30) 0.14346(39) 0.14484(35)

Biso (Å2) 0.943(58) 0.883(53) 0.860(69) 0.719(61)
Li2 12i x 0.31099(118) 0.30819(133) 0.30832(184) 0.30989(148)

y 0.29504(117) 0.29367(133) 0.29477(186) 0.29630(144)
z 0.56492(62) 0.56648(69) 0.56619(94) 0.56632(77)

Biso (Å2) 0.152(108) 0.641(133) 1.063(186) 0.334(144)
Li3b 6h x 0.41823(223) 0.41349(245) 0.40469(288) 0.41355(312)

y 0.32214(180) 0.31118(201) 0.30247(243) 0.31377(259)
Biso (Å2) 1.105(228) 1.685(255) 1.209(285) 1.839(324)

O1 12i x 0.08763(38) 0.08876(37) 0.08931(48) 0.09042(46)
y 0.54722(46) 0.54960(47) 0.54902(62) 0.55011(62)
z 0.13417(20) 0.13422(20) 0.13363(26) 0.13401(26)

Biso (Å2) 1.180(44) 1.230(44) 1.317(57) 1.384(59)
O2 6h x 0.40402(73) 0.40786(70) 0.40714(88) 0.40910(90)

y 0.26706(69) 0.26986(64) 0.26861(80) 0.27078(82)
Biso (Å2) 1.222(70) 1.083(67) 0.942(81) 1.305(92)

O3 12i x 0.40977(42) 0.41142(42) 0.41239(55) 0.41158(53)
y 0.24224(41) 0.24168(42) 0.24193(54) 0.24179(54)
z 0.44593(18) 0.44597(18) 0.44534(23) 0.44673(23)

Biso (Å2) 1.035(51) 1.227(52) 1.131(64) 1.297(69)
O4 12i x 0.14307(37) 0.14213(37) 0.14077(47) 0.14188(49)

y 0.24362(42) 0.24113(42) 0.24110(53) 0.24000(54)
z 0.35281(23) 0.35243(22) 0.35303(28) 0.35257(28)

Biso (Å2) 1.354(49) 1.376(50) 1.309(60) 1.592(68)
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Figure 3.16: A new model for Li3LnSi2O7 derived from di↵erence Fourier maps and
Rietveld refinements of PND data. Only the Li2 and Li3b sites are occupied by lithium
– which seem to cluster in the upper left and lower right quadrant of the unit cell.

3.3.3 Pair Distribution Function (PDF) Analysis

The validity of the new model for Li3LnSi2O7 was checked against the PDF calculated

from the time-of-flight data via Gudrun. Care was taken to select an appropriate Q-

range of the data such that minimal artefacts were introduced into the PDF during the

Fourier transform procedure. The data from the Er-containing compounds were excluded

because the nuclear resonance disturbed the background oscillation of the T.O.F. data.

The fits were performed with PDFgui. The scale, Qdamp, and the lattice parameters were

refined - in that order. The peaks at low-r were significantly broader than the observed

peaks so the sratio parameter was refined with rcut set to about 3.4 Å to account for

correlated motion (likely due to pyrosilicate units acting as semi-rigid units) at short

distances. Following this the isotropic thermal parameters were refined, then all atomic

positions were refined by keeping the symmetry of the P63/m space-group. The refined

atomic models look identical (within error) to that derived from the Rietveld analysis.

The Rwp values are shown in Table 3.4 and the fits to the data are shown in Figure 13

and Appendix Figures C.12-C.17. As is to be expected, the worst part of the fit is at

very low d. There is a feature at about 1.95 Å that is not captured by the model. This is

likely an artefact from the truncated Fourier transform. Overall, the good fit to the data

suggests the model is an accurate representation of the atomic structure of Li3LnSi2O7.

Table 3.4: Rwp values from refinements of PDF data from A3LnSi2O7.

Compound Na3TbSi2O7 Na3HoSi2O7 Na3YSi2O7 Li3TbSi2O7 Li3HoSi2O7 Li3YSi2O7

Rwp 0.180134 0.181655 0.170438 0.158965 0.162229 0.142021
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Figure 3.17: Refinement of PDF data from Li3TbSi2O7. The full refinement is shown on
the left and a closeup of the poorly fit region is shown on the right.

Figure 3.18: Biso values refined from the PDF analysis of Li3LnSi2O7 for Ln = Tb, Ho,
Y.

The refined Biso values are shown in Figure 3.18. The Biso values for Li3b are particu-

larly high and the uncertainty is very large. This suggests this site is relatively unstable.

This begs the question, why would this configuration form in the first place?

3.4 Conclusion

In this chapter the synthesis procedure of A3LnSi2O7 for A = Li, Na and Ln = Gd-

Er and Y was detailed. The ceramic synthesis of Na3LnSi2O7 completes the series of

Ln = Gd-Er and Y. Structural analysis of Na3LnSi2O7 show all the compounds exhibit

the Na3LnSi2O7-2b structure and are characterised by the P63/m space group. The

positions of all the atoms are in good agreement with previous reports. The synthesis of

the Li3LnSi2O7 compounds by a molten salt ion exchange is the first reported synthesis of
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these compounds. Structural analysis shows these compounds exhibit the same LnSi2O7-

framework characterised by the P63/m space group, however, their alkali-sub lattice is

distinctly di↵erent from their Na3LnSi2O7 parent-compounds. A new model is proposed

for the Li3LnSi2O7 compounds which possesses two alkali sites, only one of which is

observed in the Na3LnSi2O7-2b model. The occupancy and Wycko↵ site multiplicity of

the alkali ion sites in the Na3LnSi2O7 and Li3LnSi2O7 structural models are summarised

in Table 3.5. The alteration of the alkali sublattice is a novel result for an alkali ion

exchange. Most comparable experimental reports of such an exchange result in a lithium

sublattice which is very close to that of sodium in the parent phase (as discussed in

Section 1.8). Structural analysis of the Li3LnSi2O7 and Na3LnSi2O7 structural models,

including an assessment of the alkali bonding environment, is reviewed in great detail in

the next chapter.

Table 3.5: The alkali ion site occupancy and Wycko↵ site multiplicity for the Na3LnSi2O7

and Li3LnSi2O7 structural models.

Site
Label

Wycko↵
Position

Coordination
Environment

Fractional Occupancy

Na3LnSi2O7 Li3LnSi2O7

A1 2b Distorted Octahedral 1.0 -
A2 12i Tetrahedral 1.0 1.0
A3 2c Trigonal Prismatic 1.0 -
A3b 6h Square Planer - 1.0
A4 4f Distorted Octahedral 0.5 -
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Chapter 4

Structural Analysis

The analysis of the powder neutron di↵raction (PND) data in Chapter 3 shows the struc-

tural model for Na3LnSi2O7 is unable to describe the lithium sublattice in the Li3LnSi2O7

compounds, but it does not give any insight into why this is the case. Furthermore, the

analysis leads to the proposal of a new model for Li3LnSi2O7 without physical justifica-

tion. Here a number of methods are used to understand why the alkali sublattice from

the first model fails to describe the observed data, while the second succeeds. Firstly, the

local bonding environment of the alkali ions from both models is assessed in detail. The

average bond length at each alkali site is estimated from the structural models refined in

Chapter 3 and compared with a distribution of observed bond lengths from the literature.

In this way, the likelihood of a lithium ion sitting at any one of the alkali ion sites from

either structural model is assessed. A second approach is taken by identifying the minima

in the bond-valence energy potential calculated for each structure. The pathways of least

energy between these stable sites are also used to identify potential conduction pathways.

These conduction pathways are compared between the Na3LnSi2O7 and Li3LnSi2O7 com-

pounds, and the influence of the structure on the conduction pathways is then discussed.

4.1 Bonding Environments

By considering the coordination environment of lithium in the LnSi2O7-framework it

becomes apparent why lithium does not occupy the same sites as sodium and provides

more evidence for the new Li3LnSi2O7 model.

As a reminder, the alkali sublattice of the Na3LnSi2O7 structure has four crystallo-

graphically distinct alkali ion sites, referred to as A1-A4, while the Li3LnSi2O7 structure

consists of an A2 site and a new A3b site. In this section, the bonding environment of each

site is assessed in detail. The average bond lengths of each alkali ion site are compared

with distributions of such averages reported in a publication by Gange et. al. [101]. By
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comparing the average alkali-oxygen bond lengths observed in the Li3LnSi2O7 structures

to those distributions, the validity of these environments is assessed.

A1 Alkali Environment

The A1 site from the Na3LnSi2O7-type model is on a special position (Wycko↵ position

2b) and is coordinated by oxygen in a distorted octahedral arrangement (Figure 4.1). In

Na3LnSi2O7 the Na1-O4 bond lengths extracted from the PND refinements are consistent

with previously reported average bond lengths [101]. This is shown in the histogram in

Figure 4.2a. On the left hand side of the figure are the extracted bond lengths from

the PND refinement and on the right hand side of the figure is a histogram of reported

average Na-O bond lengths (from 6-coordinate sodium environments) from the literature.

The range of bond lengths from the Na3LnSi2O7 refinements are highlighted in blue in

the histogram. Clearly, the highlighted region falls within the range of reported values,

indicating the refined bond lengths are consistent with the literature reports. Conversely,

refinement of the Na3LnSi2O7-type model against PND data from Li3LnSi2O7 resulted in

bond lengths much larger than any reported for Li in a 6-coordinate environment. This

is shown in Figure 4.2b. The extracted bond lengths from the refinement are shown on

the left hand side of the figure, and a histogram of reported average Li-O bond lengths

(from 6-coordinate lithium environments) is shown on the right. The range of values from

the refined Li-O bond lengths from the Li3LnSi2O7 refinements are highlighted in orange.

Clearly, the highlighted region is well above any reported values, indicating lithium is

unlikely to be found in this environment. This indicates that the volume contraction of

the unit cell from the parent sodium compounds to the lithium compounds was insu�cient

to make this site an appropriate size for lithium occupancy. If the symmetry of the Li1 site

is lowered to allow its z-coordinate to vary from the centre of the octahedral environment

(by assigning Li1 to a Wycko↵ 4e site) its position is refined to the face of the Ln1

site. This alternate position is also an unlikely position for lithium to occupy as it is

coordinated to only 3 oxygen atoms. A 3-coordinate Li site is very rare - only 4 such

structures are reported [101]. Furthermore, this alternate lithium site is very close to

the Ln1 atom (2.1-2.3 Å) and would likely encounter strong electrostatic repulsion. A

second alternative is to consider a displacement in the ab-plane. Similar arguments show

lithium would enter into a highly anisotropic coordination environment face-sharing with

the stable Li2 atoms (as shown in Figure 4.3). This structural analysis corroborates the

hypothesis that Li1 is unoccupied in Li3LnSi2O7. It can be concluded that Li is unlikely

to occupy the Li1 site because (1) the theoretical Li-O bond lengths would be too long if

it were in the centre of the site and (2) because it would be in a face-sharing asymmetrical

environment if it were o↵-centre.
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Figure 4.1: A selection of the crystal structure of Li3LnSi2O7 showing lithium in the
6-fold coordination of the A1 site on the left, and in a candidate split site on the right.

(a) Na1-O4 Bond Lengths

(b) Li1-O4 Bond Lengths

Figure 4.2: Comparison of the A1-O4 bond lengths refined against PND data to values
reported in the literature (a) from Na3LnSi2O7 and (b) from Li3LnSi2O7. On the left
side of each figure are plots of the extracted bond lengths. On the right are histograms
of average 6-coordinate Li/Na-O bond lengths from literature reports. The range of bond
lengths from the left hand side are highlighted in blue/orange.
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Figure 4.3: The coordination environment of the A1 site (and the adjacent A2 site in the
case of Na3LnSi2O7) extracted from refinements of the A3LnSi2O7 models against PND
data.

A2 Alkali Environment

The A2 site is the only site from the Na3LnSi2O7-type model that is occupied in the new

model for Li3LnSi2O7. The A2 ion sits in a distorted tetrahedral environment (Wycko↵

position 12i). These A2 tetrahedra are corner sharing with one another - forming a 6-

membered ring around the A1 site, which also shares corners with the A2 site (as shown

in Figure 4.3). The average A1-O bond length in both Na3LnSi2O7 and Li3LnSi2O7 is

in the range of previously reported values. This is shown in Figure 4.4. On the left

hand side of each figure is the extracted bond lengths from the PND refinements and

on the right hand side of each figure is the histogram of the average Na-O or Li-O bond

lengths (from 4-coordinate environments). The highlighted regions show the range of

average bond lengths from the PND refinements. In both cases, the highlighted region

falls within the range of previously reported values. In the case of Na3LnSi2O7, the Na1

atoms are displaced from the centre of their tetrahedral environments along the c-axis

- most likely pushed away by the Na2 atom in the centre of the ring. In the case of

Li3LnSi2O7 the Li1 atoms are displaced from the centre of their tetrahedral environment

toward the centre of the ring. Unlike Na3LnSi2O7 the A1 site is unoccupied in Li3LnSi2O7

leaving a net negative charge at the centre of the ring - likely drawing in the Li1 toward

it. This supports the hypothesis that this site is fully occupied in both Na3LnSi2O7 and

A3LnSi2O7.
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(a) Na2-O Bond Lengths

(b) Li2-O Bond Lengths

Figure 4.4: Comparison of the A2-O bond lengths refined against PND data to values
reported in the literature (a) from Na3LnSi2O7 and (b) from Li3LnSi2O7. On the left
side of each figure are plots of the extracted bond lengths. On the right are histograms
of average 4-coordinate Li/Na-O bond lengths from literature reports. The range of bond
lengths from the left hand side are highlighted in blue/orange.
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Figure 4.5: Coordination environment of Na3 (left) and Li3b (right) in A3LnSi2O7.

A3 (and A3b) Alkali Environments

The A3 site from the Na3LnSi2O7-type model is coordinated by six oxygen atoms in a

trigonal prismatic arrangement (Figure 4.5) (Wycko↵ position 2c). The Na3-O1 bond

lengths extracted from refinement of PND data are within the range of previously reported

values, as illustrated in the histogram in Figure 4.6a. In the case of Li3LnSi2O7, if the

Li3 site were occupied, the Li3-O1 bond length would be well above previously reported

6-coordinated Li-O bond lengths, as indicated in the histogram in Figure 4.6b. This

along with the evidence from the Rietveld refinements, di↵erence Fourier maps, and PDF

analysis show it is unlikely that the Li3 site is occupied because the lithium ion is too

small to sit at its centre. The Li3b site is coordinated by the O1 and O4 atoms in a

square planer environment (Wycko↵ position 6h). The mean Li3b-O bond lengths are

within the range of previously reported 4-coordinate Li-O mean bond lengths, albeit on

the higher side of the distribution, as indicated in the histogram in Figure 4.7. The

refined atomic thermal parameters for this site were relatively high in both the Rietveld

and PDF analysis, indicating the site is highly mobile or is very disordered. This might

be expected for this square planar environment with mean bond lengths on the upper

side of previously reported structures.
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(a) Na3-O1 Bond Lengths

(b) Li3-O1 Bond Lengths

Figure 4.6: Comparison of the A3-O1 bond lengths refined against PND data to values
reported in the literature (a) from Na3LnSi2O7 and (b) from Li3LnSi2O7. On the left
side of each figure are plots of the extracted bond lengths. On the right are histograms
of average 6-coordinate Li/Na-O bond lengths from literature reports. The range of bond
lengths from the left hand side are highlighted in blue/orange.

Figure 4.7: On the left are the Li3b-O bond lengths extracted from refinement of the new
model of Li3LnSi2O7 (with Li3b in a square planar coronation environment) against PND
data. On the right is a histogram of mean 4-coordinate Li-O bond lengths from previous
reports. The range of mean bond lengths from the figure on the left are highlighted in
orange.
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Figure 4.8: On the left: the coordination environment of Na4 in Na3LnSi2O7. On the
right: a candidate coordination environment of lithium at the A4 site in Li3LnSi2O7.

A4 Alkali Environment

The A4 site in the Na3LnSi2O7-type model is a split site coordinated by six oxygen in a

distorted trigonal prismatic environment, as shown on the left hand side of Figure 4.8.

The average Na4-O bond lengths from the PND refinements of Na3LnSi2O7 are within

previously reported values for average 6-coordinated Na-O bond lengths, as indicated in

the histogram in Figure 4.9a. On the other hand, the average Li4-O bond lengths in the

same site, refined against PND data from Li3LnSi2O7, are well above any reported for Li

in a 6-coordinate environment, as shown in the histogram in Figure 4.9b. This suggests

lithium would not be energetically stable in the Li4 site because it is too small. This is

in line with evidence from the Rietveld refinements and di↵erence Fourier maps, which

indicate it is unlikely lithium occupies this site.

Exploring the LnSi2O7 framework for other possible A+ sites

An inspection of available voids within the LnSi2O7-framework with average Li-O bond

lengths, within the range of reported values, reveals no suitable environments apart from

those which are face-sharing with other cations. Intuitively these sites would be ener-

getically unfavourable to those which are not face-sharing because they are less shielded

by coordinating anions. This gives some explication for why the Li3 quadrants of the

unit cell have such a high concentration of Li. This analysis corroborates the new model

proposed for Li3LnSi2O7. In the next section this is further investigated by bond-valence

methods.
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(a) Na4-O Bond Lengths

(b) Li4-O Bond Lengths

Figure 4.9: Comparison of the A4-O bond lengths refined against PND data to values
reported in the literature (a) from Na3LnSi2O7 and (b) from Li3LnSi2O7. On the left
side of each figure are plots of the extracted bond lengths. On the right are histograms
of average 4-coordinate Li/Na-O bond lengths from literature reports. The range of bond
lengths from the left hand side are highlighted in blue/orange.

87



A2
A1A2

A1

A3

A3

A4

A4

Figure 4.10: The crystal structure of Na3LnSi2O7. The red planes indicate the planes in
which contours of the bond-valence energy potential are drawn in Figure 4.11. The three
planes, from bottom to top, cut through the A1, A2, and the A3-A4 planes respectively.
The dashed or solid line on the right hand side of the figure indicate the centring of the
contour maps, as specified in the respective figure.

4.2 Bond-Valence Analysis

In this section bond-valence methods are used to assess the chemical plausibility of the

Li3LnSi2O7 structure proposed in Chapter 3 and to investigate potential conduction path-

ways in A3LnSi2O7. The bond-valence potential energy is calculated for each compound

and the pathway of least energy between nearest-neighbour alkali ion sites is determined.

The energy along each pathway is analysed and the activation energy for ionic conduc-

tion in each compound is estimated. Finally, potential conduction mechanisms in the

A3LnSi2O7 structures are discussed. Further details of the bond-valence methodology

and the calculation of the pathway of least energy are given in Section 2.3.

4.2.1 Minima in the Bond-Valence Energy Potential

Contour maps of the relative bond-valence energy potential, �EBV, are investigated about

each alkali ion site in planes perpendicular to the c-axis, as illustrated by the red planes

drawn inside the A3LnSi2O7 crystal structure on the left hand side of Figure 4.10. Exam-

ples of the contours in each plane are shown in Figure 4.11. Minima in the contour maps

are observed at all occupied alkali ion sites in Na3LnSi2O7, A1-A4. Similarly, minima in

the contour maps are observed at all occupied sites in Li3LnSi2O7, A2 and A3b. There is

no local minima observed at the A1 site in Li3LnSi2O7 (Figure 4.11a); this is in agreement

with the expected vacancy of this site. There is a local minima observed at the unoccu-

pied A4 site in Li3LnSi2O7 (Figure 4.11c), although the energy of this site is significantly

higher than the A2 and A3b sites, so it is energetically favourable to populate those sites
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(a) Contour map in the A1 plane.

(b) Contour map in the A2 plane.

(c) Contour map in the A3-A4 plane.

Figure 4.11: Contour maps of the bond-valence energy potential (a) in the A1 plane, (b)
in the A2 plane, and (c) in the A3-A4 plane. Maps from Na3HoSi2O7 are shown on the
right hand side of each figure, and maps from Li3HoSi2O7 are shown on the left. The
centring of each map is indicated by the dashed/solid line (along the respective border
of each map) in the crystal structure shown on the right hand side of Figure 4.10.

89



first. Indeed, those sites are fully occupied in Li3LnSi2O7. The energy at each minima is

tabulated for each structure in Table 4.1. The contour maps in the A3-A4 plane (Figure

4.11c) also show a local minima near the unoccupied A3b site in Na3LnSi2O7, however,

this site is very close to the A3 site, and the calculated energy, �EBV, does not take into

account alkali-alkali interactions. If alkali-alkali interactions were considered in calculat-

ing the energy of each site, it is likely that the A3b site would be more unstable because

of its proximity to the fully occupied Na3 site. There is some discrepancy between the

exact position of each alkali ions and the minima observed in �EBV. The maximum

displacement is observed between the Li3b site and the local minima in its vicinity. That

displacement was calculated as 0.63(10) Å all Li3LnSi2O7 compounds. This discrepancy

might also be understood by considering the fact that the calculation of �EBV does not

account for alkali-alkali interactions and is purely electrostatic in nature.

Table 4.1: Energies of the minima in �EBV at each alkali ion site in A3LnSi2O7. The
energies are given in eV.

Compound A1 A2 A3 A3b A4

Na3TbSi2O7 0.00000 0.939 0.356 0.784 0.694
Na3HoSi2O7 0.00000 0.976 0.372 0.801 0.731
Na3YSi2O7 0.00000 0.973 0.389 0.793 0.720
Na3ErSi2O7 0.00000 0.961 0.358 0.786 0.725

Li3TbSi2O7 � 0.431 � 0.000 0.787
Li3HoSi2O7 � 0.438 � 0.000 0.736
Li3YSi2O7 � 0.454 � 0.000 0.718
Li3ErSi2O7 � 0.384 � 0.000 0.760

From this analysis of �EBV, it is clear that there are local minima at the expected

position of each alkali ion site from the structural models of A3LnSi2O7. This corroborates

the evidence from the analysis of the neutron scattering data in the last chapter and the

bond length analysis in the preceding section.

4.2.2 Conduction Pathways

Conduction pathways within the A3LnSi2O7 structures may be identified by analysis of

three dimensional contour surfaces of the bond-valence energy potential. A percolating

network of conduction pathways is found above the activation energy. The activation

energy calculated for each structure was calculated using the percolation algorithm de-

scribed in Section 2.3.3.1 and is tabulated in Table 4.2. The average activation energy

of the Li-compounds is 0.888(13) eV and that of the Na-compounds is 1.355(7) eV. The

activation energy for the Li-compounds is on average 0.47(2) eV lower than that of the
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(a) Na3HoSi2O7

(b) Li3HoSi2O7

Figure 4.12: Examples of the contour surface of the bond-valence potential energy cal-
culated for Na3HoSi2O7 (top) and Li3HoSi2O7 (bottom) at their respective percolation
limit, Ea (given in Table 4.2). The contour surface is shown in yellow. The surface is
overlaid on top of the respective crystal structures. The atoms are shown as spheres,
lithium in green, sodium in yellow, oxygen in red, silicon in blue, and holmium in purple.
The Si-O and Ho-O bonds are drawn as rods.
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Na-compounds. This may signify that the structure is more conducive to the conduction

of lithium ions than sodium ions. This is contrary to the behaviour observed in the �-

aluminas [18] where the activation energy to ionic conduction increased upon substitution

of lithium for sodium.

Table 4.2: The activation energy, Ea, at which a percolating network is formed and the
energy at which the A4 site joins the conduction network, EA4. These energies were
calculated for each structure A3LnSi2O7

Compound Na3LnSi2O7 Li3LnSi2O7

A3TbSi2O7 1.34 eV 0.86 eV
A3HoSi2O7 1.38 eV 0.87 eV
A3YSi2O7 1.35 eV 0.93 eV
A3ErSi2O7 1.35 eV 0.89 eV

Examination of three dimensional contour surfaces of the relative energy at the perco-

lation threshold may be used to identify the most easily accessible conduction pathways

within the structure. Examples of the contour surfaces are shown for Li3LnSi2O7 and

Na3LnSi2O7 in Figure 4.12. In both cases a three dimensional network of conduction

pathways between the alkali ion sites is observed. The morphology of the networks is

very similar. Alkali ions may move along the c-axis by hopping from A2 site to A2 site,

or they may move along the ab-plane by weaving from A2 site to A3 site (or A3b in the

case of Li3LnSi2O7). In both structures the A4 site is isolated from the conduction net-

work at the percolation limit. Thus there are two distinct conduction pathways in both

structure types, Na3LnSi2O7 and Li3LnSi2O7, at the percolation limit. These pathways

are explored in more detail by examining the pathway of least energy between occupied

alkali ion sites along the pathways. The pathways of least energy are calculated using a

variation of Dijkstra’s algorithm, as outlined in Section 2.3.3.2.

The conduction pathway along the c-axis incorporates the A2 site in both structures.

Examples of the pathway of least energy from A2 site to A2 along this pathway are

shown for Na3LnSi2O7 and Li3LnSi2O7 in Figure 4.13. In both cases the pathway cuts

through the A3b site, but the pathways di↵er between the two structures in two distinct

ways. Firstly, the A3b site in Li3LnSi2O7 is occupied, whereas this site is unoccupied

in the case of Na3LnSi2O7. The energy along the segment of the pathway which cuts

through the A3b site is plotted for each compound in Figure 4.13b. In both cases a local

minima at the A3b site is observed. This is to be expected in the case of the Li3LnSi2O7

compound, as this site is fully occupied and so it should be a stable site, however, this site

is unoccupied in Na3LnSi2O7 and may act as an interstitial site. As previously discussed,

the bond-valence energy potential does not account for alkali-alkali interactions, and the
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(a) Examples of the conduction pathways along the c-axis in Na3HoSi2O7 (left) and Li3HoSi2O7 (right).
Contour surfaces of the relative bond-valence energy potential are drawn in yellow mesh. The pathway of
least energy along the pathway is indicated by black spheres.

(b) The energy profile along the pathway of least energy between the A2 sites directly above and below
the A3b site, as shown in (a). The profiles for the Na3LnSi2O7 compounds are shown on the left and
those for Li3LnSi2O7 on the right.

Figure 4.13: Conduction pathway along the c-axis.

proximity of the A3b site to the occupied Na3 site might make the A3b site unstable.

The second distinction between the c-axis conduction channel in the two compounds

is observed about the A1 site. This site is fully occupied in Na3LnSi2O7, whereas this

site is unoccupied in Li3LnSi2O7. The c-axis conduction channel cuts through the A1 site

in the case of Na3LnSi2O7, whereas this site is avoided in the pathway of least energy in

Li3LnSi2O7. This di↵erence in the conduction pathways about the A1 site is illustrated in

Figure 4.14a. The energy profile along that section of the conduction channel is plotted

in Figure 4.14b for each compound. As expected, there is a minima at the Na1 site in the

Na3LnSi2O7 structures. Interestingly, there are two local minima in the pathway between

the Li2 sites in the Li3LnSi2O7 pathways. The location of these intermediary minima are

indicated by a red star on the right hand side of Figure 4.14a. These intermediary

minima may act as stable interstitial sites in the lithium ion conduction mechanisms in
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Na2Na2

(a) Close up of the conduction pathways between the A3 sites in Na3HoSi2O7 and Li3HoSi2O7. Lithium
ions are shown as green spheres, sodium as yellow spheres. Contour surfaces of the relative bond-valence
energy potential are drawn in yellow mesh. The contour surface is drawn at �EBV = 0.8 eV in Li3HoSi2O7

and 1.3 eV in Na3HoSi2O7. The pathway of least energy between two A3 sites is indicated by black spheres
sampled along the pathway.

(b) The energy profile along the pathway of least energy between the A2 sites about the A1 site,
as shown in (a). The profiles for the Na3LnSi2O7 compounds are shown on the left and those for
Li3LnSi2O7 on the right. The relative position of one of the minima observed in Li3LnSi2O7 is indicated
in (a) with a red star.

Figure 4.14: Conduction pathway about the A1 site.

Li3LnSi2O7. However, the proximity of the interstitial site and the Li2 site makes it

unlikely that both are occupied at the same time. This potentially unstable interstitial

site is referred to as Li1b in the succeeding discussion.

The pathways about the A1 site are also integral to conduction channels along the

ab-plane. Examples of the pathways along the ab-plane are shown in Figure 4.15. In

both cases the pathways visit the A2, A3, and A3b sites. There are two distinctions

between the pathways in the two structures. Firstly, the A1 site is not incorporated into

the pathways in Li3LnSi2O7 (as is the case in the c-axis pathway � because that segment

is the same in both). Secondly, the A3 site is fully occupied in the case of Na3LnSi2O7,

whereas this site is vacant in the case of Li3LnSi2O7, and conversely the A3b site is

unoccupied in Na3LnSi2O7 but fully occupied in Li3LnSi2O7. The energy profile along

the pathway is plotted for each compound in Figure 4.16. The lack of a local minimum

at the A3 site in Li3LnSi2O7 confirms the observations that this site is unstable.

A second conduction pathway in the ab-plane is introduced into the conduction net-
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Figure 4.15: Examples of the conduction pathways along the ab-plane in Na3HoSi2O7

(top) and Li3HoSi2O7 (bottom). Contour surfaces of the relative bond-valence energy
potential are drawn in yellow mesh. The pathway of least energy along the pathway is
indicated by black spheres.

Figure 4.16: Energy profile of the conduction pathway along the ab-plane in the
A3LnSi2O7 compounds. On the left is the energy profile for the Na3LnSi2O7 compounds
and on the right is the energy profile for the Li3LnSi2O7 compounds.
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work when the A4 site becomes kinetically accessible. The energy at which this site

becomes accessible was found by identifying its nearest neighbours in the conduction

network, and calculating the path of least energy to those neighbouring sites. Contour

surfaces above the percolation threshold show a conduction channel from the A4 site to

the A3/A3b site is present in both Na3LnSi2O7 and Li3LnSi2O7. Examples of the contour

surfaces and the pathway of least energy between the A4 site and the Na3/Li3b sites are

shown in Figure 4.17. In both cases the pathways arc out of the A3-A4 plane through a

square planar window, coordinated by O3 and O4, and back toward the A4 site in the

A3-A4 plane. The energy along that pathway is plotted for each compound in Figure

4.18. The profile of the curves in Na3LnSi2O7 clearly show two stable positions about

the A4 site. This reflects the split nature of the Na4 site. A second shallow minima is

observed about 20% along the path-length, around the location of the A3b site. Similarly,

a saddle point is observed at the A4 site in the Li3LnSi2O7 profiles which indicates this

site might act as a split site if populated by lithium. The energy at which the A4 site

is introduced into the conduction network in both structures is estimated as the maxima

of each energy curve. This value, EA4, is tabulated for each structure in Table 4.3. That

energy is on average 0.097(19) eV above the percolation limit in Li3LnSi2O7 and 0.71(4)

eV above the percolation limit in Na3LnSi2O7. That value is significantly greater in the

Na3LnSi2O7 compounds, which might indicate that this site is more di�cult to access in

Na3LnSi2O7.

Table 4.3: The energy at which the A4 site becomes accessible in Li3LnSi2O7

Compound Na3LnSi2O7 Li3LnSi2O7

A3TbSi2O7 1.92 eV 1.01 eV
A3HoSi2O7 2.08 eV 0.97 eV
A3YSi2O7 2.09 eV 0.97 eV
A3ErSi2O7 2.12 eV 0.99 eV

The introduction of the A4 site into the conduction network will likely have a larger

influence on Li3LnSi2O7, because the A4 site is completely unoccupied in that structure.

Unlike the other potential interstitial sites identified in the conduction network of the

two compounds, this one is not in close proximity to any other alkali ion. Thus, the

A4 site is more likely to act as an intrinsic vacancy and will participate in a lithium

ion conduction mechanism when it is kinetically accessible. This may have a significant

e↵ect on the conduction mechanism because its neighbouring A3b site is central to all

conduction pathways, as shown in Figure 4.19. This might be particularly relevant in

Li3LnSi2O7, because the A3b site may hop into its neighbouring A4 site when it becomes

kinetically accessible, leaving a vacancy in the A3b site and enabling conduction along
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Li3b

Li2

Figure 4.17: Examples of the conduction pathway connecting the A4 site with the A3
or A3b sites in Li3HoSi2O7 (top left) and Na3HoSi2O7 (top right and bottom). The
pathway arcs out of the A3-A4 plane (indicated in red) between the two sites. Contour
surfaces of the relative bond-valence energy potential are drawn in yellow mesh. The
pathway of least energy along the pathway is indicated by black spheres. The red rods
connecting the oxygen atoms indicate the square planar environment that the mobile ion
travels through on its way between the two endpoints of the path.

Figure 4.18: The energy profile of the conduction pathway along the pathway shown in
Figure 4.17. On the left is the energy profile for the Na3LnSi2O7 compounds and on the
right is the energy profile for the Li3LnSi2O7 compounds.
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Figure 4.19: A graph summarising the connectivity of the stable sites within the
A3LnSi2O7 compounds as determined by the analysis of the bond-valence energy po-
tential. The nodes represent a stable site, and the edges represent the connectivity of
those sites. The red nodes represent fully occupied sites, and the blue and green sites
represent unoccupied sites. The blue sites are “meta-stable” because of their proximity to
their neighbouring sites, whereas the green site is a stable site, shielded from other cations
around it. The graph on the left represents the conduction network of Na3LnSi2O7, and
the graph on the right represents that of Li3LnSi2O7.

all other pathways. This mechanism may not be as accessible in the case of Na3LnSi2O7

because the A4 site is fully occupied. For this reason, it is likely the ionic conductivity

of Li3LnSi2O7 is superior to that of Na3LnSi2O7.

4.2.3 Conclusion

Analysis of the local bonding environment in the A3LnSi2O7 structures shows the average

lithium-oxygen bond lengths in the Li3LnSi2O7-type model are all within ranges reported

in the literature, whereas the average bond lengths for lithium in the A1, A3, and A4

sites are all greater than values reported in the literature. This observation gives physical

justification for the lithium sub lattice in the Li3LnSi2O7-type model. The minima in

the bond-valence energy potential also corroborate this evidence. The A1 and A3 sites

are shown to be unstable for lithium occupancy, and the A4 site is shown to be at a

higher energy relative to the stable A2 and A3b sites. These observations corroborate the

evidence from the neutron scattering analysis from the previous chapter. The implications

of the structure on alkali ion conductivity was assessed by investigation of conduction

pathways between the alkali ion sites.

Bond-valence energy calculations were used to show that a three dimensional network
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of conduction pathways percolate both structures. Analysis of the pathways of least

energy between nearest neighbour sites was used to identify three potential conduction

pathways, one along the c-axis and two along the ab-plane. Examination of the energy

profile along these pathways was used to identify potential interstitial sites. The path-

ways indicate the unoccupied A3b site may act as an interstitial vacancy in Na3LnSi2O7,

however, its proximity to the occupied Na3 site may prohibit its stability. Similarly, two

interstitial sites were observed near the unoccupied A1 site in Li3LnSi2O7; however, their

proximity to the Li2 site may limit their stability. The A4 site was identified as a more

likely candidate for a stable interstitial site in Li3LnSi2O7. The introduction of this in-

trinsic vacancy in the A3LnSi2O7 structure is likely to have an influence on the preferred

conduction mechanism in the compound. The intrinsic vacancy in Li3LnSi2O7 o↵ers the

possibility of Frenkel defects participating in conduction processes along with Schottky

defects. Unlike Li3LnSi2O7, no clear evidence for stable interstitial sites is observed in

Na3LnSi2O7. This means if ionic conduction is to proceed by a vacancy mechanism, then

the number of mobile charge carriers would be limited to the number of Schottky defects

in the Na3LnSi2O7 structure.

Overall, the activation energy of the Li3LnSi2O7 compounds is 0.47(2) eV lower than

that of the Na3LnSi2O7 compounds. This on its own might indicate that the Li3LnSi2O7

compounds might be more conducive to alkali ion conduction. Furthermore, the relative

value at which the A4 site is kinetically accessible above the activation energy is shown

to be significantly lower in Li3LnSi2O7 (0.097(19) eV) than in Na3LnSi2O7 (0.71(4) eV).

Combined with the observation that the A4 site is unoccupied in Li3LnSi2O7 and the rela-

tive connectivity of the alkali conduction network, it is likely that the alkali ion conduction

is higher in Li3LnSi2O7 than in Na3LnSi2O7. In the next chapter the ionic conductiv-

ity of these compounds is assessed experimentally by variable temperature impedance

spectroscopy measurements.
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Chapter 5

Impedance Measurements

In the previous chapter potential conduction pathways were identified in the Na3LnSi2O7

and Li3LnSi2O7 structures and conduction mechanisms were proposed which suggest that

the Li3LnSi2O7 compounds have a higher ionic conductivity than their sodium counter-

parts. Since Li3LnSi2O7 has not been reported before, there are no experimental mea-

surements to compare this hypothesis against. A single measurement of the conductivity

of Na3YSi2O7 has been reported by Shannon et. al. [46], however, no temperature de-

pendence of the conductivity was reported so an estimate of the activation energy of

the sodium conduction cannot be made. In this chapter variable temperature impedance

measurements are performed on Li3LnSi2O7 and Na3LnSi2O7 for Ln = Ho, Y, Er. From

these measurements the ionic conductivity of the compounds are estimated by a least

squares fitting technique and a comparison between the conductivity of Na3LnSi2O7 and

Li3LnSi2O7 is made. The activation energy of each compound is estimated and compared

with the values obtained from bond-valence calculations in the previous chapter and the

proposed conduction mechanism is discussed in light of the impedance measurements.

In order to enable these measurements, a control system was developed to automate the

required processes with a micro controller. A custom software library was written to

enable users to intuitively interact with the system in a programmatic manner.

Measurement overview

A polycrystalline sample is prepared for an impedance measurement by compressing the

powder into a dense pellet. The pellet is loaded into a cell in which two electrodes

contact the faces of the pellet. The cell is placed in a box furnace and wired up to an

impedance analyser for measurement (as shown in Figure 5.1). The ionic conductivity,

�ion, of the sample may be estimated by fitting impedance data, Z(!), with an empirical

model which is parametrised in terms of the resistance to ionic conductivity, Rion (a full
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Figure 5.1: Images of the measurement cell inside the box furnace. Crocodile clips a�xed
to the cell are connected to the Solartron 1260 impedance analyser to the right of the
box furnace. The K-type thermocouple is directly above the cell.

discussion of appropriate models used for such systems and details of the impedance cell

are described in Section 2.4.1.1). The ionic conductivity of the sample is estimated based

on the dimensions of the pellet using Equation 5.1.

�ion =
l

RionA
(5.1)

In the equation, l and A are the thickness and area of the pellet. The activation energy,

Ea, of the sample may be estimated by measuring the ionic conductivity over a range of

temperatures and fitting the conductivity to Equation 5.2.

�ion =
�0

T
exp

✓
�Ea

kBT

◆
(5.2)

In the equation above, kB is Boltzmann’s constant, T is the temperature, and �0 is the

coe�cient of the conductivity.

It is desirable to execute the impedance measurements at regular intervals over a

wide range of temperatures. For this purpose a heating device must be used to control

the temperature of the sample, and an impedance analyser must be used to measure the

impedance. Some commercial software is available which allows for the synchronisation of

the temperature control with the impedance measurements for specific pieces of hardware,

however, this software is proprietary. It can be prohibitively expensive, and it only works

with certain temperature controllers.

To enable these measurements, a variable temperature impedance control system was

developed. A microcontroller was used to coordinate the operation of several hardware

devices and a custom software library was written to allow a user to orchestrate such

measurements. The next section of this chapter introduces the measurement control
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Figure 5.2: Flow diagram of the VT Impedance Control System. The arrows indicate the
flow of information from each component. An additional built-in thermocouple in the
furnace is not shown.

system including the requisite hardware and the software library. The performance of

the system is benchmarked by using the system to estimate the ionic conductivity of AgI,

a textbook example of a solid ion conductor. Finally, the measurement system is used to

study the ionic conductivity in in the A3LnSi2O7 compounds.

5.1 Experimental Control System

This section summarises the set-up and operation of the variable temperature impedance

measurement system used to study the ionic conductivity of the A3LnSi2O7 compounds.

The system relies on several commercially available hardware components and a custom

software library designed to synchronise the various components. The impedance mea-

surements are performed by a Solartron 1260 impedance analyser, and the temperature

of the sample is controlled by a Eurotherm 3216 temperature controller and a Lenton box

furnace. Although the furnace itself contains a thermocouple, an additional thermocouple

is used to measure the temperature close to the sample, and a MAX31855 Thermocou-

ple Amplifier is used to read the temperature from the thermocouple. Each element of

the measurement system is controlled by a Raspberry Pi microcontroller/computer. The

operation of the system is orchestrated by a custom software library, vtipy (Variable

Temperature Impedance PYthon library), written to allow a user to specify the desired

sequence of measurements and the sample temperature with a simple script. The flow

diagram in Figure 5.2 illustrates the information flow between the various components.
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Figure 5.3: Flow diagram which shows the dependencies of the vtipy library.
The vtipy.impedance module contains the Solartron1260 object and the
vtipy.temperature module contains the TemperatureController module.
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5.1.1 System Prerequisite Components

In this subsection the prerequisite hardware and software for the operation of the vtipy
library is detailed. An overview of the dependencies of the vtipy library and the

impedance control system is shown in Figure 5.3. Certain components may be sub-

stituted for others of a similar function if required, but some modification of the software

library may be required. This is discussed further in the relevant sections.

5.1.1.1 Raspberry Pi

The Raspberry Pi [102] is a small computer used to execute the python library vtipy
and its dependencies. The operating system of the computer is a light version of Linux,

Raspberrian, and its storage resides on an external SD card. The computer is ideal for the

purposes of this system because it is cheap and easy to integrate with external hardware.

The Raspberry Pi has an HDMI display port which may be used for user interaction with

the vtipy library and for the live plotting of process temperatures.

5.1.1.2 Solartron 1260

The Solartron 1260 Gain/Phase Impedance Analyser [103] is a powerful instrument ca-

pable of measuring the impedance of a sample over a wide range of frequencies (0.1 Hz -

10 MHz) and of measuring currents down to 1 nA. The Solartron is addressable by IEEE

488 (commonly General Purpose Interface Bus or GPIB for short). A GPIB to USB

adapter must be used to allow the Raspberry Pi to read the output of the instrument. A

National Instruments GPIB adaptor was used for this purpose.

The Linux-GPIB library must be installed on the Raspberry Pi to allow it to com-

municate with the Solartron. Typically the National Instruments VISA software would

be used to communicate with GPIB devices, however, the VISA software cannot be run

on a Raspberry Pi. A walk-through of the installation of the Linux-GPIB library and

communication with a national instruments GPIB-USB adaptor was written by Illya T.

and can be found on the xDevs blog [104]. The Linux-GPIB library comes with a python

module which is exploited by the vtipy library to integrate the Solartron into the control

system.

5.1.1.3 Eurotherm 3216

The Eurotherm 3216 [105] is a standard programmable PID (proportional-integral-derivative)

temperature controller. The controller is designed to adjust the output of an electrical

current through resistive heaters based on the measured temperature and the setpoint

temperature. In this experimental set-up, it is used to control the temperature of a
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Lenton box furnace [106], but this set-up could be adapted to work with any furnace con-

trolled by the Eurotherm 3216 with the EIA485 option. The EIA485 option allows the

Raspberry Pi to address the controller by serial communication. With slight modification

of the software, any Eurotherm controller with either the EIA485 or EIA232 option may

be used.

A RS485 to USB adaptor must be used to connect the Eurotherm to the Raspberry Pi.

In this set-up, the StarTech ICUSB422/485 [107] was used for this purpose. A driver had

to be installed on the Raspberry Pi to allow it to communicate with the StarTech adaptor.

The Linux-specific driver can be found for this product on the StarTech downloads page.

Lastly, the Python library minimalmodbus must be installed on the Raspberry Pi to

allow it to communicate with the Eurotherm controller. This is an open-source library

available from the Python Package Index [108].

5.1.1.4 MAX31855

The MAX31855 [109] is a cold-junction-compensated thermocouple-to-digital converter.

Any compatible thermocouple may be used with the device (in this experimental set-up,

a K-type thermocouple was used). The device is used to digitise the temperature de-

pendent voltage di↵erence between two dissimilar metals in the tip of the thermocouple

(hot-junction) and automatically convert this voltage di↵erence into a temperature. The

device has a second thermocouple on the surface of the circuit board (cold-junction) to

compensate for change in the temperature at the cold-junction. The MAX31855 is con-

nected to the Raspberry Pi and Thermocouple by fixing wires between analogue and dig-

ital i/o ports as instructed in the manual of the MAX31855. The Adafruit MAX31855
Python module (from the open-source hardware company Adafruit [110]) was installed

in order to read temperature information from the MAX31855.

5.1.2 The vtipy Library

The vtipy library is a custom Python library designed to automate and synchronise a

variable temperature impedance experiment. The library enables a user to write a brief

script which dictates the furnace temperature over time and initiate impedance measure-

ments at desired setpoint temperatures. The measurements are automatically recorded

with appropriate metadata for batch analysis. In this sub-section a brief overview of the

library is given and a short example of how the library is implemented in a user-controlled

script is discussed. Full documentation of the library can be found in Appendix F.2. The

vtipy library is primarily composed of two objects, the Solartron1260 object which

independently controls the Solartron, and the TemperatureController object, which
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controls both the Eurotherm and the MAX31855. Figure 5.3 gives an overview of the

vtipy library.

5.1.2.1 The TemperatureController Object

Conveniently, the MAX31855 is connected to i/o ports on the Raspberry Pi directly. Once

configured as instructed in the manual of the MAX31855, no additional set up is required.

Establishing a channel of communication between the Raspberry Pi and the Eurotherm

requires a little more e↵ort. The user is required to identify the path in the Pi file-system

which is assigned to the USB-serial adaptor. Instructions for identifying the path of the

device are given in Appendix F.1. Once the path to the device is identified, the user can

initialise an instance of the TemperatureController object by specifying the path

and a file name in which to record temperature measurements, as shown in Code Segment

1.

tempController = TemperatureController(fileName, serialUsbPort) (1)

Once initialised, the instance of the TemperatureController object (defined as

tempController in this example) is used to perform three primary actions in a typ-

ical variable temperature impedance experiment: to ramp the temperature, to hold the

temperature, and to measure the temperature. A typical sequence of actions taken at

the beginning of an experiment is demonstrated in Code Segment 2.

tempController.ramp(Tset = 100, ramp_time = 1)

tempController.hold(duration = 60, temp_resolution = 2)
(2)

The script above instructs the Eurotherm to ramp the furnace to 100 �C, at a rate of 1

degree per minute. Because tempController was initialised with a data file, it will

automatically record the setpoint, furnace temperature, thermocouple temperature, and

timestamp at every temperature step until it reaches the setpoint. Once the setpoint of

the furnace is at the desired value the script instructs the Eurotherm to hold the setpoint

at the current value for 60 minutes. The same values are automatically recorded twice

per minute during the hold time. If the temperature resolution is not set explicitly, it

will fall back to a default value of twice per minute.

5.1.2.2 The Solartron1260 Object

In order to establish communication with the Solartron, the instrument GPIB address

must be identified. This address is set with the row of switches at the back of the

instrument, next to the GPIB port. An instance of the Solartron1260 object is

initialised by specifying this GPIB address, as shown in Code Segment 3.
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analyser = Solartron1260(gpibAddress = 2) (3)

Once initialised, the instance of the Solartron1260 object may be used to initiate a

frequency dependent impedance measurement. An example of such a measurement over

the frequency range 10�1
� 106 Hz is shown in Code Segment 4. The data recorded

from the measurement of a test-RC circuit is shown in Figure 5.4. Each frequency sweep

initiated with the sweep method (from Code Segment 4) is associated with a unique scan

number. When the method is executed a datafile is automatically generated in which to

store the measurement. The datafile is given a name based on the unique scan number

unless otherwise specified.

analyser.sweep( scanNumber = 1, fmin = 0.1, fmax = 1e6 ) (4)

Figure 5.4: Impedance data collected from a test parallel RC circuit using a 100 k⌦
resistor and a 1 nF capacitor. The measurement was initiated using Code Segment 4.

If the minimum and maximum frequency are not specified in the sweep method,

the measurement is automatically performed over the entire frequency range of the in-

strument. When used in combination with the TemperatureController object and

a simple for loop, the Solartron1260 object can be used to write intuitive scripts

for variable temperature measurements as exemplified in Code Segment 5. The sweep
method also has optional arguments that can be used to record meta-data about the

measurement, such as the setpoint temperature and the cell temperature. In the exam-

ple, a third method from the TemperatureController class is introduced, called the

measure method. This method explicitly measures the cell temperature and returns the

value so that it may be recorded with the metadata of each impedance measurement.
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scanNumber = 1

for setpointTemp in range(100, 160, 10):

tempController.ramp( setpointTemp )

tempController.hold( duration = 25 )

cellTemp = tempController.measures()

analyser.sweep(scanNumber, Tset = setpointTemp, Tcell = cellTemp)

scanNumber += 1

tempController.hold( duration = 5 )

(5)

One important aspect of the Solartron1260.sweep method is that it is executed in

parallel with the main script. This allows the main script to continue to monitor the

temperature of the sample while the impedance measurement is performed. For this

reason an additional hold time must be included after the impedance measurement is

initiated so that the temperature remains constant for the duration of the impedance

measurement.

5.1.3 Example Measurement

An example of the temperature data recorded using the control system (with a slightly

modified script to that from Code Segment 5) is shown on the right-hand side of Figure

5.5. In this example, the setpoint temperature is increased from 100 �C to 180 �C in

steps of 10 �C; and instead of a single impedance measurement, three measurements per

step are made. The setpoint temperature and the furnace temperature (as measured by

the internal thermocouple of the furnace) track very closely. Conversely, the cell tem-

perature (as measured by the K-type thermocouple read by the MAX31855) is between

5-20 �C lower than that of the setpoint. The discrepancy becomes more evident at higher

temperatures. This is unsurprising as the internal thermocouple of the box furnace is

mounted inside a ceramic sheath at the back of the furnace, whereas the K-Type thermo-

couple is in the centre of the box furnace directly next to the cell (and thus named the

cell temperature). The timestamp associated with each impedance datafile enables the

user to overlay the exact time at which each impedance measurement was executed. The

impedance data collected from a sample of AgI over this temperature range is shown on

the left-hand side of 5.5. The cell temperature stored in the header file of each impedance

measurement allows for programmatic inspection of the impedance of the sample over

the temperature range, as shown on the left-hand side of Figure 5.5. In this example, the

relative temperature of the sample during each measurement is indicated by the colour of

the curve. It is immediately obvious that a sharp change in the impedance response of the

109



sample occurs at the highest temperatures of this measurement. This phase transition is

explored in more detail in the next section.

Figure 5.5: Example of variable temperature impedance data collected with the vtipy
library.

These examples demonstrate the basic functionality of the vtipy library. These

simple tools can be combined with intelligent code to enable more sophisticated experi-

ments. More information about the vtipy library can be found in the documentation

in Appendix F.2. The code has been formatted in the style of PEP8 and documented

with the Sphinx documentation tool with NumPy style docstrings and will be hosted on

Github [111] under an MIT License.

5.2 Benchmarking with AgI

In order to benchmark the performance of the control system, variable temperature

impedance measurements were carried out on a powder sample of silver iodide. Silver

iodide is the textbook example of a solid ion conductor, and undergoes a characteristic

phase change from the � to the ↵ phase between 165-146 �C [112–118]. The ionic con-

ductivity has been reported to increase by several orders of magnitude during this phase

transition. By studying this phase change, and comparing the measured conductivity

to reports in the literature, the validity of the impedance measurements carried out on

A3LnSi2O7 in the preceding section of this chapter are assessed.

5.2.1 Procedure

5.2.1.1 Sample Preparation

A pellet of silver iodide was cold pressed using a 10 mm die under approximately 100

MPa of pressure. The pellet was loaded into the measurement cell in an argon glovebox
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before being transferred into the box furnace and connected to the impedance analyser.

Further details of the sample preparation procedure are detailed in Section 2.4.2.

5.2.1.2 Measurement Procedure

The cell temperature was cycled from 130-250 �C and back to 130 �C in steps of 10
�C. The cell was allowed to thermalise at each temperature for a total of 40 minutes on

the ascent and 90 minutes on decent before three consecutive impedance spectra were

acquired with a 10 minute interval between each scan. The impedance spectra were

measured over a range of frequencies from 0.5-9.8⇥106 Hz with a 0.3 V A.C. oscillator

amplitude.

5.2.1.3 Data Analysis

The impedance data was modelled by an equivalent circuit∗. The choice of the model is

discussed in the analysis section below. The model was fit to the data by a least squares

fitting method implemented in the Python programming language. The basinhopping
method from the scipy.optimise library was used to minimise the square di↵erence

between the observed and calculated features of the impedance to the data. Appropriate

normalisation was taken to ensure both features (the magnitude and the phase) were

weighted equally and an appropriate range over the possible model parameter space was

covered by the minimisation routine. Further details of the method implementation are

discussed in the Appendix E. The model was used to estimate the value of the ionic

conductivity of the sample from each scan, and the activation energy was estimated from

the Arrhenius dependence of the ionic conductivity.

5.2.2 Results and Analysis

The variable temperature impedance data collected from AgI is presented on the left-

hand side of Figure 5.6 and the process temperatures of the experiment are presented

on the right-hand side of the figure. The magnitude of the impedance is plotted on a

log scale in the upper left-hand side of the figure, and the phase (or argument) of the

impedance is plotted in the lower left. For all temperatures the magnitude exhibits a

characteristic plateau accompanied by a nearly zero phase at the same frequency, as is

expected for an ion conductor. The plateau in the magnitude should be approximately

equal to the resistance to the ionic conduction. As expected, the plateau shifts downward

as the temperature of the sample is increased. This is expected for an ion conductor,

as the ionic conductivity should follow an Arrhenius temperature dependence. A sudden

∗A discussion of modelling the impedance in terms of an equivalent circuit is given in Section 2.4
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Figure 5.6: Variable temperature impedance measurement of AgI.

jump in the temperature dependence of the plateau is observed between 153.5 �C and

162.25 �C on the assent and between between 154.5 �C and 145.25 �C on the decent. The

temperature at these transitions is indicated on top of the process temperatures in Figure

5.6 with red stars. This jump in conductivity demonstrates the expected behaviour for

the � ! ↵ phase transition in AgI.

The profiles of the measured impedance functions are in accordance with the ex-

pected response of an ion conductor. There is, however, an unexpected feature in the

phase observed at frequencies greater than 106 Hz where the argument of the impedance

is positive. This positive phase indicates some inductance in the measured circuit. This

stray inductance may be attributed to an internal inductance inside the impedance anal-

yser. The inductance is only significant when the e↵ective time constant of the total

measurement cell is � 10�4 s. This is demonstrated by a calibration measurement using

an RC circuit with an equivalent time constant. The results of the measurement are

shown in Appendix D (Figure D.4). Considering the stray inductance originates inside

the impedance analyser, it may be treated as an inductor in in series with the measure-

ment cell, so the observed impedance may be modelled by a linear combination of the

inductor and the cell impedance, Zobs = Zcell + ZL.

In order to estimate the ionic conductivity of the sample, the cell impedance is mod-

elled by the expected impedance of a Voigt element. The Voigt element is a modified

parallel RC circuit (shown in Figure 5.7), the most basic equivalent circuit required to

model the impedance of a polycrystalline ion conductor. A further discussion of the

justification behind this assumption is given in Section 2.4.1.1. The model was selected

in order to capture the characteristic plateau in the magnitude and transition in the

phase. Since those features are observed above 103 Hz in all recorded measurements, the

measurements below 103 Hz were excluded from the analysis. The total impedance was

modelled by the linear combination of an inductor with the Voigt element, as shown in

the circuit diagram in Figure 5.7. The model was fit to the data by the least squares
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fitting method described in Appendix E. Examples of the fit are shown for a range of

temperatures in Figure 5.8. The fit does a good job of capturing the most important fea-

tures of the data, namely the plateau in the magnitude and the transition in the phase.

Some discrepancy is observed for lower temperature fits, as exemplified by the projection

of the impedance data from 118 �C in the complex plane (shown in blue in Figure 5.8),

however, the overall semicircular profile is captured by the model.

CPE

Rion

L

Figure 5.7: The equivalent circuit used to model the impedance response of AgI. The
modified Voigt element on the left hand side is composed of a parallel resistor (R) and
constant phase element (CPE). The inductor (L) on the right hand side is required in
order to compensate for internal inductance of the impedance analyser.

Figure 5.8: Examples of the fit to the impedance data for the variable temperature
impedance measurements of AgI. The primary features of the observed data, the magni-
tude and argument, are shown on the left-hand side of the figure. The observed data is
shown as open circles. The fit to the data is shown as a solid line. The projection of the
same data in the complex plane is shown on the right-hand side to illustrate the expected
semicircular behaviour of the impedance.

The resistance of the model was extracted from each fit and used to calculate the

ionic conductivity of the sample based on the dimensions of the pellet and Equation 5.1.

The extracted resistance from each measurement is shown on the left-hand side of Figure

5.9, and the calculated conductivity is plotted on the right-hand side. † Two distinct

†The calculated errors on the resistance are too small to be shown on the plot. The method by which
the errors were calculated and a discussion of the estimates for the other parameters for the equivelant
circuit model are found in the Appendix J.
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Figure 5.9: On the left: the extracted resistance from the fit to the model of the
impedance data from the measurement of AgI (shown in black circles) and the tem-
perature profile during the measurement (shown as a green trace). On the right: the
calculated ionic conductivity (from the resistances on the left) plotted on a log scale
against the inverse temperature of the measurement. The conductivity of the sample
during heating is shown in red and that upon cooling in blue. A linear fit was applied
to the high and low temperature regions separately to illustrate the Arrhenius nature of
the conductivity.

regions in the temperature dependence of the conductivity are apparent. Both regions

exhibit Arrhenius behaviour, however, some discrepancy is observed between the slope

upon heating and cooling. The transition between the two regions is characteristic of the

expected first-order phase transition in AgI. Upon heating the transition occurs at 158(5)
�C and on cooling 150(5) �C. These values are higher than the average value reported

in the literature, 148.2(1.3) �C; however, they fall within the range of reported values,

165(35)-146(11) �C. The transition temperatures extracted from all literature reports of

impedance measurements of the AgI phase transition is tabulated in Table 5.1 for com-

parison. The observation that the transition temperature is above average may indicate

that the internal temperature of the sample had not equilibrated at each temperature

step. This hypothesis is further corroborated by the fact that the conductivity of the

sample upon cooling is slightly higher than that of the sample upon heating at the same

temperature. Thermal lag would explain why the sample has an apparent conductivity

which is higher during cooling than heating.

In order to estimate the activation energy at each stage of the experiment, a linear

fit was applied to both high and low temperature regions. The data from the heating

and cooling stages were fit separately. The activation energy, Ea, and coe�cient of

conductivity, �0, were calculated from each fit using Equation 5.2 and are tabulated in

Table 5.1. The di↵erence between the values of Ea and �0 during heating and cooling

is within the error of the values in the low temperature region, however, a significant

di↵erence between the values in the high temperature region is observed. Comparison
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Table 5.1: Values extracted from impedance data reported in the literature. All experi-
mental data from each report was extracted and a linear fit was performed on the high
and low temperature regions of the Arrhenius dependence of the conductivity to obtain
estimates of the activation energy and �0 for each region. The transition temperature
from ↵ ! � is also estimated.

Report Transition / �C Ea(↵) / eV ln �0(↵) Ea(�) / eV ln �0(�) Citation

Cochrane 1971 - - - 0.433(8) 7.1(4) [119]
Takahashi 1973 153(15) 0.10 9.33 0.342(5) 8.70(17) [112]
Shahi 1977 165(35) 0.1018(18) 9.12(3) 0.419(5) 9.87(18) [113]
Shahi 1981 - 0.082 8.15 0.599(7) 13.6(2) [120]

Brightwell 1983 146(11) 0.09(6) 6.0(1.6) 0.385(10) 7.4(3) [114]
Ihara 1984 147(3) 0.084(12) 8.6(3) 0.696(10) 17.6(3) [115]
Cava 1984 - - - 0.831(8) 20.7(2) [121]
Lauer 1992 131(34) 0.039 7.35 0.40(3) 7.2(9) [116]

Yoshikado 1995 - - - 0.39(2) 4.1(1.0) [122]
Kusakabe 1999 147(3) 0.1007(12) 9.13(3) 0.83(2) 20.7(7) [117]
Furusawa 1999 - - - 0.579(11) 13.7(3) [123]

Lee 2000 - - - 0.396(13) 7.9(4) [124]
Yamada 2006 148.0(1.1) 0.136(3) 8.39(8) 0.61(4) 14.5(1.2) [118]

Mean 148.2(1.3) 0.092(9) 8.3(4) 0.53(5) 11.8(1.5)

Heating 158(5) 0.281(8) 7.44(10) 0.858(18) 20.3(5) This Work
Cooling 150(5) 0.173(6) 5.03(16) 0.852(12) 20.4(3)

of the activation energies with literature values shows the measurements overestimate

the expected activation energies of the two phases. This discrepancy might be partially

explained by the sample not being fully thermalised, however, this is not the only factor

that is e↵ecting the measurement. By comparing the temperature dependence of the

conductivity to literature reports, it is clear that the measured values underestimate the

conductivity of both the ↵ and � phases of AgI. The temperature dependence of the

conductivity of AgI extracted from several literature reports is plotted, along with the

data from this study, in Figure 5.10. The conductivity from the sample in this study is

comparable to the lower bound of the reported values for the �-phase, however, those

from the ↵-phase are about one order of magnitude lower than the lowest reported values

in that temperature range. The maximum value of the conductivity estimated from the

impedance measurements in this study is 5.48 ⇥ 10�3 S cm�1 at 227.75 �C. If the mean

activation energy and coe�cient of conductivity from the literature are used to calculate

the expected conductivity at the same temperature that value is 0.95 S cm�1, almost two

orders of magnitude higher than the value obtained from the sample in this study. It

is unlikely that this di↵erence in conductivity may be attributed to poor thermalisation

alone.

This discrepancy between the measured conductivity of AgI and literature reports

115



Figure 5.10: Comparison of measurements with values from the literature.

might be understood by considering the quality of the sample. The majority of mea-

surements from the literature reports were performed on single crystals, or on pellets of

polycrystalline samples, whose density had been optimised such that they approach the

theoretical density of the crystal structure. The density of powder sample measured in

this study, however, was far from optimal. Estimates of the density of the pellet based

on its dimensions and mass show it has a density of approximately 60% the theoretical

density of the unit cell, whereas the density of samples from reports in the literature

are upward of 98%. The poor sample density in this study likely introduces many more

grain boundaries, which contribute to the resistance to ionic conduction. It is well known

that the microstructure of the sample can have a drastic influence on the observed ionic

conductivity of the sample. Considering that the activation energy may be larger for

conduction between the grains of a polycrystalline sample, it is not surprising that the

estimates of the activation energy from the impedance measurements in this study are

higher than the expected values of the intergrain conduction process reported in the liter-

ature. In order to improve the conductivity measurements the sample density should be

optimised. This might be accomplished by applying more pressure on the powder sample

when preparing the pellet for measurement, and by sintering the sample to minimise

grain boundaries.
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Despite the discrepancy between the measured impedance and the literature reports,

the measurement clearly demonstrates the expected jump in conductivity between the

two phases of AgI. The derived conductivity changes by a two orders of magnitude, so

presumably this experimental set-up and procedure may capture changes in conductivity

on this order. However, it is clear that the sample is not appropriately thermalised at

each temperature step, and it is likely that the estimates of the conductivity using these

procedures underestimate the expected conductivity of the sample.

5.3 Impedance and Conductivity of A3LnSi2O7

In the last chapter, the analysis of the conduction network of the A3LnSi2O7 structures

suggested the Li3LnSi2O7 compounds are likely to have a higher ionic conductivity than

Na3LnSi2O7; and bond-valence calculations were used to estimate the activation energy

of each compound. In this section the ionic conductivity and activation energy of the

A3LnSi2O7 compounds are estimated from variable temperature impedance measure-

ments using the techniques developed in this chapter. The measurement procedure is

slightly altered from that used for the measurement of AgI, however, the measurement of

the A3LnSi2O7 compounds were actually recorded prior to the measurement of AgI. For

this reason, the conclusions from the previous section are not accounted for in the design

of the following procedure.

5.3.1 Procedure

5.3.1.1 Sample Preparation

The samples were prepared for measurement in much the same way as was AgI. Pellets

of A3LnSi2O7 were prepared by cold-pressing under approximately 100 MPa of pressure.

Each pellet was dried at 80 �C overnight before each measurement and loaded into the

measurement cell in an argon glovebox before being transferred into the box furnace and

connected to the impedance analyser.

5.3.1.2 Measurement Procedure

The cell was first heated to its maximum temperature, 310 �C, and held at that temper-

ature for 4 hours to ensure any remaining moisture in the sample had been evaporated.

After that the setpoint temperature was cycled from 310-250 �C then from 250-310 �C

and finally back down to 250 �C in steps of 10 �C. The cell was held at each tempera-

ture for 45 minutes before three consecutive impedance spectra were acquired with a 10
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minute interval between each scan. The impedance spectra were measured over a range

of frequencies from 0.5-1⇥106 Hz with a 0.3 V A.C. oscillator amplitude.

The measurement procedure di↵ers from that used in the study of AgI reported in the

last section in four distinct ways. Firstly, the cell was held at its maximum temperature

prior to the first impedance measurement. Secondly, the thermalisation time at each

temperature step is shorter than that used in the measurement of AgI. Thirdly, each

temperature step had the same hold time regardless of if it were heating or cooling.

Finally, there are two separate cooling legs of the experiment, where there was only one

in the measurements of AgI. These di↵erences are important in light of the observation

that the sample of AgI did not thermalise at each temperature step. The implications

are discussed in the subsequent analysis.

5.3.1.3 Data Analysis

The impedance data was modelled by an equivalent circuit. The model was fit to the

data by the least squares fitting method described in Appendix E. The model was used to

estimate the value of the ionic conductivity as a function of temperature for each sample,

and the activation energy of each sample was estimated from the Arrhenius dependence

of the ionic conductivity. The choice of the equivalent circuit is discussed in the following

section.

5.3.2 Results and Analysis

An example of the temperature profile over the course of the measurement from Na3ErSi2O7

is shown in Figure 5.11. The same temperature profile was recorded for all measurements

of A3LnSi2O7, except for Li3HoSi2O7 which was cut short after the heating leg.

Examples of the measured impedance data from A3LnSi2O7 are shown for Na3ErSi2O7

and Li3ErSi2O7 in Figure 5.12. The upper plot in each subfigure shows the magnitude of

the impedance, MagZ, on a log scale and the lower plot shows the phase (or argument),

ArgZ. There is a plateau observed in MagZ accompanied by a nearly zero ArgZ at the

same frequency in the all measurements from the A3LnSi2O7 compounds. These features

are characteristic of ionic conduction, thus the plateau in MagZ should approximately

equal the average resistance to ionic conduction. The temperature dependence of the

plateau is in accordance with the expected Arrhenius dependence of the resistance to ionic

conduction, as it shifts to lower values with increasing temperature. This is the expected

behaviour of an ion conductor, as observed in the measurement of the AgI sample. Some

noise is observed in the measured impedance functions from the Na3LnSi2O7 compounds

where the magnitude exceeds the instrumental measurement limit (108 ⌦), as indicated
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Figure 5.11: An example of the temperature profile from the measurement of Na3ErSi2O7.
The setpoint temperature is shown in blue, the furnace temperature in orange, and the cell
temperature in green. Three impedance measurements were made at each temperature
step, indicated by the red circles over the cell temperature profile.

(a) Na3ErSi2O7 (b) Li3ErSi2O7

Figure 5.12: Raw impedance data from the measurement of A3LnSi2O7.

by the dashed line on top of the impedance data from Na3ErSi2O7 in Figure 5.12a. This

issue is not observed in any of the measurements of Li3LnSi2O7 because the magnitude

stays well below the instrumental limitations in all measurements resulting in a much

cleaner signal.

The lithium compounds do exhibit a unique feature in ArgZ at low frequencies not

observed in Na3LnSi2O7. The slope of ArgZ becomes negative at these low frequencies in

some measurements. However, no trend is observed in this behaviour with either time or

temperature. The variation of this feature with time is illustrated in Appendix D (Figure

D.1). It is unclear what caused this behaviour in the low frequency impedance, however,

it is su�ciently far away from the features relevant to estimating the ionic conductivity

of the sample, so the low frequency data (! < 100 Hz) was excluded from the analysis.

The profile of the remainder of the observed impedance functions exhibit the expected

behaviour of an ion conductor, however, the behaviour is not as idealised as that observed
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CPE2

Rion CPE1

Figure 5.13: Equivelant circuit used to fit the impedance data from the A3LnSi2O7 sam-
ples. A modified Randles circuit was used for this purpose to capture the deviation of the
observed data from the idealised RC circuit response. Further discussion of the modified
Randles model is found Section 2.5.

in AgI. In an idealised model the plateau in MagZ is completely flat, whereas this is not

the case in the A3LnSi2O7 compounds. This is more clearly observed in the impedance

data from Li3LnSi2O7, as shown in Figure 5.12b, however, a non-flat plateau is observed

in magnitude of the Na3LnSi2O7 compounds as well. This non-idealised behaviour may

be modelled by a modified Randles-type model [87]. The equivalent circuit diagram of

the Randles-type model is shown in Figure 5.13. A further discussion of this model is

given in Section 2.4.1.1.

The ionic conductivity of each sample was estimated over the temperature range by

fitting the modified Randles-type model to impedance data. Examples of the fit to the

impedance data from Na3ErSi2O7 and Li3ErSi2O7 are shown in Figure 5.14. The fit to

the data is good in both cases and captures the semicircular features of the impedance

functions observed in the complex plane. The fit to the data from the other A3LnSi2O7

compounds is of comparable quality and can be found in the appendix (Figures D.2 and

D.3). The resistance to ionic conduction was extracted from the fit to the impedance

data from each sample and used to calculate the ionic conductivity as a function of

temperature (using Equation 5.1). The calculated conductivity from each A3LnSi2O7

compound is plotted against the inverse temperature in Figure 5.15. Na3HoSi2O7 has the

highest conductivity of the three Na3LnSi2O7 compounds over the measured temperature

range, reaching a maximum of 1.08(8)⇥ 10�7 S cm�1 at 285.5(3) �C; and Li3YSi2O7 has

the highest conductivity out of the three Li3LnSi2O7 compounds, reaching a maximum of

6.7(6)⇥10�6 at 286.17(14) �C. Overall, the Li3LnSi2O7 compounds exhibit a conductivity

two orders of magnitude higher than the Na3LnSi2O7 compounds.
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(a) Na3ErSi2O7

(b) Li3ErSi2O7

Figure 5.14: Examples of the variable temperature impedance data from (a) Na3ErSi2O7

and (b) Li3ErSi2O7 collected over a range of 225-290 �C. On the left-hand side of each
figure is the observed magnitude and phase of the impedance (open circles) and the fit to
the data (black lines). The relative red-blue colour of the circles indicate the temperature
at which each measurement was made. On the right-hand side of each figure is the Nyquist
representation of the observed data and calculated model.
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(a) Na3LnSi2O7

(b) Li3LnSi2O7

Figure 5.15: The estimated conductivity as a function of inverse temperature from (a)
Na3LnSi2O7 and (b) Li3LnSi2O7. The calculated conductivity is shown in circles. Each
point is calculated as the mean value estimated from the three conductivity measurements
taken at the same setpoint temperature. The error bars are taken as the error in the mean
of the measured cell temperature and the conductivity values obtained from the fitting
procedure. Wide variation in the estimates of the temperature are observed for a few
data points because of fluctuations in the noise of the temperature measurements. Large
errors are introduced into the fitting of the data at low temperatures in Na3LnSi2O7

because the impedance exceed the range the instrument is calibrated for.
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Figure 5.16: Comparison between the ionic conductivity of the Na3LnSi2O7 compounds
(empty points) and that of the Li3LnSi2O7 compounds (filled points).

The total conductivity data from all A3LnSi2O7 samples is shown in a single plot

in Figure 5.16. Despite the significant spread in the conductivity values, it is clear

that the conductivity of all three Li3LnSi2O7 compounds is significantly higher than

the Na3LnSi2O7 compounds across the entire temperature range. The maximum and

minimum conductivities from the Li-compounds are 6.7(6) 10�6 and 3.83(9) 10�7 S cm�1

for Li3HoSi2O7 (at 286.17(14) �C) and Li3ErSi2O7 (at 225.58(14) �C) respectively. The

average spread in �Li at the same temperature is 0.17 orders of magnitude. The maximum

and minimum conductivities from the Na-compounds are 1.08(7) 10�7 and 1.5(4) 10�9

S cm�1 for Na3HoSi2O7 (at 285.5(3) �C) and Li3YSi2O7 (at 225.33(14) �C) respectively.

The average spread in �Na at the same temperature is 0.58 orders of magnitude. On

average there is a separation of two orders of magnitude between �Li and �Na at the same

temperature.

One important factor to consider in the comparison of the estimates of the ionic

conductivity between these two samples is the pellet density, and the di↵erences in the

microstructure of the two samples. It was found that the density of the lithium pellets

was on average lower than those of the sodium parent compounds. On average the

density of the lithium samples was 65%, whereas that of the sodium compounds was

73%. The overall poor density of the samples indicates that the estimates presented here

are likely well below the intrinsic conductivity of the samples. Further discussion of the

dependence of the ionic conductivity on the density of the samples, and an estimate for

a density correction to the estimates of the conductivity are presented in Appendix K.

All samples clearly exhibit Arrhenius behaviour, however, the conductivity of the
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sample changes between heating and cooling legs of the experiment, as might be expected

for samples that have not been given enough time to thermalise at each temperature

step. Considering the thermalisation time at each temperature step was shorter than

that from the measurement of AgI, it is likely that the samples of A3LnSi2O7 did not

thermalise properly either. Consequently, the estimation of the activation energy and

coe�cient of conductivity is not straightforward. An attempt was made by fitting the

data from the heating and cooling legs separately. The conductivity estimated from

the individual heating and cooling segments is di↵erentiated in the Arrhenius plot of

Figure 5.15 by the colour of the markers. Each segment of the data was fit to the

Arrhenius dependence in Equation 5.2. The extracted values of Ea and �0 are tabulated

in Tables 5.2 and 5.3 respectively. The values of Ea are in the range 1.43(5)-0.82(5) eV

and those of ln �0 are in the range 16(2)-8.9(9) S cm�1. There is wide variation in the

values obtained from the heating and cooling stages of the experiment, suggesting these

values are not representative of the expected values. The estimates of Ea from the bond-

valence calculations in the last chapter are tabulated alongside the mean values of Ea from

the impedance measurements in table 5.2. The mean values of Ea from the impedance

measurements tend to underestimate the predictions for Na3LnSi2O7 from the bond-

valence and overestimate those for Li3LnSi2O7. Due to the inaccuracy of the estimates of

the values from the impedance it is di�cult to make any concrete statements regarding

this discrepancy. However, it might be expected that the impedance values would all be

either underestimated or over estimated, considering an identical measurement procedure

was used for all compounds, in which case it may be concluded that the bond-valence

estimates are not in agreement with the results from the impedance.

Table 5.2: The activation energy, Ea, calculated from the fit to the conductivity data
from each compound. The mean value from each compound is also tabulated along with
the estimates for the activation energy obtained from bond-valence calculations in the
previous chapter. Separate fits were applied to each heating and cooling step. All values
are given in units of eV.

Compound Cooling 1 Heating Cooling 2 Mean Bond-Valence

Na3HoSi2O7 1.139(11) 0.96(2) 1.066(4) 1.06(4) 1.38
Na3YSi2O7 1.24(3) 0.95(5) 1.12(4) 1.10(7) 1.35
Na3ErSi2O7 1.43(5) 1.135(8) 1.22(3) 1.26(07) 1.35

Li3HoSi2O7 1.17(6) 0.9768(17) - 1.07(10) 0.87
Li3YSi2O7 1.03(4) 0.86(2) 0.97(4) 0.95(9) 0.93
Li3ErSi2O7 1.111(20) 0.82(4) 0.998(2) 0.98(15) 0.89
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Table 5.3: Values of the coe�cient of the conductivity, ln�0, obtained from the fit to the
conductivity data from each compound. The mean value from each compound is also
tabulated. Separate fits were applied to each heating and cooling step. All values are
given in units of ln S cm�1.

Compound Cooling 1 Heating Cooling 2 Mean

Na3HoSi2O7 11.0(6) 7(2) 8.8 8.9(9)
Na3YSi2O7 14.7(9) 8.1(1.7) 11.5(1.1) 11.4(1.6)
Na3ErSi2O7 19.6(1.5) 12.6(3) 14.18(10) 15.5(1.7)

Li3HoSi2O7 18.3(9) 14.1(4) - 16(2)
Li3YSi2O7 15.6(8) 11.3(6) 13.8(1.0) 13.5(2.1)
Li3ErSi2O7 17.3(4) 10.5(1.0) 14.18(5) 14(3)

5.4 Conclusion

The impedance control system outlined in the first section of this chapter demonstrates a

straightforward method which may be used to automate variable temperature impedance

measurements. The custom software library, vtipy, enables users to script measure-

ments with an intuitive programming interface. Its modularity will allow the library

to be used as a building block in the design of more advanced experimentation. The

asynchronous nature of the library will enable simultaneous operation with additional

experimental techniques. Since the system is designed to be operated by an a↵ordable

microcontroller, the barrier to entry will be extremely low for any lab that already has

possession of a Solartron 1260 impedance analyser (a common piece of equipment in a

laboratory carrying out electrochemical research). This advancement could promote a

deeper understanding of the behaviour of solid-state electrolyte materials, or more gener-

ally it may be used to improve the experimental design of any system which may benefit

from incorporating impedance measurements.

The benchmark measurement of AgI detailed in the second section clearly indicates the

measurement process can capture the expected the step change in conductivity between

the low temperature � phase and the high temperature ↵ phase. The estimate of the

temperature of the transition is higher than average, however, it is within the range of

values reported in the literature. There was an unexpected di↵erence in the temperature

of the transition observed between heating and cooling, demonstrating that the recorded

temperature was not a true representation of the internal temperature of the sample.

This may be resolved by allowing for longer thermalisation times or by ensuring there

is direct contact between the thermocouple and the cell/sample. The estimates of the

magnitude of the impedance of AgI also significantly underestimated the expected values.

The maximum conductivity measured for the sample was 5.48 ⇥ 10�3 S cm�1 at 227.75
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�C, whereas the expected value is 0.95 S cm�1 (calculated using the mean values of Ea

and �0 from the literature). This shows that the estimate was two orders of magnitude

lower than the expected value. This discrepancy is likely due to the poor sample density

(60%). A poor sample density will result in the microstructure having a greater influence

on the ionic conductivity. Further optimisation of the sample density is required in order

to approach the expected intrinsic conductivity of the samples.

Similar measurements of the A3LnSi2O7 compounds (for A = Li, Na; Ln = Ho, Y, Er)

demonstrate that the Li3LnSi2O7 compounds have a significantly higher conductivity than

the Na3LnSi2O7 compounds. The highest ionic conductivity estimate was for Li3HoSi2O7

which was 6.7(6) ⇥ 10�6 S cm�1 at 286.17(14) �C. The highest from the Na-compounds

was 1.08(7) ⇥ 10�7 S cm�1 at 285.5(3) �C in Na3HoSi2O7. This improvement is in line

with the analysis from the last chapter, which was used to show that Li3LnSi2O7 was

more likely to have a higher ionic conductivity than Na3LnSi2O7. This demonstrates

that the molten salt ion exchange of Li+ for Na+ in Na3LnSi2O7 leads to a structure

with a higher alkali ion mobility. This is in contrast to the behaviour of well known ion

conductors such as beta-alumina and the NASICON structures, which exhibit a lower

alkali ion conductivity after the exchange of Li+ for Na+.
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Chapter 6

Conclusion

6.1 Summary

This thesis has explored the synthesis, structure, and ionic conductivity of the sodium

and lithium lanthanide pyrosilicates: A3LnSi2O7 for A = Na, Li; and Ln = Gd-Er, and Y.

Polycrystalline samples of all the compounds were synthesised and characterised by X-ray

and neutron scattering techniques. The ionic conductivity of each compound (for Ln =

Ho, Y, Er) was estimated from impedance spectroscopy measurements. The lithium ion

conductivity was demonstrated to be about two orders of magnitude higher than that of

the sodium ion conductivity. This improvement may be attributed to an intrinsic vacancy

(central to the conduction pathways) in the Li3LnSi2O7 structure, not observed in that

of Na3LnSi2O7.

All the A3LnSi2O7 compounds investigated in this thesis are characterised by the

P63/m space group. The Na3LnSi2O7 compounds were synthesised by the ceramic

method and their structure is in agreement with previous reports of the Na3LnSi2O7-type

compounds synthesised in the same way. All Na-compounds exhibit the same LnSi2O7-

framework. The lattice parameters of the framework vary linearly with the size of the

lanthanide ion. This completes the series of the Na3LnSi2O7 compounds for Ln = Gd-Er

(there have been no reports of the P63/m Na3LnSi2O7 structure for Ln = Gd, Tb, Dy, and

Er up until this report), demonstrating the wide versatility of the LnSi2O7 framework.

The metastable Li3LnSi2O7 compounds could not be made directly so they were syn-

thesised by a molten salt ion exchange of Li+ for Na+ in Na3LnSi2O7. This is the first

report of the Li3LnSi2O7 compounds. Their structure was refined from the Na3LnSi2O7-

type models against powder neutron di↵raction data (for Ln = Tb, Ho, Y, Er); and a

combination of di↵erence Fourier maps and Rietveld refinement was used to identify the

lithium ion positions. The Li3LnSi2O7 compounds exhibit the same LnSi2O7 framework

used to characterise the sodium parent-compounds, however, the Li3LnSi2O7 compounds

127



Figure 6.1: Summary of the conduction network in the Li3LnSi2O7 compounds. Figure a
shows the proposed conduction pathway which would enable the creation of an interstitial
vacancy on the Li3b site. Figure b shows the connectivity of the conduction network in
the Li3LnSi2O7 compounds, and highlights the centrality of the Li3b site. Figure c shows
the conduction channel along the c-axis in the Li3LnSi2O7 compounds, which would be
facilitated by the creation of a vacancy on the Li3b site. Conduction along the ab-plane
would also be facilitated by the vacancy creation on the Li3b site. Further discussion is
given in Section 4.2.2.

exhibit a remarkably di↵erent alkali sub-lattice. There are only two crystallographically

distinct alkali ion sites in the model of the Li3LnSi2O7 compounds; only one of which is

observed in Na3LnSi2O7.

The Na3LnSi2O7-type model has four crystallographically distinct sites, referred to as

A1-A4, all of which are fully occupied. The Li3LnSi2O7-type structure has two crystallo-

graphically distinct sites, the same A2 site from the Na3LnSi2O7-type model, and a new

A3b site, both of which are fully occupied. The square planar coordination environment

of the A3b site is atypical for lithium; however, the average Li-O bond lengths of the Li3b

atoms is in agreement with previous reports, and bond-valence calculations show the site

is energetically stable.

Bond-valence calculations also show the unoccupied A4 site is energetically stable in

Li3LnSi2O7; although the A4 site is higher in energy than the A2 and A3b sites, which

would explain why those sites are fully occupied and the A4 site is unoccupied. Analysis

of the pathways of least energy between nearest neighbour alkali ion sites show the A4

site may become kinetically accessible from the A3b site at elevated temperatures (via

the conduction pathway indicated in Figure 6.1a). This indicates that the A4 site may

act as an intrinsic vacancy in the conduction network of Li3LnSi2O7 (as highlighted in

Figure 6.1b). This intrinsic vacancy is central to the conduction pathway along the c-axis

(as depicted in Figure 6.1c). This intrinsic vacancy is not available in the Na3LnSi2O7

structure because the A4 site is fully occupied. The lack of this intrinsic vacancy in

Na3LnSi2O7 may explain why the estimates of the ionic conductivity are two orders of

magnitude lower than that of the Li3LnSi2O7 compound.
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6.2 Discussion

This work demonstrates the A3LnSi2O7 compounds exhibit a framework which may sup-

port both lithium and sodium ion conduction. This is particularly interesting because

there are relatively few experimental reports of directly comparable solid ion conductors

which support this dual alkali conduction. The examples from the NASICON-structures,

CUBICON-structures, and �-aluminas discussed in the introduction of this thesis (Sec-

tion 1.8) show that the e↵ect of alkali ion substitution on the ionic conductivity does

not show universal preference to the conduction of either lithium or sodium ion conduc-

tion, but rather it depends on the position of the alkali ions relative to the conduction

network. The crystallographic characterisation of the �-aluminas suggest that the ion

exchange of lithium for sodium will negatively impact the ionic conductivity if the fi-

nal positions of the lithium ions are o↵set from the conduction pathways observed in the

sodium compounds. Similar characterisation of the CUBICON and NASICON-structures

show: lithium ion conductivity is superior to that of sodium, if the lithium ions are in

identical positions to those of the sodium ions. The A3LnSi2O7 structures reported in

this thesis present a novel lithium sublattice which is far removed from that of the sodium

analogue with a higher ionic conductivity than the parent sodium structure. Unlike the

case of �-alumina, the new lithium positions are central to the conduction network. It is

likely that a combination of factors lead to the improved alkali ion conductivity upon the

ion exchange, however, the comparisons above suggest that the centrality of the alkali

ion positions in the conduction network positively a↵ect the alkali ion mobility.

Perhaps a more important factor in the improvement of the ionic conductivity in

A3LnSi2O7 is the alteration of the vacancy structure. The drastic alteration of the alkali

sublattice in A3LnSi2O7 after the exchange of lithium for sodium results in large volumes

of the structure left completely empty. Instead of the more uniform distribution of sodium

ions, lithium ions tend to cluster in regions of the LnSi2O7 structure. As was observed

in the study of Li10Ge1–xSnxP2S12, an excess of free volume does not necessarily lead to

an improvement of ionic conductivity (discussed in Section 1.7). However, in the case of

the A3LnSi2O7 compounds, the empty voids do lead to an improved ionic conductivity

because they are directly accessible via the conduction network, meaning they may act

as stable interstitial sites, promoting long-range di↵usion.

More generally, the success of the ion exchange procedure in the A3LnSi2O7 structure

and the overall improvement in the alkali ion conductivity promises a future avenue for

the identification of new lithium ion conductors. Any crystallographic structural database

may be screened to identify structures which have been reported for both sodium and

potassium (or other larger alkali ions). Any such family of structures which has not
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been reported for lithium, but does possess an open framework, is a candidate for an ion

exchange. This work demonstrates that the ionic conductivity of the resulting compound

may be improved in ways that are di�cult to predict without appropriate structural

characterisation of the alkali sublattice.

6.3 Outlook

The conclusions of this thesis naturally lead to extensions of the work which might provide

deeper insight into the A3LnSi2O7 structure, and more generally the identification of

new solid-state electrolytes. Firstly, many of the conclusions of this thesis rest on the

structural model proposed for the Li3LnSi2O7 compounds in Chapter 3. The accuracy of

this structural model may be further examined by moving from powder synthesis to single

crystals. Previous reports show that the parent Na3LnSi2O7 compounds may be produced

as single crystals, so it would potentially be viable to carry out the molten salt ion

exchange of lithium for sodium within the single crystals. Single crystal X-ray and neutron

di↵raction experiments may provide a more precise picture of the crystal structure. The

Li3LnSi2O7 structural model may be further validated by ab initio calculations, which

may be used to provide a more accurate estimation of the relative energy of the lithium

ions within the LnSi2O7 framework than those from the bond-valence calculations in

Chapter 4. Such calculations may also be used to assess the validity of the activation

energies estimated in the same chapter.

The pathways and conduction mechanisms proposed in Chapter 4 rely heavily on the

bond-valence calculation. These too might be assessed by a combination of ab initio

methods and molecular dynamics. Alternatively, one might peruse a new approach by

sampling points along the pathways of least energy, identified by the bond-valence meth-

ods in Chapter 4, and use them to initialise nudge elastic band calculations. Such an

approach might prove more e�cient in estimating long range activation energies than

conventional ab initio molecular dynamics calculations. Regardless, an experimental ap-

proach might be more straightforward in validating the specific conduction mechanism

proposed in this thesis.

The proposed conduction mechanism in the Li3LnSi2O7 compounds includes the for-

mation of Frenkel defects by the displacement of the Li3b atom into the unoccupied A4

site. If this hypothesis is true, then it would be expected that at appreciably high tem-

peratures there should be a su�cient concentration of these occupied interstitial sites

to show up in powder neutron scattering measurements. Repeating the powder neutron

scattering measurements at elevated temperatures may confirm this hypothesis. Further-

more, at elevated temperatures there may be su�cient lithium density between the alkali
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ion sites to show up in a Fourier di↵erence map calculated from the powder neutron

scattering data. The morphology of contours of the map may be compared with those

obtained from the bond-valence calculations to determine their validity.

In broad terms, this work presents a straightforward path to the discovery of new

solid-state electrolytes. Evidence suggests that crystallographic structures characterised

by an open framework which supports both sodium and potassium ions will support

an ion exchange of lithium for sodium. Candidates for such an ion exchange may be

identified by screening structural databases for families of structures which support both

sodium and potassium, but not lithium. The absence of a lithium analogue within a

family of structures may indicate the compound may not be made by the same synthesis

route by which the sodium and potassium compounds were made. It may be possible

to make the lithium analogue by an ion exchange procedure, as outlined in this thesis.

Furthermore, this work demonstrates that such an ion exchange process may lead to a

markedly improved ionic conductivity, so it is worth considering even very poor sodium

ion conductors as a candidate for investigation.

Finally, the impedance control system presented in Chapter 5 may be modified to allow

for the fast screening of candidate materials. The bottleneck in the measurement process

is the limitation of measuring the temperature dependent impedance of one sample at a

time. This is an issue because there is significant variation in the conductivity between

samples of the same composition due to di↵erences in the pellet preparation procedure.

Such variation may be quantified by allowing for several pellets of the same sample to

be measured in parallel. This might be accomplished by placing several samples in the

same box furnace and measuring each of their impedance spectra at each temperature

step. Such a measurement may be performed with several impedance analyser, however,

the analysers are prohibitively expensive. A practical alternative might involve designing

an automated switching circuit which could allow the impedance analyser to measure

each cell in quick succession. The vtipy library introduced in Chapter 5 may be easily

adapted to incorporate such a switching circuit into the measurement process. This could

enable high volume testing of solid-state ion conductors and accelerate the discovery of

new all-solid-state battery materials.
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structure, physical properties and bond valence analysis of NaLuP2O7. Solid State

Sciences, 31:46–53, 2014.
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Appendix A

Dijkstra’s Algorithm and Minimum

Energy Pathways

As discussed in Chapter 2, a discrete energy potential may be represented as a directed

multigraph. The minimum energy pathway between two points may be found with Di-

jkstra’s algorithm. This algorithm works by finding the shortest distance to all nodes

in the graph from a source node. To find the minimum energy pathway between two

points, one of those points is assigned as the source node, then the following procedure

is executed:

1. Visit all connected nodes from the source node. Each neighbouring node is assigned

a total-distance and a predecessor. The total-distance is taken as the weight of the

edge from the source to the neighbour. The predecessor is taken as the source node.

Finally, the source node is marked as “complete”

2. The current-node is defined as the node with the lowest total-distance.

3. Each neighbour (not already marked as “complete”) is visited and its contended-

distance is calculated as the sum of the neighbour edge weight and the total-distance

of the current-node.

• If the neighbour already has been assigned a total-distance then that value

is compared with the contended-distance. If the contended-distance is less

than the total-distance then total-distance is reassigned the value of contended-

distance and the predecessor is reassigned as the current node. If contended-

distance is greater than total-distance then the values of total-distance and

predecessor for that neighbour remain unchanged.

• If the neighbour has not been assigned a value for total-distance it is assigned

as the tentative distance and the predecessor is assigned as the current node.
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4. After each neighbour has been visited the current cell is marked as “complete”

and the algorithm repeats from step 2 until all the cells have been marked as

“complete”.

To find the path of least energy between any point and the source, start at the point

and lookup its predecessor node. Repeat this until the source node is reached. The

algorithm will take on the order of the number of nodes in the graph to complete.
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Appendix B

GFourier Walk-through

The GFourier software is useful for creating Fourier di↵erence maps from powder di↵rac-

tion data. Unfortunately the documentation online is very sparse. For this reason a

walk-through of the procedure is documented here.

GFourier comes with the FullProf Suit of Programs. In order to get a useful Fourier

map from GFourier, you need to first have attempted a Le Bail or Rietveld refinement

with FullProf and the fit to the data should be reasonably good (most if not all the peaks

should be indexed). The pcr file from the refinement will be the starting point for the

Fourier di↵erence map calculation. The procedure is as follows:

1. Ensure all refinable parameters of the model have been refined to a stable position

- except for the positions of the missing atoms.

2. Create a new model pcr file∗ and remove the missing atoms from the model.

3. Turn o↵ all refinable parameters.

4. Set the parameter Fou to 3. This will instruct FullProf to generate a .inp file

output which will contain the calculated and “observed” structure factor.

5. Run FullProf on the pcr file to generate the .inp file. It is convenient to set the

number of refinement cycles to 1 to avoid any waiting time.

6. Launch GFourier. Open the .inp file by going to file!open in the menu.

7. Select the Fourier di↵erence calculation by going to the edit!Fourier procedure

menu. This will bring you to a window where you must select “(Fo-Fc) Di↵erence”

from the dropdown menu under “Fourier Synthesis”. Hit “ok”.

∗The pcr file is specific to FullProf and contains the model information as well as the instructions on
the refinement procedure.

147



8. After changing the calculation to the Fourier di↵erence method you must save the

file before you run the calculation, otherwise it will revert to the incorrect calculation

method. Save by going to the file!save menu

9. Run the calculation by going to the Calculations!Fourier Program menu.

10. After the calculation is finished a new .pgrid file will have been generated in the

same directory as the .inp file. This may be opened in a visualisation program

such as VESTA and overlaid on top of the crystal structure.

Once the Fourier map has been generated, contours of the map may be visualised

in a crystallographic visualisation program and analysed as described in the preceding

paragraphs.
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Appendix C

Structural Refinements

Table C.1: The precursors used in the synthesis of the A3LnSi2O7. All precursors were
supplied from Alfa Aesar. The purity of each precursor is tabulated below.

Compound Purity

Na2CO3 99.997%
SiO2 99.995%
Gd2O3 99.999%
Tb405 99.998%
Dy2O3 99.99 %
Ho2O3 99.99 %
Y2O3 99.999%
Er2O3 99.99 %
LiNO3 99.98 %
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Table C.2: Rwp values from PND refinements of A3LnSi2O7.

Rwp

Ln bank Na3LnSi2O7 Li3LnSi2O7

Tb

2 1.92 3.06
3 1.7 3.15
4 2.18 3.26
5 2.45 4.26

Ho

2 1.8 2.26
3 2.29 3.04
4 2.63 3.5
5 3.36 4.38

Y

2 2.99 4.21
3 2.59 3.87
4 2.48 5.87
5 3.02 5.21

Er

2 2.49 2.94
3 7.21 3.47
4 3.18 4.62
5 4.18 6.22
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Figure C.1: Fit to the PND data from Na3TbSi2O7

Figure C.2: Fit to the PND data from Na3HoSi2O7
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Figure C.3: Fit to the PND data from Na3YSi2O7

Figure C.4: Fit to the PND data from Na3ErSi2O7
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Figure C.5: Fit to the PND data from Li3TbSi2O7

Figure C.6: Fit to the PND data from Li3HoSi2O7
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Figure C.7: Fit to the PND data from Li3YSi2O7

Figure C.8: Fit to the PND data from Li3ErSi2O7
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Figure C.9: Lebail refinement of PND data from a standard Si sample.

Figure C.10: Instrument resolution parameters from Lebail refinement of the Si standard.

Bank 1 2 3 4 5

Zero 5.35000 7.75500 8.52 1.52800 0.33800
Dtt1 740.51086 1788.41504 3366.23 5399.74072 7393.01904
Dtt2 1.72000 1.24600 0.71 -0.8520 -1.92400
Sig-2 5.240 2.480 4.242 0.146 -4.224
Sig-1 67.292 154.536 127.292 74.919 32.333
Sig-0 76.869 4.427 -11.208 4.768 5.530
Gam-2 0.787 -0.492 -0.700 0.166 2.370
Gam-1 2.616 6.776 9.517 6.839 0.853
Gam-0 -4.672 -6.407 -18.782 -7.091 -2.174
alph0 0.177891 0.001809 0.025529 0.025794 -0.100556
beta0 1.148841 0.045525 0.056194 0.058169 0.059500
alph1 -0.011739 0.184847 0.101534 0.291859 0.570253
beta1 -6.140430 0.385214 0.048534 0.009396 0.004767
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Figure C.11: An example of the poor fit to the background of PND data from bank 3 of
Li3TbSi2O7 using a linear background function. The background is shown in grey.
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Figure C.12: PDF refinement of Na3TbSi2O7. Observed data in red, calculated model in
black, and di↵erence profile in blue.

Figure C.13: PDF refinement of Na3HoSi2O7. Observed data in red, calculated model in
black, and di↵erence profile in blue.

Figure C.14: PDF refinement of Na3YSi2O7. Observed data in red, calculated model in
black, and di↵erence profile in blue.
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Figure C.15: PDF refinement of Li3TbSi2O7. Observed data in red, calculated model in
black, and di↵erence profile in blue.

Figure C.16: PDF refinement of Li3HoSi2O7. Observed data in red, calculated model in
black, and di↵erence profile in blue.

Figure C.17: PDF refinement of Li3YSi2O7. Observed data in red, calculated model in
black, and di↵erence profile in blue.
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Appendix D

Impedance Measurements

The data presented in this appendix is in support of the discussion in Chapter 5.
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Figure D.1: The argument (or phase) of the impedance from variable temperature mea-
surements of Li3ErSi2O7. The colour of each line indicates the relative temperature at
which the measurement was made. The phase from each measurement is shifted by 10
degrees per temperature, corresponding to approximately 40 minutes between each mea-
surement (following the heating profile from Figure 5.11). The data to the right of the
grey line indicates the excluded region during the fitting procedure.
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(a) Na3HoSi2O7

(b) Na3YSi2O7

(c) Na3ErSi2O7

Figure D.2: Variable temperature impedance data from Na3LnSi2O7 collected over a
range of 225-290 �C. On the left hand side of each figure is the observed magnitude and
phase of the impedance (open circles) and the fit to the data (black lines). The relative
red-blue colour of the circles indicate the temperature at which each measurement was
made. On the right hand side of the plot is the Nyquist representation of the observed
data and calculated model. A Randles-type model (Figure 5.13) was used to fit the data.
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(a) Li3HoSi2O7

(b) Li3YSi2O7

(c) Li3ErSi2O7

Figure D.3: Variable temperature impedance data from Li3LnSi2O7 collected over a range
of 225-290 �C. On the left hand side of each figure is the observed magnitude and phase
of the impedance (open circles) and the fit to the data (black lines). The relative red-blue
colour of the circles indicate the temperature at which each measurement was made. On
the right hand side of the plot is the Nyquist representation of the observed data and
calculated model. A Randles-type model (Figure 5.13) was used to fit the data.
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Figure D.4: Impedance measurement of a test parallel RC circuit, with a 100 ⌦ resistance
and 1 µF capacitor. The positive phase observed in this test measurement is a clear
deviation from the expected impedance of a parallel RC circuit. The positive phase
indicates there is a stray inductance introduced into the measurement.

Test Circuit Measurement

The results of the measurement of the impedance of AgI reported in Section 5.2.2

showed an unexpected positive phase. This may be attributed to stray inductance of

the impedance analyser used to make the measurement. Evidence for this is found by

using the same impedance analyser to measure the impedance of a test parallel RC circuit

with a known time constant similar to that observed in the impedance measurement of

AgI. The measurement is shown in Figure D.4. Clearly, there is a positive phase which

is unexpected. This demonstrates the stray inductance is likely an internal inductance of

the impedance analyser.
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Appendix E

Impedance Data Analysis

After the collection of impedance data, information about the cell, including it’s ionic

conductivity, may be inferred by fitting the observed data with an appropriate model

(as discussed in Chapter 2). In this section, an algorithm for fitting impedance data

is outlined. The convenience of such an algorithm is particularly useful in analysis of

variable temperature impedance data where batch fitting methods can by applied.

E.1 Defining the Cost Function

To fit a model to the data algorithmically we need to define a measure of the “goodness

of fit”. The most basic assumption we can make is that the model fits the data when

values calculated from the model are as close to the experimentally observed data as

possible. This condition is met when the sum of the square di↵erences between all the

observed and calculated data is zero. This requirement is expressed mathematically by

minimising a cost function, f , defined in Equation E.1. Zobs is our observed data and

Zcalc is calculated from our model. The impedance is measured at discrete frequencies,

!i, indexed by i 2 [0, N ].

f =
NX

i=0

|Zobs(!i)� Zcalc(!i)|
2 (E.1)

For clarity, an explicit model will be used for the remainder of this discussion. This

model will be derived from a simple RC circuit. The impedance of such a model (Equation

X) is parametrised by two parameters, the resistance, R, and the capacitance, C. To cal-

culate the impedance of the model at any frequency, !i, R and C must be known. Math-

ematically we can say Zcalc is a function of its model parameters, Zcalc ⌘ Zcalc(!i, R, C).

Since our calculated model depends on the model parameters the cost function will also

depend on these parameters, f ⌘ f(R,C). Obtaining a good fit to the data involves
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choosing the right combination of our model parameters, R and C, so that the cost func-

tion is minimised. We can re-write the cost function to show it’s dependence on the model

parameters as in Equation E.2. The notation Zi
⌘ Z(!i) has been used to indicate a

vector who’s elements correspond to impedance at frequencies, !i.

f(R,C) =
NX

i=0

��Zi
exp � Zi

calc(R,C)
��2 (E.2)

The experimentally observed impedance of the sample has a phase and a magnitude

(or rather the logarithm of the magnitude)∗, these are the primary features of the observed

data. An example measurement of these features for a test RC circuit is shown in the

previous section (Figure 5.4). To account for both of these features, the cost function

becomes a sum of their residuals, as in Equation E.3. By accounting for both primary

features in the cost function, our model can be refined in such a way as to represent all

the observed data.

f(R,C) =
2X

j

NX

i=0

��Zij
exp � Zij

calc(R,C)
��2

=
NX

i=0

n��log |Z̄i
exp|� log |Z̄i

calc(R,C)|
��2 +

��arg Z̄i
exp � arg Z̄i

calc(R,C)
��2
o (E.3)

To ensure both features are equally weighted feature normalisation must be performed.

Without appropriate normalisation the feature with the larger average absolute value will

be the dominant contribution to the cost function. Normalisation must be performed

over pairs of vectors Zj
exp and Zj

calc. This is accomplished by defining a single absolute

maximum and minimum value of the pair (Zmax, Zmin) and calculating the norm, Z̄j, for

both vectors with Equation E.4.

Z̄j =
Zj

� Zmin

Zmax � Zmin
(E.4)

An example of pairwise normalised features and their residuals are shown in Figure

E.1. In this example, Zobs is taken from the measurement of the test RC circuit from

the previous section (Figure 5.4), and Zcalc is calculated with a simple RC-type model.

The initial parameters of the model have been chosen to be slightly o↵set from the actual

values to demonstrate the e↵ect of pairwise normalisation. It is particularly evident in

∗The magnitude of the impedance typically varies over several orders of magnitude in the measured
frequency range and it’s error is roughly proportional to the logarithm of the frequency, so it is natural
to fit the logarithm of the magnitude, log |Z|, instead of |Z|.
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the plot of the magnitude where the maximum and minimum values of Zobs and Zcalc are

di↵erent.

Figure E.1: An example of the pairwise normalisation of Zobs (blue circles) and Zcalc (red
line) and their residuals (green line). The experimental data was collected from a test
RC circuit with a 100 k⌦ resistor and a 1 nF capacitor. The model parameters were
initialised with (R,C) = (50 k⌦, 1 nF).

The model is fit to the data by minimising the cost function (Equation E.3) with

respect to the model parameters, R and C. Most programming languages are equipped

with libraries for this very purpose. And most of them involve iterative variation of the

model parameters and recalculation of the cost function. In the case of the RC circuit,

this would involve changing the value of R and C a small amount and comparing the

calculated cost of the new pair with that from previous choices of R and C. In our example,

the expected value of R is on the order of 105 ⌦ and that of C is 10�9 F. What quantifies

as a small variation of the value of R is very di↵erent from a small variation in C. For

this reason a final normalisation step should be implemented to ensure small variation in

the model parameters is similar. Unfortunately the expected value of R and C cannot

be known a priori, so an approximate window over which to normalise the parameters

must be chosen. In order to choose such a window, an initial guess of the range in

which the parameters might fall is required. This window normalisation method may not

be required depending on which minimisation algorithm is used, as some optimisation

libraries will have their own parameter normalisation functionality built in, however, it

was found to be crucial when working with the widely used scipy.optimise library

in Python.

The above procedure can be extended to fit any model based on a circuit diagram†

by considering the calculated impedance as a function of an arbitrary number of model

parameters, {✓k}. In the case of the RC circuit our model parameters are {✓k} = {R,C}.

The the cost function may be re-expressed for an arbitrary number of parameters as in

†This is true for any reducible circuit diagram - as to allow for the existence of an analytical expression
for the impedance of the model
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Equation E.5.

f({✓k}) =
2X

j

NX

i=0

��Zij
exp � Zij

calc({✓k})
��2 (E.5)

Regardless of the specific model used, any model representative of the impedance

response of an ion conductor will be non-linear in its dependence on model parameters.

Therefore, the fit to the data will usually be sensitive to the initial guess of the model

parameters. For this reason, care must be taken in the minimisation of the cost function,

particularly where the method is applied to batch fitting. A convenient way to avoid

false minima is to use a minimisation routine based on a Monte Carlo method. An

implementation of the above fitting algorithm is described in the Jupyter Notebook in

the following section This implementation leverages the basinhopping routine from

the open source scipy.optimize library. The basinhopping routine is based on

a Monte Carlo method. The routine is an iterative method whereby model parameters

are randomly perturbed and then minimised by a gradient decent method. If the cost

function evaluated at the new model parameters is less than that at the initial values

the new values are accepted. The ingenious part comes in when the new cost, fnew is

higher than the old cost, fold, the new model parameters are accepted with a probability

proportional to exp (fold � fnew). By applying this method false minima can be avoided‡.

E.2 Implementation of Batch Fitting

The following pages include an example of an implementation of batch fitting using the

fitting routine outlined in the previous section (Section E.1). This batch fitting procedure

was used to estimate the ionic conductivity of all samples investigated in Chapter 5

‡If the false minima are su�ciently deep such that exp (fold � fnew) is extremely small for any random
perturbation around the false minima then it will get stuck. Care should be taken when using this method.
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Data Analysis Implementation

November 19, 2018

In [1]: import numpy as np, pylab as plt, pandas as pd, os

In [2]: # Import the data
data = np.genfromtxt('scan_1.txt',skip_header=2,delimiter=',')
# we only need the first 3 collumns w, mag Z, arg Z
# w == Angular Frequency
w, magZobs, argZobs = np.transpose(data)[:3]

In [3]: # Apply a frequency cuttoff if desired
cutoff = 1e1

wix = w>cutoff
w = w[wix]

magZobs = magZobs[wix]
argZobs = argZobs[wix]

In [4]: # Collect the observed data in a single dictionary
Zobs = {'mag':magZobs, 'arg':argZobs}

In [5]: # Apply feature transformation
Zobs['logMag'] = np.log(Zobs['mag'])

In [6]: fig,(ax1,ax2) = plt.subplots(1,2,figsize=(15,5))

ax1.loglog(w,Zobs['mag'],'o',fillstyle='none',label='Zobs')
ax1.set_ylabel('mag Z / $\Omega$')
ax1.set_xlabel('$\omega$ / Hz')

ax2.semilogx(w,Zobs['arg'],'o',fillstyle='none',label='Zobs')
ax2.set_ylabel('arg Z / $\Omega$')
ax2.set_xlabel('$\omega$ / Hz')

l = ax1.legend(fontsize=18)
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In [7]: # Define the constant phase element
def cpe(Y,n,w):

return 1./(Y*w**n) * np.exp(-1j*np.pi/2.*n)

In [8]: # Define the Model
def Zmodel(w,R1,Y1,n1,R2,Y2,n2,Y3,n3):

Z = (1./(R1+ cpe(Y1,n1,w)) + 1./cpe(Y2,n2,w) )**-1 \
+ ( 1./R2 + 1./cpe(Y3,n3,w) )**-1

Zout = {'mag':np.abs(Z),
'arg':np.rad2deg(np.angle(Z)),

}
Zout['logMag'] = np.log(Zout['mag'])
return Zout

Circuit Diagram of Model

In [9]: # Make an initial guess for model parameters
R1, Y1, n1 = 1e4,1e-10, 0.95
R2, Y2, n2 = 1e3,1e-8, 0.95
Y3, n3 = 1e-6, 0.5

initial_params = [R1,Y1,n1,R2,Y2,n2,Y3,n3]
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In [10]: # calculate initial model
Zcalc_initial = Zmodel(w,*initial_params)

In [11]: fig,(ax1,ax2) = plt.subplots(1,2,figsize=(15,5))

ax1.loglog(w,Zobs['mag'],'o',fillstyle='none',label='Zobs')
ax1.loglog(w,Zcalc_initial['mag'],color='C3',label='Zcalc_initial')
ax1.set_ylabel('mag Z / $\Omega$')
ax1.set_xlabel('$\omega$ / Hz')

ax2.semilogx(w,Zobs['arg'],'o',fillstyle='none',label='Zobs')
ax2.semilogx(w,Zcalc_initial['arg'],color='C3',label='Zcalc_initial')
ax2.set_ylabel('arg Z / $\Omega$')
ax2.set_xlabel('$\omega$ / Hz')

l = ax1.legend(fontsize=18)

In [12]: # Set some limits for the model parameters.
Ru, Rl = 1e8, 1e1
Yu, Yl = 1e-4, 1e-15
nu, nl = 1., 0.01

lower_limits = [Rl,Yl,nl,Rl,Yl,nl,Yl,nl]
upper_limits = [Ru,Yu,nu,Ru,Yu,nu,Yu,nu]

In [13]: # Define pairwise normalisation
def pairwiseNorm(v1,v2):

absMax = max([v1.max(), v2.max()])
absMin = min([v1.min(), v2.min()])
return (v1-absMin)/(absMax-absMin), (v2-absMin)/(absMax-absMin)

In [14]: # Define window over which to normalise model parameters
window = lambda v,f: (v-v*f,v+v*f)
factor = 0.8
windows = [window(p,factor) for p in initial_params]
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In [15]: # Define the model parameter normalisation (and its reverse)
def normaliseParams(unNormParams):

return [(p-l)/(h-l) for (p,(l,h)) in zip(unNormParams,windows)]

def unNormaliseParams(normalisedParams):
return [p*(h-l)+l for (p,(l,h)) in zip(normalisedParams,windows)]

In [16]: # define the residuals
def Residuals(Za,Zb):

features = 'logMag arg'.split()
res = []
for f in features:

f1, f2 = pairwiseNorm(Za[f],Zb[f])
res.append(np.abs(f1-f2))

return np.concatenate(res)

In [17]: # Define the cost function
def Cost(normalisedParams):

params = unNormaliseParams(normalisedParams)
Zcalc = Zmodel(w,*params)
return np.sum(Residuals(Zcalc,Zobs)**2)

In [18]: # normalise model parameters and their bounds
initial_params_normalised = normaliseParams(initial_params)

lower_limits_normalised = normaliseParams(lower_limits)
upper_limits_normalised = normaliseParams(upper_limits)

parameter_limits_normalised = tuple(zip(lower_limits_normalised,
upper_limits_normalised))

In [19]: # minimise the cost function
from scipy.optimize import basinhopping
basin_results = \

basinhopping(Cost,
initial_params_normalised,
minimizer_kwargs={

'bounds':parameter_limits_normalised})

In [20]: # Un normalise the refined model parameters
basin_params = unNormaliseParams(basin_results.x)

In [21]: # Calculate the final model
Zcalc_basin = Zmodel(w,*basin_params)

In [22]: # Plot to asses the refined parameters
fig,(ax1,ax2) = plt.subplots(1,2,figsize=(15,5))
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ax1.loglog(w,Zobs['mag'],'o',fillstyle='none',label='Zobs')
ax1.loglog(w,Zcalc_initial['mag'],color='C3',label='Zcalc_initial')
ax1.loglog(w,Zcalc_basin['mag'],color='k',label='Zcalc_final')
ax1.set_ylabel('mag Z / $\Omega$')
ax1.set_xlabel('$\omega$ / Hz')

ax2.semilogx(w,Zobs['arg'],'o',fillstyle='none',label='Zobs')
ax2.semilogx(w,Zcalc_initial['arg'],color='C3',label='Zcalc_initial')
ax2.semilogx(w,Zcalc_basin['arg'],color='k',label='Zcalc_final')
ax2.set_ylabel('arg Z / $\Omega$')
ax2.set_xlabel('$\omega$ / Hz')

l = ax1.legend(fontsize=18)
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Appendix F

Impedance Control System

F.1 Serial to USB adaptor path identification

After instillation of the StarTech driver the Raspberry Pi should recognise the USB

adaptor as a serial device once it is plugged in. It will be assigned a name starting with

tty (an acronym from the days of the teletypewriter). To send commands to the device,

a path to it on the Pi filesystem must be identified. Any tty device will show up in

the /dev/ directory in the filesystem. The exact path may be found by running the ls
/dev/tty* command in a terminal to list all tty devices. From this list, the correct path

may be found by identifying an item with usbserial in its name. Alternatively the device

may be identified by running the list command once with the device unplugged and a

second time with it plugged in - then the name of the new item may be identified. In the

case of this set-up the full path to the device is /dev/tty.usbserial-AI0586N1.

F.2 vtipy Documentation

The following pages include the documentation for the vtipy library. This library was

written in the Python programming language and is available on Github [111]. The

library is introduced in Chapter 5.
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CHAPTER

ONE

VTIPY PACKAGE

1.1 vtipy.impedance module

class vtipy.impedance.solartron1260(Vac=0.5, Vdc=0.0, integration_time=1,
gpib_address=2)

Bases: Gpib.Gpib.Gpib

Parameters

• Vac (float, optional) – A.C. voltage for impedance measurements.

• Vdc (float, optional) – D.C. bias.

• integration_time (int, optional) – Integration time in seconds.

• gpib_address (int, optional,) – Gpib address of the instrument. Default is 2.

Example

Here is a demonstration of how the object is initialised and how a frequency dependent measurement is executed.

>>> from vtipy import solartron1260
>>> sol = solartron1260()
>>> sol.measure_impedance( scan_number = 1 )

measure_frequency(frequency)
Sends an instruction to the Solarton to measures impedance at the specified frequency.

Parameters frequency (float) – frequency for measurement.

Returns result – Impedance data formatted as a comma separated string. The first three values
(frequency, magnitude, and the argument) are the important values that need to be saved.

Return type string

measure_impedance(scan_number, filename=None, fmin=0.05, fmax=9800000.0, ppd=20,
Tset=None, Tcell=None, scan_label=None)

Sends an instructions to the Solartron to make an impedance measurement over a range of frequencies.
This is accomplished by executing the solartron1260.measure_impedance_process method as a subprocess
as to allow a main control script to continue to monitor temperature while this runs in parallel.

Parameters

• scan_number (int, optional) – This should be specified as to indicate the relative
order of the measurement.

1
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• filename (None, string) – The name of file in which impedance data will be
stored. If left as None it will be assigned a name based on the scan number: “scan_n.txt”,
where n = scan_number.

• fmin (float, optional) – The minimum frequency of the impedance sweep. The
default value is 0.05.

• fmax (float, optional) – The maximum frequency of the impedance sweep. The
default value is 9.8e6.

• ppd (int, optional) – The number of points per decade at which an impedance
measurement will be recorded. Default is 20.

• Tset (None, int) – The setpoint temperature from the Eurotherm. If set it is stored in
the header of the datafile. It should be set during variable temperature experiments. If left
as none a NAN value will be recorded in the header.

• Tcell (None, int) – The “cell temperature” as measured by the MAX31855 thermo-
couple. If set it is stored in the header of the datafile. If left as none a NAN value will be
recorded in the header.

• scan_label (None, string) – Optional label to provide extra meta-data for later
analysis. Typically this is set to “up” or “down” to distinguish measurements during an
upward or downward temperature sweep. This value is recorded in the header of the
datafile.

measure_impedance_process(scan_number, filename, fmin, fmax, ppd, Tset, Tcell, scan_label)
Instructs the Solartron to measure the impedance over a range of frequencies.

This method is designed to be run in parallel with a main script as to allow the main script
to continue to monitor process temperatures while the impedance is measured. This is accom-
plished by using the solartron1260.measure_impedance method which calls this method (the so-
lartron1260.measure_impedance_process) as a sub-process. However, this method may be run indepen-
dently if no other measurements are required to be run in parallel.

The parameters of the method are the same as those detailed in the solartron1260.measure_impedance
method, however, the default values set for that method are not set here. They all must be provided
explicitly.

Parameters

• scan_number (int) – This should be specified as to indicate the relative order of the
measurement.

• filename (None, string) – The name of file in which impedance data will be
stored. If set as None it will be assigned a name based on the scan number: “scan_n.txt”,
where n = scan_number.

• fmin (float) – The minimum frequency (in Hz) of the impedance sweep. Cation should
be taken when setting this value to anything less than 0.05 Hz as errors with the Gpib.Gpib
library are encountered.

• fmax (float) – The maximum frequency (in Hz) of the impedance sweep. Max value
is 1e7.

• ppd (int) – The number of points per decade at which an impedance measurement will
be recorded.

• Tset (int) – The setpoint temperature from the Eurotherm. The value is stored in the
header of the datafile.
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• Tcell (int) – The “cell temperature” as measured by the MAX31855 thermocouple.
The value is stored in the header of the datafile.

• scan_label (string) – A label to provide extra meta-data for later analysis. Typically
this is set to “up” or “down” to distinguish measurements during an upward or downward
temperature sweep. This value is recorded in the header of the datafile.

send(msg)
Sends a message to the solartron. Just like the Gpib.Gpib.write except a 0.02 s sleep time is applied to
prevent too many signals being sent at the same time.

Parameters msg (string) – The message to send the solartron. This should be one of the
instructions from the instruction set found in the solartron manual.

Returns

Return type None

1.2 vtipy.temperature module

This module is designed to control the temperature controllers used in the variable temperature impedance control
system.

class vtipy.temperature.temperature_controllers(filename, serial_usb_port, addr=1,
CLK=25, CS=24, DO=18)

Bases: minimalmodbus.Instrument, Adafruit_MAX31855.MAX31855.MAX31855

This class controls both the MAX31855 temperature controller and the Eurotherm 3216.

Methods are defined to allow measurement and recording of the temperature from the Eurotherm and the
MAX31855 as well as to change the setpoint tempreature of the Eurotherm controller.

This control is accomplished by inheritance from the minimalmodbus.Instrument and MAX31855.MAX31855
classes.

Parameters

• filename (string) – The name assigned to the file in which temperature measurements
will be recorded.

• serial_usb_port (string) – The path associated with the serial-to-USB converter
on the Raspberry Pi filesystem.

• addr (int, optional) – The slave address of the serial-to-USB converter (connected
to the Eurotherm controller).

• CLK (int, optional) – I/O port on the Raspberry Pi associated with the clock pin on
the MAX31855.

• CS (int, optional) – I/O port on the Raspberry Pi associated with the “chip sellect”
port on the MAX31855.

• DO (int, optional) – I/O port on the Raspberry Pi associated with the “data out” port
on the MAX31855.

Example

The following is an example of how to initialise the temeprature controller object, make an initial temperature
measurement, ramp the temperature, and hold the temperature at a desired setpoint.

1.2. vtipy.temperature module 3
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>>> from vtipy import temperature_controllers
>>> tc = temperature_controllers("temp.txt", serial_usb_port)
>>> Tcell = tc.measure_temperatures()
>>> tc.ramp_temperature( Tset = 100 )
>>> tc.hold( hold_time = 60)

hold(hold_time, temp_resolution=2)
This function holds the setpoint temperature of the Eurotherm while measuring and recording the process
temperatures at the specified temperature resolution.

Parameters

• hold_time (int) – Time in minutes to hold the Eurotherm setpoint.

• temp_resolution (int) – Temperature measurements per minute.

measure_temperatures()
This method serves two purposes: Firstly, it measures the two cell and furnace temperature. Secondly,
this method records time since the initial temperature measurement (dt), the setpoint temperature from the
Eurotherm.

The measurement is recorded into the temperature datafile specified when an instance of this class is
defined. The data is added to the file as a comma separated line of the format:

” dt, Tsetpoint, Teuro, Tcell, Ttc_internal “

Returns Tcell

Return type string

ramp_temperature(Tset, ramp_time=1)

Parameters

• Tset (int) – Setpoint temperature in degrees C.

• ramp_time (int) – Time (in min) per degree C.

read_process_temperature()
Returns the furnace temperature from the Eurotherm

read_setpoint()
Reads the setpoint temperature from the Eurotherm. This is read from register 5 of the Eurotherm 3216.
This might need to be adapted for other Eurotherm controllers. See the Eurotherm manual.

Returns The setpoint temperature from the Eurotherm as a string.

Return type setpoint (string?)

set_setpoint(Tset)
Sets the setpoint temperature of the Eurotherm. This is accomplished by setting register 24 of the Eu-
rotherm 3216. This might need to be adapted for other Eurotherm controllers. See the Eurotherm manual.

Parameters Tset (int) – The new setpoint temperature (in degrees Celsius) for the Eurotherm
controller.
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Appendix G

Scattering Lengths

Table G.1: The coherent scattering lengths, bCoh, and absorption cross section, �abs, of
the elements studied by neutron scattering techniques in this thesis.

Element bCoh �abs

Li -1.90 70.5
Na 3.63 0.53
O 5.803 0.00019
Si 4.1491 0.171
Gd - 49700
Tb 7.38 23.4
Dy - 995
Ho 8.01 64.7
Er 7.79 169
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Appendix H

Direct Synthesis Attempts &

Thermal Stability of Li3LnSi2O7

H.1 Direct Synthesis Attempts

The syntheses of the Li3LnSi2O7 compounds were attempted (unsuccessfully) using the

same procedure used in the syntheses of the Na3LnSi2O7 compounds, with the substi-

tution of Li2CO3 instead of Na2CO3. Instead of forming the desired Li3LnSi2O7 phase,

the reaction products were found to be LiLnSiO4 and Li2SiO3. This appendix shows the

analysis of the reaction products from the attempt to make Li3ErSi2O7 by this direct

synthesis approach.

The PXRD data collected from the reaction products does not indicate the desired

phase (Li3ErSi2O7) is present in any measurable quantity. Instead, the data is well

modelled by the expected PXRD pattern for Li2SiO3 and LiLnSiO4. A two phase model

was refined against the PXRD data by the Rietveld method resulting in a good fit. The

PXRD data and the fit are shown in Figure H.1. The refined weight fractions for LiLnSiO4

and Li2SiO3 are %74.30(10) and %25.7(1.2) respectively. These values are within error of

the expected weight fraction of the reaction product given conservation of the reactants

stoichiometry.

It is unsurprising that the Li3LnSi2O7 compounds cannot be synthesised by the ce-

ramic method, considering there has been extensive work on the characterisation of the

Na3LnSi2O7 and K3LnSi2O7 over the past 90+ years, whereas no reports of the synthesis

of the Li3LnSi2O7 compounds has been reported. This result shows the reaction products

Li2SiO3 and LiErSiO4 are more stable than the desired phase Li3ErSi2O7. This result is

further corroborated by studying the thermal decomposition of the Li3LnSi2O7 compound

by variable temperature PXRD.

181



Figure H.1: PXRD refinement from the reaction product from the attempt to make
Li3ErSi2O7 by the direct synthesis route. The observed data are shown as red points, the
calculated model is shown in black, and the di↵erence profile in blue. The reflections of
the two phases of the model are shown in purple (LiErSiO4) and green (Li2SiO3).
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H.2 Thermal degradation of Li3ErSi2O7

In this section the thermal degradation of the Li3ErSi2O7 compounds are investigated by

variable temperature PXRD. The metastable Li3ErSi2O7 (synthesised by the molten salt

ion exchange method described in Section 3.2) was heated up from room temperature

to 700�C. The variable temperature PXRD data is presented in Figure H.2. Clearly

there is a phase transition observed between 600�C and 620�C. This demonstrates the

degradation of the metastable Li3ErSi2O7 compound into the stable reaction products

(LiErSiO4 and green Li2SiO3) observed in the direct synthesis approach of Li3LnSi2O7.

Since the degradation temperature of Li3ErSi2O7 is well below the synthesis temperature

of its parent compound (Na3ErSi2O7) is is unsurprising that the Li3LnSi2O7 phase cannot

be produced by the direct synthesis method.
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Figure H.2: Variable temperature PXRD analysis of Li3YSi2O7.
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Appendix I

Residual Sodium Content in

Li3– �Na�LnSi2O7

The molten salt ion exchange reaction discussed in Chapter 3 was used to produce the

ion exchange products Li3–�Na�LnSi2O7 from the Na3LnSi2O7 parent compounds. In

this Appendix, the residual sodium content, �, is estimated by analysis of Magic Angle

Spinning Nuclear Magnetic Resonance (MAS NMR) measurements.

I.1 Technique Background

Information about the relative abundance of nuclei inside a solid sample may be obtained

from analysis of solid state NMR spectroscopy data. The NMR spectra of a sample may

be acquired by placing the sample in a strong magnetic field, as to align the average

nuclear spin of nuclei in the sample along the direction of that field. A secondary field

is then introduced, in the form of a radio frequency pulse, perpendicular to the axis of

the primary field, which excites the magnetic nuclei and re-orients their magnetisation

vector such that it is perpendicular to the primary field. Following the excitation, the

nuclei relax back to thermal equilibrium, and in the process, they emit electromagnetic

radiation at frequencies characteristic of the nuclei composing the sample and the coupling

between the spins. This signal may be acquired with a detector and analysed to infer

information about the underlying distribution of nuclear spins within the sample. In an

ideal case, where there is no coupling between nuclear spins in the sample, and there

is no preferential orientation for any nuclear spin in the sample, there will be a sharp

peak in the frequency domain of the signal for each unique species of nuclei present in

the sample. The frequency at which each peak occurs will be proportional to the nuclear

magnetic g-factor of the associated nuclei in the sample and the strength of the primary

magnetic field. The integrated area of each peak will be proportional to the number of
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corresponding nuclei in the sample. The ratio of the concentration of a nuclear species

of interest is proportional to the ratio of the integrated area under the associated peaks

in the spectra acquired from the two samples.

In a real system, nuclear spins may never be treated as completely isolated. Coupling

between nuclear spins and local electric field gradients results in splitting and shifting of

the peaks positions in the spectra. When these e↵ects are very strong, it is di�cult to

attribute peaks in the acquired signal to specific nuclear species, however, application of

appropriate techniques may be used to make this distinction. In order to gain su�cient

resolution in the NMR spectra of the samples investigated in this thesis, the Magic Angle

Spinning (MAS) technique was applied. This technique is appropriate for investigation

of polycrystalline samples, where the local electric field gradients inside a solid sample

leads to a local preferential orientation of nuclear spins.

The nuclei of interest in this investigation is 23Na, the only stable isotope of sodium.

The gyromagnetic ratio of 23Na is 11.262 MHzT�1.

I.2 Procedure

The experiments described below were primarily carried out by Dr. Pieter Magusin,

particularly in the experimental set-up, signal acquisition, and signal processing; with

my involvement limited to one of observing, learning, and lending a hand when needed.

I am grateful for the support of Pieter in these experiments. The following rudimentary

description of the procedures is my account of the experiments.

Samples of Na3YSi2O7 (134.40 mg) and Li3–�Na�YSi2O7 (37.80 mg) were loaded into

4 mm diameter rotors and inserted into a Magic Angle Spinning probe (Bruker). Each

sample was spun at a frequency of 8 kHz inside a 500 MHz magnet (Bruker). The 23Na

MAS NMR spectra of each sample was acquired using a spectrometer (Bruker). The

following parameters were applied in the acquisition of the signal.

• SW Spectral width = 188.9774 ppm = 25000.000 Hz

• Acquisition time = 0.0204800 sec

• Filter resolution = 48.828125 Hz

• Filter width = 125000.000 Hz

• Receiver gain = 128

• Dwell time = 20.000 µs
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Figure I.1: Comparison of the 23Na MAS NMR signals obtained from the Na3YSi2O7

sample (left) and the ion exchange product, Li3–�Na�LnSi2O7, (right).

12 scans of the Na3YSi2O7 sample were recorded and 24 scans of the Li3–�Na�YSi2O7

sample were recorded. The acquired signal from each sample was processed using appro-

priate filtering techniques. The Fourier transform of the filtered time dependent signal

was used to produce the NMR spectra for each sample.

I.3 Analysis

Evidence of 23Na is observed in both samples. The recorded 23Na signal for both sam-

ples are shown in Figure I.1. The relative fraction of 23Na in the ion exchange product

was estimate by comparing the integrated area under the 23Na@Li3–�Na�YSi2O7 signal

and the 23Na@Na3YSi2O7 signal. The ratio of the areas were found to be approximately

1:160.4588. Since there were half as many scans used to acquire the 23Na@Li3–�Na�YSi2O7

signal as used for 23Na@Na3YSi2O7, the integrated area under the 23Na@Li3–�Na�YSi2O7

may be assumed to be approximately 320.9176 times smaller than that under the 23@Na3YSi2O7

signal. Assuming the ratio of the number of moles, n, of Na3YSi2O7 in the two samples

is proportional to the ratio of the integrated area, I:

n(Na3YSi2O7)

n(Na3YSi2O7@Li3��Na�YSi2O7)
=

I(23Na@Na3YSi2O7)

I(23Na@Li3��Na�YSi2O7)
= 320.9176 (I.1)

The number of moles Na3YSi2O7 is given by the ratio of the mass of the Na3YSi2O7 sample

(134.40 mg) and the compounds molar mass (326.04 g/mol). Thus the number of moles

of Na3YSi2O7@Li3–�Na�YSi2O7 may be estimated as n(Na3YSi2O7@Li3��Na�YSi2O7) ⇡

1.2845⇥ 10�6 mol.
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Since 23Na is the only stable isotope of sodium, we may assume the rest of the alkali

content in the Li3–�Na�YSi2O7 sample is Li. The ratio of Li3YSi2O7 to Na3YSi2O7 is

calculated by considering the conservation of mass:

m(Li3��Na�YSi2O7) = m(Li3YSi2O7) +m(Na3YSi2O7)

= n(Li3YSi2O7@Li3��Na�YSi2O7)⇥M(Li3YSi2O7)

+ n(Na3YSi2O7@Li3��Na�YSi2O7)⇥M(Na3YSi2O7)

(I.2)

Given the molar mass, M , of Na3YSi2O7 (326.04 g/mol) and Li3YSi2O7 (277.90

g/mol); the mass of the Li3–�Na�YSi2O7 sample under investigation (37.80 mg); and

the estimate for the number of moles of Na3YSi2O7 in Li3–�Na�YSi2O7 (1.2845⇥ 10�6);

we may solve for n(Li3YSi2O7@Li3��Na�YSi2O7) = 1.345 ⇥ 10�4 mol. Thus the ratio of

Na3YSi2O7:Li3YSi2O7 in Li3YSi2O7@Li3–�Na�YSi2O7 is:

n(Na3YSi2O7@Li3YSi2O7@Li3��Na�YSi2O7)

n(Li3YSi2O7@Li3YSi2O7@Li3��Na�YSi2O7)
⇡ 0.009549 (I.3)

Therefore, the Na ions make up about 0.95% of the alkali ions in the Li3YSi2O7 compound:

n(Na3YSi2O7)

n(Na3YSi2O7) + n(Li3YSi2O7)
⇡ 0.0095 (I.4)

Thus, � ⇡ 0.0095⇥ 3 ⇡ 0.03.

I.4 Discussion

The negligible concentration of sodium in the ion exchange product shows the ion ex-

change procedure resulted in an almost complete ion exchange of Li for Na in Na3YSi2O7.

It is assumed that the same level of success would be observed in the other ion exchange

products from the Na3LnSi2O7 family. Investigation of these compounds by MAS NMR

was limited due to the strongly paramagnetic nature of the lanthanide ions. Due to the

low residual sodium concentration in the ion exchange products, they are referred to as

Li3LnSi2O7 in all other discussion in this thesis.
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Appendix J

Uncertainty in Parameter

Estimation

In Chapter 5, impedance data for AgI, Na3LnSi2O7, and Li3LnSi2O7 were analysed.

Estimates for the resistance to ionic conduction of each sample were presented which

were obtained by fitting equivalent circuit models to impedance measurements. Each

model was parametrised by a set of k fitting parameters, {✓k}. Estimates for these

parameters were obtained (as outlined in Appendix E) by minimising the cost function,

f , defined in Equation E.1. The numerical uncertainty in the estimates may be obtained

from the Hessian, H, of the cost function (evaluated at the minima). The Hessian is

given by H = r
2f . The variance of the parameters, �k, are given by the diagonal

of H
�1. The Hessian may be obtained using the basinhopping routine from the

scipy.optimize library (the same routine used to estimate the parameters). When

parameter normalisation is applied (as was done in the calculations presented in this

thesis) care must be taken to ensure the uncertainty in the parameters account for the

normalisation. In this appendix the fitting parameters obtained from a range of the fits

presented in Chapter 5 are tabulated and discussed.

The equivalent circuits used to fit all impedance data discussed in this thesis are

introduced in Section 2.4. The equivalent circuit used to fit the impedance data from

AgI is shown in Figure 5.7. The model consists of a Voigt-type circuit in series with an

inductor. In total the model has four fitting parameters: R, Y1, n1, and L. The equivalent

circuit used to fit the impedance data from the silicates consists of a modified Randle-type

circuit (shown in Figure 5.13). This model is parametrised by five fitting parameters: R,

Y1, n1, Y2, and n2 (the constant phase element in series with the resistor is parametrised

by Y1 and n1). The estimates of all the involved fitting parameters extracted from the

impedance data and the numerical uncertainty of each of the estimates calculated for

AgI, Li3LnSi2O7, and Na3LnSi2O7 over a range of temperatures is presented in Tables
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J.1-J.6.

The values of the numerical uncertainty in the resistance to ionic conduction, R, are

negligible compared to the standard deviation of the estimates of R between consecutive

measurements of the same sample at the same temperature (as may be seen by compar-

ison of these values with the error bars presented in Figure 5.15). For this reason, it

is more appropriate to show those error bars than ones representative of the numerical

uncertainty. The value of the other fitting parameters are all consistent across each fit,

except for the fit to the impedance data from AgI at high temperatures (162 �C and

228 �C). This deviation from the normal values might be expected because the internal

inductance of the impedance analyser dominates the morphology of the impedance func-

tions over the same frequency range where the features dictated by the constant phase

element appear (namely the turn-o↵ point from the plateau in the magnitude - as can be

seen in Figure 5.8). The numerical uncertainty of all the fitting parameters is within an

acceptable range.

Table J.1: Parameter estimates from the fit to the data from AgI taken over a range of
temperatures.

Parameter / Temperatures 118 �C 154 �C 162 �C 228 �C

R (⌦) 2.961(5)⇥ 104 3.7098(11)⇥ 103 2.0145(12)⇥ 102 7.9871(29)⇥ 101

Y1 (F) 4.08(8)⇥ 10�10 6.05(3)⇥ 10�10 3.608472(28)⇥ 10�6 2.85170700(11)⇥ 10�5

n1 9.732(12)⇥ 10�1 9.513(4)⇥ 10�1 3.8803(5)⇥ 10�1 2.4208(6)⇥ 10�1

L 1.131(4)⇥ 10�6 2.495(6)⇥ 10�6 1.4235(3)⇥ 10�6 6.9643(3)⇥ 10�6

Table J.2: Parameter estimates from the fit to the data from Li3HoSi2O7 taken over a
range of temperatures.

Parameter / Temperature 284.0�C 236.75�C 237.0�C 226.25�C

R (⌦) 1.2096(12)⇥ 104 1.02198(8)⇥ 105 2.618023(27)⇥ 105 4.28512(6)⇥ 105

Y1 (F) 4.798262(15)⇥ 10�6 2.006081(29)⇥ 10�6 9.840844(4)⇥ 10�7 6.835861(18)⇥ 10�7

n1 1.601(4)⇥ 10�1 2.1801(9)⇥ 10�1 2.46320(17)⇥ 10�1 2.56074(17)⇥ 10�1

Y2 (F) 4.734(21)⇥ 10�10 4.977(10)⇥ 10�10 4.8353(10)⇥ 10�10 4.7066(10)⇥ 10�10

n2 9.700(4)⇥ 10�1 9.6444(12)⇥ 10�1 9.64712(11)⇥ 10�1 9.65591(20)⇥ 10�1

Table J.3: Parameter estimates from the fit to the data from Li3YSi2O7 taken over a
range of temperatures.

Parameter / Temperatures 279.75 �C 256.5 �C 237.0 �C 227.0 �C

R (⌦) 7.43006(27)⇥ 104 1.771018(21)⇥ 105 3.98729(6)⇥ 105 6.388973(29)⇥ 105

Y1 (F) 4.997183(19)⇥ 10�6 1.465158(8)⇥ 10�6 8.006096(7)⇥ 10�7 5.296216(3)⇥ 10�7

n1 1.9573(4)⇥ 10�1 2.16614(16)⇥ 10�1 2.47219(22)⇥ 10�1 2.55955(22)⇥ 10�1

Y2 (F) 4.5368(19)⇥ 10�10 4.0600(7)⇥ 10�10 3.9783(14)⇥ 10�10 3.8842(7)⇥ 10�10

n2 9.64654(24)⇥ 10�1 9.70717(6)⇥ 10�1 9.71136(18)⇥ 10�1 9.72182(8)⇥ 10�1
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Table J.4: Parameter estimates from the fit to the data from Li3ErSi2O7 taken over a
range of temperatures.

Parameter / Temperature 283.0�C 256.75�C 234.9�C 223.25�C

R (⌦) 5.030068(13)⇥ 104 1.788971(7)⇥ 105 4.264334(12)⇥ 105 7.109971(19)⇥ 105

Y1 (F) 4.298659(5)⇥ 10�6 2.462511(4)⇥ 10�6 9.827725(6)⇥ 10�7 6.201909(26)⇥ 10�7

n1 2.907410(28)⇥ 10�1 3.39201(8)⇥ 10�1 3.28596(26)⇥ 10�1 3.22838(14)⇥ 10�1

Y2 (F) 4.5018(4)⇥ 10�10 4.43467(25)⇥ 10�10 4.2574(1)⇥ 10�10 4.1593(6)⇥ 10�10

n2 9.79467(3)⇥ 10�1 9.780611(23)⇥ 10�1 9.797179(12)⇥ 10�1 9.80802(8)⇥ 10�1

Table J.5: Parameter estimates from the fit to the data from Na3HoSi2O7 taken over a
range of temperatures.

Parameter / Temperatures 285.75 �C 257.75 �C 238.25 �C 228.0 �C

R (⌦) 2.705566(9)⇥ 106 9.00364(22)⇥ 106 2.073414(23)⇥ 107 3.53240(14)⇥ 107

Y1 (F) 2.345193(10)⇥ 10�7 1.16813(5)⇥ 10�7 5.14854(11)⇥ 10�8 3.4730(13)⇥ 10�8

n1 3.7948(13)⇥ 10�1 3.861(9)⇥ 10�1 3.5537(13)⇥ 10�1 3.01(4)⇥ 10�1

Y2 (F) 3.8273(23)⇥ 10�10 3.578(9)⇥ 10�10 3.445(5)⇥ 10�10 3.01(9)⇥ 10�10

n2 9.73493(18)⇥ 10�1 9.7658(24)⇥ 10�1 9.7801(6)⇥ 10�1 9.700(6)⇥ 10�1

Table J.6: Parameter estimates from the fit to the data from Na3YSi2O7 taken over a
range of temperatures.

Parameter / Temperature 284.0�C 236.75�C 237.0�C 226.25�C

R (⌦) 1.098684(4)⇥ 107 4.715(6)⇥ 106 1.957254(26)⇥ 107 4.076734(10)⇥ 107

Y1 (F) 9.71138(4)⇥ 10�8 1.5882(9)⇥ 10�8 7.4501(6)⇥ 10�9 4.85773(22)⇥ 10�9

n1 3.0253(6)⇥ 10�1 7.95(24)⇥ 10�2 8.115(14)⇥ 10�2 8.8312(13)⇥ 10�2

Y2 (F) 2.9772(3)⇥ 10�10 2.835(27)⇥ 10�10 2.730(13)⇥ 10�10 2.691(4)⇥ 10�10

n2 9.88026(1)⇥ 10�1 9.914(4)⇥ 10�1 9.937(3)⇥ 10�1 9.9423(3)⇥ 10�1

Table J.7: Parameter estimates from the fit to the data from Na3ErSi2O7 taken over a
range of temperatures.

Parameter / Temperature 281.75�C 253.75�C 234.75�C 225.5�C

R (⌦) 2.76774(5)⇥ 106 1.600196(5)⇥ 107 4.201382(18)⇥ 107 8.62844(7)⇥ 107

Y1 (F) 6.803930(1)⇥ 10�7 1.801264(15)⇥ 10�7 6.632752(4)⇥ 10�8 8.3369(4)⇥ 10�8

n1 1.9515(14)⇥ 10�1 2.5345(13)⇥ 10�1 2.279881(29)⇥ 10�1 3.959(10)⇥ 10�1

Y2 (F) 4.231(12)⇥ 10�10 3.7856(25)⇥ 10�10 3.64728(8)⇥ 10�10 3.697(20)⇥ 10�10

n2 9.7827(14)⇥ 10�1 9.8401(3)⇥ 10�1 9.863643(5)⇥ 10�1 9.8512(20)⇥ 10�1
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Appendix K

E↵ect of Sample Density on the

Ionic Conductivity

It is well known that the ionic conductivity of a polycrystalline ion conductor is strongly

dependent on the sample density and its microstructure [125]. The conduction mechanism

within crystallites of ion conductors will di↵er from those at grain boundaries, or along

defects in the crystal structure. This is primarily due to the discrepancy between the

mobile ion’s environment. Often times, the grain boundary resistance will be much

higher than that experienced by mobile ions in the bulk of the sample. For this reason it

is desirable to minimise the number of grain boundaries encountered by the mobile ions.

This may be achieved by densifying the sample and encouraging grain growth through

sintering. In the case of the metastable Li3LnSi2O7 samples studied in this thesis, the

sintering temperature of the sample is above its degradation temperature. Thus, it was

di�cult to densify the sample to acceptable levels. Care was taken to ensure the same

densification process was applied to both the lithium and sodium samples (as described in

Section 5.3), so as to allow for a meaningful comparison between the ionic conductivity

of the two samples. However, it is likely that the estimates for the ionic conductivity

of all the samples presented in this thesis are significantly underestimating the intrinsic

conductivity of the materials. The density of each sample reported on in Chapter 5 is

presented in Table K.1. Since the densities of the lithium samples are lower than those

of the sodium samples, it is likely that the di↵erence between the conductivity of the two

samples would be further emphasised if the samples were of equivalent densities. The

density of each sample was estimated based on the mass of the pellet and its dimensions.

One should note that there is no clear evidence for a correlation between the sample

density and the estimates of their conductivity. It is possible that there are other factors

in the sample preparation and structural integrity that a↵ect the estimates. One such

factor could include the average orientation of grain boundaries within the sample. More
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Table K.1: Sample density (⇢) compared with the maximum ionic conductivity (�max)
estimated for each, and an estimate for the theoretical intrinsic ionic conductivity
(�theoretical) based on the assumption of a linear dependence on the density of the pellet.

Sample ⇢ (%) �max (S/cm) T (�C) �theoretical (S/cm)

Li3YSi2O7 68.45 4.51⇥10�6 280.83 6.589⇥10�6

Li3ErSi2O7 66.54 5.605⇥10�6 283.5 8.424⇥10�6

Li3HoSi2O7 61.34 6.7⇥10�6 286.17 1.092⇥10�5

Na3YSi2O7 70.03 2.86⇥10�8 284.08 4.084⇥10�8

Na3ErSi2O7 78.30 6.21⇥10�8 281.58 7.931⇥10�8

Na3HoSi2O7 71.18 1.08⇥10�7 285.5 1.517⇥10�7

grain boundaries perpendicular to the axis of measurement would impede long range

conduction more than those parallel to the measurement axis. Such a variation in sample

preparation might be possible during the pellet pressing step of the procedure, where the

pressure on the pellet undergoes sharp changes, resulting in the pellet jerking against the

side of the pellet die. Such variation is di�cult to control. One might confirm such a

hypothesis by cutting each pellet in half and studying the morphology of each.

It is interesting to consider if one may apply a correction for the pellet densities to

approximate the true intrinsic conductivity of the samples. Such an approximation may

be useful in comparison with other known ion conductors. Unfortunately, there is no

universal way to apply a correction to the ionic conductivity based on the density of the

sample. However, there have been several empirical relationships reported in the litera-

ture. Some studies have reported an approximately linear relationship between the ionic

conductivity of the sample and its density [126, 127]. Other reports show a logarithmic

relationship [113, 128]. Some reports show a more nuanced relationship between density

and conductivity which changes depending on the temperature of the sample and its

thermal history [129].

Since no satisfactory method for applying a correction to the conductivity is known,

such a correction must be taken with considerable scepticism. For the sake of intrigue,

one might consider the result of application of the simplest approach in such a correction:

assuming a linear correlation between the sample density and its conductivity (with a

slope of one). The result of the application of such a linear correction is shown in Table

K.1. These values are still well below the desired levels of ionic conductivity of a solid

state electrolyte for practical application.
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