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ABSTRACT
We present an analysis of star formation and quenching in the SDSS-IV MaNGA-DR15,
utilizing over 5 million spaxels from ∼3500 local galaxies. We estimate star formation rate
surface densities (�SFR) via dust corrected H α flux where possible, and via an empirical
relationship between specific star formation rate (sSFR) and the strength of the 4000 Å break
(D4000) in all other cases. We train a multilayered artificial neural network (ANN) and a
random forest (RF) to classify spaxels into ‘star-forming’ and ‘quenched’ categories given
various individual (and groups of) parameters. We find that global parameters (pertaining to the
galaxy as a whole) perform collectively the best at predicting when spaxels will be quenched,
and are substantially superior to local/spatially resolved and environmental parameters. Central
velocity dispersion is the best single parameter for predicting quenching in central galaxies.
We interpret this observational fact as a probable consequence of the total integrated energy
from active galactic neucleus (AGN) feedback being traced by the mass of the black hole,
which is well known to correlate strongly with central velocity dispersion. Additionally, we
train both an ANN and RF to estimate �SFR values directly via regression in star-forming
regions. Local/spatially resolved parameters are collectively the most predictive at estimating
�SFR in these analyses, with stellar mass surface density at the spaxel location (�∗) being
by far the best single parameter. Thus, quenching is fundamentally a global process but star
formation is governed locally by processes within each spaxel.

Key words: galaxies: evolution – galaxies: formation – galaxies: star formation – galaxies:
statistics – galaxies: structure.

1 IN T RO D U C T I O N

Understanding the formation of stars within galaxies and the
subsequent end of star formation via the ‘quenching’ process remain
two of the most important unresolved problems in extragalactic
astrophysics. Only ∼10 per cent of baryonic matter is currently in
stars (Fukugita & Peebles 2004; Shull, Smith & Danforth 2012),
and hence the vast majority of baryons are in principle available
as an abundant resource for future star formation. Moreover, the

� E-mail: asa.bluck@mrao.cam.ac.uk

vast majority of baryons in high-mass galaxies reside in a hot gas
halo surrounding the galaxy (e.g. Forman, Jones & Tucker 1985;
Paolillo et al. 2002; Xia et al. 2002; Fabian et al. 2006), from which
gas cooling and subsequent accretion on to the galaxy is naturally
expected.

Since the virial temperature of high-mass haloes is >>106 K (e.g.
Sarazin 1986; Tozzi & Norman 2001; Majerowicz, Neumann &
Reiprich 2002; Muanwong et al. 2002), the baryons in the hot
gas halo must be in a predominantly ionized form, and hence
the dominant cooling mechanisms will be through collisionally
de-excited metal-line emission (at T� 2 × 107 K) and thermal
bremsstrahlung (at T� 2 × 107 K). The rate of cooling from both
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of these processes is proportional to the square of the density (or,
more precisely, �cool ∝ nenI ∼ ρ2, e.g. Fabian 1994; Voigt et al.
2002; McNamara & Nulsen 2007). Additionally, the density of
plasma must increase with increasing mass of dark matter halo.
Thus, naively one would expect higher cooling rates and hence
higher rates of gas accretion and star formation in more massive
galaxies (Fabian 1994, 1999, 2012). This is not observed, and in
fact the opposite is found to be true: high-mass galaxies are more
frequently quenched (non-star-forming) than lower mass galaxies
(e.g. Baldry et al. 2006; Peng et al. 2010, 2012). Furthermore,
typical cooling times for high-mass clusters are predicted to be
∼1 Gyr, which is far less than that observed (e.g. McNamara &
Nulsen 2007). These serious inconsistencies between fundamental
theoretical predictions and observations have been dubbed the
‘cooling problem’, or more flamboyantly the ‘cooling catastrophe’
(e.g. Ruszkowski & Begelman 2002).

The obvious solution to the cooling problem is through heating
(although see Martig et al. 2009 for an alternative quenching
mechanism). That is, the increased cooling rate of higher mass
haloes must be offset by an (even greater) increased source of heat
in those systems (e.g. Springel et al. 2005; Bower et al. 2006;
Croton et al. 2006; Bower, McCarthy & Benson 2008). Much
of the modern history of the field of galactic star formation and
quenching has been focused on answering precisely which heating
mechanism(s) are feasible, given modern observations of galaxy
properties (e.g. Bell et al. 2012; Cheung et al. 2012; Wake, van
Dokkum & Franx 2012; Fang et al. 2013 Woo et al. 2013; Bluck et al.
2014; Lang et al. 2014; Omand, Balogh & Poggianti 2014; Bluck
et al. 2016; Teimoorinia, Bluck & Ellison 2016; Bluck et al. 2019)
and sophisticated simulations of the physics of galaxy evolution
(e.g. Vogelsberger et al. 2014a,b; Henriques et al. 2015, 2017, 2019;
Schaye et al. 2015; Somerville & Dave 2015; Brennan et al. 2017).

Initially it was speculated that the star formation process might
be self-quenching in the sense that star formation itself provides
the heat needed to offset cooling in massive systems, most prob-
ably through supernova explosions. However, this idea has been
widely rejected for two reasons. First, the total energy available
from supernovae in massive galaxies is far too low to offset the
expected cooling rate (e.g. Croton et al. 2006; Bower et al. 2006,
2008), and furthermore individual supernova explosions have far
too little power to expel gas fully from high-mass galaxy haloes
(e.g. Henriques et al. 2019). Secondly, since star formation rates
substantially decrease in high-mass galaxies, it has never been
clear how an offset heating from supernova Type-II feedback can
persist after quenching. If supernova Type-II regulate star formation,
eventually giant ellipticals ought to accrete vast amounts of gas
and rejuvenate in a spectacular manner, which is, of course, not
observed. However, it remains possible that supernova Type-Ia can
impact the haloes of quenched galaxies (e.g. Matteucci et al. 1986,
2006), although simple energetics arguments suggest this cannot be
the sole mechanism (e.g. Croton et al. 2006; Bower et al. 2008).

Dekel & Birnboim (2006) proposed an alternative mechanism
for late-time heating in massive galaxies, via the shock heating
of cold gas flows into massive haloes above a critical mass of
MHalo � 1012 M�. Observational support for this theoretical process
was found in Woo et al. (2013), whereby the quenched fraction of
central galaxies was found to scale more tightly with halo mass
than stellar mass. However, both Bluck et al. (2014) and Woo
et al. (2015) agree that measurements of the central density of
galaxies is far superior to halo mass in parametrizing central galaxy
quenching. Furthermore, in Bluck et al. (2016) we find that varying
halo mass at a fixed central velocity dispersion (by up to three orders

of magnitude) engenders no significant variation in the quenched
fraction at all, even around the expected threshold of halo mass
quenching. These studies provide strong observational reasons to
explore alternatives to halo mass quenching. Additionally, cosmo-
logical hydrodynamical simulations find that shock heating by itself
is insufficient to quench massive galaxies early enough, in order
to obtain agreement with the observed stellar mass function (e.g.
Vogelsberger et al. 2014a,b; Schaye et al. 2015).

Finally, heating from active galactic nuclei (AGNs) has been
proposed as a possible solution to the problem of why massive
galaxies stop forming stars (e.g. Bower et al. 2006, 2008; Croton
et al. 2006; Sijacki et al. 2007; Henriques et al. 2015, 2019). The
distinct advantage of AGNs is that they provide more than enough
energy over the lifetime of a galaxy to fully offset cooling in even
the most massive haloes by ∼50–100 times over (as determined in
Silk & Rees 1998 via theoretical considerations, and in Bluck et al.
2011 via a statistical analysis of deep X-ray data). Additionally,
early studies have identified an overabundance of AGNs in galaxies
with intermediate levels of star formation, indicating a possible link
between presence of AGNs and a decline in star formation (e.g.
Kauffmann et al. 2003; Sánchez et al. 2004; Nandra et al. 2007).
However, understanding the impact of AGN lifetime and duty cycle
on these results has proved problematic to their interpretation (e.g.
Hickox et al. 2009, 2014). Ultimately, the main issue with AGN
feedback is precisely how will the energy couple to the hot gas
halo, i.e. by what mechanism(s) will AGNs convert some fraction
of their vast energy into heating the hot gas halo, leading to an offset
of cooling and eventual quenching of the galaxy?

Two modes of AGN feedback have been proposed, a high-
luminosity/high Eddington ratio ‘quasar-mode’ (e.g. Hopkins et al.
2008, 2010; Nesvadba et al. 2008; Feruglio et al. 2010; Maiolino
et al. 2012) and a low-luminosity/ low Eddington ratio ‘radio-mode’
(e.g. Bower et al. 2006, 2008; Croton et al. 2006; Fabian 2012).
The former arises from powerful winds driven by the most X-ray
luminous AGNs in the Universe, which can potentially blow out
large quantities of gas from the galaxy (e.g. Feruglio et al. 2010;
Tombesi et al. 2010; Cicone et al. 2012, 2014, 2015; Heckman
et al. 2014). The latter arise from late-time low-luminosity radio
heating, most probably via jets (e.g. Di Matteo et al. 2000; Fabian
et al. 2006; McNamara & Nulsen 2007; Fabian 2012). Modern
observations of quasar-driven outflows find a substantial mass of
gas is expelled from the galaxy, but in general it does not achieve
high enough kinetic energies to escape the dark matter halo potential
(e.g. Nesvadba et al. 2008; Veilleux et al. 2013; Cicone et al. 2014,
2015). None the less, even if bound, the circulation of gas through
the circumgalactic medium can still input a significant amount of
energy in the form of heat (e.g. Fluetsch et al. 2019). However,
although the quasar mode is powerful (high luminosity) it is also
a rare event, most probably a one-time process in the lifetime of a
galaxy (and certainly does not extend into the quenched phase of
galaxy evolution). Thus, it is hard to envisage how AGN feedback
through the quasar-mode can quench star formation in galaxies in
the long term, since cooling and accretion from the hot gas halo can
resume again after the quasar episode.

Radio-mode AGN feedback, on the other hand, provides episodic
heating throughout the lifetime of a high-mass galaxy, and hence
can potentially explain a lack of late-time cooling. Observational
support of this picture is quite sparse, possibly due to radio mode
feedback being a low-luminosity process (and hence intrinsically
hard to observe). Nevertheless, a significantly higher fraction of
low-luminosity radio emitters is found in high-mass galaxies (e.g.
Di Matteo et al. 2000, 2003; Hickox et al. 2009, 2014), and there
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is substantial observational evidence for radio bubbles and X-
ray cavities in high-mass gaseous haloes (e.g. McNamara et al.
2000; Fabian et al. 2006; McNamara & Nulsen 2007; Fabian 2012;
Hlavacek-Larrondo et al. 2012, 2015, 2018). Despite the relative
lack of direct observational confirmation (especially in intermediate
mass haloes), radio-mode AGN heating has become a ubiquitous
ingredient in modern cosmological hydrodynamical simulations
(e.g. Vogelsberger et al. 2014a,b, Schaye et al. 2015; Nelson et al.
2018) and in modern semi-analytic models (e.g. Somerville & Dave
2015; Henriques et al. 2015, 2019). Without AGN feedback in the
radio-mode, the number of high stellar mass galaxies is severely
overpredicted in models, compared to observations from wide-field
galaxy surveys.

To combat the issue of radio mode AGN feedback being a low-
luminosity process with a very long duty cycle (i.e. not amenable to
being ‘caught in the act’), we developed an approach to investigate
the total integrated impact of AGN feedback on galaxy quenching
(see Bluck et al. 2014, 2016). Specifically, we utilize the mass of
the supermassive black hole as a fossil record of the total integrated
energy released from the black hole (following highly general
theoretical arguments from Soltan 1982; Silk & Rees 1998). Since
dynamical measurements of supermassive black hole masses are
difficult to acquire, and are only measured in ∼100 systems (e.g.
Saglia et al. 2016), we utilize the empirical MBH−σ relationship
(Ferrarese & Merritt 2000; McConnell & Ma 2013; Saglia et al.
2016) to estimate black hole masses in large samples of galaxies.
The most important result from these studies is that black hole
mass is the tightest correlator to quenching in central galaxies,
and is substantially superior to both stellar and halo mass, and
to morphology and environment. In Teimoorinia et al. (2016) we
develop a machine learning approach to rank parameters in terms
of their importance to quenching. Again, we find central velocity
dispersion (and hence estimated black hole mass) to be the most
successful parameter for predicting quenching in central galaxies.
Using a much smaller sample of dynamically measured black hole
masses, Terrazas et al. (2016, 2017) find that black hole mass
traces quenching more closely than stellar mass, in line with our
findings.

In addition to the fraction of quenched galaxies depending on
mass (so-called ‘mass quenching’, Peng et al. 2010), environment
has also been shown to be a significant correlator to quenching,
particularly for satellite galaxies (e.g. Peng et al. 2010, 2012; Woo
et al. 2013, 2015, 2017; Bluck et al. 2014, 2016). Satellites can
experience a wide variety of physical processes that may in principle
remove gas and engender quenching. These include, ram pressure
stripping of the hot gas halo, ram pressure stripping of cold gas
within the galaxy, galaxy–galaxy and host halo tidal stripping of
gas, and the removal of satellite galaxies from nodes in the cosmic
web (e.g. Balogh et al. 2004; Cortese et al. 2006, van den Bosch
et al. 2007, 2008; Tasca et al. 2009; Wetzel et al. 2013; Henriques
et al. 2015). These environmental processes are expected to act
in addition to the intrinsic processes discussed at length throughout
this introduction. Thus, satellites may be both mass and environment
quenched (in the parlance of Peng et al. 2010), but central galaxies
are primarily affected by mass quenching.

Currently, a revolution is underway in extragalactic astronomy,
whereby integral field units (IFUs) are being utilized to yield
spatially resolved spectroscopy of local and high-redshift galaxies
in substantial numbers for the first time (e.g. Cappellari et al. 2011;
Sánchez et al. 2012; Bryant et al. 2015; Bundy et al. 2015). By
far the largest of the new generation of wide-field IFU surveys is
the Mapping Nearby Galaxies at Apache Point Observatory survey

(MaNGA; Bundy et al. 2015), which is the primary data source
of this paper. IFU spectroscopy allows a spatially resolved view
of galaxies, including (importantly for this work) star formation
and quenching. Potentially, resolved spectroscopy of star-forming
and quenched galaxies can lead to powerful new constraints on
quenching models, as well as new insights into the processes of
star formation on kpc-scales. Indeed, these goals were amongst the
primary justifications for these surveys to be carried out (e.g. Bryant
et al. 2015; Bundy et al. 2015).

Recent studies utilizing resolved spectroscopy have shown that
massive star-forming and green valley galaxies have increasing
sSFR (=SFR/M∗) and/or �SFR radial profiles, which has been
widely interpreted as a possible signature of inside-out quenching
(e.g. Tacchella et al. 2015; González Delgado et al. 2016; Belfiore
et al. 2017, 2018; Ellison et al. 2018; Sánchez et al. 2018; Spindler
et al. 2018; Woo & Ellison 2019). However, Sánchez et al. (2018)
and Wang et al. (2019) have pointed out that in most cases galaxies
with rising sSFR profiles still have declining SFR profiles, and hence
the reason for the increasing sSFR profiles is not due to quenching
per se but rather due to steep (above exponential) declines in mass
density within galaxies. That is, rising sSFR profiles may be largely
attributable to the presence of a bulge structure (although the control
sample of Ellison et al. 2018 is largely immune to this issue).

The vast majority of resolved star formation studies from IFU
surveys restrict their analysis primarily to star-forming regions
within galaxies, and hence truly quenched systems, and quenched
regions within galaxies, are largely ignored (although see Woo &
Ellison 2019 for a notable exception). The reason behind this
omission is to restrict the analysis to reliable measurements of
star formation. However, an unintended result of this approach
is to have highly biased samples, which are systematically in-
complete in high-mass and spheroidal galaxies. In this paper we
take a different approach, classifying spaxels into star-forming and
quenched categories by their measured star formation rates from
emission lines (where possible), or else inferred indirectly via the
strength of the 4000 Å break (for line-less regions and regions
with AGN contamination). Consequently, we are able to investigate
quenching for a complete sample of galaxies, and spaxels within
galaxies. We carefully validate our SFR measurements against
various alternatives, including via multiple single stellar population
(SSP) model fitting.

The primary motivation for this paper is to expand our prior
work on ranking galaxy parameters as predictors of star formation
and quenching (Bluck et al. 2014, 2016, 2019; Teimoorinia et al.
2016) to a spatially resolved view of galaxies. More specifically, we
include both spatially resolved parameters and spatially resolved
measurements of star formation and quenching within galaxies.
With this approach we answer two fundamental questions: (1) is star
formation governed by local, global or environmental processes?;
and (2) is quenching governed by local, global, or environmental
processes? Of course, the answers to these two questions may
be very different. Beyond this, we also determine which specific
observables on all scales (from local to environmental) impact star
formation and quenching, and asses the similarities and differences
between central and satellite galaxies. To answer these questions
we employ a sophisticated machine learning approach utilizing
both a multilayered artificial neural network and a random forest
to analyse over 5 million spaxels from the latest data release of
the MaNGA survey. Our approach provides robust constraints to
theoretical models of star formation and quenching, and we end this
paper with a substantial discussion of which theoretical mechanisms
remain viable in light of our analysis.
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The paper is structured as follows. In Section 2, we discuss our
data sources. In Section 3, we present our method to assign star for-
mation rates to all galaxy spaxels. In Section 4, we present our results
on star formation and quenching, including our machine learning
analysis. We present extensive testing of the stability of our main
results in Appendix A. In Section 5, we investigate quenching across
the stellar-halo-black hole mass parameter space, and interpret our
results with analytic theory (derived in Appendix B). Finally, in
Section 6 we provide a brief summary of the major contributions of
this paper. Throughout the paper, we adopt a spatially flat 	 cold
dark matter (	CDM) cosmology with the following parameters:

M = 0.3, 
	 = 0.7, H0 = 70 km s−1 Mpc−1.

2 DATA

2.1 MaNGA DR15 and PIPE3D

We use as our primary data source the publicly available Sloan Dig-
ital Sky Survey data release 15 (SDSS DR15, Aguado et al. 2019).
Specifically, we utilize MaNGA (Bundy et al. 2015).1 MaNGA is an
ongoing SDSS-IV project utilizing the Apache Point Observatory
(APO) to observe 10 000 galaxies with IFUs, drawn from the SDSS
legacy galaxy parent sample. The advantage of selecting MaNGA
galaxies from the SDSS is that we additionally have access to a
wide array of ancillary data, including stellar masses, morphologies,
and environmental measurements (see Section 2.2). The observing
strategy and survey design of MaNGA is explained in detail in
Law et al. (2015). In this sub-section we give only a very brief
overview. In the DR15, resolved spectroscopy and intermediate data
products are provided for ∼4700 galaxies (almost a factor of two
increase in number over the previous data release). Consequently,
the latest MaNGA release provides the largest sample of spatially
resolved spectroscopic measurements in local (z ∼ 0.1) galaxies to
date, which affords a distinct advantage to the statistical methods
employed throughout this paper.

MaNGA makes use of the twin Baryon Oscillation Spectroscopic
Survey (BOSS) spectrographs, bundling together the 2 arcsec BOSS
fibres into hexagonal IFUs used to feed the spectrographs. As such,
MaNGA provides spatially resolved spectroscopy across each of the
observed galaxies, which can be used to construct spatially resolved
maps of kinematics, emission and absorption lines as well as derived
parameters such as stellar mass surface density and star formation
rate surface density (see below). The IFUs vary in diameter from
12 to 32 arcsec, depending on the angular size of the target galaxy
(which involves a variation in the number of fibres used from 19
to 127 per IFU). MaNGA galaxies are selected with a flat mass
distribution with log10(M∗/M�) > 9, and the variable IFU size is
designed to cover 1.5 effective radii for 2/3 of the target sample. For
the remaining 1/3 of the target galaxies, this criterion is expanded
to 2.5 effective radii. As such, a significant fraction of all targeted
galaxies are visible within the IFU, and furthermore a representative
sample of local (z ∼ 0.1) galaxies is obtained, with a broad range
in mass, morphology, star formation and environment (see Bundy
et al. 2015 for full details).

We analyse the MaNGA datacubes using the PIPE3D pipeline
(Sánchez et al. 2016b), which is designed to fit the stellar continuum
with multiple SSP models, and to measure the nebular emission
lines of galaxies in contemporary integral field spectroscopy (IFS)
data. These data are all publicly available as part of the SDSS DR15

1Website: www.sdss.org/dr15/manga/

MaNGA release.2 This pipeline is based on the FIT3D fitting package
(Sánchez et al. 2016a). The current implementation of PIPE3D adopts
the GSD156 library of simple stellar populations (Cid-Fernandes
et al. 2013) that comprises 156 templates covering 39 stellar ages
(from 1 Myr to 14.1 Gyr), and four metallicities (Z/Z� = 0.2, 0.4,
1, and 1.5). These templates have been extensively used within the
CALIFA collaboration (e.g. Marino et al. 2013; Perez et al. 2013),
and in other surveys (e.g. Haines et al. 2015; Ibarra-Medel et al.
2016). Details of the fitting procedure, dust attenuation curve, and
uncertainties on the processing of the stellar populations are given
in Sánchez et al. (2016a,b). PIPE3D has been successfully used in
the analysis of IFS from many different surveys, including CALIFA
(e.g. Sánchez-Menguiano et al. 2016), MaNGA (Ibarra-Medel et al.
2016; Barrera-Ballesteros et al. 2018), SAMI (Sánchez et al. 2019a),
and AMUSING (Sánchez-Menguiano et al. 2018), and it has been
extensively tested against other analysis tools for both the derivation
of the stellar population properties (Sánchez et al. 2016a, 2019b) and
emission line parameters (e.g. Belfiore et al. 2019). Consequently,
in this section, we give only a brief overview of the most important
details.

Prior to any analysis a spatial binning is performed in order to
increase the S/N without altering substantially the original shape of
the galaxy. Two criteria are adopted to guide the binning process: (i)
a desired S/N for the binned spectra, and (ii) a maximum difference
in the flux intensity between adjacent spaxels. The first criterion
selects an S/N per Å of 50, that corresponds to the limit above which
the recovery of the stellar population properties have uncertainties
of ∼10–15 per cent (Sánchez et al. 2016a). The second criterion
selects a maximum difference in the flux intensity of 15 per cent.
This corresponds to the typical flux variation along an exponential
disc of the average size of our galaxies in a range of 1–2 kpc, and
shorter scale lengths for more early-type galaxies.

As a result of the binning process, the original spaxels (with
a size of 0.5 arcsec × 0.5 arcsec) are aggregated into tessellas
of variable size. The typical size of the tessellas range between
2 and 5 spaxels in most of the cases, with a few larger ones in
the outer regions of the galaxies (e.g. Ibarra-Medel et al. 2016).
Contrary to other binning schemes, the original shape of the
galaxy is better preserved by our adopted procedure, not mixing
adjacent regions corresponding to clearly different structures (e.g.
arm/inter-arms). The disadvantage is that it does not provide an
homogeneous S/N distribution across the entire FoV and the S/N
limit is not reached in all the final bins/voxels. The S/N limit of
50 was selected based on the extensive simulations described in
Sánchez et al. (2016a) in order to recover reliably the star formation
histories (SFHs) and stellar properties in general. For lower S/N
those properties are recovered in a less precise but still accurate
way. The tessellas with lower S/N are found mostly in the outer
regions, where there are still a large number of individual bins.
Therefore, averaging the stellar properties (including the SFHs)
either radially or integrated across the entirety of the field of view
(FoV) provides uncertainties similar to the ones from individual
but larger S/N bins. This has been demonstrated explicitly in
Ibarra-Medel et al. (2016). Ultimately, our adopted procedure
provides a more accurate SFH than what would be derived from
co-adding all the spectra within the FoV into a single voxel and
analysing it, according to recent results from Ibarra-Medel et al.
(2019).

2Website: www.sdss.org/dr15/manga/manga-data/manga-pipe3d-value-ad
ded-catalog/
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PIPE3D adopts a two-stage fitting procedure whereby first the
kinematic parameters are derived (stellar velocity and velocity
dispersion) along with the dust attenuation (AV, ∗), and second multi-
SSP models are fitted to the stellar continuum. A Monte Carlo
iteration of the second step with varying input spectra (based on
their measured errors) is used to find the optimal coefficients for
the linear fit, and their respective errors. The stellar population
parameters (e.g. stellar metallicity and stellar mass density) are
taken as the linearly weighted sum of the best-fitting SSP models,
as normal. For example, the stellar mass of a given spatial binning
of spaxels is given by

M∗ =
∑

i

(
ci(M/L)i

) × L = 〈M/L〉L, (1)

where the summation is applied over the full sample of SSP models
(i) with the weighted contribution of each model given by ci. (M/L)i

indicates the mass-to-light ratio of each model, and L indicates the
total optical luminosity in the spatial binning of spaxels. Similar
procedures are implemented for the metallicity and age parameters,
which are given in a luminosity-weighted and mass-weighted form,
whereby the latter is additionally weighted by the M/L ratio of each
stellar population (as above).

In addition to the PIPE3D data products for MaNGA DR15
(which we adopt as our primary resource of spatially resolved in-
formation within MaNGA galaxies), we also consider the MaNGA
Data Analysis Pipeline (DAP) parameters in order to validate both
methods. Generally speaking, there is excellent agreement between
PIPE3D and the DAP for parameters that are measured in both
pipelines. Full details on the DAP measurements are provided in
Law et al. (2016), Yan et al. (2016), and Westfall et al. (2019). The
DAP methodology is qualitatively similar to PIPE3D, but differs in
the detail of the implementation. Ultimately, the primary reason we
adopt PIPE3D as opposed to the DAP in this study is because we
have need of stellar mass surface densities in our analysis, which
are reliably provided by PIPE3D but are not available in the DAP.
Additionally, we have a preference to use the same data source
where possible (primarily for the sake of internal consistency),
hence our choice to focus exclusively on the PIPE3D outputs for
this paper. However, we have confirmed that all of our results and
conclusions would be identical if we had instead opted to use the
DAP measurements for emission line fluxes and spectral indices.

2.2 SDSS ancillary data

Our goal in this paper is to assess which parameters impact galactic
star formation and quenching, and hence we must look at a wide
variety of parameters, not restricted solely to spatially resolved
measurements (discussed above). As such, we match the MaNGA
DR15 galaxy sample to the full SDSS DR7 spectroscopic sample,
yielding ∼4200 secure matches (with galaxy centre separation < 2
arcsec on sky). We additionally require that each galaxy is present in
the MPA SDSS value added catalogue (Brinchmann et al. 2004), the
Yang et al. (2007), Yang, Mo & van den Bosch (2008, 2009) group
catalogues, the Mendel et al. (2014) stellar mass and structural
catalogues, the Simard et al. (2011) morphological catalogues,
and the MaNGA Data Reduction Pipeline (DRP) file (Law et al.
2016). Finally, we require that there is a ‘good’ (i.e. non-Null, non-
NaN, and not flagged with a warning) measurement of each of the
parameters we require from these catalogues. Application of all of
these cuts yields a final sample of 3523 galaxies (2550 centrals and
973 satellites).

All global and environmental parameters are taken from the
SDSS value added catalogues (as referenced above). Full details
on the parameters used in this study are provided in many other
publications, most recently in section 2 of Bluck et al. (2019). As
such, we will not present a detailed explanation of each parameter
here. Instead, we briefly mention the source of each parameter
below.

Global stellar masses and bulge-to-total stellar mass ratios are
taken from the structural catalogues of Mendel et al. (2014), which
are derived via spectral energy distribution (SED) fitting to mul-
tiwavelength photometric (u, g, r, i, z) bulge-disc decompositions
performed with the GIM2D package (Simard et al. 2002). Note that
these are mass-weighted structures (as opposed to light-weighted
morphologies, which are more common in the literature). Central–
satellite classification, halo masses, and distances from the central
galaxy for satellites are taken from the SDSS group catalogues
of Yang et al. (2007, 2008, 2009). Halo masses are inferred from
an abundance matching technique applied to the total stellar mass
of the group, and groups are identified via an iterative friends-of-
friends algorithm. Nearest neighbour local density measurements
are derived in Mendel et al. (2013) following the standard procedure
of Baldry et al. (2006). We adopt values set at 3rd, 5th, and 10th
nearest neighbour thresholds. Geometric parameters of galaxies
(e.g. axial ratios, position angles, and effective half-light radii)
are taken from the MaNGA DRP file and from the morphological
catalogues of Simard et al. (2011), derived with GIM2D fitting of
single Sérsic (1963) profiles and bulge-disc decompositions, where
appropriate. Global star formation rates are taken from Brinchmann
et al. (2004), which are computed via emission lines where possible,
and via the empirical sSFR–D4000 relation for the remainder of the
sample.

We display the distributions of a number of key galactic and
environmental parameters in Fig. 1. We emphasize that we have a
very broad range in galaxy properties, with a diverse population of
galaxies spanning from pure discs to spheroids, with a fairly flat
stellar mass distribution from M∗ = 109.5–1011.5 M�, and an ap-
proximately even sampling of star-forming and quiescent systems.
This high level of diversity in a sample with resolved spectroscopy
is truly unprecedented, and hence represents an ideal test-bed for
investigating the processes associated with galaxy transformations
(including quenching). None the less, we stress that our results are
necessarily sample dependent, and thus significant changes to the
host galaxy population may reasonably yield different results. Due
to the range in redshifts, the physical size of the region of a galaxy
observed within each spaxel (with fixed angular size of 0.5 arcsec)
is 0.46 ± 0.26 kpc (mean ± standard deviation).

3 SF R M E T H O D

Star formation rate surface densities (�SFR) are not provided in
either the MaNGA DAP or PIPE3D data products for DR15. As
such, we must compute them before analysing star formation and
quenching within MaNGA galaxies. In this section, we explain
how we compute �SFR for all galaxy spaxels in our sample. We
adopt a two-stage approach: (1) �SFR is derived from emission
lines, where possible (see Section 3.1); and (2) �SFR is estimated
from the strength of the 4000 Å break and the stellar mass surface
density (�∗) in the spaxel in all other cases (see Section 3.2).
We explain in detail our prescription for each method below. It
is crucial for our quenching analysis that every galaxy spaxel in
MaNGA DR15 has a �SFR value, and we achieve this by trading
off accuracy for completeness. For our star formation analysis, we

MNRAS 492, 96–139 (2020)

D
ow

nloaded from
 https://academ

ic.oup.com
/m

nras/article-abstract/492/1/96/5637403 by U
niversity of C

am
bridge user on 28 February 2020



Star formation and quenching in MaNGA 101

Figure 1. Distributions of galaxy (shown in light blue) and environmental (shown in light green) properties, from top left to bottom right: spectroscopic
redshift (zspec), stellar mass (M∗), bulge-to-total stellar mass ratio (B/T), sSFR (=SFR/M∗), galaxy overdensity evaluated at the fifth nearest neighbour (δ5),
and group halo mass (MHalo). Additionally, the median and interquartile range of each parameter is displayed on each panel as μ and σ , respectively. For sSFR
(bottom left panel), we also show a crude separation into star-forming and quenched systems based on a simple cut at log (sSFR) = −11. Our final sample
consists of 57 per cent quenched (shown in red) and 43 per cent star-forming (shown in blue) systems.

restrict the sample to robust measurements in star-forming regions,
where we trade-off completeness for accuracy (note the inversion).
Ultimately, the specific scientific goal of a given analysis will
determine which sample is appropriate to use, as explained further
throughout this section. We validate our SFR method against two
alternative approaches in Appendix A, and demonstrate that none
of our key results or conclusions are dependent on the precise
implementation of the SFR method.

3.1 �SFR from H α for high-S/N star-forming spaxels

We take the line fluxes for H α, H β, [O III] λ5007, and [N II] λ6584
from the public PIPE3D DR15 data cubes. Line fluxes are cor-
rected for Galactic extinction and the underlying stellar absorption
through simultaneous stellar continuum fitting and subtraction. The
PIPE3D line fluxes are in excellent agreement with the equivalent
measurements from the MaNGA DAP, with mean differences of
less than 0.02 dex and standard deviations between the data sets of
less than 0.05 dex, for each line. First, we compute the S/N ratio
of each line, given the errors included by the pipeline. We then
select all spaxels with S/N > 3, in each of the above-mentioned
emission lines. As expected, the S/N ratio in H β is the limiting
case for most spaxels. However, the H β line is essential to measure
accurately in our analysis for two reasons: (1) we use it in our dust
correction prescription (via the Balmer decrement); and (2) we use
it in our classification of spaxels into ‘star forming’, ‘composite’,
and ‘AGN’. We compare to an alternative method not utilizing H β

flux in the spaxel in Appendix A.
A total of 1.07 million spaxels meet our signal-to-noise cuts, out

of a total of 5.34 million ‘galaxy’ spaxels (a fraction of 20 per cent).
We define a spaxel to belong to a galaxy if it has a non-zero

segmentation map index (i.e. PIPE3D deems the spaxel to belong
to a galaxy) and additionally the spaxel has a mass surface density
�∗ > 106 M� kpc−2 (chosen to be approximately consistent with
the expected mass surface densities at ∼2.5 effective radii in low-
mass galaxies). Even if we were to take an S/N threshold of one
(i.e. pushing the data to the absolute limit), only 2.09 million
spaxels would be recovered, leading to a completeness of less than
40 per cent, and extremely high errors in the low-S/N cases. We
return in Section 3.2 to the issue of estimating �SFR values for the
majority of galaxy spaxels, without sufficiently high S/N ratios to
estimate reliably through emission lines.

For the 20 per cent of spaxels with high-S/N (>3) emission line
fluxes, we dust correct each line, assuming an intrinsic Balmer
decrement of H α/H β = 2.86. We compute the extinction at
wavelength X from the measured Balmer decrement using the
following procedure (see also Barrera-Ballesteros et al. 2018):

A(X) = −2.5 × log10

(
fH α/fH β

2.86

)
× KX

KH α − KH β

(2)

where,

KX ≡ A(X)/A(V ) (3)

and the dust reddening A(X) is defined such that the observed
apparent magnitude is given by

mX,obs = mX,int + A(X), (4)

where mX,int is the intrinsic apparent magnitude. Thus, the dust
corrected flux is given simply by

fX,corr = fX,obs × 10A(X)/2.5. (5)
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102 A. F. L. Bluck et al.

Figure 2. The classification of spaxels into ‘Star Forming’ (shown in
blue), ‘Composite’ (shown in green), and ‘AGN’ (shown in red), from
their location on the Baldwin, Phillips & Terlevich (1981) emission line
diagnostic diagram. The y-axis shows the ratio of the dust corrected line
fluxes of [O III] λ5007 to H β, and the x-axis shows the dust corrected line
ratio of the fluxes of [N II] λ6584 to H α. Classification of the spaxels is
made using the theoretical lines of Kewley et al. (2001) and Kauffmann
et al. (2003), as shown by the dashed and dotted lines, respectively. Only
spaxels with S/N > 3 in all BPT lines are shown in this figure.

In the above expressions, X represents the wavelength of each of
the emission lines in turn, i.e. H α, H β, [O III] λ5007, and [N II]
λ6584. The V-band normalized extinction at each wavelength (KX)
is provided by the extinction curve of Cardelli, Clayton & Mathis
(1989), with RV = 3.1. We have checked that our choice of extinction
curve does not significantly impact our results, and confirm that, e.g.
the use of a Calzetti et al. (2000) attenuation curve yields almost
identical results for the vast majority of spaxels, when we adopt the
same value for RV (as also found in Sánchez et al. 2016a).

We next classify our sample of high-S/N emission line spaxels
into regions where ionizing radiation is dominated by star formation,
AGN, or a mix of both. To achieve this, we utilize the well-studied
Baldwin et al. (1981, BPT) emission line diagnostic diagram, which
plots the [O III] λ5007/H β flux ratio against the [N II] λ6584/H α

flux ratio. In Fig. 2 we show the location of our emission line
spaxels on the BPT diagram. Additionally we show the theoretical
lines from Kewley et al. (2001) and Kauffmann et al. (2003), used
to classify spaxels by their ionization state. More precisely, we class
spaxels which lie above the Kewley et al. (2001) line to be ‘AGN’
(shown in red), and those which lie below the Kauffmann et al.
(2003) line to be ‘star forming’ (shown in blue). Spaxels which
lie between the two lines are defined to be ‘composite’ (shown
in green), which contain a contribution to the line strengths from
both AGN and star formation. In Appendix A we compare the
�SFR values derived from this method to an alternate method for
classifying spaxels via EW(H α), and the results are essentially
identical.

Emission lines may only be used to infer star formation rates
reliably for spaxels without any AGN contamination (i.e. those
classed as ‘star forming’). There are 0.93 million spaxels with S/N
> 3 which are classed as star forming in the BPT diagnostic diagram,
representing just 17 per cent of galaxy spaxels from the MaNGA
DR15. Note that even if we used an alternative approach to infer
dust content and AGN contamination (see Appendix A), a lack

of S/N in H α would still leave ∼half of the spaxels without an
SFR surface density estimate, and the remainder would have less
accurate measurements.

For the high-S/N BPT ‘Star-Forming’ spaxels (without significant
AGN contamination to their line fluxes), we compute star formation
rates utilizing the relationship of Kennicutt (1998), assuming a
Salpeter IMF, via the following calibration:

SFR(H α) [M� yr−1] = 7.9 × 10−42LH α(ergs s−1), (6)

where the H α luminosity is given from the dust corrected H α flux
and spectroscopic redshift (evaluating the luminosity distance for
a spatially flat 	CDM cosmology). Finally, we convert the SFR
within each spaxel to �SFR as:

�SFR(H α) = SFR(H α)

(0.5 × DA)2
, (7)

where the MaNGA pixel scale is 0.5 arcsec pix−1, and DA is
the angular diameter distance (derived from the spectroscopic
redshift, assuming our adopted cosmology). We apply an inclination
correction to this parameter by adding log (b/a) to each value, where
b/a is the axial ratio of the galaxy as determined by a Sérsic fit to r-
band photometric data (taken from the DRP file). We have checked
that none of our results or conclusions are highly sensitive to the
inclination correction, and indeed we recover essentially identical
results with a face-on restricted sample.

We estimate the error on the emission line �SFR values to be
∼0.1–0.2 dex, via a standard propagation of uncertainty from the
emission line fluxes, redshifts, and the inherent uncertainty on the
Kennicutt (1998) calibration. Additional systematic uncertainty is
engendered from the choice of the IMF. However, we mitigate this
issue in the current work by using a Salpeter IMF consistently
throughout all measurements of parameters.

In the left-hand panel of Fig. 3, we show the resolved main
sequence (�SFR−�∗ relation) for the subset of MaNGA spaxels
with S/N > 3 emission lines, which are furthermore identified as
star forming on the BPT emission line diagnostic diagram (shown
in Fig. 2). There is a clear positive trend between �SFR and �∗ for
the star-forming sample (as has been seen elsewhere, e.g. Ellison
et al. 2018 and references therein). We perform a least squares linear
regression fit of the resolved star-forming main sequence, finding
the following functional form of the relationship:

log10(�SFR,MS) = 0.90(±0.22) × log10(�∗) − 9.57(±1.93). (8)

This best-fitting line is shown as a thick solid black line in Fig. 3, and
approximately indicates the locus of the resolved main sequence
relation. The measured gradient and offset are in good general
agreement with several values from the literature (e.g. Sánchez et al.
2013; Cano-Diaz et al. 2016). The mean logarithmic distance from
the main sequence relation (�SFRres) is indicated by the colour of
each hexagonal bin in the �SFR−�∗ plane, labelled by the colour
bar. The dashed black line indicates the threshold of quenched
spaxels, which is motivated and defined in the following sub-section.

It is important to note that although the �SFR values shown in the
left-hand panel of Fig. 3 are robust and reliable they are also highly
incomplete, representing just 17 per cent of the full galaxy spaxel
data set. Furthermore, we do not recover a random subset of spaxels
with this approach, instead we are biased to high star formation
rates. Consequently, in Fig. 3 (left-hand panel) we are systematically
missing spaxels which are forming stars at rates significantly lower
than the resolved main sequence, i.e. regions which are ‘quenched’.
Additionally, we systematically miss spaxels at the low �∗ end
of the resolved star-forming main sequence. Both of these issues
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Star formation and quenching in MaNGA 103

Figure 3. Left-hand panel: The resolved star-forming main sequence (�SFR−�∗ relation) for BPT classified star-forming spaxels with S/N > 3 (17 per cent
of the total galaxy spaxels). For this sample, star formation rates are determined from emission lines (see Section 3.1). Right-hand panel: The resolved
star-forming main sequence for all galaxy spaxels (>99 per cent). Star formation rate surface densities are estimated for low S/N and non-star-forming spaxels
via the empirical sSFR–D4000 relation (see Section 3.2 and Fig. 4). Both panels are colour coded by the logarithmic distance each spaxel resides at from the
resolved main sequence (�SFRres), and density contours are overlaid. A least squares linear fit to the star-forming spaxels is shown as a solid black line, and
the threshold of quenched spaxels (located at the minimum of the density contours) is shown as a dashed black line.

strongly motivate the need to estimate �SFR for spaxels without
strong emission lines, and for regions with AGN contamination.

3.2 �SFR from D4000 for all other galaxy spaxels

In this section, we construct a simple, empirically motivated method
to estimate �SFR values in star-forming regions where H α flux
cannot be used (e.g. due to a low S/N or AGN contamination), and to
classify spaxels broadly into star-forming and quenched categories.
We validate this approach against photometric SFR surface densities
derived from SSP model fitting in Appendix A. All of the main
results and conclusions of this work are identical whichever method
is used. However, for the main body of the text we prefer to use the
simple empirical method described here because a) it is possible to
apply direct to the spectra and hence is much easier to reproduce in
future studies; and b) it is much less model dependent than derived
photometric SFRs from SSP fitting. Additionally, we validate our
classification prescription against detections versus non-detections
in H α and luminosity-weighted stellar age (from PIPE3D). All tests
lead to essentially identical conclusions in the following results
sections, and hence our chosen method is not a source of significant
bias or error in the analyses of this paper.

In order to estimate �SFR in spaxels without strong emission
lines, and for emission line regions with contamination from AGN,
we must look for a non-emission line parameter which satisfies
three criteria. Specifically, our sought parameter must be:

(i) correlated with �SFR in star-forming regions
(ii) effective at identifying quenched regions
(iii) measured reliably in all galaxy spaxels

The above might seem to be a tall order; however, fortunately
there exists at least one available parameter that achieves all of
these requirements. Inspired by Brinchmann et al. (2004) using
single aperture spectroscopy in the SDSS, and following more
recent spatially resolved analyses with earlier MaNGA data releases
(e.g. Spindler et al. 2018; Wang et al. 2019), we adopt the strength
of the 4000 Å break (D4000) as our desired alternative to emission

lines for estimating �SFR. We define the D4000 index to be

D4000 ≡
∫ 4250(1+z)

4050(1+z)
fλ dλ

/ ∫ 3950(1+z)

3750(1+z)
fλ dλ, (9)

where fλ is the flux density at each wavelength λ, and the limits
on the integrals are chosen to span a small range of wavelengths
either side of the (rest frame) 4000 Å break. Note that we take the fλ
definition of flux density (as opposed to the fν definition), which is
arbitrary since it only affects the values by a constant scaling factor.
We also adopt the broad definition of the 4000 Å break (D4000),
instead of the narrow definition (Dn4000). The reason for this is
twofold. First, the broad definition is less sensitive to issues related
to velocity dispersion smearing than the narrow definition (see e.g.
Sánchez et al. 2016b), and, secondly, it is the sole 4000 Å break
measurement provided in PIPE3D precisely because of the first
issue. The second issue is mentioned simply because we have a
nominal desire to restrict our current analysis to the PIPE3D data
products for the sake of self-consistency. Of course, we also have
access to the MaNGA DAP measurements and the raw spectra as
well. Using these, we have tested that the �SFR values computed
from the broad and the narrow 4000 Å break indices (as well as the
fλ and fν definitions) are consistent, and indeed there is no significant
difference between them. More specifically, we recover �SFR values
which are bias free (b < 0.01) and with a scatter comparable to the
error on the measurement (σ < 0.5 dex). Thus, our results and
conclusions would be identical regardless of the precise definition
of the index chosen. As such, we only show results for the broad fλ
definition in this paper. For completeness, we note that this particular
index is sometimes labelled B4000 to avoid confusion with other
D4000 definitions (see Gorgas et al. 1999).

To see how the D4000 index satisfies our three conditions, in the
left-hand panel of Fig. 4 we plot resolved sSFR (=�SFR(H α)/�∗) as
a function of D4000. For the high-S/N star-forming sub-sample (the
same sample as plot in the left-hand panel of Fig. 3) we find a strong
relationship between sSFR and D4000 (shown as blue contours
and labelled S.F.), whereby higher D4000 values yield lower sSFR
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104 A. F. L. Bluck et al.

Figure 4. Left-hand panel: The empirical relationship between sSFR [=�SFR(H α)/�∗] and the D4000 index, for all spaxels with BPT emission line S/N >

3 which are furthermore classified as star forming (shown as blue contours, labelled as ‘S.F.’). Additionally, the upper limits in sSFR at each D4000 value are
shown for low-S/N and lineless spaxels (red contours, labelled ‘Low S/N’). Clearly, the star-forming and low-S/N spaxels are well separated in the D4000
index, as expected since the latter is a good estimator of the age of the stellar population. Additionally, the sSFR–D4000 relation is shown for composite
regions (as green contours), for comparison. Right-hand panel: Genuinely passive spaxels (defined to have H α S/N < 1 and old stellar populations) are here
artificially relocated to a fixed value of sSFR = 10−12 yr−1 (shown in red, and labelled ‘Pa.’). The median relation for the full (star-forming + passive) sample
is shown as a thick black line, with the dashed lines indicating the 1σ dispersion. At D4000 < 1.45 spaxels are invariably star forming, with sSFR given
reasonably accurately by the relation with D4000; whereas at D4000 > 1.45 spaxels are invariably passive with unknown exact sSFRs, except that they must
be (substantially) lower than the star-forming population.

values. Quantitatively, we find a moderately strong anti-correlation
between sSFR and D4000 of rPearson = −0.54 (with a scatter of σ ∼
0.4 dex). Thus, our first condition is met: D4000 provides a means
to estimate sSFR (and hence �SFR) for star-forming regions due to
the empirical correlation between these parameters.

Additionally, in the left-hand panel of Fig. 4 we show the
upper limits in sSFR [from the �SFR(H α) detection limits] for
all of the low-S/N spaxels. This subset will contain genuinely
quenched/passive regions as well as regions with very high dust
obstruction and/ or low �∗. The mean D4000 of the low-S/N spaxels
is 1.68 ± 0.01 and the mean D4000 for the high-S/N star-forming
spaxels is 1.23 ± 0.01 (where the errors are given by the standard
error on the mean). Thus, star-forming and quiescent spaxels are
generally well separated in D4000, which aids the identification
of quenched regions, satisfying our second criterion (although
see below for a more robust test). Finally, D4000 is measured in
>99 per cent of spaxel binnings (with an S/N > 5), hence our third
and final criterion is also satisfied by this approach. As a result of the
above success with our three conditions, we may use some (as yet
to be quantified) relationship between sSFR and D4000 to estimate
sSFR and hence �SFR in all galaxy spaxels, as desired.

As a sanity check, in the left-hand panel of Fig. 4 we also show
the location of high-S/N BPT ‘composite’ spaxels. These lie at
intermediate D4000 values to star-forming and quiescent spaxels,
but lie slightly higher in sSFR than expected for their D4000 values,
compared to the star-forming sample. This is as expected, since the
sSFR values computed for spaxels with some AGN contamination
must be interpreted as effective upper limits, given the unconstrained
contribution to their line fluxes from AGN ionizing photons. We
do not use spaxels with AGN contamination in our sSFR–D4000
calibration, unlike in some other approaches (e.g. Brinchmann et al.
2004). However, we do apply the sSFR–D4000 relation to AGN-
contaminated (as well as line-less) regions for completeness. The
excellent agreement in �SFR values between SSP model fitting and

our D4000 estimates lends further confidence to this approach (see
Appendix A).

To avoid issues of some quiescent (low-S/N) spaxels falling below
our detection threshold as a result of heavy dust obscuration or
as a result of having low �∗ (e.g. in the outskirts of low-mass
galaxies), we add two more constraints on the low-S/N data to
isolate genuinely quenched regions within galaxies. Specifically,
we require that H α is non-detected at the level of S/N < 1 (i.e.
there is no measurable H α emission), and additionally require
that the luminosity-weighted age of the stellar population is ‘old’.
The first constraint ensures that the lack of emission line flux is
specifically associated with a lack of observed star formation. The
second criterion ensures that the lack of observed star formation is
most probably a result of an old stellar population, with little-to-no
ongoing star formation, as opposed to a lack of emission lines due to
heavy dust extinction or a spaxel residing in the outskirts of a galaxy.
We take our threshold for ‘old’ to be Agelum = 3 × 109 yr. This value
is motivated because it is the minimum of the bimodal distribution
in age output by the PIPE3D pipeline. Note that the specific numeric
value is highly model dependent, but that the relative measurement
of ages between spaxels is much more robust. Thus, the separation
into old and young regions is a relative method, designed here to
avoid including genuinely star-forming regions (which must have
relatively young stellar populations as measured in light) into our
passive sample. For truly passive spaxels, the overlap in D4000 with
the star-forming sample is very small, with <10 per cent of spaxels
residing in the D4000 region corresponding to ambiguous levels of
sSFR, which may naturally be interpreted as a resolved green valley.
In most analyses, we remove this small population in any case.

In the right-hand panel of Fig. 4 we show again the density
contours for the high-S/N star-forming sample (shown in blue),
but now include only the genuinely passive spaxels (shown in
red). The sSFR values of passive spaxels, which were shown as
upper limits in the left-hand panel of Fig. 4, are here collapsed
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to a fixed value of log10(sSFR) = −12 (as in Brinchmann et al.
2004; Spindler et al. 2018). This value is arbitrary (although it
corresponds approximately to the mean upper limit in sSFR of the
passive sample). Varying the exact value of the passive sSFR limit
has no effect on our classification of spaxels into quenched and
star-forming categories, and only a minor impact on the recovered
�SFR values (restricted entirely to the spatially resolved green
valley region, which we usually remove from our analyses). We
introduce a small amount of random scatter (σ = 0.1 dex) into the
passive spaxel sSFR values, to aid in visualizing these regions here.
Nothing quantitative can be inferred about the sSFRs of the passive
population, except that they must be substantially lower than the
star-forming population. Thus, it is highly robust to conclude that
these regions within galaxies are forming stars substantially lower
than the resolved main sequence (i.e. that they are quenched), but
it is not possible to conclude precisely how little star formation
they experience. This fact must be embraced by the scientific
methodology when utilizing these values.

In the right-hand panel of Fig. 4 we show the running median
(solid black line) and ±1σ range (dashed black lines) in the
sSFR–D4000 relationship, for a concatenated sample of high-S/N
star-forming spaxels and (genuinely) passive spaxels (with fixed
nominal low sSFR values). This relationship shows clearly the
D4000 threshold at which quenched spaxels dominate the sample,
which occurs at D4000 = 1.45. That is, regions within galaxies
with D4000 < 1.45 are typically star forming (and can be mod-
elled reasonably accurately through the sSFR–D4000 correlation);
whereas regions within galaxies with D4000 > 1.45 are typically
quenched. For the quenched population we may reliably infer that
star formation is low relative to the resolved main sequence, but
the exact values of star formation (likely well below the detection
threshold) is, of course, unknown. We now have all we need to
estimate �SFR from D4000. We assign �SFR values from D4000 as
follows:

�SFR(D4000) = sSFR(D4000) × �∗ (10)

where sSFR(D4000) is taken as the median value of sSFR at D4000
from the running median (solid black line in Fig. 4), in bins of
δD4000 = 0.01. We additionally include scatter at the level of σ

= 0.33 dex. This is largely an aesthetic choice, as it prevents all
quenched spaxels from occupying the same exact ridge line on the
�SFR−�∗ plane, which aids in visualization later on in the paper.
Moreover, this value of scatter is chosen to be lower than the error
on the recovery of �SFR for star-forming regions, i.e. it does not
worsen the accuracy of the fit.

We test the recovery of �SFR from D4000 with the measured
values from H α, for high-S/N star-forming regions. The D4000
method recovers �SFR with essentially no bias (b = 0.02 dex) and a
standard deviation of σ = 0.43 dex. Thus, the error on �SFR(D4000)
is approximately a factor of two higher than the error on �SFR(H α)
(which is a comparable result as found for the SDSS in Rosario
et al. 2016, and in IFS studies in González Delgado et al. 2016;
Sánchez et al. 2018). Consequently, our D4000 method to measure
star formation rate densities in all spaxels yields completeness
(∼100 per cent versus 17 per cent), but comes at a price in terms of
accuracy (0.4 dex versus 0.2 dex). Hence, the sample one chooses
to work with must be motivated by the specific science goals of the
study. For example, can one accept a reduced accuracy for the sake
of completeness, or would one be better to use a highly reliable but
highly biased sub-sample? In the following results sections of this
paper we will take both approaches, where appropriate.

Finally, we construct a master �SFR parameter, which is taken
from the emission line method of Section 3.1 if all BPT emission
lines are found to have S/N > 3 and additionally if the spaxel lies
in the star-forming region of the BPT diagram. For all other cases
(low S/N regions, and regions with any AGN contamination) we
estimate �SFR from the D4000 method, explained in this section.
We now have a complete sample of �SFR with which to work
with. To illustrate the power of this sample, we show the complete
�SFR−�∗ relationship for all spaxels in Fig. 3 (right-hand panel),
placed next to the same figure for the high-S/N star-forming spaxels
only (left-hand panel of Fig. 3). It is striking how different the
two figures look. Specifically, the complete sample fills in both
quenched regions (lying below the resolved main sequence) and the
low �∗ end of the resolved main sequence. As before, this figure
is colour coded by the logarithmic distance each spaxel resides at
from the star-forming main-sequence ridge-line (equation 8, shown
as a thick black line). Additionally, we show as a dashed black line
the minimum of the density contours, which indicates the threshold
of quenched spaxels within galaxies. It can now be clearly seen
that virtually no quenched regions within galaxies are included in
the high-S/N star-forming region (as one might have reasonably
expected). Thus, if our goal is to probe quenching, we must focus
on the complete sample.

Ultimately, the sSFR–D4000 calibration works because the
D4000 index is a sensitive tracer of the presence (or absence)
of young stars in the spectrum of a given region of a galaxy.
There are, of course, weak degeneracies with metallicity and dust
extinction inherent in the method (and indeed as used throughout
the vast number of SDSS publications, from Brinchmann et al.
2004 onwards). However, we emphasize here that an approach
utilizing photometric �SFR values from SSP model fitting (which
explicitly fits for metallicity and extinction as well as age) leads to
essentially identical results and conclusions to our relatively simple
H α–D4000 hybrid approach (see Appendix A for full details). In
the final analysis, the metallicity and dust degeneracies are both
contained in the 0.43 dex scatter, which is more than tight enough
to be highly useful in this study.

3.3 �SFR and spaxel classification

Due to the fact that there is a positive relationship between �SFR and
�∗ for star-forming regions within galaxies, and furthermore, given
that the exponent on this relationship is not exactly equal to one, it is
not possible to determine whether a region is forming stars at a rate
consistent with the main sequence or not from �SFR, or even sSFR,
alone (i.e. the distributions of �SFR and sSFR have �∗ dependent
minima). To combat this subtle issue, we adopt the approach of
Bluck et al. (2014, 2016) but here applied to spatially resolved
data. Specifically, we construct a new statistic which measures the
logarithmic distance each spaxel resides at from the resolved star-
forming main-sequence ridge line (which is qualitatively similar to
the approach of Ellison et al. 2018). This parameter is defined for
each spaxel ‘i’ as

�SFRres,i = log10

(
�SFR,i

) − log10

[
�SFR,MS(�∗,i)

]
, (11)

where �SFR,i is the star formation rate surface density of each
spaxel in turn, evaluated via emission lines or through the sSFR–
D4000 relationship (as appropriate). �SFR,MS(�∗,i) indicates the
expectation value for �SFR (given the �∗ value of each spaxel),
which is quantified by the main-sequence ridge line (defined in
equation 8).
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106 A. F. L. Bluck et al.

Figure 5. The distribution of the resolved �SFR parameter for all spaxels
(shown as a thick black line) and for the high S/N star-forming sub-
population (shown as a magenta line). The regions where galaxies are
forming stars on the main sequence, significantly below the main sequence,
and at an intermediate level are shown in blue, red, and green, respectively.
The dashed line at �SFR =−0.85 indicates the minimum of the distribution,
and we adopt this value for our classification threshold.

The distribution of �SFRres is shown in Fig. 5 for the full sample
(thick black line) and for the high-S/N star-forming sample (light
magenta line). Regions within galaxies which are forming stars
exactly on the resolved main sequence will have �SFRres = 0 by
definition. As has been seen for the full galaxy distribution (e.g.
Bluck et al. 2016) the distribution in this statistic is highly bimodal
for the full sample. However, given the fixed upper limits of sSFR
used in our definition of �SFR for quiescent regions, the lower
�SFRres peak should really just be considered as a place holder for
relatively low values. Given an arbitrarily high level of accuracy
in probing star formation, one would expect the quenched peak to
spread out along the x-axis of Fig. 5, extending in principle all the
way to −∞ in log space. This issue must be dealt with, either by
considering the low �SFRres values as essentially indistinguishable
(as in the analyses of this paper), or else by attempting to break
the degeneracy by some other means (e.g. via the age of the stellar
population).

The distribution in �SFRres shown in Fig. 5 clearly separates
into two regions: a star-forming peak around �SFRres = 0 and a
quenched peak around �SFRres = −1.7. In this work we utilize
a simple empirically motivated method to separate star-forming
and quenched regions within galaxies by the minimum of the
�SFRres distribution (as in Bluck et al. 2014, 2016 for the galaxy-
wide SDSS sample). This minimum occurs at �SFRres = −0.85.
Thus, values higher than this threshold are defined as star forming
(note: in a different sense to the BPT diagram), and values lower
than this threshold are defined to be quenched. However, values
very close to the threshold are somewhat ambiguous. Hence,
we additionally define a buffer-zone of ∼10 per cent of the
range in �SFRres centred on the star-forming-quenched thresh-
old. Thus, the full sample of spaxels is categorized into three
classes:

(i) Star forming: �SFRres > −0.6
(ii) Green valley: −1.1 < �SFRres < −0.6
(iii) Quenched: �SFRres < −1.1

Each of these three regions are coloured in Fig. 5 (blue, green, and
red, respectively). It is clear that for the high-S/N BPT star-forming
sample (magenta line), there are essentially no truly quenched
spaxels at all, and only a very minor population of green valley
regions. Thus, it is imperative to utilize the full/complete sample
of spaxels in order to probe quenching. We use these classes
for training and validation in the machine learning classification
analysis (presented in Section 4.2).

4 R ESULTS

4.1 General trends in resolved star formation and quenching

In this section, we explore in a general way the dependence
of resolved star formation quenching on a variety of variables,
separated into the following sets: local (spatially resolved), global
(one value per galaxy, pertaining to the galaxy as a whole), and
environmental (one value per galaxy, pertaining to the environment
in which the galaxy resides). More specifically, we consider the
following parameters:

(i) Global parameters: central velocity dispersion evaluated
within 1 kpc (σ c);3 total stellar mass (M∗); central mass density
within 1 kpc (�c

∗); and bulge-to-total stellar mass ratio (B/T).
(ii) Environmental parameters: group halo mass, evaluated

from an abundance matching technique (MH); local galaxy density
evaluated at the 3rd, 5th, and 10th nearest neighbour (δ3, δ5, and
δ10); and distance to the central galaxy for satellites (Dc).

(iii) Local parameters: velocity dispersion of the spaxel (σ );
stellar mass surface density of the spaxel (�∗); stellar metallicity
of the spaxel (Z∗); and location of the spaxel within the galaxy
(semimajor axis R/Re

4).

All of these parameters have been chosen not to be trivially
connected to star formation in any manner, and additionally to be
reflective of interesting physical processes within galaxies. To this
end, we have avoided line fluxes and equivalent widths, colours and
magnitudes, and parametrizations of models (e.g. Sérsic indices).
Additionally, we have exclusively chosen parameters that can be
measured accurately in both star-forming and quenched spaxels, in
order to determine how each parameter impacts the probability of
a region within a galaxy being quenched. As a result of this, we
exclude gas-phase properties from our main analysis (although see
Section 4.2.3 for a brief analysis of gas-phase parameters in star-
forming, emission-line regions). Additionally, for some tests in the
machine learning section (Section 4.2), we also consider the total
star formation rate of the galaxy (SFR) and the distance each galaxy
resides at from the star-forming main sequence (�MS).

In Fig. 6 we present the resolved star-forming main-sequence
relationship for all (star forming and quenched) spaxels from central
galaxies. The �SFR−�∗ plane is divided into small hexagonal bins
colour coded by the mean of each parameter under investigation.

3We also consider central parameters defined through the effective radius
(i.e. evaluating the average �∗ and σ within Re/4 and Re/2). These
alternatives lead to identical rankings, and hence we do not consider them
further here.
4The semimajor axis of the unique ellipse with given axial ratio (b/a) and
position angle (θp.a.) which passes through the centre of each spaxel is
determined via a standard de-projection technique. Note that the ranking of
the Euclidean distance (rE) and the semimajor axis are very similar in all
of our analyses, and differ only slightly in regression (where the semimajor
axis performs better than the Euclidean distance from the centre).
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Star formation and quenching in MaNGA 107

Figure 6. The resolved main-sequence relationship for central galaxies, shown for all spaxels. Each panel is split into small hexagonal bins, coloured by the
mean value of a variety of global, environmental, and local (spatially resolved) parameters, as indicated by the individual panel titles and the colour bar labels.
The figure is organized as follows: the left-hand column shows global parameters, the middle column shows environmental parameters, and the right-hand
column shows local parameters. Each row is ordered from largest to smallest difference between star-forming and quenched spaxels. To quantify the difference
in each parameter between star-forming and quenched spaxels, we present the �SF|Q statistic on each panel (see equation 12). High values of this statistic
indicate a large difference between star-forming and quenched spaxels in the parameter under investigation, and low values represent a small or negligible
difference. For fairness of presentation, each colour bar is centred on the median value and spans a [−1σ , +1σ ] range in each parameter. As in Fig. 3, the
solid black lines indicates the main sequence relation, and the dashed black lines indicates the division between star-forming and quenched spaxels.

The colour bar for each panel runs from −1σ to + 1σ for each
parameter. This bespoke structuring of the colour bars ensures a fair
visual comparison between parameters, even though their values
are wildly different in magnitude and range. As in Fig. 3, the solid
black line indicates a least squares fit to the star-forming main
sequence (equation 8), the dashed black line indicates the location

of the minimum of the density contours (which sets the threshold for
quenched spaxels), and density contours are shown as faint black
lines.

Fig. 6 is structured as follows. The first column groups all of the
global parameters considered, the middle column groups all of the
environmental parameters considered, and the right column groups
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108 A. F. L. Bluck et al.

all of the local (spatially resolved) parameters considered. Within
each column, parameters are ordered from most to least different
between the star-forming and quenched populations. We quantify
this difference as

�SF|Q = med(Var)Q − med(Var)SF

σVar
, (12)

where med(Var)SF indicates the median value of variable ‘Var’,
evaluated for the star-forming spaxels only (i.e. those residing
above the dashed black line); med(Var)Q indicates the median value
of variable ‘Var’ evaluated for quenched spaxels only (i.e. those
residing below the black dashed line); and ‘Var’ indicates each of
the 12 variables under consideration in this work, in turn. Crucially,
this difference is normalized by the dispersion of the variable
across the full set of all spaxels (i.e. star-forming and quenched),
which is indicated by σ Var. This normalization accounts for different
magnitudes of values and range within each parameter, allowing a
fair comparison between each parameter. Hence, the �SF|Q statistic
is given in units of the dispersion of each variable. Additionally, we
take logarithmic values of each parameter here, and throughout this
work, to avoid issues of comparing logarithmic and linear units.

On each panel in Fig. 6 we present the �SF|Q statistic, which
quantifies what can be readily intuited by eye: variation in the
colour-bar parameter between star-forming and quenched spaxels
reduces significantly for each column, moving from top to bottom
in the figure. For central galaxies the parameter that is most
different between star-forming and quenched spaxels is central
velocity dispersion. This fact is reminiscent of the key result from
Teimoorinia et al. (2016) where central velocity dispersion is found
to be the most constraining single variable for predicting whether
central galaxies will be quenched or star-forming. However, this
prior study did not have access to spatially resolved information
and hence we significantly extend and expand upon that early
work here. Generally speaking, global parameters tend to perform
better at distinguishing between star-forming and quenched spaxels
than environmental parameters or local parameters. None the less,
there are environmental and local parameters which are effective
at discriminating between star-forming and quenched spaxels. The
most distinguishing environmental parameter is group halo mass,
and the most distinguishing local parameter is velocity dispersion
at the spaxel location. These parameters are known to correlate
very strongly with global parameters, and hence interpreting their
success is a subtle problem (see Section 4.4 for further discussion
on this point).

It is particularly interesting to note that central mass surface
density (evaluated as the mean value within 1 kpc) is significantly
more discriminating of star-forming and quenched spaxels than
the stellar mass density at the location of the spaxel. It is also
interesting that central velocity dispersion (evaluated within 1 kpc)
is more discriminating than velocity dispersion of the spaxel. These
results suggest that, although there are far more local parameters
than global parameters (one per spaxel versus one per galaxy), it
is global parameters rather than local parameters which impact the
spatially resolved quenching of centrals more than the conditions
at the spaxel location. All of the environmental parameters are
not particularly discriminating of quenching for centrals, with the
sole exception of halo mass, which of course for centrals is highly
correlated with stellar mass and other global parameters. Thus,
in general, global parameters appear to be more discerning of
spatially resolved quenching than local or environmental parameters
for centrals (from our set of 12 parameters, excluding gas-phase
properties).

In Fig. 7 we reproduce Fig. 6 for satellite galaxies, which are
defined as any group members which are less massive than the
central. This figure is structured in an identical manner to Fig. 6,
to aid in comparison. The most obvious difference between central
and satellite galaxies in these figures is that in general all parameters
vary less between star-forming and quenched spaxels for satellites
than for centrals. This is interesting because it suggests that no
single parameter is particularly effective at constraining whether
spaxels will be forming stars or not for satellites. More specifically,
central velocity dispersion is much less different between star-
forming and quenched spaxels for satellites than it is for centrals.
However, global parameters still appear to be more discriminating
of star-forming and quenched spaxels than local or environmental
parameters, although the relative difference between global and
environmental parameters is reduced.

The preceding analysis is instructive, but it lacks quantitative
rigour. In the next section we turn our focus to a machine learning
approach designed to answer two pertinent questions: (1) which
individual and groups of parameters are most effective at predicting
whether spaxels will be star forming or quenched?; and (2) which
individual and groups of parameters are most effective at estimating
�SFR in star-forming regions? For the first question we must
consider all spaxels (i.e. star forming and quenched) in order to
make any progress at all. For the second question we are able to
proceed by restricting our analysis to the resolved main sequence of
star-forming spaxels only, where we have more reliable measure-
ments of �SFR. Note that these questions are (very) different. The
physical processes responsible for star formation and quenching
are likely different, and are certainly not required to be the
same.

4.2 Machine learning analysis and rankings

We develop a sophisticated machine learning technique utilizing
both artificial neural networks (ANNs) and a random forest (RF) to
classify MaNGA spaxels into star-forming and quenched classes,
based on a variety of global, environmental and local parameters,
treated individually in the ANN case and as a group in the RF
case. We also employ our ANN and RF to predict actual �SFR

values for star-forming spaxels through a regression analysis. In
this section, we present our detailed results from these two analyses,
after describing our methodology.

Our decision to run separate analyses for star formation and
quenching is motivated by two separate concerns. First, the �SFR

values in star-forming regions are reasonably well constrained and
hence regression is possible (and desirable). However, in quiescent
regions, we can only reliably determine whether a given spaxel is
star forming or quenched. Thus, analysing star formation is naturally
approached through regression, but quenching can only be studied
via classification in our data (and indeed in essentially all extant
observational data). Secondly, even given arbitrarily accurate �SFR

values in all regions of MaNGA galaxies, philosophically it would
still be a mistake to combine the star formation and quenching
analyses. The reason for this is that almost any value of �SFR might
be deemed star forming or quenched, as a result of varying �∗ in
the region (e.g. see Fig. 3). Ultimately, this is closely analogous to
the difference between SFR and sSFR in global studies of galaxies:
the latter can readily indicate quenching, but the former cannot
by itself. Finally, in retrospect, the parameters which are best at
predicting quenching and ongoing levels of star formation turn
out to be very different, which would be completely missed in a
combined analysis.
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Star formation and quenching in MaNGA 109

Figure 7. This figure is almost identical to Fig. 6, but now showing the results for satellite galaxies. Note that this figure is ordered as for centrals (to aid in
comparison), and hence there is no longer a clear decline in �SF|Q down each column. Additionally, we add the projected distance to the central galaxy as an
additional environmental parameter for satellites, which replaces local density evaluated at the 10th nearest neighbour in this figure.

In this section, we concentrate on central galaxies. There are
three reasons for this. First, many studies have found profound
differences between centrals and satellites in terms of star formation
and quenching (e.g. Peng et al. 2012; Bluck et al. 2014, 2016; Woo
et al. 2015), and hence separating these populations is essential.
Secondly, centrals outnumber satellites by ∼3:1 in our MaNGA
sample and hence we have considerably greater statistical power for
training networks with centrals than satellites. Thirdly, a preliminary
machine learning analysis of satellite galaxies yielded ambiguous

results (most likely as a consequence of the relatively small sample
size) and hence there is little novel to show in that regard yet.
We plan to revisit the following machine learning analyses with
satellite galaxies in the coming years, once a higher number of these
systems are observed with MaNGA. We do note here that in terms
of star formation, satellites performed similarly to centrals in our
preliminary analysis, but in terms of quenching the two populations
exhibit major differences in the parameters which are most effective
for classifying spaxels.

MNRAS 492, 96–139 (2020)

D
ow

nloaded from
 https://academ

ic.oup.com
/m

nras/article-abstract/492/1/96/5637403 by U
niversity of C

am
bridge user on 28 February 2020
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4.2.1 Machine learning methodology

We utilize an approach very similar to Bluck et al. (2019) com-
bining ANN classification and ANN regression to analyse a large
astrophysical data set. Our goal is to infer how strongly different
parameters are connected to resolved star formation and quenching
in a fully self-consistent and model-independent manner. ANNs
have the distinct advantage over other statistical techniques in
that they do not assume anything about the underlying structure,
correlation, monotonicity, or connections of the input data. More-
over, sophisticated multilayered networks (utilizing so-called ‘deep
learning’) act as a universal function generator (e.g. Wichchukit &
O’Mahony 2010) making them ideal to analyse multiple parameters
acting in concert to give rise to a given physical effect, in this
case star formation and quenching. However, the main limitation of
ANN is that they do not reveal the relative importance of parameters
when used in a group. To combat this, we additionally analyse star
formation and quenching via an RF approach. The combination of
both yields greater insight than either alone.

We perform our machine learning analysis in PYTHON using the
powerful SCIKIT-LEARN package. For ANN we incorporate MLP-
CLASSIFIER as our primary classification tool and MLPREGRESSOR as
our primary regression tool. For both classification and regression
we design a network with two hidden (deep) layers, structured
with neurons sequenced as 12:6. This represents 18 nodes (109
weights for single variables) for the analysis of several million
independent data values. These specifications are chosen via direct
experimentation with the data, and represent the optimal perfor-
mance in the testing sample, without overfitting. We note that for
individual parameters, the performance is not strongly dependent on
the network complexity and overfitting is extremely rare. Following
our experience with applying neural networks to astrophysical data,
we adopt a relu-activation function and adopt the ADAM numerical
solver (which is recommended in the documentation, but see Bluck
et al. 2019 for further justification).

Additionally, we test the network performance for all variables
used simultaneously to explore the maximum potential of the data
with varying levels of network sophistication. For the run with all
variables we find that, unlike for the individual runs, overfitting
is a much more serious issue. To combat this we reduce the
network complexity to a single hidden layer with just five nodes
(representing 81 weights to set for the fully connected network).
We find that increasing the network complexity up to these values
leads to continuously increasing performance of the network in the
test sample with these data, yet increasing beyond this leads to no
significant further improvement in the test sample, and increased
overfitting as evidenced by discrepancies between the training and
test sample performances. Thus, we determine that our ANN is
optimized (converged and efficient) for the MaNGA data set.

For both the classification and regression analyses we first
perform feature scaling on all of the input data by subtracting
off the median value and normalizing by the interquartile range,
which is more robust to outliers than standard mean subtraction
and standard deviation normalization. Thus, all data are converted
to a unitless and scale free format. We then randomly select
50 per cent of the available data (from the full spaxel set for
classification, and the star-forming sub-sample for regression) to
train the network. The remaining 50 per cent of spaxels are used
to test the performance of the network on data which the network
never interacts with during training. Crucially, we select spaxels
from different galaxies for training and testing, which is important
for preventing overfitting on global or environmental parameters

(although is not strictly necessary for local/ spatially resolved
parameters). We run the full training and validation process 10
times over, for 10 randomly selected training samples, yielding 10
randomly selected sets of spaxels which are not used in the training
process to assess the performance on (the test samples). The final
values on the performance statistics are given by the median of the
ten runs, and the 1σ error is taken as the dispersion across the 10
runs or the difference between the performance of the testing and
training sample (whichever is higher). The mean difference between
training and testing samples in performance for both classification
and regression is set to be <1 per cent (i.e. we vary the parameters in
our ANN to achieve this threshold). This approach is qualitatively
very similar to both Bluck et al. (2019) and Teimoorinia et al.
(2016).

Additionally, we adopt an early-stopping routine to combat the
potential for overfitting in the training phase. Specifically, we
remove 30 per cent of the training sample in the first step and
test the performance of the intermediate trained network after each
iteration on this sample. If there is no improvement on the early-
stopping sample, we abandon further iterations in the full training
sample even if further improvements within the training sample
are possible. This approach has been shown to be very effective
at preventing the overfitting of data (e.g. Bluck et al. 2019 and
references therein). However, in our present analyses, as mentioned
above, we are also largely protected from this issue by setting a
robust upper limit to the difference in performance between training
and testing samples.

For the classification analysis, where we aim to identify the
most important parameters for distinguishing between star-forming
and quenched spaxels, we take the fraction of spaxels correctly
classified by the network in the independent test set as our primary
performance statistic, also known as the ‘accuracy’ (as in Bluck
et al. 2019). However, we note that MLPCLASSIFIER formally
optimizes the log-loss (entropy) function, which is none the less
very strongly correlated with the accuracy. We prefer to utilize the
accuracy simply because it is more intuitive, but note that none of
our results (i.e. rankings) depend critically on the choice of function.
Additionally, we also consider the area under the true positive rate
(TPR)–false-positive rate (FPR) curve as an additional check of
performance (referred to as the ‘AUC’, as utilized in Teimoorina
et al. 2016). The advantage of the AUC statistic is that it is insensitive
to the fraction of each class provided to the network. Results from
these statistics are identical in terms of ranking, but are different
numerically, as expected. In our classification analysis we select
a ‘balanced’ sample of 50 per cent star-forming and 50 per cent
quenched spaxels for both training and testing, mitigating the need
for more complex performance statistics like the AUC. Furthermore,
this approach has been shown to improve the performance of
classification (see Bluck et al. 2019 for a discussion on this point).

For the regression analysis, where we aim to predict actual �SFR

values for star-forming spaxels, we compute the mean square error
on the network predicted �SFR values (compared to their measured
values), which is used by the network as the loss function. However,
interpreting the mean square error is difficult because even a random
number will give rise to a certain level of predictivity, set by
the structure of the distribution in �SFR. This is analogous to a
random number obtaining a success rate of 50 per cent in binary
classification (from an evenly sampled training and validation
set), although in the regression case there is no single number
which reflects a random level of performance. As such, it is the
improvement over random which is really interesting in a regression
analysis. Following Bluck et al. (2019), we define the improvement
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over random in regression as follows:

IoR ( per cent) = RMSEi − RMSERand

0 − RMSERand
× 100 per cent, (13)

where

RMSE ≡
√

〈(�SFR,p − �SFR,t)2〉. (14)

RMSE indicates the root mean squared error, the subscripts i and
Rand indicate the result for each variable (or set) in turn and the
result for a random number, respectively. Zero is the maximum
possible performance for regression (i.e. identical predictions to
the test sample). In the second expression above, the subscript p
refers to the network predicted value, and the subscript t refers
to the truth value, which is our measured �SFR for each spaxel
(derived in Section 3). Thus the improvement statistic gives the
percentage improvement over random, where 0 per cent indicates a
performance indistinguishable from random (i.e. no relationship at
all to star formation) and a performance of 100 per cent indicates
that all �SFR values for all spaxels in the test sample are predicted
identically to their measured values.

In addition to ANN, we also utilize an RF analysis in the following
sub-sections. The principal advantage of the RF approach is that it
enables us to determine how effective a given parameter (or set of
parameters) is in predicting quenching, or �SFR values, in concert
with other parameters. An RF treats multiple parameters as if they
were in a competition, selecting the most useful for each decision
fork (i.e. the parameter which minimizes the entropy, or log-loss
function, for classification and MSE for regression). By quantifying
the increase in accuracy by each parameter in each fork within each
tree of the random forest, the relative importance of each parameter
(and group of parameters) is established. This competitive feature
is especially useful when the data is highly inter-correlated with
itself in a complex (and hence hard to counteract) manner. Our
RF approach enables us to establish how useful each parameter is
compared to each other available parameter, and to ascertain how
effective global, environmental, and local parameters as a group
perform in classification of spaxels and prediction of �SFR values.

For the RF analysis we utilize RANDOMFORESTCLASSIFIER and
RANDOMFORESTREGRESSOR from SCIKIT-lEARN, for classification
and regression, respectively. In both cases we utilize 100 estimators
(independent decision trees) allowed to reach a maximum depth of
250. Varying either of these parameters does not significantly impact
the final performance results, although continuously increasing the
number of estimators does (slightly) improve the overall accuracy,
at the price of longer run times. We control for overfitting by varying
the minimum number of samples permitted at the leaf-nodes (i.e. the
minimum number of spaxels required in each output of a decision
fork). We optimize the performance (MSE for regression and AUC
for classification), requiring agreement between training and testing
samples of 0.01 in both cases. It is possible to achieve the same
tuning to the data with other parameters (e.g. maximum depth), but
our experience with random forests indicate that this is the most
straightforward route to avoiding overfitting.

For classification, the minimum leaf-node sample is set to 50 000,
and for regression it is set to 5 000. Increasing these values leads to
overfitting at fixed other parameters (greater than 0.01 discrepancy
between training and testing samples), whereas decreasing these
values leads to lower performance in both the training and testing
samples. Hence, our random forest is optimized for our specific data
set. Note that it is unsurprising that the minimum number of samples
required in the leaf-nodes is lower for regression than classification,
since the former is a more precision task than the latter. As with the

ANN analyses, we run 10 independent training and testing runs, and
take the median of the set as our final performance indicator, with
the standard deviation of the set as the error. Unlike in the ANN
analysis, for the RF we take the relative performance as our primary
output statistic, which quantifies how effective each parameter in
the set is for separating spaxels into star-forming and quenched
states (in classification), or predicting �SFR values (in regression).
This statistic directly tests how beneficial each parameter is to the
regression or classification task in comparison to the rest of the
available parameters.

Ultimately, the success of given parameters (and sets of parame-
ters) in the classification analyses to predict whether spaxels are star
forming or quenched may be taken as establishing how connected
each parameter and set is to the process(es) of quenching. Alterna-
tively, the success of given parameters (and sets of parameters) in
the regression analyses to accurately estimate �SFR in star-forming
regions may be taken as establishing how connected each parameter
and set is to the process of ongoing star formation. As noted above,
one may expect the performance of parameters to vary significantly
between predicting quenching and rate of star formation.

4.2.2 Artificial neural network analysis: single parameter
performance

Quenching:
The goal of this part of the machine learning analysis is to train a

network to predict whether spaxels will be star forming or quenched,
given individual parameters for training and testing. For training,
truth value labels (1 for quenched, 0 for star forming) are fed to
the network based on the cuts to the �SFRres distribution (shown
in Fig. 5). We exclude the ∼8 per cent of spaxels in the green
valley region, with ambiguous levels of star formation. Crucially,
many of the parameters used in the training process are not trivially
connected to star formation, and hence their success or failure at
predicting whether spaxels will be quenched reveals information on
how connected those parameters are to the process of quenching.
Additionally, we consider two parameters which are directly related
to quenching at the global level: SFR and �MS, the total star
formation rate of the galaxy and the logarithmic distance the galaxy
resides at from the global star-forming main sequence (see Bluck
et al. 2014, 2016), respectively. These parameters will help us to
assess how well the global nature of quenching correlates with
the local (spaxel-wise) nature of quenching. Ultimately, the most
interesting aspect of this investigation is to explore how well the
network can predict the star-forming state of spaxels given this
restrictive information.

We present our quenching classification results for central galax-
ies in the top panel of Fig. 8. The fraction of correctly classified
spaxels is shown on the y-axis, and the parameters used to train
the network are shown on the x-axis, with their parameter types
indicated by the bar colour (as labelled by the legend). First, we train
the network with all 14 global-SF, global(-non-SF), environmental,
and local (spatially resolved) parameters used in this paper. The run
with all parameters leads to an accuracy of 86.0 ± 0.8 per cent
of spaxels correctly classified, and an AUC = 0.926 ± 0.006,
which is formally classed as ‘outstanding’ in the machine learning
literature (see e.g. Teimoorinia et al. 2016). The error on this value
is estimated from the variance across the 10 independent training
and validation runs. The very small variation in the performance
of the network when running on all available parameters is further
confirmation that the network is stable and converged. As noted
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112 A. F. L. Bluck et al.

Figure 8. Top panel: Results from an ANN classification analysis to predict whether spaxels will be star forming or quenched, based on single input parameters,
and a multiparameter set utilizing all variables simultaneously. The y-axis shows the fraction of correctly classified spaxels by the network, while the x-axis
lists the parameters made available to the network in each case (ordered from most to least predictive). Bottom panel: Results from an ANN regression analysis
to predict actual �SFR values in star-forming regions. Here the y-axis shows the IoR statistic (defined in equation 13), while the x-axis lists the parameters
made available to the network in each case (ordered from most to least predictive). In both panels, the result utilizing simultaneously all 14 variables is shown
in black, and the result using a random set of numbers is shown in grey. These extremes indicate the maximum and minimum performance of the network
possible with these data, and can be used as ‘yard sticks’ to judge the individual parameter performances against. The type of parameter is indicated by the
colour of the bar, as labelled by the legend. Error bars are given as the variance across ten independent training and testing runs, or as the mean difference
in performance between training and testing (whichever is larger). For star formation (lower panel), it is clear that �∗ (a local/ spatially resolved parameter)
is by far the most predictive parameter out of this set. For quenching (top panel), there is a much more even distribution in predictivity across the individual
parameters. Nonetheless, global parameters generally perform better for predicting quenching than local or environmental parameters. Thus, there is a complete
inversion in the dependence on parameters (and scales of measurement) as we change from predicting quenching to star formation rates.

above, no significant improvement on this performance is seen from
increasing the complexity of the network structure, and hence this
level of performance represents the optimal result with these specific
data.

Astrophysically, the excellent performance of the network with
these 14 parameters suggests that there are no significant other
parameters needed in order to model spatially resolved quenching
in galaxies effectively (at least at the level of spatial resolution in

MaNGA). It is important to stress that this need not have been the
case. Having said that, it is, of course, possible that other parameters
would perform equally well or even slightly better. A particularly
interesting parameter which is absent from our analysis is gas mass
surface density (which is expected to set the level of ongoing star
formation through the Kennicutt–Schmidt relation, modulo a po-
tentially variable efficiency term, e.g. Kennicutt 1998; Ellison et al.
2019; Piotrowska et al. 2019). The excellent performance of these

MNRAS 492, 96–139 (2020)

D
ow

nloaded from
 https://academ

ic.oup.com
/m

nras/article-abstract/492/1/96/5637403 by U
niversity of C

am
bridge user on 28 February 2020



Star formation and quenching in MaNGA 113

parameters for predicting quenching, combined with the assumed
importance of gas content for quenching, may together imply that
gas mass surface density must also be very well constrained by
these data. However, to test this hypothesis directly one would
need a large sample of spatially resolved gas mass measurements
covering a wide range in star formation rates (which is well beyond
the scope of this paper). As such, from this point on, we will
concentrate our discussion on the relative performance of the indi-
vidual parameters and groupings of parameters under investigation
here.

At the other extreme, we also present in the top panel of Fig. 8 the
result for a random variable (denoted ‘Rand’ on the x-axis). This run
quantifies the minimum possible performance of the network, and
has a median value of ∼50 per cent, as expected for a balanced
sample. Given the two choices, if one were to flip a coin one
would predict the star-forming state of spaxels exactly as well as
the random variable. Thus, each individual parameter and grouping
must have a performance between random (50 per cent correctly
classified) and the all variable run (86 per cent correctly classified).
In this sense, the black bars in the top panel of Fig. 7 provide ‘yard
sticks’ to measure the performance of the other variables against,
as well as to check that the network is behaving as expected.

The fraction of correctly classified spaxels from a network run
utilizing each individual parameter alone is shown in the top panel
of Fig. 8 as narrow coloured bars (labelled by the x-axis). The class
of parameter (i.e. global-SF, global-Non SF, local, environmental)
is indicated by the colour of each bar, as labelled by the legend. For
each parameter treated individually in Fig. 8, the global �MS of the
galaxy is the best single parameter. This is not terribly surprising
since this parameter indicates the global star-forming state of the
galaxy, and hence its excellent performance at the spaxel level
merely indicates that in star-forming galaxies most spaxels are star-
forming and in quenched galaxies most spaxels are quenched. None
the less, the accuracy of �MS in predicting the quenched state of
individual spaxels is not perfect, yielding 81.9 ± 1.2 per cent correct
classifications. Thus, ∼18 per cent of spaxels must have a different
star-forming state to their host galaxies. This is an interesting sub-
population for further exploration, which we will consider in detail
in a forthcoming publication. For now, it is sufficient to emphasize
that the quenching of galaxies is to leading order a global/galaxy-
wide process, with a non-negligible minority of contrary regions.
It is important to stress that �MS alone achieves 95 per cent of
the accuracy of the all parameter run (82/86), which indicates
that spatially resolved information is vastly sub-dominant to global
information in parametrizing quenching.5

Of the parameters which are not directly related to star formation,
central velocity dispersion is the most predictive variable for
classifying spatially resolved quenching in central galaxies (with
77.6 ± 0.9 per cent of spaxels correctly classified). Of course,
central velocity dispersion is also the most successful global (non-
SF) parameter as well. By far the most successful environmental
parameter is group halo mass (with 74.8 ± 0.9 per cent of spaxels
correctly classified). For local parameters, velocity dispersion at the

5In one sense this result is highly intuitive. Given that it is common in the
literature to define quenched and star-forming galaxies (e.g. Baldry et al.
2006; Peng et al. 2010, 2012; Bluck et al. 2014, 2016) one might naturally
expect that sub-galactic regions will simply trace the global state of the
galaxy. However, the only way to directly test this hypothesis is to explore
the sub-galactic regions, as done here with resolved spectroscopy from the
MaNGA survey. Our conclusion is that the assumption of star-forming state
conformity within galaxies is correct to a ∼ 80 per cent level of accuracy.

location of the spaxel is by far the most effective parameter (with
76.4 ± 0.2 per cent of spaxels correctly classified). It is intriguing
that the environmental and local parameters which perform best
(by a significant margin in both cases) are both highly correlated
with global parameters for centrals. Halo mass is tightly correlated
with stellar mass for centrals; and velocity dispersion profiles are
quite flat (see later to Fig. 12), resulting in halo mass being an
excellent predictor of stellar mass, and velocity dispersion at the
spaxel location being an excellent predictor of the central velocity
dispersion. All other local and environmental parameters achieve
well under 70 per cent correct classifications, whereas for global
parameters all of the variables considered have a predictivity of over
70 per cent. This is a very significant difference in performance,
given the small errors from the stability of the independent runs
(typically ∼1 per cent).

Compared to Fig. 6, most of the single variables are ordered
from most to least predictive for centrals in the same ordering
as the difference between star-forming and quenched spaxels in
that parameter (�SF|Q). This is encouraging, since it offers a
simple explanation for the predictivity of each variable in terms of
how discrepant its values are between star-forming and quenched
spaxels. However, a variable having different values from star-
forming to quenched spaxels is only a very crude estimate of how
predictive each parameter will be at discerning whether spaxels
are star forming or quenched. For example, our ANN method
does not rely on monotonicity or linearity in the data, both of
which are implicitly assumed when taking the difference of an
average. Moreover, the current ANN analysis offers a way to rank
parameters and groups with well-defined errors (from the variance
of the network runs), and hence is far more robust and informative
than merely quantifying the average difference in each parameter
between star-forming and quenched regions. On the other hand, the
earlier analysis is still highly useful, because it offers a simple, visual
and easy to intuit explanation of the single parameter rankings, as
well as providing a basic consistency check on the machine learning.

Star formation:
The goal of this part of the ANN machine learning analysis is

fundamentally different to the preceding paragraphs on quenching.
Here we train our ANN to predict actual �SFR values, rather than
to predict whether given regions are star forming or quenched.
Moreover, we restrict our analysis to the star-forming sub-sample
(blue shaded region in Fig. 5). Hence, there are no truly quenched
spaxels at all in the current analysis. The primary reason for this
selection is that robust �SFR measurements do not extend into the
quenched region of the resolved main sequence. The quenched
population of spaxels are known to have low �SFR relative to the
resolved main sequence, but their specific values are completely
unconstrained. Thus, the correct way to mitigate this uncertainty
is to classify star-forming and quenched regions, as done above.
However, there is significant additional information contained in
the star-forming regions, where �SFR can be reliably constrained.
Thus, the motivation of this part of the analysis is to answer a
distinct question to the preceding section: what parameters are most
constraining for setting the level of star formation in star-forming
regions?

In order to answer the above question, we now use regression (as
opposed to classification), but otherwise utilize a very similar ANN
architecture, and an identical methodology of utilizing ten indepen-
dent runs for both training and testing (explained in detail above). In
keeping the analysis as similar as possible to the classification case,
we maximize the reliability in comparing the performance of each
parameter and group. In the bottom panel of Fig. 8 we show the
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results for our regression analysis to estimate �SFR in star-forming
regions for central galaxies. As with the top panel of Fig. 8, the x-
axis lists each individual parameter used in training and validation
in turn, and the legend lists each group. Here the y-axis shows the
improvement in performance over the result with a random variable
(defined in equation 13), unlike in the top panel of Fig. 8 where the
y-axis shows the fraction of correctly classified spaxels. The reason
for the use of the improvement statistic is to remove effects from
variable distributions of �SFR on the results (see above, and also
Bluck et al. 2019 where this statistic is first defined). By definition,
a random variable has 0 per cent improvement over random, and a
perfect regression result (i.e. identical predicted values to the truth
values) would yield a 100 per cent improvement.

It is striking how different the distribution in performances are
for the quenching classification analysis (Fig. 8 top panel) and the
star formation rate regression analysis (Fig. 8 bottom panel). In
the star formation rate regression analysis, �∗ (measured in the
spaxel) is by far the most effective single parameter for estimating
�SFR in star-forming regions within galaxies. In fact, �∗ achieves
an IoR > 3 times that of the next most predictive variable (the
spaxel’s location within the galaxy: R/Re). It is highly instructive
to compare this result with the performance of �∗ for predicting
whether a spaxel is star forming or quenched (in the top panel of
Fig. 8). In classifying star-forming and quenched regions, local �∗
is very poorly constraining, whereas for estimating actual values of
�SFR (in star-forming regions) �∗ is highly effective. This result
is critical to the narrative of this paper, so we will emphasize this
point a little further here.

If we know a given region in a galaxy is forming stars, measuring
�∗ in that region enables a highly accurate prediction of �SFR

(ranked clear first for regression). However, if we know nothing
about the region other than its �∗ value, whether the region
is actively forming stars or not is almost entirely unconstrained
(ranked 12th for classification). Conversely, knowing �MS for
central galaxies leads to a highly accurate classification of spaxels
into star-forming or quenched classes (ranked first); yet if we
know a region is star forming, the galaxy total SFR gives virtually
no constraint whatsoever on the level of star formation ensuing
within a given region within the galaxy (with only ∼3 per cent
improvement over random!). Thus, the parameters which are most
effective for predicting the rate of star formation are very different
to the parameters which are most effective for determining whether
regions will be star forming or quenched. Ultimately, quenching is
governed by global parameters, yet star formation is governed by
local/ spatially resolved parameters.

Alternative samples:
We repeat our entire classification and regression analyses for a

wide variety of alternative data sets, sampling a variety of different
methods. First, we consider only spaxels with unique measurements
of �SFR, and hence also �SFRres from H α and/or D4000 (i.e.
completely removing the potential for trivial overfitting). Secondly,
we consider only unique binned spaxel regions within each galaxy,
for the PIPE3D continuum fitting S/N thresholds (i.e. an analysis
of voxels rather than spaxels). Both of these alternative runs lead
to essentially identical results to the one for all spaxels presented
in this section, with identical rankings provided for each individual
parameter, within each group.

Additionally, we reproduce the classification analysis for a segre-
gation of quenched and star-forming spaxels based on SSP derived
�SFR values. All of the main results and conclusions are identical
to this section, where we utilize our hybrid H α–D4000 method
(described in Section 3). We also test classification methods based

purely on H α detection, on the age of the stellar population, and a
combination of H α detection and age. The key results of this section
(i.e. that quenching is a global process but star formation is a locally
governed process) is recovered in every single alternate analysis we
have explored. Therefore, the ANN results are extremely stable to
sample variation and to the method used for assigning star-forming
state to spaxels. See Appendix A for further tests on the stability of
the machine learning results.

4.2.3 Random forest analysis: multiparameter performance

In the previous sub-section we explore the absolute predictive power
of each of our 12 parameters that are not directly connected to star
formation, in addition to SFR and �MS, for both star formation
and quenching. In this sub-section, we explore how important each
parameter is for predicting quenching and star formation in concert
with the other parameters. Specifically, we run two RF analyses,
utilizing all 12 parameters that are not trivially connected to star
formation. The first is a classification analysis to predict the star-
forming state of spaxels (i.e. star forming or quenched) and the
second is a regression analysis to predict actual �SFR values in star-
forming regions. In this respect the analysis is very similar to the
prior ANN analysis (discussed above). However, here we train only
with the full set of parameters, and present the relative importance
of each parameter to the RF. This statistic explicitly quantifies the
informative power of each parameter in competition with the rest
of the data set, exposing how parameters work in concert to predict
star formation and quenching.

More specifically, in the SCIKIT-LEARN implementation we adopt,
the relative importance (more commonly referred to as the ‘feature
importance’) at each decision tree node is computed as the fraction
of the data that reaches the node, weighted by the decrease
in impurity after the split (defined via the Gini coefficient for
classification and via the MSE for regression). The final value
of the relative importance is taken as the sum over all nodes in
a tree, and the average over the Nest independent decision trees
(which we take as 100). The power of this approach is through
averaging over relatively uncorrelated decision trees. The lack of
correlation is ensured by two levels of randomization: (1) for each
tree, a bootstrapped sample is constructed, randomly selecting
the total number of data points from the training sample, with
return; and (2) for each node, only a randomly selected number of√

Nfeatures are considered. The upshot of this approach is that if two
parameters have equal predictive power this will be easily exposed,
and similarly if the predictive power of one parameter derives its
strength solely from correlation with another parameter, this will
also be exposed (although it may take several iterations, which is the
logic behind utilizing 100 estimators). As with the ANN approach,
we run the RF analysis ten times over for 10 randomly selected
subsets of the data, selecting 50 per cent for training and 50 per cent
for testing (separated on the galaxy level). In total our results for both
RF classification and regression are based on averaging over 1000
independent decision trees, with differences ensured via sample and
feature selection randomization.

In the top panel of Fig. 9, we show the results from an RF
classification analysis to predict whether spaxels will be star
forming or quenched. The y-axis shows the relative importance
of each feature, and the x-axis labels each feature in turn. The
class of the feature is indicated by the colour of the bar, as
labelled by the legend. The overall performance of the random
forest is given by the AUC statistic, as presented on the plot
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Figure 9. Top panel: Results from an RF classification analysis to predict whether spaxels will be star forming or quenched, based on a run utilizing all 12
parameters which are not trivially connected to star formation. Bottom panel: Results from an RF regression analysis to predict �SFR values in star-forming
regions, based on a run utilizing the same 12 parameters. On both panels, the y-axis shows the relative importance of each parameter in the combined
analysis, with each parameter labelled by the x-axis (ordered from most to least predictive). The colour of each bar indicates the class of the parameter under
investigation, as labelled by the legend. Error bars show the variance of 10 independent training and testing runs; and the median performance metrics of the
set of independent runs (AUC for classification and MSE for regression) are displayed for both training and testing samples on each panel. Additionally, we
present a pie chart sub-plot on each panel showing the relative importance to the random forest analysis of each category of parameters, as labelled by the
legend. For star formation, almost all of the predictive power in these data is contained by �∗ alone, with local parameters being overwhelmingly the best set.
For quenching, there is a much flatter distribution of importance. None the less, central velocity dispersion is the most important single variable for predicting
quenching, and global parameters clearly perform as the most informative set.

(AUC = 0.88 in the testing sample). In the case where all
parameters are uncorrelated with each other, one would expect that
the RF relative importances mimic the absolute fraction of correctly
classified spaxels in the ANN analysis. This is clearly not the case
here as there is a much stronger decline in the relative importance
(in RF) than seen with the fraction of correctly classified spaxels
(in ANN). This indicates that some of the predictive power of these
individual parameters is derived from their correlations with one
another.

For the individual parameters, the most important variable in
our data set is clearly σ c, with all other parameters showing a

marked suppression relative to σ c when compared to the ANN
analysis (see Fig. 8). This strongly suggests that much of the
strength of correlation between, e.g. M∗ or MH and quenching arises
simply from their correlation with σ c. Interestingly, in the ANN
analysis σ c (measured within 1 kpc of the centre of the galaxy)
performed only slightly better than local σ (measured within each
spaxel), whereas in the RF analysis here, σ c clearly outperforms
σ . As such, if a single parameter is sought to parametrize central
galaxy quenching with, σ c is the best choice out of the parameters
we have considered (which is consistent with results from Wake
et al. 2012; Bluck et al. 2016 and Teimoorinia et al. 2016 for

MNRAS 492, 96–139 (2020)

D
ow

nloaded from
 https://academ

ic.oup.com
/m

nras/article-abstract/492/1/96/5637403 by U
niversity of C

am
bridge user on 28 February 2020



116 A. F. L. Bluck et al.

global studies of galaxies). None the less, it is evident that other
parameters are still useful for predicting central galaxy quenching
in conjunction with σ c. Overall, the rankings in absolute predictivity
(Fig. 8) and relative importance (Fig. 9) are similar for quenching,
it is just that in the RF we see more marked separation between
parameters, which is a result of the competitive nature of the RF
approach.

In the RF analysis the relative importance quantifies the use-
fulness of each parameter in concert with the other parameters.
Consequently, we may additionally explore the relative importance
of different classes of parameters for quenching, which would be
meaningless for the absolute predictivity in the ANN approach.
In the top panel of Fig. 9 we show a pie chart visualizing
the relative importance of each class: global-Non SF, local, and
environmental. Working collectively, global parameters account for
58 per cent of the reduction in impurity in the random forest, with
local parameters accounting for just 27 per cent and environmental
parameters just 16 per cent. Thus, quenching is primarily governed
by global parameters, out of the parameters considered in this
work. Even more interestingly, it is parameters associated with
the centre of galaxies (σ c and �c

∗) which are the most predictive
of the global parameters. Hence, quenching is most accurately
constrained by global parameters measured at the centre of galaxies.
We will consider in detail the ramifications of this result, and
possible theoretical explanations to it, in the discussion section
(Section 5).

In the bottom panel of Fig. 9, we show complementary results
from an RF analysis to predict actual �SFR values in star-forming
regions. The structure of this figure is identical to the one above.
For star formation, �∗ is overwhelmingly the most important
parameter out of the entire set. Consequently, local (spatially
resolved) parameters are almost entirely predictive of ongoing rates
of star formation, with a negligible contribution from global and
environmental parameters (see the pie chart in the bottom panel of
Fig. 9). Therefore, star formation is governed by local phenomena,
yet quenching is governed by galaxy-wide global phenomena. Even
a casual visual inspection of the two panels in Fig. 9 reveals that
the dependence of star formation on these parameters is radically
different to that of quenching. Quenching appears to be a much
more complex problem than star formation, in that many parameters
remain useful in the RF analysis for the former but the latter is
reduced to a single parameter problem.

Ultimately, the RF and ANN analyses yield highly consistent
results, but there are a few interesting subtle differences between
them. For example, for predicting �SFR values in star-forming
regions, the location of the spaxel within the galaxy (R/Re) is
the second best variable in the ANN analysis, whereas in the RF
analysis it performs notably worse, with an importance close to
zero. The reason for this is that �∗ and R/Re are correlated, given
that one finds the highest mass densities at the centre of galaxies.
As such, the RF accounts for this correlation by preferentially
weighting the most effective of the two parameters, whereas
the ANN simply records the accuracy obtainable with each in
isolation. This example highlights the main advantage, as well as
a possible disadvantage, of the RF approach. In RF we consider
the performance of each parameter relative to the rest of the set
(hence our choice of performance label). If one changes the input
variables one changes the relative importances for all parameters,
not only the new ones. In the ANN analysis this is not the case. The
performance of, say, M∗ is unrelated to the performance of every
other parameter. As a result, there is unique information contained
in the rankings of parameters with RF and ANN: the former treats

the ranking as a contest, whereas the latter treats each contribution
independently. For our data, the rankings are similar between
the two approaches, but there is no requirement that this be the
case.

Gas-phase analysis:
In the preceding part of this sub-section we investigate the full

star-forming sub-sample of spaxels. The advantage of the above
sample is that it is complete. However, the disadvantage is that
the majority of �SFR values are inferred indirectly through the
sSFR–D4000 relation (see Section 3.2). In this part, we consider the
emission-line BPT star-forming sub-sample (i.e. the sample shown
by the magenta line in Fig. 5). For this sample all �SFR values
are computed via dust corrected H α flux. This enables us to make
an important test on the rankings of the parameters in regression,
and also allows us to explore some additional parameters in the
gas-phase (which require emission line measurements to compute).

We present the results of our regression analysis for the BPT
star-forming sub-sample in Fig. 10. In comparison to the full star-
forming sub-sample (shown in the bottom panel of Fig. 9), most
parameters are raked in a very similar manner. Importantly, local
parameters are collectively still by far the best group, and �∗ is
by far the best individual parameter. This is especially reassuring
because in the prior analysis �∗ enters into the calculation of �SFR

via the conversion from sSFR(D4000). The fact that �∗ is still the
best parameter in the sample where �SFR is derived exclusively
through H α implies that this calibration cannot be responsible
for the high performance of �∗. As an additional check on the
regression analysis, in Appendix A we perform an alternative
analysis based on the �SFR values derived through full spectrum
multi-SSP model fitting. The main results are all identical to the
two versions presented here in the results sections.

For the high S/N emission line sample (analysed in this part of this
sub-section), we can also add spatially resolved parameters related
to the gas-phase properties of each spaxel. One parameter which is
particularly interesting is gas-phase metallicity, or more specifically
the oxygen abundance, defined as: Zg = 12 + log10(O/H). Here
we construct the oxygen abundance from the O3N2 index, via the
Marino et al. (2013) calibration for star-forming regions within
galaxies. Additionally, we include the level of gas extinction in
V band (AV), as inferred from the Balmer decrement, assuming a
Cardelli et al. 1989 attenuation curve. As noted at the start of this
section, the gas mass surface density (�g) is a particularly important
parameter to consider. However, accurate measurements of the
spatially resolved gas content of galaxies [e.g. through H I 21 cm
or CO(1–0) rotational transition measurements, for the atomic and
molecular phase, respectively] are not currently available for our
large sample of galaxies (or even a significant fraction of them).
None the less, in several works (e.g. Barrera-Ballesteros et al. 2018;
Concas & Popesso 2019; Piotrowska et al. 2019) �g is found to
correlate strongly with AV, or (essentially equivalently) the Balmer
decrement. As such, we may use AV as a conceptual proxy for �g,
assuming a constant gas-to-dust ratio and that AV traces the dust
mass along the line of sight.

In Fig. 10 we add the two gas-phase parameters (AV and Zg) to
the parameters that can be measured in all spaxels (star forming
and quenched; emission line and non-emission line). Collectively,
the gas-phase parameters perform second best, after the local (non-
gas-phase) parameters. Perhaps surprisingly (given the Kennicutt–
Schmidt relation, e.g. Kennicutt 1998), AV is not found to be the
best single parameter for predicting �SFR values. As with the full
star-forming sample, �∗ is still (by a very significant margin) the
best single parameter. Of course, it is certainly possible that a more
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Star formation and quenching in MaNGA 117

Figure 10. Reproduction of Fig. 9 (bottom panel) showing the results from an RF regression analysis to predict �SFR values in star-forming regions. However,
in this figure only spaxels with BPT emission lines with S/N > 3, which are furthermore identified as ‘star forming’ in the BPT diagram (see Fig. 2) are
included. Additionally, we include two gas-phase parameters: the V-band extinction (AV) and the gas-phase metallicity (Zg). Although local (non-gas-phase)
parameters still perform clearly as the best set, the gas-phase local parameters make a significant secondary contribution to the RF performance (as shown by
the pie chart).

accurate and direct measurement of �g would yield a better result
(indeed see Ellison et al. 2019 for evidence of this in a sample of
∼35 MaNGA galaxies observed with ALMA). None the less, it is
also possible that there is a significant variation in the efficiency of
star formation (SFE ≡ �SFR/�g = 1/τ dep) throughout, and between,
galaxies in our sample. Unfortunately, our present analysis is not
constraining in this regard. This notwithstanding, the gas-phase
parameters perform better at predicting �SFR than all of the global
and environmental parameters considered in this work, and all of the
local parameters except �∗. This suggests that the local gas-phase
properties within galaxies are important for setting ongoing levels
of star formation.

Gas-phase metallicity (Zg) performs as the third most predictive
variable in our RF regression analysis, although it is far less
informative that �∗. This is interesting because for global star
formation in galaxies, Ellison et al. (2008) established that Zg is
an important additional parameter to M∗ for setting total SFR,
which has been confirmed by many other works (see e.g. the
review by Maiolino & Mannucci 2019). This has become known
as the fundamental metallicity relation (FMR). However, there has
been much debate about whether there exists an FMR on resolved
scales for spaxels (e.g. Barrera-Ballesteros et al. 2018; Maiolino &
Mannucci 2019 and references therein). Our RF analysis in Fig. 10
reveals that resolved star formation is set primarily by �∗, with
only a very small (but still significant within the errors) additional
effect from Zg. Essentially, this result suggests that there is not a
significant FMR on resolved kpc-scales (at least on average in the
spaxel data), since the impact of gas-phase metallicity leads to only
marginal improvement on the prediction of �SFR over �∗ alone.

4.3 Principal component analysis: global versus local test

The main conclusion from the machine learning analysis of the
preceding section is that quenching is governed by global processes,
yet star formation is governed by local processes. This is an
important result because it sets the scale of interest for the two
processes. In other words, in order to understand quenching one

must look for global galaxy-wide physics, particularly with an
origin associated with the centre of the galaxy. On the other hand, to
understand ongoing star formation one must look for local spatially
resolved physics, occurring within each region of a star-forming
galaxy. Of course, it is possible that we are missing some critical
parameters that may ultimately change this conclusion. None the
less, the high level of classification and regression accuracy found
by both the ANN and RF analyses suggest that we are capturing at
least the majority of the information relevant for both star formation
and quenching (from kpc to Mpc scales).

In this section, we consider an alternative method to compare
the importance of local and global parameters to quenching and
star formation, which does not rely on machine learning. To this
end we utilize a principal component analysis (PCA) technique.
Specifically, we construct a local hyper-parameter [PC1(local)] from
the set of all local (spatially resolved) parameters for centrals:
σ , �∗, Z∗, and R/Re; and a global hyper-parameter [PC1(global)]
from the set of all global parameters for centrals, which are not
trivially connected to star formation: σ c, �c

∗, M∗, and B/T. First,
we rescale each parameter by subtracting off the mean value,
and normalizing by the standard deviation. Thus, the data are
first converted to a scale-free unitless form. We then apply a
standard eigenvector/eigenvalue decomposition of the combined
multidimensional data cubes. We take as our hyper-parameter for
each grouping the first principal component, which in all cases
contains the highest variance of the full set of hyper-parameters.
The local hyper-parameter acts as a proxy for the full local data set,
and the global hyper-parameter acts as a proxy for the full global
data set. Compressing the dimensionality of our data in this manner
is useful for visualizing the impact of each set of parameters on star
formation and quenching, as well as for exploring how important
local parameters are collectively at fixed global parameters, and
vice versa, without relying on (arguably more obscure) machine
learning techniques.

In Fig. 11, we present the PC1(global)–PC1(local) relationship,
as indicated by density contours (shown as black lines), for the
full central galaxy spaxel distribution (left-hand panel) and the star
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118 A. F. L. Bluck et al.

Figure 11. Final test of global versus local for star formation and quenching. Both panels plot the global hyper-parameter [PC1(global)] against the local
hyper-parameter [PC1(local)], which represent the first principal component for the global and local data sets, respectively. In the left-hand panel, the
PC1(global)–PC1(local) plane is colour coded by the fraction of quenched spaxels (fQS) in each hexagonal bin. Alternatively, in the right-hand panel, the
PC1(global)–PC1(local) plane is colour coded by mean star formation rate surface density (�SFR) in each hexagonal bin. From visual inspection, it is clear that
quenching progresses predominantly vertically (i.e. as a function of global parameters); whereas star formation (probed in star-forming regions) progresses
predominantly horizontally (i.e. as a function of local parameters). We quantify this effect using the axial ratio statistic (see equations 16 and 17). θQ shows the
angle (clockwise from vertical) with the steepest increase in fQS. Conversely, θSF shows the angle with the steepest increase in �SFR. There is a pronounced
rotation from global to local dependence as we change from θQ to θSF. Thus, quenching is a global process but star formation is a local process.

forming only sub-sample (right-hand panel). Before moving further,
it is interesting to note that the global hyper-parameter distribution
is highly bimodal for both samples, whereas the local hyper-
parameter distribution is uni-modal for both samples. This is a direct
consequence of several of the global parameters having bimodal
distributions or pronounced power-law tails (B/T, σ c, �c

∗), whereas
none of the local parameters exhibit bimodality. We separate each
panel in Fig. 11 into small hexagonal regions and display the fraction
of quenched spaxels (fQS, left) and the mean �SFR (right) as the
colour of each region, as labelled by the colour bars. Viewing
Fig. 11 by eye, it is clear that quenching progresses predominantly
vertically across the diagram, indicating that quenching is governed
primarily by global variables in our data. Conversely, the rate of
star formation in star-forming regions progresses predominantly
horizontally across the diagram, indicating that star formation is
governed by local variables in our data. This is qualitatively in line
with our conclusions from the RF analysis (above).

We construct a new statistic to quantify the dependence of
quenching (or star formation) on two parameters simultaneously.
We begin with the partial correlation coefficient (PCC), which
quantifies the strength of correlation between two variables at a
fixed third variable (see Bait, Barway & Wadadekar 2017; Bluck
et al. 2019). Specifically, the PCC is defined as

ρAB,C = ρAB − ρAC · ρBC√
1 − ρ2

AC

√
1 − ρ2

BC

, (15)

where, e.g. ρAB indicates the Spearman rank correlation coefficient
between variables A and B. The Spearman rank correlation expands
on the Pearson correlation statistic by first rank ordering parameters,
which essentially relaxes the assumption of linearity in favour of the
more mild assumption of monotonicity (which is clearly supported
by this data). Next, we utilize the PCC statistics of the colour
bar variable in Fig. 11 with each of the x- and y-axis variables
to construct the optimal route through each diagram to maximize
either quenching (left-hand panel) or star formation (right-hand

panel). We then construct the quenching axis by treating the two
PCC values as components of a vector, explicitly calculating

θQ = tan−1

(
ρYfQS,X

ρXfQS,Y

)
(16)

and

θSF = tan−1

(
ρY�SFR,X

ρX�SFR,Y

)
, (17)

where, e.g. ρYfQS,X indicates the partial correlation of fQS with the
y-axis variable, at fixed values of the x-axis variable. Thus, θQ

gives the angle clockwise from vertical (aligned with the y-axis)
which indicates the optimal direction through the two-dimensional
plane for maximizing the fraction of quenched spaxels. If θQ = 90◦

this indicates that the quenched fraction is entirely correlated with
the x-axis parameter, and entirely uncorrelated with the y-axis
parameter. Conversely, if θQ = 0◦ this indicates that the quenched
fraction is entirely correlated with the y-axis parameter, and entirely
uncorrelated with the x-axis parameter. A value of θQ = 45◦

indicates an even split in correlation between the x- and y-axes,
with quenched fraction depending equally on both axes. A negative
value of θQ indicates that the x-axis variable is negatively correlated
with the quenched fraction, at fixed values of the y-axis variable; and
a value of θQ > 90◦ indicates that the y-axis variable is negatively
correlated with the quenched fraction at fixed values of the x-axis
variable. As such, the quenching axis acts like a compass which
points in the direction of maximal quenching.

In exact analogy to θQ, θSF acts as a compass which points in the
direction of maximal increase in �SFR. Note that if the two processes
were equivalent (i.e. if quenching was a result solely of a lack of
star formation drivers in these data), one would expect θQ = θSF −
180◦ (accounting for quenching and increased star formation being
opposites). In both cases, errors are determined from a Monte Carlo
(MC) simulation, varying each parameter within its respective errors
and recomputing the correlation, partial correlation, and quenching
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Star formation and quenching in MaNGA 119

axis statistics in each case. The 1σ error is then taken as the variance
across the multiple MC runs.

We find that θQ = 16(±4)◦ and θSF = 93(±3)◦. Thus, star
formation is governed almost entirely by local processes, i.e. it is a
function solely of local variables in our data. Conversely, quenching
is much more dependent on global parameters than local parameters,
although there is a weak correlation between quenching and local
parameters, even at fixed global values. These results are in precise
accord with our prior machine learning analysis, and hence lend
further confidence to our overarching conclusion: that quenching is a
global galaxy-wide process, yet star formation is a locally dependent
phenomenon. Finally, it is important to highlight that the difference
θSF − θQ (= 77◦) is significantly offset from the expectation value
of 180◦ (for the simple assumption of quenching merely being an
extension of the star formation process). Therefore, we conclude
that star formation and quenching are distinct physical processes,
requiring different physical explanations which must operate on
very different physical scales. As noted before, this conclusion is,
of course, subject to change with the inclusion of new parameters.
However, the high degree of accuracy with which we can predict
star formation rates and the presence of quenching with these data
strongly suggests that the addition of new parameters is unlikely to
significantly change our conclusions.

4.4 Further insights from parameter profiles

In Sections 4.2.2 and 4.2.3, we find that σ c (evaluated within 1 kpc)
is the best-performing single parameter for classifying spaxels
into ‘star-forming’ or ‘quenched’ categories in central galaxies.
Curiously, σ measured at the spaxel location also performs very
well, and is in fact only slightly less constraining than σ c in the
ANN analysis. In the RF analysis, we do see that σ c is superior to σ ,
yet the latter still performs very well (and is indeed the second most
useful parameter in the RF). Alternatively, �c

∗ (evaluated within
1 kpc) is much more constraining of quenching than �∗ at the
spaxel location (in both the ANN and RF approach). In both cases
the central value is (significantly) more constraining than the value
at the spaxel location, but for �∗ this difference is much larger than
for σ . In this sub-section, we look at the mean profiles of σ and
�∗ to gain further insight into the results of the machine learning
analyses.

In Fig. 12 we show the mean profiles for σ (left-hand panel) and
�∗ (right-hand panel), each plot as a function of the elliptical semi-
major axis, normalized by the effective radius of the galaxy from
which it is drawn (measured in the r-band SDSS image). Results
are shown for centrals (solid lines) and satellites (dashed lines, for
comparison), and each panel is subdivided into ‘quenched’, ‘green
valley’, and ‘star-forming’ subsamples, based on the cuts in �SFRres

(shown in Fig. 5). For this analysis we select only well-resolved
galaxies, with effective radii greater than twice the full width at
half-maximum (FWHM) of the point spread function (PSF) on the
IFU reconstructed images (81 per cent of the spaxel data).

All of the σ profiles are very flat compared to the equivalent
�∗ profiles, which all exhibit a steep decline with radius. This
general trend is similar in the individual galaxy profiles as well, but
there is much more diversity in shape. However, for the machine
learning analysis it is the average properties of the spaxel data which
matters, since the network is not given the ability to determine which
spaxels come from which galaxy. For centrals, there is a very large
separation in average σ between the star-forming classes. Quenched
spaxels reside in galaxies with very high σ , whereas star-forming
spaxels reside in galaxies with very low σ . Green valley spaxels

are drawn from galaxies with intermediate σ , on average. These
differences are clear throughout the galaxy, up to 1.5 times the
effective radius (beyond this distance MaNGA has sparse coverage
and hence we cannot draw robust conclusions). The flatness of the
σ profiles further implies that knowing σ in any observed region
allows one to estimate σ c (within 1 kpc), with a high degree of
accuracy on average.

For centrals, varying the star-forming state of spaxels impacts
the �∗ profiles in a similar manner to the σ profiles. Quenched
spaxels reside in regions with higher �∗ on average than star-
forming spaxels, with green valley spaxels having intermediate
values. However, the magnitude of the difference is much less for
�∗ than for σ . Moreover, the steep gradient in �∗ as a function of
radius implies that one cannot infer the central �c

∗ (within 1 kpc)
simply from knowing the values of �∗ at a random location within
the galaxy. Thus, there is a high degree of variability within galaxies
with respect to �∗, and a much smaller variability with respect to
σ . Ultimately, the extent of variation in �∗ as a function of radius is
greater than the variation in �∗ as a function of star-forming state.
Essentially, this is the opposite result as to σ . This fact explains why
the ANN is similarly constraining in its predictive power with σ and
σ c, but is very different in its predictive power for �∗ and �c

∗. The
RF analysis, however, is more capable of separating the correlated
variables, revealing that it is indeed the central σ which matters
most for quenching. The fact that the central values of each of these
parameters is superior to the local value suggests that quenching
is governed by processes originating at the centre of galaxies.
Local parameters are only effective at predicting quenching if they
correlate strongly with the central region. This is the case for σ , but
not for �∗.

For satellites, variation in the star-forming state affects σ far
less than for centrals. Hence, spaxels from quenched satellites have
significantly lower values of σ , both at the spaxel location and in the
central regions of their galaxies, than quenched centrals. This result
is interesting because it suggests that σ c (and by extension σ in
the spaxel) is deeply connected to quenching in centrals, but much
less so for satellites. For �∗, the variation with star-forming class
is similar between centrals and satellites, comparable in magnitude
to the satellite case with σ , but much less pronounced than for σ

in central galaxies. There is a natural interpretation of this result
through evoking the MBH–σ c relationship (e.g. Ferrarese & Merritt
2000; Gebhardt et al. 2000; Saglia et al. 2016) which we present in
full in the Discussion section.

In summary of this sub-section, σ varies far more with star-
forming state than with location within the galaxy (up to 1.5
Re), which explains why σ and σ c perform so similarly in their
classification of spaxels. Conversely, �∗ varies significantly more
as a function of radius than as a function of star-forming state,
which explains why the predictive power of �∗ and �c

∗ differ
significantly in predicting star-forming classes. For both �∗ and
σ , it is the value of each parameter at the centre of the galaxy which
is most effective at predicting quenching (see Fig. 9). This fact is
simply more obvious for �∗ for the reasons outlined above. Thus, as
concluded in the previous three sub-sections, quenching is governed
by global parameters, particularly those associated with the central
most regions of central galaxies.

5 D I S C U S S I O N – W H AT QU E N C H E S C E N T R A L
GALAXI ES?

Before discussing in detail which physical mechanisms for quench-
ing galaxies are plausible in light of our machine learning results
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120 A. F. L. Bluck et al.

Figure 12. Velocity dispersion profiles (left-hand panel) and stellar mass surface density profiles (right-hand panel), shown separately for quenched (red),
green valley (green), and star-forming (blue) spaxels (as defined in Fig. 5). The profiles are shown separately for centrals (solid lines with shaded regions)
and satellites (dashed lines). Spaxels are selected only from galaxies which are well resolved (with Re > 2 × FWHM, 81 per cent of the spaxel sample).
The velocity dispersion profiles are relatively flat, whereas the mass surface density profiles steeply decline with radius. Interestingly, the offset in velocity
dispersion between quenched and star-forming centrals is far larger than the offset between quenched and star-forming satellites. For stellar mass surface
density, the differences between centrals and satellites are smaller.

and rankings, we first pause briefly to consider what we have
learned in terms of star formation. For star-forming regions within
galaxies, �SFR is most accurately constrained by the stellar mass
surface density of the region in question. Moreover, we find that
local (spatially resolved) parameters collectively perform far better
than global or environmental parameters in concert at estimating
�SFR within a given region of a star-forming galaxy. Thus, star
formation is a local process. Another way to put this is that �SFR

varies significantly within a given galaxy, in such a way that it
is highly correlated with other spatially resolved parameters, but
poorly constrained by global or environmental parameters. This
result is fascinating because it clearly demonstrates that a global
(galaxy-wide) view of star formation is necessarily incomplete.
Furthermore, from the local nature of star formation in galaxies
we conclude that the observed global trends with star formation,
particularly the star-forming main sequence (e.g. Brinchmann et al.
2004), is an emergent phenomenon arising from more fundamental
local processes (as also argued for in Cano-Diaz et al. 2016).

It would be entirely reasonable to conjecture that the same
emergence of global correlation from local processes may be true
for quenching as well as for star formation. However, in this work
we demonstrate that this is emphatically not the case. Despite the
considerably greater information held in the millions of spaxels with
unique local information, global parameters collectively predict
whether spaxels will be star forming or quenched with significantly
higher accuracy than local or environmental parameters. This result
is clearly seen in an ANN analysis (see Fig. 8), an RF analysis (see
Fig. 9) and in a PCA analysis (see Fig. 11). For central galaxies,
the best single parameter (not trivially connected to star formation)
for predicting whether a region will be star forming or quenched
is central velocity dispersion (see Fig. 9). This fact is remarkable
for two reasons: (1) no parameter at the location of the spaxel is
as effective at predicting quenching as a parameter measured at the
centre of the galaxy; and (2) for the parameters under investigation
in this work, a single number reflecting the central kinematics of a
galaxy is superior to thousands of local measurements for constrain-
ing quenching in central galaxies. Consequently, we conclude that
quenching is irreducibly a global process, at least in terms of the

parameters we have studied in this work and for the galaxy sample
under investigation here. As such, quenching affects galaxies as a
whole, and is best modelled as a function of global parameters.
This result immediately suggests that a stifling of gas supply into
galaxies (i.e. ‘starvation’ or ‘strangulation’) may be the dominant
quenching mode for centrals, since this mechanisms has the capacity
to engender galaxy-wide quenching (see also Peng, Maiolino &
Cochrane 2015; Trussler et al. 2019, for very similar conclusions
via independent reasoning).

The success of central velocity dispersion in predicting the star-
forming state of central galaxies is in agreement with previous work
(especially Wake et al. 2012; Bluck et al. 2016; Teimoorinia et al.
2016). However, crucially, these prior studies did not have access to
resolved star formation rates in galaxies (only the global total), and
furthermore did not have spatially resolved parameters to model
quenching with. As such, we significantly expand on these prior
works by investigating quenching on a resolved, as well as global
and environmental, scale. None the less, it is highly reassuring that
central velocity dispersion is also found to out-predict other global
and environmental parameters in previous studies, albeit without
knowledge of the spatially resolved dimension.

In the remainder of this discussion we consider a number of
possible quenching mechanisms, and carefully assess whether or
not they are consistent with our observational results.

5.1 The heating solution: three quenching paradigms

As discussed in the Introduction, in order for a galaxy to maintain
quiescence over a sustained period of time, cooling of the hot gas
halo must be prevented. In turn, this shuts down the inflow of cold
gas into a galaxy, which is needed as fuel for further star formation.
The most obvious solution to this cooling problem is via heating. In
the heating solution, energy is input into the system in order to offset
the expected cooling of the hot gas halo. The source of the energy
required to offset cooling will reveal the physical process(es) which
give rise to quenching in the heating scenario. In this discussion,
we consider three broad possibilities for the source of heating and
hence central galaxy quenching: (1) AGN feedback; (2) stellar
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and supernova feedback; (3) gravitationally driven virial shocks. In
selecting these three possible avenues for quenching we have drawn
upon a considerable body of prior research (including, Bower et al.
2006, 2008; Croton et al. 2006; Dekel & Birnboim 2006; Bluck
et al. 2014, 2016; Vogelsberger et al. 2014a,b; Henriques et al.
2015; Schaye et al. 2015). Although there are other possibilities for
the source of the energy needed to quench galaxies (e.g. magnetic
fields and cosmic rays), they have received much less attention to
date in the literature due to severe limitations involved in accurately
modelling these potential solutions.

In the following sub-sections of this Discussion we explore in
detail the MBH–M∗–MHalo parameter space for central galaxies in
MaNGA and in the SDSS.6 To aid in interpreting the following
results, in Appendix B we construct a simple analytic argument to
link these three observable parameters to theoretically motivated
sources of late-time heating and quenching in central galaxies. Our
main conclusion from Appendix B is that MBH traces the total
integrated energy released from AGN feedback over the lifetime
of a galaxy; M∗ traces the total integrated energy released from
supernova (Types I and II) feedback over the lifetime of a galaxy;
and MHalo traces the total integrated energy released from virial
shocks into the hot gas halo.

In our detailed analytic derivation, we find a direct proportionality
between black hole mass and total integrated AGN feedback energy
(as originally derived in Soltan et al. 1982), and an analogous direct
proportionality between stellar mass and integrated supernovae
energy (e.g. Henriques et al. 2019). For virial shocks, we find a
power-law dependence of energy on halo mass, with an exponent:
β ∼ 1.5 (broadly consistent with Dekel & Birnboim 2006; Dekel
et al. 2019). Consequently, quenching scaling primarily with MBH

indicates AGN feedback; quenching scaling primarily with M∗
indicates supernova and stellar feedback; and quenching scaling
primarily with MHalo indicates virial shock heating. The above is
exactly as one might intuit, but it is still highly useful to make this
case explicit.

Following our rationale in Bluck et al. (2016), we estimate
supermassive black hole mass from central velocity dispersion
via the tight MBH−σ c relation (e.g. Ferrarese & Merritt 2000;
McConnell & Ma 2013; Saglia et al. 2016). In order to estimate
supermassive black hole masses for our MaNGA sample, we utilize
the relationship from Saglia et al. (2016) for all galaxy types,
specifically computing

log(MBH[M�]) = 5.25 × log(σc[km s−1]) − 3.77, (18)

which gives a formal scatter against 96 dynamically measured black
hole masses of 0.46 dex. Detailed investigations in the appendices
of Bluck et al. (2016) demonstrate that varying the functional
form of the MBH−σ c relation for early and late types, or pseudo
and classical bulges, does not significantly affect the results or
conclusions of the following analyses. It is important to note that

6Note that black hole mass and halo mass are on the same conceptual
footing since they are both inferred indirectly through calibrations with
observational data. Halo mass is inferred from abundance matching, applied
to the total stellar mass of the group or cluster. Black hole mass is inferred
from the MBH−σ c relation. Even stellar mass (one might be tempted to
argue) is ultimately inferred from SED model fitting to optical waveband
measurements. The final uncertainties on these three measurements are
actually quite comparable (∼0.2–0.5 dex on average). We consider in detail
in Appendix A2 whether differential measurement errors could drive any of
our results (the answer is no).

these tests were performed on the SDSS DR7, which is the parent
sample for MaNGA.

The main advantage of re-phrasing our results with σ c to
estimated black hole mass [MBH(σ c)] is this allows us to link
our observed results much more clearly to theoretical predictions
(as explored in detail in Appendix B). For example, recent work
from Illustris (Bluck et al. 2016), Eagle (Davies et al. 2019), and
Illustris-TNG (Terrazas et al. 2019) make the direct prediction that
supermassive black hole mass is the key observable regulating
quenching in central galaxies. The reason for this is that black
hole mass traces the total integrated feedback energy released by
AGNs in these simulations (exactly as we analytically derive in
Appendix B from highly general theoretical arguments). In order
to test this prediction, it is essential to estimate black hole masses
for large samples of galaxies, which necessitates the use of a proxy.
Central velocity dispersion is perhaps the best known correlator to
central black hole mass, and more importantly is frequently found
to be the tightest correlator, out of commonly available observables
(e.g. Saglia et al. 2016 and references therein), which justifies our
chosen approach. None of our conclusions are sensitive to the exact
form of the MBH−σ c relation used, or whether or not different
relationships are used for different galaxy populations.

In Fig. 13 we present the full resolved main-sequence relationship
colour coded by black hole mass estimated from central velocity
dispersion, for centrals (left-hand panel) and satellites (right-hand
panel). For centrals, we find that the mean black hole mass varies
significantly between the star-forming and quenched density peaks
in the resolved main sequence. Hence, quenched spaxels are much
more likely to be drawn from host galaxies with higher mass black
holes than star-forming spaxels (in line with key predictions from
cosmological simulations; see Bluck et al. 2016; Davies et al.
2019; Terrazas et al. 2019). This segregation in black hole mass
is larger than for any other local, environmental or global parameter
considered in this work for central galaxies (which is a direct
consequence of the high performance of σ c in Section 4). For
satellite galaxies (right-hand panel of Fig. 13), the variation in black
hole mass between star-forming and quenched spaxels is much less
pronounced than for centrals. Thus, it is highly unlikely that black
hole mass can be the primary driver of quenching in satellites.
Ultimately, the difference between centrals and satellites in terms
of their spaxels’ dependence on black hole mass for quenching
suggests that different mechanisms must be sought to account
for quenching in the two cases (as argued for previously in Peng
et al. 2010, 2012; Woo et al. 2013; Bluck et al. 2014, 2016). We
will explore in detail the quenching of satellites in MaNGA in an
upcoming publication (Bluck et al. in preparation).

5.2 Central galaxy quenching in the MBH−M∗−MHalo

parameter space

5.2.1 Fraction of quenched spaxels analysis

The rankings shown in the machine learning sections are based
on the absolute number of correct classifications in ANN (Fig. 8),
and the usefulness of each parameter in conjunction with the other
parameters in an RF analysis (Fig. 9). Yet, perhaps even more
interesting is the question of how varying one parameter at fixed
other parameters affects the probability of a region within a galaxy
being quenched. To show this, in Fig. 14 we present the fraction
of quenched spaxels as a function of stellar mass, halo mass and
black hole mass (derived and motivated in the previous sub-section).
Critically, we subdivide each parameter into ranges of the other
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122 A. F. L. Bluck et al.

Figure 13. The resolved star-forming main-sequenced colour coded by estimated supermassive black hole mass for central galaxies (left-hand panel) and
satellite galaxies (right-hand panel). Black hole mass is inferred from the MBH−σ c relationship for all galaxy types taken from Saglia et al. (2016). For central
galaxies, it is clear that quenched spaxels reside preferentially in galaxies hosting significantly more massive black holes than the host galaxies of star-forming
spaxels. This result is much weaker for satellite galaxies. We quantify the variation in average host MBH between star-forming and quenched regions using the
�SF|Q statistic (defined in equation 12).

parameter, exposing the impact on resolved quenching of varying
one parameter at a fixed value of another parameter. This plot was
first devised in Bluck et al. (2016), where the same parameters
were investigated in terms of the global quenching of galaxies, i.e.
the fraction of quenched galaxies replaces the fraction of quenched
spaxels shown here. Whilst we may expect the performance of
these parameters to be similar to the global analysis, this is not
guaranteed given the potential for sub-galactic complexity in terms
of star formation and quenching.

In Fig. 14 we show (from left to right, top to bottom) the fraction
of quenched spaxels as a function of (a) stellar mass subdivided by
black hole mass, (b) black hole mass subdivided by stellar mass,
(c) halo mass subdivided by black hole mass, and (d) black hole
mass subdivided by halo mass. Comparing first the top row, we see
clearly that varying black hole mass at a fixed stellar mass leads
to a much greater impact on the fraction of quenched spaxels than
varying stellar mass at a fixed black hole mass. Similarly, in the
bottom row, varying black hole mass at a fixed halo mass leads to
a much greater impact on the fraction of quenched spaxels than
varying halo mass at a fixed black hole mass. Thus, black hole
mass is more fundamentally linked to the quenching of centrals
than either stellar or halo mass. This is the same conclusion as in
Bluck et al. (2016) but now for a resolved analysis of star-forming
and quenched regions within galaxies.

To quantify the above effect, we modify the novel area statistic
of Bluck et al. (2014, 2016) to apply to the fraction of quenched
spaxels, as opposed to quenched galaxies. We define the spatially
resolved area statistic as

area = 1

�α

∫ (
fQS(α|βupp ) − fQS(α|βlow )

)
dα, (19)

where fQS indicates the fraction of quenched spaxels at the x-axis
parameter α. This fraction is evaluated for a fixed range in parameter
β, where in this work we take βupp as the top 50 per cent in parameter
β and β low as the bottom 50 per cent in parameter β. To give an
example, in the top left panel of Fig. 14, α = M∗ and β = MBH,
the top right panel switches these around. Higher values of the

area statistic indicate a greater impact on quenching of varying the
β-parameter at fixed values of the α-parameter.

The advantage of sorting and using percentile ranges (as opposed
to using a fixed binning) is twofold. First, given that in general
the parameters under investigation are inter-correlated with each
other, a fixed binning would necessarily only extend for part of
the range of the x-axis. Secondly, splitting into a percentile range
allows the relative importance of parameter β at fixed α throughout
each individual value of α. The error on the area statistic is taken
as the Poisson counting error, and we have checked that this gives
reasonable values from a full Monte Carlo simulation. See Bluck
et al. (2016) for more details and tests on this statistical method,
particularly as applied to galaxy quenching.

Using the area statistic to quantify the impact of each parameter
at fixed values of the other parameters, we find that varying black
hole mass at a fixed stellar mass engenders more than three times
the variation in the quenched fraction of spaxels than the other way
around (top panels of Fig. 14). We find a similar result for black hole
mass at a fixed group halo mass as well (bottom panels of Fig. 14).
Thus, a difference of a few per cent in classification accuracy (in
Section 4) leads to a profound difference in the constraining power
at fixed values of the other parameters. As such, we conclude that
black hole mass (as inferred from central velocity dispersion) is
much more constraining of central galaxy quenching than either
stellar or halo mass. This result is very similar to what we found
for the fraction of quenched galaxies in Bluck et al. (2016). It is
highly interesting, however, that our present resolved study leads
to conclusions which are so similar to our prior galaxy-wide study.
This fact may lend further qualitative support to the overarching
conclusion of this paper – that quenching is fundamentally a global
process, i.e. not reducible to a set of more fundamental local
phenomena.

5.2.2 The quenching axis and comparison to the SDSS

Since we have established that quenching is a global process (see
Section 4), the spatially resolved dimension is, to leading order,
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Star formation and quenching in MaNGA 123

Figure 14. The fraction of quenched spaxels in central galaxies plot as a function of (a) stellar mass split into ranges of black hole mass (top left panel); (b)
black hole mass split into ranges of stellar mass (top right panel); (c) group dark matter halo mass split into ranges of black hole mass (bottom left panel); and
d) black hole mass split into ranges of halo mass (bottom right panel). The panels in this figure should be compared row-wise. It is clear that varying black
hole mass at a fixed stellar or halo mass engenders a much greater impact on the fraction of quenched spaxels than varying stellar or halo mass at a fixed black
hole mass. We quantify this effect by measuring the area contained by the upper 50 percentile to the lower 50 percentile (defined in equation 19). We find that
varying black hole mass at a fixed stellar or halo mass impacts the quenched fraction by greater than a factor a three times more than varying stellar or halo
mass at a fixed black holes mass. [Note: black hole masses are inferred from the MBH−σ c relationship (Saglia et al. 2016), and halo masses are inferred from
an abundance matching technique applied to the total stellar mass of the group or cluster (Yang et al. 2009).].

unimportant for investigating quenching (unlike for star formation).
Hence, the SDSS DR7 parent sample of MaNGA provides a rich
data source with a hundred times more galaxies than currently
observed with MaNGA, from which we can meaningfully analyse
galaxy quenching. In this sub-section, we make a brief comparison
to the essential quenching results in the SDSS.

In Fig. 15 we show the relationship between black hole mass
(estimated from central velocity dispersion) and stellar and halo
mass in the SDSS (top row) and in MaNGA (bottom row). For
the SDSS sample, we restrict to face-on objects in order to utilize
the measured velocity dispersion in the aperture as a tracer of the
actual velocity dispersion in the stellar population, rather than a
noisy estimator of rotation. We construct a weighting to counteract
the systematic loss of galaxies at low masses (and disc-dominated
morphologies) from our sample as in Bluck et al. (2016). In the
SDSS sample, quenching is defined via the logarithmic distance
from the (global) star-forming main sequence, whereby systems
with �MS < −1 are deemed quenched, and systems with �MS

> −1 are deemed star forming (see Bluck et al. 2016 for full
details). For the spaxel sample, quenching is defined as in Fig. 5
and throughout this paper. On all panels of Fig. 15 the relationships
are split into hexagonal bins, with a bin size chosen to achieve at
least 10 galaxies per bin (note in the SDSS the number of galaxies
per bin is far higher than this). The fraction of quenched galaxies
(for the SDSS) and quenched spaxels (for MaNGA) is indicated by
the colour of each bin, and labelled by the colour bar in each panel.

Viewing Fig. 15 by eye, it is clear that the fraction of quenched
galaxies and spaxels varies primarily as a function of black hole
mass for centrals, and indeed there is very little variation in either
fQG or fQS at a fixed black hole mass with either stellar or halo mass.
Qualitatively at least, the general trends between the resolved and
global plots of Fig. 15 are similar, albeit with the MaNGA data
being much noisier.

We apply our quenching axis statistic (defined in Section 4.3,
see equation 16) to the SDSS in the top panels of Fig. 15, and
to MaNGA in the bottom panels of Fig. 15. We find that the
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124 A. F. L. Bluck et al.

Figure 15. Quenching comparison for central galaxies between the SDSS (top row) and MaNGA (bottom row). Specifically, this figure plots: (a) estimated
black hole mass versus stellar mass, colour coded by the fraction of quenched galaxies (fQG) within each hexagonal bin (for the SDSS); (b) black hole mass
versus group halo mass, also coloured by fQG (for the SDSS); (c) the same as (a) but for MaNGA using the fraction of quenched spaxels (fQS); (d) the same as
b) but for MaNGA using fQS in the colour bar. In all panels, density contours are shown as light black lines and the median relationships are shown as a thick
black lines. Hexagonal bins display the quenched fraction statistics, and bin sizes are chosen to achieve a minimum of 10 galaxies per bin (for both MaNGA
and the SDSS). On all panels it is clear that the fraction of quenched galaxies (or spaxels) varies primarily as a function of black hole mass, not stellar or halo
mass. We quantify this effect with the quenching axis (θQ, explained in equation 16 and associated text.).

quenching axis is much closer to 0◦ than to ±90◦ in all cases,
indicating that black hole mass is much more strongly correlated
with quenching, at fixed values of stellar and halo mass, than the
other way around. In this sense, Fig. 15 is in qualitative agreement
with Fig. 14 for MaNGA, and the results of Bluck et al. (2016) for the
SDSS.

Interestingly, for both stellar mass and halo mass in the SDSS we
find that θQ < 0◦, which indicates that increasing stellar or halo mass
at a fixed black hole mass actually decreases the probability of a
galaxy being quenched. This result is significant for stellar mass, but
is marginal for halo mass. Ultimately, finding negative values of the
quenching axis is very interesting because it reveals that the strong
positive correlations between stellar and halo mass and the fraction
of quenched galaxies (e.g. Baldry et al. 2006; Peng et al. 2010,
2012; Woo et al. 2013) are entirely removed, and even inverted, at a
fixed black hole mass. Therefore, the relationships between stellar

and halo mass and the quenching of galaxies must be explained
as originating from a deeper connection between quenching and
black hole mass (see also Bluck et al. 2016; Teimoorinia et al.
2016; Terrazas et al. 2016, 2017 for similar conclusions). Thus,
phenomenologically at least, mass quenching is black hole mass
quenching.

For MaNGA, we find that the quenching axis is consistent with
0◦ for both stellar and halo mass, and hence there is no significant
effect on quenching from either stellar or halo mass at a fixed
black hole mass. However, the errors on the fraction of quenched
spaxels in MaNGA are higher than in the SDSS, due to a lack
of distinct galaxies (2500 versus 400 000 centrals). Nonetheless,
the general conclusions from these analyses are the same in both
surveys: quenching is significantly more correlated with black hole
mass than with stellar or halo mass, especially at fixed values of the
other variables.
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Given the theoretical arguments presented in Appendix B (and
summarized above), the clear dependence of central galaxy quench-
ing on black hole mass (as estimated from central velocity disper-
sion) is consistent with quenching via AGN feedback. Furthermore,
the lack of correlation between quenching and stellar or halo mass
(at a fixed black hole mass) strongly disfavours models which
quench central galaxies through stellar, supernova or virial shock
feedback processes. See Appendix B for a much more detailed
consideration of the theoretical implications of these observational
results. It is important to emphasize here that the lack of correlation
between stellar or halo mass and quenching, at fixed black hole
mass, reveals that the strong positive correlations between these
parameters cannot be causal in nature, as has been argued for in
many prior works (e.g. Dekel & Birnboim 2006; Peng et al. 2010,
2012; Woo et al. 2013, 2015; Dekel et al. 2019). The fact that the
strong correlation between quiescence and black hole mass remains
even at fixed stellar or halo mass is highly encouraging for the AGN
feedback model, but, of course, it remains possible that some even
deeper connection will in the future be discovered. We consider
some important caveats in the final sub-section of this Discussion
section.

5.3 Alternative explanations to heating

AGN feedback emerges from our analysis as the most probable
heating source for quenching central galaxies (see the preceding
sub-sections), and is furthermore currently the favoured model in
the literature (see the Introduction, and also – Bower et al. 2006,
2008; Croton et al. 2006; Vogelsberger et al. 2014a,b; Schaye
et al. 2015; Somerville & Dave 2015; Brennan et al. 2017; Nelson
et al. 2018; Henriques et al. 2019). However, given the lack of a
fully realized model for the coupling of AGN feedback to galaxy
hot haloes, and the relative lack of direct observational evidence
(although see Fabian 2012; Hlavacek-Larrondo et al. 2012, 2018),
alternatives to the AGN feedback paradigm (and indeed heating
itself) exist in the literature. In this final sub-section we consider
the leading alternatives to AGN heating, and determine whether
they may offer plausible explanations to our observational results
or not.

The major alternative to AGN feedback for explaining the
tight dependence of central galaxy quenching on central velocity
dispersion is morphological quenching (Martig et al. 2009). In
this scenario, galaxies quench not due to a lack of cool gas
accreted on to the galaxy but due to tidal toques preventing the
gravitational collapse of giant molecular clouds. There are two
serious issues with this explanation though: (1) a natural prediction
of the morphological quenching model is that the gas fraction of
massive quenched galaxies would be similar to the gas fraction of
massive star-forming galaxies, which is observed not to be true
(e.g. Saintonge et al. 2011, 2016, 2017; Piotrowska et al. 2019);
and (2) morphological quenching is an unstable solution. Small
perturbations in the form of minor mergers or internal galaxy
relaxation would disturb gas clumps enough to allow periodic bursts
of star formation in giant ellipticals, which are not observed. At the
very least, if one wants to employ morphological quenching to
explain our observational results, additional mechanisms to reduce
the gas fraction in galaxies will also be required. This is not a
small effect, since the (molecular and atomic) gas fraction is found
to drop by up to a factor of 10 (Saintonge et al. 2016, 2017),
and yet cooling models without heating through feedback predict a
significant increase in the gas fraction of high-mass galaxies. Thus,
feedback mechanisms would still be needed (most likely through

AGN heating) in order to prevent excessive cooling of gas from
the hot gas halo into galaxies, required to match observations. As
such, we conclude that, given the alternatives currently discussed
in the literature, AGN feedback is the most efficient and probable
explanation of our observational results.

We also consider the possibility that the close connection between
quenched fraction (of spaxels and galaxies) and central velocity
dispersion is a causal. First, we emphasize again that correlation
does not imply causation, and hence a tight correlation does not
allow us to infer causation directly. None the less, if a model predicts
a tight correlation between two observables and observations rule
this out, rejection or improvement of the model is required. In
this sense, we have found consistency between the predictions
of a generalized AGN feedback model and observations on both
global and spatially resolved scales. Thus, we need not reject the
AGN feedback paradigm on the basis of the observational evidence
provided in this paper. It remains possible, however, that some future
model would perform as well in some respects and better in others,
and should this occur we would then adopt that model as the most
probable explanation to the observations.

Lilly & Carollo (2016) argue that the observed size evolution in
galaxies leads to an a causal explanation of the tight correlation
between the fraction of quenched systems and measures of central
density (e.g. bulge mass, central density and perhaps central velocity
dispersion). Galaxies which quench earlier in the history of the
Universe will be smaller and denser for their mass than galaxies
which quench later, or indeed are still star forming today. This
argument is often referred to as ‘progenitor bias’ because it
highlights that single epoch studies are incapable of comparing
quenched objects to the type of star-forming objects that were their
progenitors. It is important to note that these types of argument
offer no explanation as to why galaxies quench, but simply urge
caution in interpreting the significance of the correlation between
mass density and quenching. As a field, we must still come up with
a plausible quenching mechanism, we just cannot rely solely on
contemporary observations to constrain this accurately.

There are three results that strongly suggest that progenitor
bias is not the dominant reason behind the strong correlation
between quenched fraction and central velocity dispersion: (1) The
predictivity of central velocity dispersion and central mass density
is far less for satellites than for centrals (see Fig. 13), and yet a
simple interpretation of the a causal model would leave all quenched
objects denser than star-forming objects, because they quenched at
a time in the Universe’s history when galaxies were smaller for
their mass. (2) In Bluck et al. (2016) we find that central velocity
dispersion is still the most effective global parameter for predicting
the presence of centrals in the green valley. Hence, assuming that
green valley centrals are undergoing quenching now, the difference
in their inner structures cannot be attributed to progenitor bias. (3)
Finally, and most importantly, it is not clear how size evolution
alone can give rise to the strong correlation between central
velocity dispersion and quenched fraction. Though smaller for their
mass (and hence denser), galaxies at higher redshifts do not have
significantly higher central velocity dispersions than low-redshift
galaxies selected at the same stellar mass (e.g. Forster Schreiber
et al. 2006, 2009, 2011). In fact, galaxies at z ∼ 2 are found to
be more disc dominated and more frequently rotationally supported
than similar mass galaxies at z ∼ 0 (e.g. Forster Schreiber et al. 2009;
Bluck et al. 2012; Buitrago et al. 2013, 2014; Mortlock et al. 2013).
Note also that the observed increase in disc velocity dispersion is
significantly smaller than the required increase in central velocity
dispersion, by up to an order of magnitude. Therefore, progenitor
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bias does not appear to be a serious concern for central velocity
dispersion, even if it may be for mass density.

In conclusion, none of the current alternatives to the heating
solution for quenching central galaxies are fully in line with
observations. More specifically, morphological quenching fails
to explain the extensive reduction in gas fraction of high-mass
quenched systems; and the progenitor bias argument fails to account
for why quenched centrals have substantially higher central velocity
dispersions than star-forming centrals (especially when satellites do
not). Thus, as discussed in the Introduction, heating has become the
favoured approach for explaining both the cooling problem and
quenching in massive galaxies. Within the heating paradigm, the
observational results presented in this paper provide strong support
for AGN feedback as the underlying heating source (particularly
in the radio/maintenance-mode). Furthermore, we also find strong
evidence to disfavour supernova feedback and virial shocks as
significant quenching mechanisms in high-mass galaxies.

6 SU M M A RY

We present an analysis of over 5 million spaxels from ∼3500 galax-
ies taken from the SDSS-IV MaNGA survey (DR15). We estimate
star formation rate surface densities (�SFR) for all spaxels belonging
to galaxies via a two-stage approach. If the spaxel has high S/N (>3)
in all of the BPT emission lines, and is furthermore identified as ‘star
forming’ on the BPT diagram, we utilize dust corrected H α flux to
infer its �SFR. If the spaxel has low S/N (<3) in any of the BPT
emission lines, or else if it is identified as ‘AGN’ or ‘composite’
on the BPT diagram, we estimate �SFR from the observed resolved
correlation between sSFR and the strength of the 4000 Å break
(D4000). In this manner we obtain an indicator of star formation
for every galaxy spaxel in the sample (>99 per cent), unlike in
the majority of publications to date utilizing IFU spectroscopy.
We validate our hybrid H α–D4000 approach for estimating �SFR

against alternative methods in Appendix A [from SSP model fitting
and EW(H α)]. None of the results or conclusions presented in this
paper depend critically on the choice of SFR method. We present
the complete resolved star-forming main sequence in Fig. 3 for the
first time.

We develop a machine learning approach utilizing a multilay-
ered ANN to classify spaxels into ‘star-forming’ and ‘quenched’
categories based on information from individual, and strategic
groupings, of parameters measured at various scales. Specifically,
we consider parameters from three broad ranges: local (spatially
resolved, measured at the spaxel location), global (one value per
galaxy, pertaining to the galaxy as a whole), and environmental
(one value per galaxy, pertaining to the environment in which the
galaxy resides). Additionally, we train our ANN architecture to
predict actual �SFR values in star-forming regions, via regression.
We also utilize a random forest analysis to ascertain how effective
parameters are in concert for predicting star formation rates and
quenching. Our primary results from the machine learning analyses
are as follows:

(i) We find that global parameters (acting in concert) are far su-
perior to local and environmental parameters at predicting whether
regions within central galaxies will be star forming or quenched (see
Figs 8 and 9, upper panels). Thus, quenching is a global process not
reducible to a set of more fundamental local processes, at least at
the ∼kpc resolution scale of MaNGA.

(ii) For central galaxies, we find that central velocity dispersion
is the most predictive single parameter for determining whether

regions within galaxies will be star forming or quenched (see Fig. 9,
upper panel). This result is in qualitative agreement with Bluck et al.
(2016) and Teimoorinia et al. (2016), which utilize single aperture
spectroscopy from the SDSS. However, we significantly expand on
those earlier works by including spatially resolved parameters in
our analysis, and by considering star formation and quenching as
spatially resolved phenomena, which may vary across a galaxy.

(iii) For predicting actual �SFR values in star-forming regions
(via regression), we find that local parameters are by far the most
effective group for all galaxy types. Furthermore, the stellar mass
surface density (�∗) at the spaxel location is by far the most
predictive single parameter for estimating �SFR in star-forming
regions (see Figs 8 and 9, lower panels). Thus, star formation is
a local process, governed by spatially resolved phenomena at the
spaxel location.

(iv) We present an additional test on the machine learning results
utilizing a principal component analysis. Once again we confirm
that quenching is governed by global parameters, yet star formation
is governed by local (spatially resolved) parameters (see Fig. 11).

(v) In Appendix A we provide extensive testing of the stability of
the main results presented above. We demonstrate that the ranking
of parameters is highly stable to sample selection, SFR method, and
the impact of measurement error and noise.

In Appendix B, we demonstrate through analytic derivation that
MBH traces the total integrated energy released from AGN feedback,
M∗ traces the total integrated energy released through supernovae
(of all types), and MHalo traces the total energy released from virial
shocks. Armed with these theoretical insights, in Section 5 we ex-
plore quenching throughout the MBH–M∗–MHalo parameter space for
central galaxies. We estimate MBH from central velocity dispersion
and MHalo from an abundance matching technique applied to the
total stellar mass of the group. Through a variety of statistical
tests (see Figs 14 and 15, and associated text) we determine that
black hole mass is the main driver of quenching in central galaxies.
Furthermore, stellar and halo mass are both very poor tracers of
quenching, at fixed black hole mass. Therefore, we conclude that
black hole mass (as estimated via central velocity dispersion) is
the key observable parameter driving quenching, consistent with
modern predictions for AGN feedback (particularly in the radio
mode). Additionally, we conclude that supernova feedback and
virial shocks are not significant quenching mechanisms for central
galaxies.

In summary, we find that quenching is fundamentally a global
process, governed for centrals by the properties of the innermost
regions within galaxies. Conversely, star formation is a local
process, governed by the physical conditions at the spaxel location.
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Sérsic J. L., 1963, BAAA, 6, 41
Shull J. M., Smith B. D., Danforth C. W., 2012, ApJ, 759, 23
Sijacki D., Springel V., Di Matteo T., Hernquist L., 2007, MNRAS, 380,

877
Silk J., Rees M. J., 1998, A&A, 331, 1
Simard L. et al., 2002, ApJS, 142, 1
Simard L., Mendel J. T., Patton D. R., Ellison S. L., McConnachie A. W.,

2011, ApJ, 196, 11
Soltan A., 1982, MNRAS, 200, 115
Somerville R. S., Dave R., 2015, ARA&A, 53, 51
Spindler A. et al., 2018, MNRAS, 476, 580
Springel V. et al., 2005, Nature, 435, 629
Tacchella S. et al., 2015, Science, 348, 314
Tasca L. A. M. et al., 2009, A&A, 503, 379
Teimoorinia H., Bluck A. F. L., Ellison S. L., 2016, MNRAS, 457, 2086
Terrazas B. A., Bell E. F., Henriques B. M. B., White S. D. M., Cattaneo A.,

Woo J., 2016, ApJ, 830, 12
Terrazas B. A., Bell E. F., Woo J., Henriques B. M. B., 2017, ApJ, 844, 170
Terrazas B. A. et al., 2019, MNRAS, preprint (arXiv:190602747)
Thorne K. S., 1974, ApJ, 191, 507
Tombesi F., Cappi M., Reeves J. N., Palumbo G. G. C., Yaqoob T., Braito

V., Dadina M., 2010, A&A, 521, 57
Tozzi P., Norman C., 2001, ApJ, 546, 63
Trussler J., Maiolino R., Maraston C., Peng Y., Thomas D., Goddard D.,

Lian J., 2019, MNRAS, preprint (arXiv:181109283)
van den Bosch F. C. et al., 2007, MNRAS, 376, 841
van den Bosch F. C., Aquino D., Yang X., Mo H. J., Pasquali A., McIntosh

D. H., Weinmann S. M., Kang X., 2008, MNRAS, 387, 79
Veilleux S. et al., 2013, ApJ, 776, 27
Vogelsberger M. et al., 2014a, Nature, 509, 177
Vogelsberger M. et al., 2014b, MNRAS, 444, 1518

MNRAS 492, 96–139 (2020)

D
ow

nloaded from
 https://academ

ic.oup.com
/m

nras/article-abstract/492/1/96/5637403 by U
niversity of C

am
bridge user on 28 February 2020

http://dx.doi.org/10.1146/annurev.aa.32.090194.001425
http://dx.doi.org/10.1146/annurev-astro-081811-125521
http://dx.doi.org/10.1111/j.1365-2966.2005.09896.x
http://dx.doi.org/10.1088/0004-637X/776/1/63
http://dx.doi.org/10.1086/312838
http://dx.doi.org/10.1051/0004-6361/201015164
http://dx.doi.org/10.1093/mnras/sty3449
http://dx.doi.org/10.1086/163218
http://dx.doi.org/10.1086/504403
http://dx.doi.org/10.1088/0004-637X/706/2/1364
http://dx.doi.org/10.1088/0004-637X/731/1/65
http://dx.doi.org/10.1086/425155
http://dx.doi.org/10.1086/312840
http://dx.doi.org/ 10.1051/0004-6361/201628174 
http://dx.doi.org/10.1051/aas:1999375
http://dx.doi.org/10.1093/mnras/stv989
http://dx.doi.org/10.1146/annurev-astro-081913-035722
http://dx.doi.org/10.1093/mnras/stv705
http://dx.doi.org/10.1093/mnras/stx1010
http://dx.doi.org/10.1093/mnras/stz577
http://dx.doi.org/10.1088/0004-637X/696/1/891
http://dx.doi.org/10.1088/0004-637X/782/1/9
http://dx.doi.org/10.1111/j.1365-2966.2011.20405.x
http://dx.doi.org/10.1088/0004-637X/805/1/35
http://dx.doi.org/10.1093/mnras/stx3160
https://arxiv.org/abs/astro-ph/9905116
http://dx.doi.org/10.1086/524362
http://dx.doi.org/10.1088/0004-637X/715/1/202
http://dx.doi.org/10.1093/mnras/stw2126
http://dx.doi.org/10.1093/mnras/sty3256
http://dx.doi.org/10.1111/j.1365-2966.2003.07154.x
http://dx.doi.org/10.1146/annurev.astro.36.1.189
http://dx.doi.org/10.1086/321545
http://dx.doi.org/10.1088/0004-637X/788/1/11
http://dx.doi.org/10.1088/0004-6256/150/1/19
http://dx.doi.org/10.3847/0004-6256/152/4/83
http://dx.doi.org/10.3847/0004-637X/833/1/1
http://dx.doi.org/10.1007/s00159-018-0112-2
http://dx.doi.org/10.1111/j.1745-3933.2012.01303.x
http://dx.doi.org/10.1051/0004-6361:20021140
http://dx.doi.org/ 10.1051/0004-6361/201321956 
http://dx.doi.org/10.1088/0004-637X/707/1/250
http://dx.doi.org/10.1088/0004-637X/764/2/184
http://dx.doi.org/10.1146/annurev.astro.45.051806.110625
http://dx.doi.org/10.1086/312662
http://dx.doi.org/10.1093/mnras/sts489
http://dx.doi.org/10.1088/0067-0049/210/1/3
http://dx.doi.org/10.1093/mnras/stt793
http://dx.doi.org/10.1046/j.1365-8711.2002.05770.x
http://dx.doi.org/ 10.1086/517918 
http://dx.doi.org/10.1093/mnras/stx3040
http://dx.doi.org/10.1051/0004-6361:200810346
http://dx.doi.org/10.1093/mnras/stu331
http://dx.doi.org/10.1093/mnras/stu1802
http://dx.doi.org/10.1086/337919
http://dx.doi.org/10.1088/0004-637X/721/1/193
http://dx.doi.org/10.1038/nature14439
http://dx.doi.org/10.1088/2041-8205/764/1/L1
http://arxiv.org/abs/1911.06693
http://dx.doi.org/10.1093/mnras/stw096
http://dx.doi.org/10.1086/344170
http://dx.doi.org/10.3847/0004-637X/818/1/47
http://dx.doi.org/10.1111/j.1365-2966.2011.18677.x
http://dx.doi.org/10.1093/mnras/stw1715
http://dx.doi.org/10.3847/1538-4365/aa97e0
http://dx.doi.org/10.1086/423234
http://dx.doi.org/ 10.1051/0004-6361/201117353 
http://dx.doi.org/10.1051/0004-6361/201220669
http://dx.doi.org/10.1093/mnras/stx808
http://dx.doi.org/10.1093/mnras/stz019
http://dx.doi.org/10.1093/mnras/sty2730
http://dx.doi.org/ 10.1051/0004-6361/201527450
http://dx.doi.org/ 10.1051/0004-6361/201731486 
http://dx.doi.org/10.1103/RevModPhys.58.1
http://dx.doi.org/10.1093/mnras/stu2058
http://dx.doi.org/10.1088/0004-637X/759/1/23
http://dx.doi.org/10.1111/j.1365-2966.2007.12153.x
http://dx.doi.org/10.1086/341399
http://dx.doi.org/10.1088/0067-0049/196/1/11
http://dx.doi.org/10.1093/mnras/200.1.115
http://dx.doi.org/10.1146/annurev-astro-082812-140951
http://dx.doi.org/10.1093/mnras/sty247
http://dx.doi.org/10.1038/nature03597
http://dx.doi.org/10.1126/science.1261094
http://dx.doi.org/10.1051/0004-6361/200912213
http://dx.doi.org/10.1093/mnras/stw036
http://dx.doi.org/10.3847/2041-8205/830/1/L12
http://dx.doi.org/10.3847/1538-4357/aa7d07
http://arxiv.org/abs/190602747
http://dx.doi.org/10.1086/152991
http://dx.doi.org/10.1051/0004-6361/200913440
http://dx.doi.org/10.1086/318237
http://arxiv.org/abs/181109283
http://dx.doi.org/10.1111/j.1365-2966.2007.11493.x
http://dx.doi.org/10.1111/j.1365-2966.2008.13230.x
http://dx.doi.org/10.1088/0004-637X/776/1/27
http://dx.doi.org/10.1038/nature13316
http://dx.doi.org/10.1093/mnras/stu1536


Star formation and quenching in MaNGA 129

Voigt L. M., Schmidt R. W., Fabian A. C., Allen S. W., Johnstone R. M.,
2002, MNRAS, 335, 7

Wake D. A., van Dokkum P. G., Franx M., 2012, ApJ, 751L, 44
Wang E., Lilly S. J., Pezzulli G., Matthee J., 2019, ApJ, 877, 132
Westfall K. B. et al., 2019, AJ, 158, 231
Wetzel A. R., Tinker J. L., Conroy C., van den Bosch F. C., 2013, MNRAS,

432, 336
Wichchukit S., O’Mahony M. J., 2010, Food Sci., 75, R183
Woo J., Ellison S. L., 2019, MNRAS, 487, 1927
Woo J. et al., 2013, MNRAS, 428, 3306
Woo J., Dekel A., Faber S. M., Koo D. C., 2015, MNRAS, 448, 237
Woo J., Carollo C. M., Faber S. M., Dekel A., Tacchella S., 2017, MNRAS,

464, 1077
Xia X. Y., Xue S. J., Mao S., Boller T., Deng Z. G., Wu H., 2002, ApJ, 564,

196
Yan R. et al., 2016, AJ, 151, 8
Yang X., Mo H. J., van den Bosch F. C., Pasquali A. L., Cheng B. M., 2007,

ApJ, 671, 153
Yang X., Mo H. J., van den Bosch F. C., 2008, ApJ, 676, 248
Yang X., Mo H. J., van den Bosch F. C., 2009, ApJ, 695, 900

APPENDIX A : TESTS ON THE STA BILITY OF
T HE MAIN R ESULTS

In this appendix we show a variety of tests and checks on the primary
results and conclusions of this paper. We start with an analysis of two
alternative prescriptions for estimating �SFR (via an alternative H α

method and photometric SFRs derived from SSP model fitting). We
then consider the impact of measurement error on the main results.
All of the tests we perform indicate that the results presented in
the main body of the paper are highly stable to the above potential
issues.

A1 Alternative approaches for estimating �SFR and classifying
spaxels

Our two-stage approach for estimating �SFR from dust corrected
H α flux or the sSFR–D4000 relation (used throughout the main
body of the paper, see Section 3) is a simple, empirically motivated
method, which passes all of our intrinsic tests on its performance.
However, it is important to ascertain whether or not the adoption of
alternative methodologies for estimating �SFR would significantly
impact any of our results or conclusions. In this part of the appendix
we consider two such alternatives.

First we consider a qualitatively similar approach by inferring
�SFR from dust corrected H α flux. However, in this approach we
do not require that the H β line is detected at S/N > 3 in the
spaxel. Instead, we take the average value of the Balmer decrement
measured at an approximately constant galacto-centric radius. The
advantage of this approach is that it allows us to recover significantly
more spaxels from which an approximate dust correction can be
made (∼60 per cent versus 20 per cent). The disadvantage of this
approach is that the dust correction is more approximate, missing
variation as a function of azimuthal angle (e.g. as a result of dust
lanes and spiral features). The key advantage of recovering more
spaxels would be lost if we still categorized spaxels solely through
their location on the BPT diagram (as in Fig. 2), since an accurate
H β flux in the spaxel would still be required. To combat this,
we utilize an identical approach to Cano-Diaz et al. (2016) and
Sánchez et al. (2017) to identify star-forming regions approximately
by location on the BPT diagram (lower than the Kewley et al. 2001
line, without S/N cuts) and additionally though a cut in EW(H α) >

6 Å (which has been shown to be highly effective at identifying star-

forming regions). We also correct for the impact of AGB-ionized
diffuse gas on the SFR measurement, by subtracting off EW(H α) ∼
1 Å (following Binette et al. 1994). Note that the EW(H α) cut and
correction are largely redundant in our original analysis because
our imposed S/N limit on H β leads to very high H α fluxes in
all cases, which almost invariably leads to high EW(H α) values
as well.

All considered, ∼50 per cent of galaxy spaxels are given a �SFR

value from this alternative technique, a significant improvement
over the original approach in terms of completeness. None the
less, that still leaves around half of the data set without a �SFR

measurement [due to either low S/N in H α or low EW(H α)].
This necessitates either the assumption that all of those regions are
quenched (which is premature, given the possibility of low-mass
surface densities and/or high extinction), or the use of an alternate
method (e.g. through the sSFR–D4000 relation or SSP model fitting)
to determine their star-forming state. This is especially important to
do carefully if the goal is to probe quenching (as in this paper). As
with all of the �SFR values used in this paper, we adopt the Kennicutt
1998 calibration assuming a Salpeter IMF and utilize a flat 	CDM
cosmology (with parameters given at the end of Section 1). Full
details on this methodology are provided in Sánchez et al. (2017,
2018), and references therein.

In the top panels of Fig. A1 we present a direct comparison
of our �SFR values against the version outlined above. On the
left-hand panel we show the comparison just for our BPT star-
forming sample (comparing H α with H α). In the right-hand panel
we show the results for our complete hybrid sample. There is
excellent agreement between the two methods, with a very high
correlation strength, low offset, and small scatter. Furthermore, the
best fit from linear regression shows a gradient very close one
in all samples, indicating essentially no systematic bias between
these two approaches. In one sense this may be unsurprising,
since both methods use dust corrected H α flux to infer �SFR.
However, in the alternative approach (described above) the D4000
index is not used at all, whereas in our approach it actually sets
the majority of �SFR values (in the top right panel of Fig. A1).
Furthermore, the different approaches utilize different prescriptions
for identifying star-forming regions, which given the similarity in
their final �SFR values lends further confidence to both approaches.
Ultimately, the excellent agreement between these two methods
strongly implies that our results for star-forming regions would
be essentially identical if we implemented these alternative �SFR

measurements into our analysis. Indeed, we have explicitly tested
this and it is the case.

The chief disadvantage of utilizing H α exclusively in the esti-
mation of �SFR is that it is not detected in >40 per cent of galaxy
spaxels. Although it might be tempting to assume that all of these
spaxels with null detections in H α are quenched, this could also be
due to low surface mass densities and/or high levels of extinction
(as noted above). To combat this issue, we adopt the sSFR–D4000
calibration throughout the main body of this paper, but there are
other possible approaches to consider.

The stellar decomposition of observed spectra by PIPE3D allows
us to derive the amount of dust-corrected light (and mass) that
originates from stars with different ages (within a given sampling
defined by our chosen SSP model library). Based on that decompo-
sition, it is possible to estimate the cumulative assembly of stellar
mass along the look back time (taking into account the redshift
of the object). More specifically, we co-add the observed masses
at each age across all cosmological epochs to the present. Then,
assuming that all assembled mass is due to star formation, the SFR
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Figure A1. Direct comparison of �SFR methods, with all axes showing a distinct measurement of �SFR. The x-axes show the �SFR values utilized throughout
the main body of the paper (left-hand panels from H α only for BPT star-forming regions, shown in blue; and right-hand panels from the H α–D4000 hybrid
method for all star-forming regions, shown in red). The top panel y-axes show an alternative H α based method [utilizing an EW(H α) threshold to identify
star-forming regions, and an average Balmer decrement at constant radius to incorporate more spaxels into the analysis]. The bottom panel y-axes show
photometric �SFR values derived from SSP fitting. On each panel the bias, dispersion (σ ), correlation strength (ρ), gradient (m), and offset (c) of a linear
regression fit are all displayed. Light coloured lines and shaded regions indicate linearly spaced density contours. Solid coloured lines indicate the best-fitting
lines from linear regression, and the black dashed lines indicate the 1:1 relation. There are strong correlations between all methods in all samples. The H α

based methods are particularly highly correlated, and exhibit a near 1:1 relation. Comparing to the photometric SFRs, the relationships are clearly not 1:1 but
there remains a reasonably tight relationship.

at each time is derived simply as the differential cumulative stellar
mass in each time-step with respect to the adjacent one, divided
by the time range (see Sánchez et al. 2019b for a more complete
discussion of this method). Finally, we estimate the actual SFR by
combining the stellar mass assembled in the last 32 Myr (divided
by this time range), following precisely the prescription outlined in
detail in González Delgado et al. (2016) and Sánchez et al. (2018).
This gives a photometric estimate of �SFR obtained via fitting to
SSP models. Finally, if there are no stars formed within 32 Myr, as
ascertained by the ages of the SSPs, we assume the star formation
rate is zero and give this a nominal low value (analogous to in
our D4000 method). It is important to stress that the time-scales of
�SFR(H α) and �SFR(SSP) are different (probing the average rate
of star formation over ∼4 and 32 Myr, respectively). None the less,
both prescriptions lead to a meaningful estimate of spatially resolved
star formation, which can be used to validate each approach.

In the bottom panels of Fig. A1 we present a direct comparison of
our estimated �SFR from H α in BPT star-forming regions (left) and

for all spaxels via our hybrid H α and D4000 approach (right) with
the �SFR(SSP) values described above. As seen before in Sánchez
et al. (2018, 2019a) there is a strong correlation between these �SFR

approaches; however, the relationship is manifestly not one-to-one.
This is expected since the two methods probe different time-scales,
and, moreover, use entirely different methodologies. None the less,
the strong correlation between the measurements (especially in the
full-sample case, bottom right panel of Fig. A1) is encouraging.

Since the two H α methods give such similar results we do not
consider them further here. The SSP method, on the other hand,
is worth exploring further since the �SFR values show significant
differences with respect to the H α methods. To this end, we
reproduce our entire machine learning analysis (see Section 4.2)
utilizing �SFR(SSP) instead of �SFR(H α|D4000). For the sake of
brevity, we focus only on the RF analyses here.

In the bottom panel of Fig. A2 we show the results from an RF
regression analysis to predict �SFR(SSP) values in star-forming
regions [here defined as sSFR(SSP) > 1011 yr−1], for central
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Star formation and quenching in MaNGA 131

Figure A2. Top panel: Reproduction of the RF classification analysis to predict quenching in central galaxies (originally presented in Fig. 9, top panel), here
using a quenched threshold set by photometric sSFR(SSP) values to train the network. Bottom panel: Reproduction of the RF regression analysis to predict
�SFR values in star-forming regions for central galaxies (originally presented in Fig. 9, bottom panel), here using photometric SFR values derived from SSP
fitting to train the network. Note that the D4000 index is not used in any way in this figure. Both analyses lead to very similar results and identical conclusions
to the original versions.

galaxies. All of the main features of our original analysis with
�SFR(H α|D4000) (shown in Fig. 9) are recovered exactly. Local
parameters, acting in concert, are still by far the most predictive
group, and stellar mass surface density (at the spaxel location) is still
overwhelmingly the most predictive single parameter. The rankings
of all other parameters are also very similar to the original case, and
are largely negligible in importance. Hence, we have demonstrated
that the use of very different �SFR measurements leads to essentially
identical results in our star-forming analysis.

For comparison to our quenching classification analysis, we
adopt an analogous approach defining star-forming regions as
having sSFR(SSP) > 1011 yr−1, and quenched regions as having
sSFR(SSP) < 1011.5 yr−1, removing <10 per cent per cent of green

valley spaxels which lie between these limits. In total 87 per cent
of spaxels are classified identically in both methods, and of the
misclassifications a significant fraction lie in the green valley of
one or both methods. We show the results for an RF classification
analysis based on SSP measurements in the top panel of Fig. A2,
for central galaxies. As with the star-forming regression analysis,
all of the main features of the quenching classification analysis
are identical to the hybrid H α–D4000 method (shown in Fig. 9).
More specifically, global parameters still perform as the best group;
central velocity dispersion is still the most predictive single variable
(and of course the most predictive global variable); halo mass is
still the most predictive environmental parameter; and velocity
dispersion at the spaxel location is still the most predictive local
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132 A. F. L. Bluck et al.

Figure A3. Reproduction of Fig. 14, classifying spaxels into star-forming and quenched sets via the SSP photometric SFR values, with a threshold at
sSFR(SSP) = 10−11.5 yr−1. Varying this threshold by ±0.5 dex leads to no significant difference in these results. Note that this method is entirely independent
of the D4000 index. It is clear that black hole mass (as estimated from central velocity dispersion) impacts the quenched fraction of spaxels significantly more
at fixed values of stellar and halo mass than the other way around (exactly as seen in Fig. 14).

parameter. All other rankings are very similar to the original
analysis as well, with the only notable difference being that �c

∗
and MH exchange places. Thus, we have established that the SFR
methodology is not critical for establishing the results of this paper,
since a very different approach leads to almost identical results.

Additionally, we have experimented with even more methods for
classifying spaxels (based on the age of the stellar population, pure
H α detection, and combinations of the above); and incorporated
random noise into the input parameters at various levels (based
on their error estimates). All of this extensive testing yields
essentially identical results to that presented in the main body of the
paper: quenching is fundamentally a global process; whereas star
formation is governed locally. The best parameter for predicting
the level of star formation in star-forming regions is �∗, and the
best parameter for predicting quenching in centrals is σ c.

Finally, we test the relative performance of MBH(σ c), MHalo, and
M∗ for predicting quenching in the SSP analysis, to compare to our
hybrid H α–D4000 analysis (shown in the main body of this paper).
To achieve this, we reproduce the fraction of quenched spaxels
analysis of Fig. 14 here in Fig. A3 for the SSP SFRs, defining
quenched and star-forming regions as above. We recover an almost
identical result, whereby the impact on the quenched fraction of

varying black hole mass (estimated from central velocity dispersion)
at fixed stellar or halo mass is ∼three times greater than the other
way around. Therefore, the primacy of black hole mass in governing
central galaxy quenching is recovered in the SSP analysis, which
strongly suggests that this important result is not dependent on the
method used to classify spaxels into star-forming and quenched
categories.

A2 The impact of measurement errors on the primary results
of this paper

Throughout this paper we have investigated the connection of a host
of global, local, and environmental parameters to star formation
and quenching. In our analysis we have used the largest and most
accurate catalogues of these measurements currently available.
None the less, the performance of a given parameter (or group of
parameters) is limited by the accuracy with which each parameter is
measured. Naturally, increasing the measurement error on a given
parameter will decrease its accuracy in predicting the level of star
formation in a spaxel. Parameters with similar relative errors on
their measurements may be compared freely, but parameters with
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Star formation and quenching in MaNGA 133

Figure A4. Reproduction of Fig. 15 SDSS results with random noise added to both axes.

a higher level of discrepancy in their error must be compared with
caution.

The majority of parameters studied in this work have similar
relative errors on their measurements. For example, global stellar
mass, mass surface density in the spaxel, and mass surface density in
the central 1 kpc all have a typical error of ∼0.2–0.3 dex. Hence, the
significant difference in performance between global and local mass
measurements cannot be attributed to differences in their errors.
Moreover, given that local parameters perform best at predicting
�SFR values in star-forming regions, yet perform worst at predicting
whether spaxels will be quenched or star forming, these differences
cannot be attributed to measurement error. In the case where,
for example, local parameters were measured with significantly
less accuracy than global parameters, one would expect the latter
always to outperform the former. This is clearly not the case. As
such, the general conclusions presented throughout this paper (i.e.
that star formation is a local process and quenching is a global
process) cannot be explained by evoking the possibility of different
measurement uncertainties between the parameters, and groups.
Furthermore, the ranking results from the machine learning analyses
of Section 4 are all highly stable to sample variation, SFR method,

and to the addition of random noise into the data (as discussed in
the previous sub-section). Thus, for the vast majority of parameters,
we can safely conclude that our results are not dominated by errors
in the measurements.

On the other hand, some parameters which performed quite
similarly in terms of their predictive power (e.g. halo mass and
central velocity dispersion) may indeed have different levels of
uncertainty on their measurements, which can potentially impact
their rankings. The most important parameters to consider in this
respect are M∗, MHalo and MBH(σ c), which have proved very
important in our interpretation (see Section 5 and Appendix B).
Given that we have found quenching to be a global process and
hence that the spatially resolved dimension is largely unimportant
(to leading order at least), we concentrate in this appendix on the
MaNGA parent sample, SDSS DR7. The principal advantage of
this approach is to utilize a much larger sample of galaxies (∼500
000 versus 3500) in order to investigate the potential impact of
measurement errors on the rankings. In general, statistical noise
tests are much more reliable on large samples.

In Fig. A4 we show the MBH–M∗ relation (left-hand panels) and
the MBH–MHalo relation (right-hand panels), each colour coded by

MNRAS 492, 96–139 (2020)

D
ow

nloaded from
 https://academ

ic.oup.com
/m

nras/article-abstract/492/1/96/5637403 by U
niversity of C

am
bridge user on 28 February 2020



134 A. F. L. Bluck et al.

Figure A5. Reproduction of Fig. 15 SDSS results with random noise added to the y-axis only.

the fraction of quenched galaxies. In the top panel we introduce a
moderate amount of random noise to each parameter, at the level of
0.2 dex. In the bottom panel we introduce a high level of random
noise to each parameter, at a level of 0.5 dex. The low noise level
represents an approximate lower limit to the error on each parameter,
and the high noise level represents a conservative upper limit to the
error on each parameter. These plots may be compared with the
originals in Fig. 15.

Qualitatively, in Fig. A4 we see that progression from star
forming to quenched (transitioning from blue to red in colour)
occurs primarily in the vertical direction, for all realizations of
the data considered. This is the same as seen for the unperturbed
data in Fig. 15. We quantify this effect by using the quenching
axis statistic (see equation 16, and associated text). As before, we
find that the quenching axis points far more in the vertical than
horizontal direction. Thus, increasing the random noise equally to
both axes does not significantly impact the main conclusion from
this analysis: that quenching is more closely dependent on black
hole mass than halo or stellar mass.

However, if one of the masses were measured much less accu-
rately than the others this could impact the results in a way that

would not be mimicked by adding random noise to all axes. This
type of differential error can be modelled by adding noise to just
one axis. The essential idea is to add random noise to the parameter
one expects to be measured more accurately in order to level the
playing field with the other parameters.

In Fig. A5 we reproduce Fig. A4 but this time applying the 0.2
and 0.5 dex random noise only to the vertical axis (i.e. to MBH).
The reason for this is to simulate the hypothetical effect of halo
mass and stellar mass being measured less accurately than black
hole mass by a level of 0.2 and 0.5 dex, respectively. In all cases,
the quenching axis still points more vertically than horizontally, and
hence the conclusion that black hole mass is more connected with
quenching in centrals than either stellar or halo mass is robust to both
random error and differential random error up to a level of at least
0.5 dex. Therefore, even if the black hole masses were measured
three times more accurately than the halo and stellar masses, we
can still robustly conclude that it is black hole mass, not stellar or
halo mass, which drives quenching. In order to achieve a quenching
axis of 45◦ (i.e. an equal importance of MBH and M∗ or MHalo to
quenching centrals) we would need to raise the differential noise
level on MBH to ∼1 dex. Thus, in order for our primary conclusion
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Star formation and quenching in MaNGA 135

(that black hole mass is more important for quenching than either
stellar or halo mass) to be invalid, black hole masses would need
to be measured a factor of ten times more accurately than stellar or
halo masses!

More realistically, it is likely that the average total error on
the stellar masses is ∼0.3 dex (see Mendel et al. 2014); and the
total error on the halo masses is ∼0.5 dex (taking into account
uncertainties in the abundance matching and assignment of galaxies
to groups; see Yang et al. 2009). The error on the central velocity
dispersions are relatively low, ∼0.1–0.2 dex, but the total error on
the estimated black hole masses is likely much higher at ∼0.5–0.6
dex (taking into account the scatter on the MBH–σ c relationship,
see Saglia et al. 2016). Consequently, the level of differential error
considered in Fig. A5 is most probably (far) greater than that actually
present in the data. Thus, the fact that we find the quenched fraction
to still depend much more tightly on black hole mass than on stellar
or halo mass leads us to conclude that measurement errors cannot be
dominating this main result of the paper. It is important to highlight
that this need not have been the case. In the event that adding
random noise to MBH resulted in an inversion of the trend with
quenching, one ought then to conclude that the results are potentially
determined by the accuracy of the measurements. Fortunately, with
the data from the SDSS and MaNGA we are far removed from this
uncertain regime.

Finally, we emphasize that the most important test to the rankings
and conclusions of this paper will come when a large enough
sample of dynamically measured halo and black hole masses may
be compared in terms of their galaxy quenching (realistically, this
is most probably at least several decades away for the sample sizes
studied in this paper). However, preliminary steps in this direction,
comparing stellar mass with dynamically measured black hole mass
for ∼90 objects, are indeed completely consistent with our analysis
(see Terrazas et al. 2016, 2017).

A P P E N D I X B: TOWA R D S A TH E O R E T I C A L
E X P L A NAT I O N O F C E N T R A L G A L A X Y
QU E N C H I N G – A N A NA LY T I C A P P ROAC H

To understand more concretely the connection between stellar, halo
and black hole mass and the quenching of central galaxies we
construct a meta-model7 of quenching in this appendix. In general,
the probability of a galaxy being quenched may be parametrized as
follows (e.g. Bluck et al. 2016):

PQ =
∑

j

(
fj (WQM,j − φact,j )

)
, (B1)

where WQM is the work done to the system by the quenching
mechanism, and φact is the activation threshold for quenching to
take effect. This type of model can be naturally applied to heating
versus cooling, outflows versus inflows, and ejecta kinetic energy
versus the binding energy of the ejected material (amongst many
other possible scenarios). However, in this appendix we will focus
on possible quenching mechanisms via heating.

To ensure that the probability of quenching is sufficiently flexible
in its response to the energetics of the system, we express the
quenching probability as an arbitrary function (f) of the net energy
(WQM − φact). Additionally, we take a sum over all j-quenching

7A theoretical framework for comparing different models, which share
common features.

processes, i.e. supernova heating, AGN heating, and virial shock
heating. For a single quenching process, the probability of a galaxy
being quenched is given simply by

PQ = f (WQM − φact) = f (εEQM − φact), (B2)

where in the second expression ε indicates the coupling efficiency of
the quenching mechanism, i.e. the fraction of energy released by the
physical process which couples to the halo to engender quenching.
For concreteness, we may consider the sigmoid activation function
(S-curve) as a likely functional form, which has the following
properties:

f (x) ≈ S(x) ≡ 1

1 + e−κx
, (B3)

where we take x = (WQM − φact) and κ is an arbitrary scaling
parameter controlling the rate of transition (e.g. accounting for the
possibility of fast or slow quenching). The sigmoid function has
several desirable properties: at energies well below the activation
threshold the probability of quenching is zero; at values well above
the activation threshold the probability of quenching is 1; and at
values around the activation threshold there is a monotonic transition
from star forming to quenched, with a variable rate of transition.
However, it is important to note that the following arguments are
not function dependent, and thus the sigmoid function is purely
illustrative of how one might construct a toy model of this type. We
next consider AGN feedback, supernova feedback and virial shocks
in turn as sources of heating in haloes.

B1 AGN feedback

For AGN feedback, the total energy released in forming a black
hole (of mass MBH) is given by (e.g. Soltan et al. 1982; Silk & Rees
1998):

EAGN =
∫ t0

tf

LAGN(t) dt =
∫ t0

tf

c2ηAGN
dMBH

dt
dt, (B4)

where the luminosity of an AGN is given by LAGN = c2ηAGN�BH,
and �BH is the accretion rate of the black hole (≡dMBH/dt). ηAGN

is an efficiency parameter which quantifies the fraction of mass
converted to energy (electromagnetic radiation) in the accretion
process. Observational and theoretical constraints set the value of
ηAGN = ∼0.1 (e.g. Thorne 1974; Soltan et al. 1982; Elvis et al.
1994).

The resulting functional form of the above equation motivates a
change of variables from time to mass of black hole, and thus we
find

EAGN = c2
∫ MBH

0
ηAGN dM ′

BH. (B5)

To proceed further, it would be advantageous to remove the effi-
ciency parameter (ηAGN) from the integral. Even if ηAGN is variable
in MBH, by assuming the existence of a mass (or equivalently time)
average of the variable ηAGN, we may write

EAGN = 〈ηAGN〉c2
∫ MBH

0
dM ′

BH = 〈ηAGN〉c2MBH (B6)

and thus

EAGN ∝ MBH ⇒ WAGN ∝ MBH, (B7)
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136 A. F. L. Bluck et al.

where the constant of proportionality is given formally by c2

multiplied by

〈ηAGN〉 ≡
∫ MBH

0 ηAGN dMBH∫ MBH
0 dMBH

. (B8)

If the above integral exists, then the logic of the preceding steps
are sound. Note that, in general, 〈ηAGN〉 may depend on the final
mass of the black hole (MBH) but not the time dependent mass
(M ′

BH (t)). Thus, we arrive at a very simple expression for the total
energy released in forming a black hole, which is independent of
both the accretion history and the detailed physics of the accretion
process (as in Silk & Rees 1998). Consequently, we may interpret
our estimated black hole masses throughout the Discussion section
as being directly proportional to the AGN feedback energy (modulo
the efficiency), and hence also to the work done to the system via
AGN feedback (see equation B2).

B2 Supernova feedback

Analogous arguments to those presented above for AGNs may be
applied to the energy released by supernovae (SN). The total energy
released by supernovae over the history of a galaxy is given by

ESN =
∫ t0

tf

LSN(t) dt =
∫ t0

tf

c2ηSNfSN
dM∗
dt

dt, (B9)

where fSN is the fraction of new stellar material which will undergo
a supernova (Type I or II) in each time-step, and ηSN quantifies the
efficiency of mass-to-energy conversion in the nuclear processes
of a supernova. It is important to emphasize that supernovae are
far less efficient than AGN at converting mass to energy, with ηSN

found to be in the range 0.0001–0.001 (e.g. Burrows et al. 2006;
Dalla Vecchia & Schaye 2012). By changing variables, combining
fSN and ηSN into a single parameter (η̃SN), and using the assumption
of the existence of a time (or, equivalently, mass) average of η̃SN,
we find

ESN = c2〈η̃SN〉
∫ M∗

0
dM ′

∗ = c2〈η̃SN〉M∗ (B10)

and thus

ESN ∝ M∗ ⇒ WSN ∝ M∗, (B11)

where the average modified efficiency parameter is given formally
by

〈η̃SN〉 ≡
∫ M∗

0 ηSNfSN dM ′
∗∫ M∗

0 dM ′∗
. (B12)

Providing the above integral exists, and may be solved at least
numerically, the above line of reasoning leads inevitably to the
conclusion that the total energy released from supernova explosions
scales with the total stellar mass of the galaxy, with the constant
of proportionality set by 〈η̃SN〉. This result is in exact analogy
to the result for AGNs, discussed above. Once again, we arrive
at a simple expression which is independent of both the star
formation history of the galaxy, and the detailed nuclear physics
of supernovae. Consequently, to leading order, we may interpret
the stellar masses used throughout the Discussion section as a
proxy for the total integrated energy from supernovae in each
system.

However, note that in general 〈η̃SN〉 may vary as a function of
the final stellar mass of the galaxy (M∗). Although the efficiency of
mass-to-energy transfer in SN (ηSN) is unlikely to vary significantly,

the fraction of new stellar material added to the galaxy which
will undergo a supernovae (fSN) will depend on both the initial
mass function (IMF) and the fraction of the established stellar
population added via mergers. Hence, a variable IMF with stellar
mass (e.g. Conroy, Gunn & White 2009; Conroy et al. 2012, 2013)
would lead to a second-order modification to the above simple
direct proportionality between mass and energy. Furthermore, since
mergers contribute a greater fraction of stars to higher mass systems
(e.g. Bluck et al. 2009, 2012; Duncan et al. 2014; Ownsworth et al.
2014), the direct proportionality between mass and energy may be
reduced (and hence become sub-linear) at higher masses. Thus, in
full generality, the total energy released from supernovae may be
given as a function of the total stellar mass of the galaxy, which
simplifies further to direct proportionality in the case of constant
efficiency, IMF, and merger fraction.

B3 Virial shock heating

For halo mass quenching, the above arguments are not directly
applicable because the formation of virial shocks is not a result of
mass-to-energy transfer. Instead, halo mass quenching from virial
shocks arises from: first, the conversion of gravitational potential
energy into ordered kinetic energy of an in-falling clump of matter;
and secondly, the conversion of some fraction of the in-fall kinetic
energy to a disordered form (i.e. heat). Nevertheless, we may
construct an analogous line of reasoning, in the hope of yielding a
similar simple expression for the energy released via shock heating
of a halo, which is independent of the detailed formation history of
the halo and the complex physics of shocks.

We begin with the virial relations for a dark matter halo (e.g. Mo,
van den Bosch & White 2010):

�H = −GMv

Rv

, Mv = 4π

3
�vρcrit(a)R3

v , (B13)

where Mv and Rv are the virial mass and radius, respectively. ρcrit is
the critical density of the Universe (which varies as a function of the
scale factor a ≡ 1/(1 + z)). �v is the virialized overdensity, which
is equal to 200 for a flat matter dominated Universe, and in general
(for a more complex cosmological energy budget) varies weakly
as a function of a. By substituting Rv from the second expression
above into the first we obtain

�H = −G
(4π�v

3

)1/3
M2/3

v ρcrit(a)1/3. (B14)

Thus, the gravitational potential is a function of the virial mass of
the halo and the critical density of the Universe.

In general, the dependence of the critical density on the scale
factor is given by (e.g. Hogg 1999):

ρcrit(a) = 3H (a)2

8πG
= 3H 2

0

8πG

(

r,0

a4
+ 
M,0

a3
+ 
K,0

a2
+ 
	

)
,

(B15)

where 
X for X = (r, M, K, 	) indicates the ratio of energy density
to the critical energy density for radiation, matter, curvature, and
a cosmological constant, respectively. The subscripts of 0 indicate
the present value of those parameters, and H indicates the Hubble
parameter (≡ ȧ/a). Proceeding with simple analytics utilizing the
above formula is not possible. However, the contribution to the
energy density of the Universe of both curvature and radiation is
negligible throughout the vast majority of the assembly history of
dark matter haloes. Furthermore, the mass density of the Universe
has dominated until relatively recently in the Universe’s history (at
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z ∼ 0.3, e.g. Huterer & Shafer 2018). As such, we may proceed
with the simplifying assumption that the Universe is both flat and
matter dominated and still yield useful results. In this simple case
the overdensity parameter yields �v = 200, which sets Mv = M200

≡ MH (as defined in this paper and in Yang et al. 2007, 2009). Using
these assumptions, equation (B15) (above) simplifies considerably
to

ρcrit(a) = 3H 2
0 
M,0

8πG

1

a3
(B16)

⇒ �H = −(GH0)2/3(100
M,0)1/3 M
2/3
H

a
, (B17)

where the second expression above results from inserting the first
expression above into equation (B14), and setting Mv = MH.

For a clump of baryonic material falling from rest at infinity on
a radial plunge orbit into a virialized dark matter halo, the total
kinetic energy of the clump entering the halo will be

EK,clump = −�H · Mclump (B18)

and thus (inserting equation B17 into the above),

EK,clump = (GH0)2/3(100
M,0)1/3 M
2/3
H Mclump

a
. (B19)

Since this is the source of energy for virial shocks, we may define
the incremental increase in the thermal energy of the halo from
shock heating to be

δEshock = ηshock · EK,clump, (B20)

where ηshock is the fraction of kinetic energy of the in-falling
clump of material which is converted into heat via the formation
of virial shocks. By inserting equation (B19) into equation (B20),
and furthermore noting that the baryonic mass of the clump may be
expressed as Mclump ≈ fb · δMH (assuming the cosmological baryon
fraction for the clump, fb), we arrive at

δEshock = ηshock · (GH0)2/3(100
M,0)1/3 · M
2/3
H

a
· fbδMH. (B21)

Integrating over time (or equivalently integrating over the incre-
mental mass accreted), we find that the total energy released via
shocks into the halo is

Eshocks = 〈η̃shock〉
∫ MH

0

(M ′
H)2/3

a
dM ′

H, (B22)

where we have simplified the above expression by collating the
constants into the efficiency parameter by defining

〈η̃shock〉 = (GH0)2/3(100
M,0)1/3fb〈ηshock〉. (B23)

The formal solution for the time-averaged conversion efficiency is
given by

〈ηshock〉 =
∫ Mv

0 ηshock((M ′
v)2/3/a) dM ′

v∫ Mv

0 ((M ′
v)2/3)/a) dM ′

v

. (B24)

It is important to stress that the efficiency of shock heating (ηshock)
will in general depend of the mass of the halo, and hence the
average shock heating efficiency (〈ηshock〉) will depend on the final
mass of the halo. More specifically, Dekel & Birnboim (2006) and
Dekel et al. (2009) find through hydrodynamical simulations that the
efficiency of shock formation is low (essentially zero) in low-mass
haloes, and rises to high values (of order unity) in high-mass haloes.
The critical transition in shock formation occurs at Mcrit ∼ 1012 M�
(Dekel & Birnboim 2006). Hence, to leading order, we may model

ηshock as a step function centred on the critical halo mass. In such a
simple picture, the above arguments motivate a change in the lower
integration limit in equation (B22) from zero to Mcrit. However, a
change to the lower integration limit will not alter the proportionality
with final halo mass (only offset this by a constant value), and
hence we leave the integral in equation (B22) unchanged. As noted
before (e.g. Woo et al. 2013), this type of model predicts a sharp
transition in quenching around the critical halo mass, which it is
crucial to note is not observed at a fixed black hole mass (see Figs 14
and 15).

Unlike for AGN and SN feedback (discussed above), the resultant
integrals (equations B22 and B24) are not trivially a function of mass
alone. Hence, we have demonstrated that it is not possible to remove
the dependence of the energy from virial shocks on the accretion
history of material into the halo. This is perhaps unsurprising in this
case, given that the energy transfer process of shocks is necessarily
dependent on the evolving gravitational potential. Ultimately, the
reason for the dependence on the exact accretion history is that the
radius of a dark matter halo (in a matter dominated flat Universe) is
given by RH ∝ M

1/3
H a, and hence haloes of a given fixed mass were

smaller at earlier cosmic times, resulting in a higher gravitational
potential for their mass. The presence of the scale factor in
the above integrals is a direct consequence of this well-known
effect.

To proceed further, we must assume something about the accre-
tion of material into haloes as a function of the scale parameter (or
equivalently time). It has been shown that the halo accretion history
is well approximated by a simple power law, at least up to z ∼
2, where the vast majority of the mass in haloes is accreted (e.g.
Dekel & Birnboim 2006). Furthermore, quenching occurs almost
exclusively at z < 2 (e.g. Bauer et al. 2011; Barro et al. 2014;
Lang et al. 2014), which supports the applicability of the power-law
approximation. As such, we posit MH ∝ aα (and hence a ∝ M

1/α

H ),
where α is found to vary slowly between 4 and 5 from z = 2 to
the present (e.g. Springel et al. 2005; Dekel & Birnboim 2006).
Consequently,

Eshocks = const × 〈η̃shock〉
∫ MH

0
(M ′

H)2/3−1/α dM ′
H (B25)

= const × 〈η̃shock〉
(5α − 3)/3α

M
(5α−3)/3α

H (B26)

and hence,

Eshocks ∝ M
(5α−3)/3α

H ≈ M1.5
H (B27)

⇒ Wshocks ∝ M1.5
H , (B28)

where α is the exponent of a power-law parametrization of the
mass growth of a dark matter halo as a function of the scale
factor, and in the last step we assume α ≈ 4.5 (e.g. Dekel &
Birnboim 2006). The above expression holds for MH > Mcrit, and
to leading order we may assume that the work done via shocks is
zero below this threshold. Finally, we arrive at a simple expression
for the total energy released in a halo via virial shocks, which is a
function solely of the mass of the halo (under the assumptions of
a geometrically flat, matter dominated Universe with a power-law
mass accretion history). Deviation from the above expression is
expected due to the existence of a cosmological constant. However,
given that the cosmological constant has only dominated the energy
density of the Universe since z ∼ 0.3 (e.g. Huterer & Shafer
2018), virial shocks throughout the vast majority of the forma-
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tion history of dark matter haloes must follow the above simple
relation.

B4 Summary of theoretical insights

Bringing together all of the results from the preceding derivations
(equations B7, B11, and B28), we find that the work done to quench
a galaxy via heating of the halo is given by

log(WQM ) ∝ log(MX) for MX = MBH (AGN)

M∗(SN)

MH (shocks)

[� 1012 M�].

The direct proportionality between the logarithms of the work done
on the halo to quench star formation and the mass of each component
is quite remarkable. The arguments that lead to this point are highly
general for AGN and SN, and are applicable for the majority
of the accretion history of haloes for virial shocks. Even with
variable efficiencies, the above results hold exactly provided the
dependence of efficiency on mass can be modelled as a power law
(which is almost invariably true, at least approximately). Thus, the
accretion history of black holes and the detailed accretion physics
are not relevant for determining the scaling of the total energy
released from AGN feedback with MBH (as originally demonstrated
in Soltan 1982; Silk & Rees 1998). Similarly, the star formation
history and the detailed nuclear physics of supernovae are not
relevant for determining the scaling of the total energy released
from SN feedback with M∗. For virial shocks, we were forced
to parametrize the accretion history to make progress, but even
here we arrive at a simple power-law dependence of energy on
mass, and succeed in finding a result independent of the detailed
shock physics. Ultimately, the power of the above approach is in its
simplicity, i.e. by not being model dependent, the above results nec-
essarily hold regardless of the myriad details involved in quenching
galaxies.

Our final step is to connect the above theoretical results to the
observations of the rest of this paper. Evoking our meta-model for
quenching (outlined in equations B1 and B2 and associated text),
we posit that the probability of a galaxy being quenched is equal
to a function of the work done to the system above some activation
threshold. Utilizing the theoretical results of this section we may
update this parametrization to

PQ = f ′(ε̃ · log(MX) − φact). (B29)

This is a significant leap forwards from a function given in terms of
total energy, since current masses of galaxy haloes, galaxy stellar
components, and central supermassive black holes are far easier
to obtain stringent observational constrains on than the integrated
energy released in forming these components over the entirety of
cosmic time. Note that in the above expression the arbitrary function
and the coupling efficiency parameter are both changed to new,
arbitrary values to allow for the use of log (MX) in the place of
WQM.

Adopting the frequentist definition of probability, the fraction of
objects with a given property will be equal to the probability that
each object has the property in question, in the limit where the
number of objects tends to infinity. (Note that all predictions from
the frequentist and the Bayesian approach to statistics are identical
in the case where the latter adopts a flat distribution of priors).
Hence, in the case of galaxy and spaxel quenching this statement

becomes:

PQG = lim
Ngal→∞

(
fQG

)
(B30)

PQS = lim
Nspax→∞

(
fQS

)
, (B31)

where the subscripts QG and QS refer to quenched galaxies and
quenched spaxels, respectively. For MaNGA we have a sample of
∼ 5 million spaxels, and for the SDSS parent sample we have a
sample of over 500 000 galaxies. In both cases the data size is very
large and hence we may assert that it is, in a meaningful sense,
tending to infinity. Thus,

fQG ≈ PQG and fQS ≈ PQS, (B32)

where the approximately equal to signs allow for the possibility that
the fraction of quenched objects as a function of other parameters
may vary with different (larger, more complete) data sets. At this
point we have achieved our goal to link theory with observa-
tions. Summarizing the entirety of this appendix, we may now
write

fQ = f ′(ε̃ · log(MX) − φact) ≈ f̃ (MX) + O(ε̃, φact), (B33)

where in the above expression, fQ can be read as the quenched galaxy
or spaxel fraction (as desired) with the caveat that the variables and
function may vary as a result. In the second step we emphasize that
this is a function of MX primarily, with a corrective term based on
the coupling efficiency and activation threshold (as could be derived
from grouping terms in a Taylor expansion).

We have arrived at a general prediction from our (highly flexible)
meta-model of quenching: the fraction of quenched galaxies (or
spaxels) must scale primarily with the mass of the source of the
quenching energy. For AGN feedback (in any form) this mass
is MBH; for supernova (and all other forms of stellar feedback)
this mass is M∗; and for virial shocks (and all other gravitational-
potential-driven quenching mechanisms) this mass is MH. Note that
the above prediction still holds exactly, even if the efficiencies of
each process vary with mass (due to the unspecified form of the
function). Of course, all three of these masses are highly correlated
with each other for central galaxies. High-mass haloes host high
stellar mass galaxies which host high-mass central black holes. As
such, it is important to test the impact on quenching of varying each
of these masses at fixed values of the other masses.

In Figs 14 and 15 (presented in the Discussion) we directly test
how the fraction of quenched spaxels (in MaNGA) and galaxies (in
the SDSS) vary with MBH at fixed M∗ and MH, and vice versa. For
both data sets, and scales of quenching, we find that the fraction
of quenched objects varies much more significantly with MBH than
M∗ or MH, at fixed values of the other parameters. Therefore, given
the energetics arguments of this appendix, our observational results
lend strong support to the AGN heating paradigm of quenching, and
pose serious problems to models which seek to explain quenching
via either supernovae or virial shock heating.

Finally, it is of course still possible that the activation energy (φact)
and the coupling efficiency (ε̃) may be variables, dependent on other
parameters than the mass of the quenching source. For example, the
coupling efficiency of AGN feedback energy will likely increase
with increasing temperature of the halo, and hence as a function of
MH. Additionally, the cooling rate of the hot gas halo (set to a large
extent by the density of gas in the halo) is likely also a function
of halo mass. Note that these two effects are opposite in impact –
increasing the halo mass increases the coupling efficiency but it
also increases the energy needed to reach the activation threshold
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(i.e. to offset cooling). However, the extremely tight coupling
between quenched fraction and MBH (and its insensitivity to MH)
found observationally in this work suggest that these secondary
dependencies on other parameters are subdominant to the heating
source, as we have implicitly assumed throughout this section. To
explore further the dependence of coupling efficiency and activation

energy on various observables, different theoretical approaches and
different observational data will be required. Hence, we postpone
this interesting avenue of further research to future publications.

This paper has been typeset from a TEX/LATEX file prepared by the author.
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