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Summary

Structure Solution Using Precession Electron Diffraction and Diffraction Tomography
Thomas A. White

This thesis concerns the application of electron diffraction to the problem of structure
solution. The technique of precession electron diffraction, in particular, is discussed as a
method to improve the applicability of methods borrowed from X-ray crystallography to
intensities measured from electron diffraction.
Simulations are presented which demonstrate that diffracted intensities with precession
electron diffraction are less sensitive to the phases of structure factors compared to those
recorded without, consistent with the intensities becoming “more kinematical” in nature.
The technique of automated diffraction tomography is developed. Transformations are
derived which map the positions of diffraction maxima into three-dimensional reciprocal
space following an automated peak detection process. The factors which complicate the
process of unit cell determination are discussed, and an algorithm designed for autoindexing “obstinate” lists of X-ray reflections was found to be able to determine the unit cells
accurately. Intensity measurements from the tomographically acquired diffraction patterns
were taken in an automated fashion using this method, and Patterson maps calculated
which were comparable with maps calculated from zone-axis precession electron diffraction
intensities or kinematical simulation. An algorithm for geometrical refinement of the unit
cell and tilting geometry is proposed.
Finally, the application of the technique of precession electron diffraction, combined
with techniques developed in the course of this research, is described in the context of
the partial solution of an unknown intermediate form of tin oxide. The results support a
revised form of a structure recently proposed from ab-initio structure simulations, with a
tin sublattice similar to a supercell of the rutile structure of SnO 2 . Some signs of oxygen
atoms were found in the Fourier maps, but the results of a least-squares refinement were
unsatisfactory.
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1 Introduction

1.1 Atoms in Crystals
It has been known for several centuries that the matter which we experience in our daily lives
is made up of atoms. It is the arrangement of these atoms, whether in solids, liquids or gases,
which gives the matter its properties. In solids, the atoms often take up regular arrangements
to form crystals, although the crystals might be microscopic in size and the material built
from many thousands of them. The pattern in which the atoms pack together in crystals can
alter the behaviour of the material very widely, perhaps changing its strength or electrical
conductivity, or even giving it new and exciting chemical properties. The importance of
crystallography — the study of crystals and their structure — cannot therefore be doubted.
The mathematics which govern the symmetry of crystals were worked out in the 19th
century by Fedorov (1891). Taking into account that the packing of atoms consists of a unit
cell repeated periodically in three dimensional space, all the possible structures for crystals
can be classified as one of 230 different space groups.1 The lowest symmetry space group, P 1,
contains no symmetry elements beyond the basic periodic repeat of the lattice. The highest
symmetry space groups contain kaleidoscopic networks of mirror planes, glide planes,
rotation axes and screw axes. By examining the regular facets of high quality crystals, early
crystallographers were able to use the mathematics of symmetry to classify their structure
and derive some information about the atomic packing, but the information which could
be extracted by such methods was limited. The stage was set for the introduction of more
powerful techniques for probing the structure of matter, based on the interaction of radiation
with crystals.

1

The space groups were almost simultaneously derived by another researcher, Schoenflies, as described in
detail by Shafranovskii and Belov (1962) in their obituary for Fedorov. The obituary traces the story of how the
final list of 230 space groups came about as a result of lengthy correspondence between the two authors.
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1.2 Diffraction Geometry and Kinematical Intensities
When radiation of a suitable wavelength strikes a crystal, diffraction can occur and split the
incident beam into many smaller beams which scatter in different directions. Bragg’s Law
defines the condition at which a diffracted beam will appear:
2d sin θ = nλ,

(1.1)

where θ is known as the Bragg angle and is half the angle through which the beam is
scattered, d is a spacing between planes of atoms in the crystal, λ is the wavelength of the
diffracting radiation and n is an integer. At all other angles, the individual contributions
from all the atoms in the crystal, which is assumed to be infinite in extent, will interfere
destructively to give no intensity at all.
A useful visualisation for the process of Bragg diffraction comes from introducing the
concept of reciprocal space and the Ewald sphere. In this formulation, every possible set
of planes between atoms in three dimensions corresponds to a point in a lattice existing in
reciprocal space. The point at the origin of this lattice corresponds to the central beam in
every diffraction pattern, and the distance between a given point and the origin is 1/d , where
d is the interplanar spacing concerned. The Ewald sphere is an imaginary sphere whose
surface cuts the central point, and which has a radius of 1/λ. Every position at which the
sphere intersects a reciprocal lattice point corresponds to a reflection that is visible in the
diffraction pattern, as shown in Figure 1.1. For radiation of a relatively long wavelength, such
as X-rays, the Ewald sphere is small. For very short wavelength radiation such as electrons,
the radius is very large and the surface of the sphere is almost flat. The orientation of the
Ewald sphere is defined by the direction of the incident radiation, and the orientation of the
reciprocal lattice is defined by the crystal itself. As the crystal is rotated, the reciprocal lattice
rotates relative to the Ewald sphere, exciting different beams.
It can easily be shown that Bragg’s Law and the Ewald sphere construction are mathematically equivalent. Figure 1.2 shows a section through the Ewald sphere in which it intersects
with the origin of the reciprocal lattice (at O), and a reciprocal lattice point at G. Point C is
−−→
the centre of the Ewald sphere. The length of OG is 1/d as discussed above. The radius of the
−−→
−−→
Ewald sphere is 1/λ, which is therefore the length of both OC and GC . The triangle C BG is a
right-angled triangle, and so it follows from basic trigonometry that

sin θ =

1/2d
1/λ

=

λ
,
2d

which can be rearranged to give Bragg’s law. The Ewald sphere construction is extremely
powerful, and will be seen again throughout this thesis.
2
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Figure 1.1: A section through the Ewald sphere, showing the same diffraction condition in
reciprocal (left) and direct (right) space. Points of the reciprocal lattice which are intersected
by the Ewald sphere are coloured red, and correspond to diffracted beams in direct space.

C
θ

θ
G
B

O
Figure 1.2: The correspondence between the Ewald sphere construction and Bragg’s Law.
The angle θ in this diagram represents the Bragg angle for the reflection G.

3

1. I NTRODUCTION

In all but the very simplest examples, the many Bragg reflections from a crystal do not
have equal intensities. In the kinematical limit, under which X-ray diffraction can usually be
assumed to operate, the intensity of the beam with index g is proportional to the squared
modulus of the corresponding structure factor, F g , which is given by:
Fg =

X

f j ,g e −2πi g·r j .

(1.2)

In this equation, r j is the fractional coordinate of the j th atom in the repeating unit
cell, f j ,g is the atomic scattering factor for the j th atom, of which the dependence on
g embodies the shape of the scattering density of that particular atom, the ‘atomic form
factor’.

The summation is over all the atoms, j , in the unit cell, and the unit cell is

assumed to be translationally repeated to infinity in all directions. Measuring the intensities
of the diffracted beams gives the moduli of the structure factors, and therefore can yield
information about the structure of the unit cell. Unfortunately, it is not possible to simply
invert the above equation to recover the structure directly from the diffraction pattern,
because the important phase values (effectively the values of g · r j ) are not encoded in the
diffraction pattern under these conditions. This is the “phase problem”, and it will be a
central focus of this work.

1.3 Why Use Electrons?
The discovery that electrons could undergo diffraction by crystals was made in 1927 by
Davisson and Germer and independently by Thomson and Reid (1927). Around that time,
the groundwork of quantum mechanics had not been firmly laid and the question of whether
electrons (or “cathode rays”, as they were then primarily known) were composed of waves
or particles was very much open. The discovery that they could be diffracted was very
strong evidence for their wavelike behaviour. Since the science and mathematics used for
working from a diffraction pattern back to a crystal structure were also not well developed,
the phenomenon was not put to practical use for a long time.
There are two key advantages of using electrons over X-rays or neutrons for diffraction
studies, and more recent developments in electron optics and crystallography allow us to
take advantage of them. The first advantage is that they carry an electrostatic charge and can
therefore be easily focused, using magnetic lenses, to selectively probe regions of specimens
a few nanometres or less in size. By using Fresnel zone plates, an almost comparable
specificity can be achieved with X-rays, but a very powerful source of radiation is required
to produce measurably high intensities for the diffracted beams. Such intense radiation is
only available at very large centralised resources such a synchrotron light sources, where
beam time is prohibitively expensive and competitive to acquire. The second key advantage
4
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of electrons as diffracting radiation is that they interact so strongly with matter, several
thousand times more strongly than X-rays, that a measurable signal is produced from a
thermionic or field emission source. Therefore a suitable beam can easily be produced by
transmission electron microscopes (TEMs) found locally in many laboratories.
Because of these two advantages, electron diffraction allows single crystal diffraction
data to be obtained from small specimens, removing the need to resort to powder diffraction
techniques in which a large number of crystals are irradiated and their diffraction patterns
are difficult or impossible to separate.
Using electrons also has disadvantages, and it is the attempts to overcome these which
comprise a large part of this research. As has just been mentioned, electrons interact very
strongly with matter. More complicated scattering processes cause the measured diffraction
data to be much less straightforward to interpret. A detailed understanding of the scattering
of electrons is required to understand electron diffraction, and computer simulations can
be used to this end as discussed in Chapter 2. Another consequence of the high interaction
strength is that the electron beam is likely to damage the specimen. Sadly, the classes of
materials which do not crystallise easily — for example, organic substances and biological
molecules — also tend to be highly susceptible to electron beam damage. Techniques which
allow a large amount of diffraction data to be quickly recorded are therefore useful, and are
discussed in Chapters 2 and 4.

1.4 Solution of the Phase Problem
A great deal of information can be extracted from diffraction data: orientation relationships,
strains, symmetry, texture and so on. If their diffraction patterns are known, substances can
be identified in a mixture by using the patterns as ‘fingerprints’ for the materials, without
needing to reconstruct the structure ab initio. None of this requires a solution of the phase
problem. However, the ability to work from a diffraction pattern to a knowledge of the atomic
packing, which does require retrieval of phase values, brings with it the ability to gain a very
deep understanding of the properties of matter. If the radiation detectors used were sensitive
to the relative phases of the diffracted radiation, then it would be an almost trivial task to
reconstruct the unit cell contents in one step. Of course, this is not the case in reality.
For a great many years, researchers believed that the crystallographic phase problem was
impossible to solve. In spite of this, partial solutions began to emerge in 1948 and the years
which followed (Harker and Kasper, 1948; Karle and Hauptmann, 1950; Sayre, 1952; Cochran,
1955). The key which unlocked the problem was that seemingly mundane facts about the
contents of the unit cell could place powerful constraints on the phases. For example, the
electron density sensed by X-rays must always be positive since it can be safely assumed
5
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that “anti-electrons” do not exist in common matter. Another fact is that the density must
consist of strong peaks against a relatively flat background, since the structure consists of
atoms separated by largely empty space. Out of all of the possible sets of phase assignments
for the structure factors, only a few will produce maps which have these simple properties.
By starting from a mathematical expression of this fact, inequalities and equations can be
derived which give information about the phases themselves. Alternatively, the situation
can be treated as an optimisation problem: find the density which satisfies all of the required
conditions at the same time.
All such methods of phase retrieval are referred to as “direct methods”, to distinguish
them from other methods where additional external information, is used, for example
from some kind of experimental phase measurement. While direct methods were initially
developed with X-ray diffraction data in mind, there is no mathematical reason why they
should not be applicable to electron diffraction. The electrostatic potential sensed by
electrons also consists of strong positive peaks against a flat background, and can be
retrieved if the electron diffraction structure factor moduli are known.
A small discussion on the the principles underlying the phase problem is of interest here.
Regarding Fourier systems such as diffraction, the statement is often made that “the phase
information is more important than the intensities”. Oppenheim and Lim (1981) presented
a discussion of the importance of phase information, in which they demonstrated, amongst
other things, that a two-dimensional image could be made to look like another image
if its phase information was exchanged with that of the second image but its amplitude
information was left untouched. Caution is called for here, because human perception plays
an important role. The human mind is a vastly powerful pattern-matching engine, and is
highly sensitive to features, such as edges and points, rather than absolute brightnesses
in an image. Therefore, if the intensities of various Fourier components of an image are
scrambled, but their contributions are kept in the same relative positions by preserving
their phases, then it is unsurprising that we should perceive the correct shape. This does
not automatically imply that the information content of the phases is greater than that
of the amplitudes. While it is possible to recover phase information from only intensity
information, Oppenheim and Lim (1981) were able to recover intensity information from
only phase information. An image formed from Fourier amplitudes from one image but
phased using values from a second image will look like the second image, but it will have
the same Fourier power spectrum as the first image. Ramachandran and Srinivasan (1961)
discussed this ‘paradox’ with particular regard to crystallography.
In later chapters, the applicability of direct methods to electron diffraction data will be
discussed, and in the next section it will be seen why the task of measuring electron structure
factors might not be simple.
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1.5 The Scattering of Electrons by Matter
It was explained in Section 1.2 that, for X-ray diffraction, the intensity of a particular Bragg
reflection is proportional to the squared modulus of the corresponding structure factor:
I g ∝ |F g |2 ,

(1.3)

where I g is the measured intensity of the reflection g . This relationship is only true for
perfectly kinematical conditions, which means that every electron which is scattered by
the structure is scattered only once. X-ray diffraction was picked out as an example in
the earlier text because these conditions are usually met in that case, since X-rays interact
relatively weakly with matter. Due to the strength of interaction between electrons and
matter, an electron which leaves the specimen is very likely to have been diffracted and
re-diffracted several times. The measured intensities I g therefore depend not only on the
structure factor magnitudes |F g |, but also on the route the electrons in a particular diffracted
beam took to end up travelling in that beam. The route itself depends on parameters such
as the thickness of the specimen, and is different for each different diffracted beam. The
result is that the diffraction intensities are distorted: reflections may be spuriously strong
or weak, and less distortion can be expected for thinner specimens because there is less
chance for re-diffraction of electrons. The strength of interaction between electrons and
matter is therefore a ‘double-edged sword’, allowing signals to be measured from extremely
small crystals without having to use a radiation generator of extreme luminosity, but often
resulting in troublesome data. While X-ray diffraction scientists must spend a lot of time
growing crystals large enough to analyse, electron crystallographers need to take care to get
the smallest (or thinnest) crystals possible, which can be surprisingly difficult.
Strictly, the diffracted intensities in electron diffraction correspond to the squared
moduli of the Fourier components of the electron wave at the point where it leaves the
crystal, otherwise known as the specimen exit wavefunction or ψ (r), where r is a twodimensional vector on the face of the crystal from which the wave leaves.

The exit

wavefunction is a complex-valued function, which means that even if the wavefunction is an
acceptably faithful representation of the projected crystal structure, the result of combining
the moduli of its Fourier components with the kinematical structure factor phases may not
be useful. Almost without exception, direct methods are designed to recover real-valued
functions, since the constraint of positivity is required for successful isolation of a solution.2
Since the exit wave is complex valued and direct methods seek a real valued function,
problems with phase retrieval are to be expected. Sinkler et al. (1998) carried out an analysis
2

One exception is described by Fienup (1987), in which it was possible to recover a complex-valued
function if a sufficiently powerful alternative constraint was provided.
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of this situation and showed that, under certain assumptions, the function that could be
expected to be derived by direct methods applied to dynamical data would be the Babinet
function,
¯
¯
¯1 − ψ (r)¯ ,

(1.4)

where ψ (r) is as defined above. This function closely approximates the form of the exit wave,
so the situation is not as bad as it might seem. However, the primary objective of all but a
few researchers has been to obtain diffraction intensities which approximate the squared
structure factor moduli as closely as possible.
The type of perturbation described here, which could be referred to as coherent multiple
scattering, is not the only perturbation to the intensities which arises from the strength
of interaction between electrons and matter. Another perturbation, incoherent multiple
scattering, can also happen if the crystal is defective (Dorset, 1995). In this case, the result
is easier to understand — a simple convolution of the diffraction pattern with itself (Cowley
et al., 1951). However, simulation of this type of perturbation would require knowledge of
not only the crystal structure, but also of the morphology of the crystal and where its defects
lie. In practice, care is taken over specimen preparation to minimise such defects, and the
size of the electron probe is minimised to reduce the area in which a defect could occur.
Both coherent and incoherent multiple scattering are elastic scattering mechanisms,
which means that the electrons lose no energy in passing through the specimen. Inelastic
scattering processes are also of great significance in determining the resulting diffraction
pattern. Electrons which are scattered inelastically create a diffuse background on the
pattern, the formation of which scatters electrons away from the Bragg peaks they might otherwise have contributed to, reducing the contrast of the Bragg peaks against the background.
In the limiting case of extreme thickness, all the electrons would be scattered in this way
and no diffraction pattern (nor useful image) could be formed from the electrons scattered
through the specimen. Additionally, the strength of inelastic scattering due to plasmons is —
like coherent elastic scattering — sharply peaked at the Bragg condition (Humphreys, 1979).
Hidden below the Bragg scattered peaks, which are of interest, this type of inelastic scattering
creates a larger problem than a smoothly varying background over the whole pattern, since
it cannot be easily fitted by a curve and subtracted.
To eliminate the effects of inelastically scattered electrons from a pattern, electrons
which have lost energy compared to the incident beam must be removed. This can be
achieved by using an energy filter. One such device, the Gatan Imaging Filter, operates by
using a magnetic field to bend the path of the electrons through an angle of around 90◦ .
Since the path of the electrons are deflected by a larger amount in a magnetic field if they
are of lower energy, electrons which have undergone inelastic scattering become separated
from the others. A movable slit is positioned at the edge of the magnetic field such that
8
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only elastically scattered electrons can pass through, and those electrons are then focused
by additional magnetic lenses to form an image on a detector. In this way, an image can
be recorded from only the elastically scattered electrons. It has been demonstrated that
inelastic scattering can “wash out” the detailed patterns inside the discs of a convergentbeam electron diffraction pattern, with a very large increase in the visibility of fine detail
afforded by the use of an energy filter (Midgley and Saunders, 1996). However, most of the
diffraction patterns used for this research were not recorded using an energy filter, because
an energy filter was not available on the microscope used for their acquisition.
Diffusely scattered electrons can subsequently undergo Bragg diffraction, which produces lines known as Kikuchi lines (Kikuchi, 1928). These lines always occur in pairs, with
one line of increased intensity and another line reduced of intensity — termed excess and
deficiency lines respectively. Electrons scattered in this way form lines, rather than spots,
because the initial inelastic scattering event scatters electrons in all directions, to produce
a continuous distribution of angles in which the electrons are moving at the moment of
undergoing Bragg diffraction (though the distribution of scattering angles is peaked in the
forward direction). This is in contrast to the single direction as for the original incident
beam. The excess and deficiency lines are formed in pairs since intensity has been scattered,
by the Bragg process, from a central region of high diffuse intensity to a more outlying region
which would otherwise have lower diffuse intensity. If the Bragg angle for the interplanar
spacing concerned is larger, then the excess and deficiency lines will appear further apart.
By observing the positions of the Kikuchi lines, information about the precise orientation
of the specimen can be obtained and used as an aid when tilting the specimen to arrive at
a desired diffraction condition. However, both diffuse background and Kikuchi lines can
take up a large fraction of the available dynamic range of the detector, leaving little available
‘headroom’ in which to record the Bragg peaks. This can act to confound the accurate
measurement of their intensities, and so presents a problem when attempting to record
diffraction data for structure solution.
Both of these problems are made worse by the fact that specimens are rarely of constant
thickness at all points. In reality, a single diffraction pattern would be the sum of diffraction
patterns from each infinitesimal point in the electron probe, and each point may correspond
to a different thickness. In this case, even though the scattering processes may be well
understood, the resulting diffraction pattern can be very difficult to interpret quantitatively.

1.6 Precession Electron Diffraction
With the electron beam oriented exactly parallel to a high-symmetry direction in the crystal,
a large number of reflections are excited, meaning that a relatively large amount of data is
9
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available in a single pattern. However, if many reflections are excited, an electron entering
the specimen has many available beams into which to scatter. If an electron, having
scattered into a particular diffracted beam, is then travelling in a suitable orientation to
scatter into a different beam, then that electron may scatter several times between the
beams. If many reflections are excited, this is highly likely to be the case. For the purposes
of structure determination, this would make the data less straightforward to use as was
discussed in the previous section. Precession electron diffraction, devised by Vincent and
Midgley (1994), is a technique which helps to improve both the quality and quantity of
electron diffraction data. The electron beam is tilted away from a perfect zone axis condition,
and then moved in a conical rocking pattern around the zone axis direction by applying
sine-wave current modulations to the beam tilt coils in the electron microscope (Figure
1.3). Complementary modulations are applied to coils below the specimen which reverse
the effect, bringing the central beam back to a static point. The result is as if the specimen
had been precessed around the zone axis, which is in fact exactly what is done in the X-ray
precession technique to achieve a similar effect.
Whereas a conventional electron diffraction pattern can be thought of as the intersection
of the Ewald sphere with the reciprocal lattice in a fixed relative orientation, in a precessed
pattern the Ewald sphere is not stationary relative to the reciprocal lattice, and comes into
contact with more points as is moves. Since more points are contacted by the Ewald sphere,
more reflections appear in the diffraction pattern. Furthermore. since the overall precessed
pattern is a summation of patterns from the various orientations around the cone, only a
subset of these reflections have been excited at any one time. With fewer available routes
for multiple scattering at once, the resulting pattern might be more kinematical in character
even though more reflections are available for analysis in a single pattern.

1.7 Recent Developments
Regarding the use of electron diffraction for the outright solution of crystal structures,
there was much active research in the 1950s and 60s, primarily in the former Soviet Union
(reviewed in Vainshtein, 1964). For a period which began a few years later, around the 1980s,
a large amount of work in Bristol concentrated on the use of convergent-beam electron
diffraction and the development of its use for the extraction of quantitative structural
information (Vincent et al., 1984a,b). A powerful demonstration of the capabilities of such
techniques was the direct measurement of the bonding charge density in silicon, which
was carried out by quantitatively fitting the intensity distributions in CBED discs to make
extremely accurate measurements of structure-factors. A very similar technique was later
used by Zuo et al. (1999) to provide accurate structure-factor measurements were then used
10
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Figure 1.3: The path of the electron beam through the TEM’s lens column during a
precession electron diffraction experiment using a small, parallel-sided probe.
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in a multipole refinement (Stewart, 1976) to obtain an estimate of the shapes of the d -orbitals
involved with bonding in Cu 2O.
Around the 1990s, increasing interest in nanotechnology meant that techniques for
analysing extremely small particles on a routine basis gained importance. A large volume
of work by Dorset (reviewed by Dorset, 1998), as well as work on surface diffraction and
rigorous handling of dynamical effects at Northwestern University (Sinkler et al., 1998;
Gilmore et al., 1997), gave credibility to the idea of applying direct methods, which do not
take account of perturbances to data away from kinematical conditions, to electron diffraction intensities even with the knowledge that the intensities were not proportional to the
structure factors. The term “pseudo-kinematical” (or “quasi-kinematical”) has been coined
for referring to data which, though not kinematical — nor necessarily even particularly close
to kinematical — could lead to a successful solution using direct methods (Vincent et al.,
1984b; Dorset, 1995). The requirement for a successful structure solution need not be that
the data are rigorously kinematical, but only that the Patterson transform (described in detail
in Section 3.2) is close enough to the correct autocorrelation function (for that structure) that
the algorithm used for phase retrieval can pick out the correct peaks.
Precession electron diffraction (Vincent and Midgley, 1994) was not put to much practical use for several years after its invention. However, in very recent years, from 2004
onwards, there has been renewed and very intense interest in this technique — and indeed
in electron crystallography in general. Kverneland et al. (2006), Own et al. (2006b), Weirich
et al. (2006) and Gilmore et al. (1997) recently reported successful solution of structures using
the precession technique and automated structure solution software ‘borrowed’ from X-ray
crystallography. In the most recent years, there has been an emphasis in the literature on
automated structure solution using Bragg intensities alone in this way, and to do so often
requires a thin specimen (such as the surface structure characterised in Gilmore et al. (1997))
or relatively light elements (such as the material described in Kverneland et al. (2006)).
However, this is in contrast with much earlier work which concentrated on the analysis of
compounds often composed of much heavier elements and thicker specimens making use
of dynamical features of convergent-beam patterns to gain information in a more manual
fashion. In this vein, Dorset (1998) reminds us that — as with all other techniques in
transmission electron microscopy — the key to success with a highly automated routine is
the specimen itself, rather than the data acquisition or data processing techniques, no matter
how advanced they may be. This means that the use of a very thin region of specimen is
important, but it also calls for a consideration of other morphological factors such as the
flatness and uniformity of the specimen since local misorientations of different regions will
affect the overall intensities which are recorded. Even more fundamentally, Dorset found
that there been more success when applying electron crystallography to small molecules
12
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and organic structures than when applying it to inorganic compounds with heavy elements,
and this is exactly as would be expected from our understanding of the processes of electron
scattering.
Many different phasing algorithms have been applied to electron diffraction data, ranging from conventional direct methods (mostly via symbolic addition (Dorset et al., 1991)
or Tangent formula (Dorset and McCourt, 1994) methods) to less ‘mainstream’ methods
such as charge flipping and maximum entropy methods (Dorset et al., 2007; Gilmore et al.,
1997). The usual next step after calculating an initial phased potential map is to perform a
refinement procedure, which involves calculating the intensities which would be expected
from the current model of the structure and optimising the model to provide the best
achievable match to the experimental intensities. Usually this is done in a ‘least squares’
fashion, using a non-linear minimisation algorithm. Varying degrees of success, generally
lower than those encountered for the initial stages of solution, have been encountered
for this process. Dorset and Gilmore (2000) reported successful refinement of an organic
material, yielding R-factors which would be considered acceptable (though not good) by the
standards of X-ray crystallography, noting in particular that the thermal parameters for the
atoms were not reasonable. On the other hand, Gjønnes et al. (1998) encountered very high
R-factors, not at all acceptable by any standards, and the model was relatively unchanged
from the initial estimate by the refinement. Dorset et al. (1994) were not able to achieve a
chemically reasonable structure from a least squares refinement although a different type of
refinement (Fourier refinement) gave good results.
Since the least-squares method for refinement of a structure does not dictate the type
of calculation used to calculate the intensities, it is possible to use a dynamical model
instead of a kinematical one. Jansen et al. (1998) described how the multislice algorithm
(see Section 2.2) could be used as such a model, allowing a dynamical refinement to be
performed. In this case, the thickness of the specimen becomes a refinable parameter
and much larger thicknesses can be tolerated than would be acceptable with a kinematical
model. However, due to their use of an approximation for electron absorption, success was
limited to specimens below about 40 nm when heavy atoms are present in the structure.
In practice, when inelastic scattering dominates, or when the intensities are integrated
over a large range of thicknesses, the intensities of the reflections can become very similar.
Such ‘washed out’ intensities cannot be expected to yield any information about the unit
cell contents, no matter how well the scattering can be understood and simulated, since
the information about the contents of the unit cell are embodied within the variations of
intensity within the pattern.
When the precession technique is used, a dynamical refinement is more complicated.
Many dynamical simulations must now be performed, one for each of a large number of
13
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sampled beam orientations around the precession cone. This increases the computational
effort required by many hundreds or even thousands of times, and introduces further
complexity if the probe encounters different thicknesses around the cone. Dudka et al.
(2007) attempted this for experimental data from silicon using a Bloch wave calculation
(see, for example, Self et al., 1983 or Berry, 1971), and achieved excellent R-factors using
data which was quantifiably a large distance away from being kinematical. However, the
same problems due to non-ideal specimen morphology, electron absorption and inelastic
scattering will apply to this technique as were encountered for unprecessed multislice least
squares. There is also a danger of introducing too many parameters and overfitting the
model to the data.

1.8 The Contributions of This Work
The research presented in this thesis concerns practicalities of electron crystallography,
particularly within the context of using it for the direct solution of crystal structures.
Nevertheless, it will begin in the next chapter with an entirely theoretical set of computer
simulations which give a more quantitative understanding of the properties of precession
electron diffraction. Drawing from this, it will be seen how data sets might be acquired
to more closely approach kinematical conditions.

A later chapter will investigate the

properties of some of the phase retrieval algorithms commonly in use, and will concentrate
on addressing why some algorithms encounter more success than others with electron data,
and why the process of refinement is so difficult in comparison. Some suggestions will be
made as to how this situation may be improved.
In Chapter 4, an attempt will be made to begin addressing the time-consuming data
acquisition step currently necessary with electron diffraction, which contrasts with the
largely automated data collection procedures used in X-ray diffraction. A new method will
be detailed which allows electron diffraction data to be acquired in an automated fashion,
and the necessary analysis stages developed.
Finally, the whole set of experience will be drawn together in an attempt to solve a
real unknown crystal structure, yielding some of the first ab-inito structural information
extracted from that material.
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2 Data Acquisition Using Precession
Electron Diffraction
2.1 The Need to Reduce Dynamical Effects
If we are to solve crystal structures directly from diffraction intensities, then the quality of
the data must be very high. Even X-ray crystallographers, who can often assume a perfectly
kinematical scattering process, do not expect to have success with structure solution and
refinement unless they take great care at all stages of data acquisition, reduction and
analysis. As was discussed in the previous chapter, the extreme strength of interaction
between electrons and matter is simultaneously advantageous and problematic in this
respect. Whereas the powerful scattering and bright sources act to produce easily measurable signals from microscopic crystals, the scattering processes themselves are much more
complicated. In order for it to be possible to have a reasonable chance of determining atomic
locations using techniques ‘borrowed’ from X-ray crystallography — which all assume
kinematical data — then the scattering process must be understood, controlled and made
to approximate the kinematical case as closely as possible.

2.2 Understanding Dynamical Diffraction
In order to understand the processes of electron scattering, an appropriate simulation model
is extremely useful. The wavefunction of high-energy electrons in a periodic crystal can be
calculated from the Schrödinger equation (Kirkland (1998), page 102):
¸
·
~2 2
∇ − eV (r ) ψ(r ) = E ψ(r ).
−
2m

(2.1)

Here, r is a three-dimensional position in direct space, V (r ) is the electrostatic potential
of the crystal lattice and ψ(r ) is the electron wavefunction. The first part of the expression
inside the brackets is a kinetic energy operator, and the second part is a potential energy
operator. E is the energy of the electron. The wavefunction of the electron is therefore an
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eigenfunction of the combined energy operator on the left hand side of the equation, and we
must solve this equation to determine ψ(r ) at the lower face of the crystal where the electrons
exit. Two main methods exist in common use for this purpose, the multislice method and
the Bloch Wave method, which are described in turn below.

The Multislice Method
The so-called multislice method constitutes a solution, by a finite difference method, of
the Schrödinger equation in the form given above (Cowley and Moodie, 1957; Self et al.,
1983). In this method, the crystal structure is modelled as a series of infinitely thin ‘slices’
separated by regions of vacuum, where the incident beam direction is normal to each slice.
The distribution of potential that would have fallen in each region of vacuum is projected
downwards (in the direction of the incident beam) onto the next slice, so that a projected
potential for a thin section of the crystal is formed on each slice. The smaller the spacings
between slices, the more accurately the crystal will be modelled. For crystals with high
symmetry, it may be possible for each slice to represent an identical projected potential while
still keeping a small slice spacing. For other crystals, particularly those with a long repeat
distance along the direction of the incident beam, the unit cell may have to be described as
a series of differing slices. The sequence of slices describing the contents of the unit cell is
then repeated many times to describe the fundamental repeat of the crystal lattice.
The electron wave is modelled as a two dimensional function which begins as a simple
plane wave and is modified progressively by each slice. The propagation through the
specimen is modelled iteratively for each slice by a two step process:
1. For each point in the wavefunction, the phase is altered by an amount proportional to
the potential in the current slice at that point.
2. The entire wavefunction is then propagated from the current slice to the next slice. The
contribution from each point spreads out over this distance in the manner of Huygens’
wavelets.
In the first of these steps, the phase shift is applied to the the wavefunction by multiplying it
by a phase grating function. This function is arrived at by multiplying the projected potential
for the nth slice, q n , by a parameter

λm
.
m0

This parameter describes how strongly the waves

interact with matter, and is called the relativistic interaction parameter. This step can be
expressed as
ψ0n =

λm
q n ψn−1 ,
m0

(2.2)

where λ is the electron wavelength, m is the mass of the electron when travelling at speed
and m 0 is the electron rest mass.
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The second step can be performed by a convolution of the wavefunction with a Fresnel
propagating function, p:
ψn = p n ∗ ψ0n ,

(2.3)

in which p models the spreading out of the wavefunction between slices, and can be defined
as

·
¸
¢
iπ ¡ 2
1
2
pn =
exp
x +y
.
i λ∆z n
λ∆z n

(2.4)

Here, ∆z n is the length (in the beam direction) of the region of vacuum (i.e. it is the thickness
p
of the current slice), i = −1 and x and y are the in-plane coordinates of the corresponding
point (Kirkland (1998), page 113).
The iteration starts with the equation for a plane wave, representing the incident beam
of electrons. This is accurate for a selected area diffraction experiment or a ‘nano-beam
diffraction’ experiment (where the probe is small but the sides of the beam are parallel).
For a convergent probe, the initial wavefunction would take a different form: a circularly
symmetric phase gradient. The equation for a plane wave moving in free space in the z
direction, i.e. perpendicular to the slices, is
ψ0 = e −2πi z ,

(2.5)

and after n slices, describing the full thickness of the specimen, the exit wavefunction at the
bottom surface of the crystal is:
¡
¡
¡
¢¢¢
ψn = p n ∗ q n p n−1 ∗ q n−1 p n−2 ∗ q n−2 p 1 ∗ · · · q 1 ψ0 .

(2.6)

An HRTEM lattice image can be simulated by taking the exit wavefunction and applying
the contrast transfer, aperture and envelope functions for the imaging system of the microscope being simulated, then taking its squared modulus. To simulate a diffraction pattern,
the Fourier transform of the exit wavefunction is calculated and the squared modulus again
taken.
The formulation given above operates entirely in direct space. It could equally have been
expressed entirely in reciprocal space, in which case the convolution steps would become
multiplication steps, and vice-versa. In practice, it is computationally most efficient to
perform only the convolution step of the multislice algorithm in reciprocal space, which
transforms a time-consuming double iteration over the entire wavefunction into a single
multiplication of two functions. In this case, the amount of computing time required
to calculate the result of the convolution is reduced to the time required to perform a
simple multiplication for each point in the wavefunction, as well as the time for the Fourier
transforms to and from reciprocal space. These transformations can be performed very
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efficiently using specialised algorithms (Cooley and Tukey, 1965), and so the overall time
taken is lower.

The Bloch Wave Method
Whereas the multislice method described above is a numerical method which arrives at the
desired wavefunction in an iterative fashion, the Bloch wave method (Bethe, 1928) proceeds
via a direct algebraic solution.
The derivation given here follows the path given by Self et al. (1983). First, the electron
wavefunction is decomposed into a series of Bloch waves as follows:
ψ(r ) =

X

ψj

j

X
g

h
³
´ i
(j)
C g exp 2πi k ( j ) + g · r .

(2.7)

(j)

In this equation, the terms C g are the moduli of each Fourier component, g , of the j th Bloch
wave, while k ( j ) + g is the wavevector of each component. ψ j is the excitation coefficient
which determines how strongly the j th Bloch wave contributes to the overall wavefunction.
The reciprocal lattice vector g sequentially assumes values g 1 , g 2 . . . g N corresponding to
the N reciprocal lattice points to be included in the simulation. The summation over g
constitutes the transformation of each Bloch wave from reciprocal space to direct space, and
(j)

the summation over j adds all of the Bloch waves together. The values of C g , k ( j ) and ψ j
must all be calculated to determine the wavefunction.
Substitution of this formula into the Schrödinger equation leads to a series of simultaneous equations which can be expressed in matrix form as:


¯
¯2
K 2 − ¯k ( j ) + g 1 ¯








U g 1 −g 2
..
.

U g 2 −g 1
···
¯
¯2
2 ¯ (j)
¯
···
K − k +g2
..
..
.
.

U g 1 −g N

U g N −g 1

U g N −g 2
..
.
¯
¯2
· · · K 2 − ¯k ( j ) + g N ¯

U g 2 −g 1



(j)

Cg 1

  (j)
 C
 g2
 .
  ..

(j)
Cg N





 = 0,



(2.8)

where K 2 = 1/λ2 + U0 , which represents the contribution of the mean inner potential to the
momentum of the electrons.1 The many elements U g are the structure factors, F g , having
been multiplied by a constant which describes how strongly the electrons interact with
matter at their high energy:
Ug =

Fg
πVc

µ

¶
m
,
m0

(2.9)

where Vc is the volume of the unit cell, m is the mass of a electron at the energy under
simulation, and m 0 is the rest mass of an electron.
1
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The mean inner potential can be thought of as the refractive index of the crystal.
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To uniquely solve this set of equations requires a suitable boundary condition. One such
condition is to limit the reflections included to those in the zero-order Laue zone of a chosen
zone axis. This can be done by expressing the wavevector of each Bloch wave, k ( j ) + g , as
the sum of an in-plane component, g , and a component normal to that zero-order layer in
(j)

reciprocal space, k ⊥ . In this case, by Pythagoras’ theorem, the expression k ( j ) + g found in
(j)

Equation 2.7 can be expressed in terms of the magnitude of the out-of-plane component k ⊥
and the reciprocal lattice vector g as follows:
¯
¯2 ¯
¯
¯ (j)
¯
¯ ( j ) ¯2 ¯ ¯2
¯k + g ¯ = ¯k ⊥ ¯ + ¯g ¯ .

(2.10)

Substituting this into Equation 2.11 allows the equation to be re-written in the following
form:
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( j )2
2 
 = k⊥ − K  . 2

 ..


(j)
Cg N





,



(2.11)

(j)

From this equation, the out-of-plane components of the wavevectors k ⊥ can be directly
calculated, allowing wavevectors of the Bloch wave components k ( j ) along with their
(j)

coefficients C g , which are exactly as seen in Equation 2.7, to be calculated.

To calculate the excitation coefficients, ψ j , a set of equations can be constructed which
equate the wavefunction contributions from the many Bloch waves, ψ1 ,ψ2 . . . ψN , to the
wavefunction contributions from the many reflections, ψg 1 ,ψg 2 . . . ψg N . For this purpose,
the wavefunction is now expressed as a modulus and phase value, the phase values of the
contributions to the wave being the out-of-plane components of the Bloch wavevectors
(j)

(k ⊥ ), shifted with a z-coordinate into the specimen. The coordinate system for this is
defined with z = 0 at the entrance surface of the wave, and z is set equal to the specimen
thickness to calculate the exit wavefunction. The equations, in matrix form, are given by:
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where the matrix C is composed from the coefficients of the Bloch waves determined earlier:


C g(2)1

· · · C g(N1 )



 (1)
 C
C g(2)2
 g
C = .2
..
 ..
.

(1)
(2)
Cg N Cg N

· · · C g(N2 )
..
..
.
.




.



C g(1)1

· · · C g(NN)

(2.13)

These equations are solved by imposing a further boundary condition, as follows. In order to
avoid a discontinuity in the electron wavefunction, the wavefunction in the crystal at z = 0
must be the same as the incident wavefunction, Φ. The wavefunction at z = 0 is arrived at via
Equation 2.12 since the matrix of exponential terms evaluates trivially to the identity matrix:
ψz=0 = C ψ.

(2.14)

Setting this equal to the incident wavefunction, Φ, yields:
Φ = C ψ,

(2.15)

ψ = C −1 Φ,

(2.16)

and so:

from which the components of ψ can be calculated by substituting the appropriate form of
Φ for the incident probe in the simulation to be performed.

2.3 Effect of Dynamical Diffraction on the Exit Wave
The diffraction intensities, when measured in the presence of dynamical effects, correspond
not directly to the projected potential of the crystal but to the exit wavefunction. Therefore,
it should be expected that the structure retrieved from phasing such intensities would also
¯
¯
correspond to the exit wavefunction (or rather the Babinet function, ¯1 − ψ (r)¯, mentioned
in Section 1.5). Understanding how the exit wavefunction relates to the projected potential
is therefore helpful in understanding how the results of an electron diffraction experiment
might be perturbed.
Figure 2.1 shows a montage of exit wavefunctions simulated from the [010] projection of
cementite (Fasiska and Jeffrey, 1965) at various thicknesses up to 166 nm. These simulations
were performed using the NCEMSS software (Kilaas and O’Keefe, 1994) for 300 keV electrons,
with electron absorption and inelastic scattering neglected. The images show the moduli of
the wavefunctions, and the same scale of greys has been used to represent all the wavefunctions. The first exit wavefunction, at only 0.674 nm, approximates kinematical conditions
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0.674 nm

16.2 nm

31.0 nm

45.8 nm

61.3 nm

76.2 nm

91.0 nm

106 nm

121 nm

136 nm

151 nm

166 nm

Figure 2.1: Montage of exit waves from cementite. Each image shows the wavefunction
across a single unit cell, dimensions 0.50 nm (horizontal) × 0.45 nm (vertical).

very closely and shows a faithful projection of the crystal structure. The four brightest peaks
correspond to columns of two iron atoms per lattice repeat and the four faintest peaks
correspond to one carbon atom per lattice repeat. The peaks with intermediate brightness
correspond to columns with only one iron atom per lattice repeat.
For this structure, several points are of particular importance:
• Peaks still appear in the ‘correct’ positions, although the sharpness of the peaks is
heavily compromised at some thicknesses.
• The intensities of peaks are confused. Strangely, at most of the thicknesses illustrated,
the ‘one iron’ columns show up more intensely than the ‘two iron’ columns.
• The weak scattering from the much lighter carbon atoms is not necessarily swamped
at all thicknesses. Blue arrows on Figure 2.1 mark the positions of carbon atoms, which
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are difficult to see at the smallest thickness, but prominent at 16.2 nm, almost invisible
at 76.2 nm yet apparent at 166 nm.

• The sharpness of peaks does not always decrease with increasing thickness. For
example, although the carbon atom peaks are swamped by diffuse density at 106 nm,
they are visually distinct from the nearby iron peaks at a thickness of 121 nm.

Since the conventional direct methods used for phase retrieval (see Chapter 3) rely on the
assumption that the density being retrieved consists of strong, sharp peaks against a flat
background, it is reasonable to expect a higher probability of success for data acquired at a
thickness of 121 nm than at 106 nm, because the ‘peakiness’ assumption is closer to validity
at the larger thickness.2
It might be expected that the ‘peakiness’ of the structure would be destroyed by the
dynamical interchange of intensities between reflections, but this is not the case for this
structure under the conditions shown.

The reason for the preservation of an almost

faithful projection at very large thicknesses lies in a phenomenon known as channelling.
Channelling can occur when the incident electron beam is parallel to a direction along which
the projected structure consists of relatively widely spaced atoms, which will usually be a
low-index zone axis direction. Considering the scattering from an isolated column of atoms
would lead to the conclusion that dynamical effects would remain localised within, or at
least close to, that atomic column. With a periodic arrangement of columns, separated by
very large distances, the conclusion would still be valid because the amplitude of electron
scattering is strongly peaked in the forward direction (Aert et al., 2007; Humphreys, 1979;
Vainshtein, 1964). Channelling is the name given to the condition where this approximation
remains valid for a real crystal structure, maintaining the relative independence of the
columns of intensity. However, although the columns remain visually separated, periodic
oscillations of intensity occur within each column in the direction of the incident beam.
This could be the reason for the lower-density iron columns’ stronger appearance in the
simulation described above. It has been suggested that crystallography could be performed
by using the effects of channelling to recover a faithful projection even for very thick
specimens (Aert et al., 2007).
It is extremely useful to qualitatively understand the effects of dynamical diffraction, but
a quantitative understanding is of even greater importance. In Section 2.5, a method will be
described which allows the influence of dynamical effects to be quantitatively determined
from simulations.
2

But note that, as will be discussed in Chapter 3, the normalisation usually performed as the first step of
structure solution can compensate to some extent for a reduction in the sharpness of the peaks.
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2.4 Lorentz Correction Factors

In the context of structure solution, the ultimate aim of acquiring an electron diffraction
pattern and measuring the intensities of the reflections is to estimate the structure factor
moduli. It has already been seen that dynamical diffraction, incoherent multiple scattering
and inelastic scattering all act to make the intensities of the reflections different to the
squared structure factor moduli, thus complicating the task. Precession electron diffraction
has also been introduced as a technique which has been demonstrated to improve the
quality of the data in many cases. However, it is necessary to consider how the diffraction
geometry affects the intensities which are recorded. Because the Ewald sphere is curved,
a zone-axis diffraction pattern contains reflections which are not exactly at the Bragg
condition and therefore appear (if under kinematical conditions) with lower intensities than
they would have at zero excitation error. When precession is used, the measured intensity
is the integral of the intensity of the reflection as it changes during the beam’s progress
round its conical path. Therefore, even if the crystal were to diffract in a kinematical
way, the recorded intensities would differ between the two cases. This situation is further
complicated because, with precession, the extent of integration varies depending on the
precession angle used and the indices of the reflection concerned.

Correction factors, known as Lorentz factors, exist which are derived with the intention
of placing all reflections on an ‘even footing’ despite the differences in integration. Many
articles report differing and inconsistent applications of Lorentz correction factors (Section
3.2), and even the correct mathematical forms of the correction factors for precession
electron diffraction appear to be somewhat open for debate (Vincent and Midgley, 1994;
Gjønnes, 1997; Own, 2005). It is clear that the task of such a compensation is not as simple
as just a geometrical correction since, in order to correct for the incomplete sampling, one
must first know the form of the distribution of intensity. The effects of dynamical scattering
mean that the distribution of intensity depends on the structure of the compound, which
is presumed to be unknown. The treatment by Own (2005) classifies a selection of possible
correction factors according to whether they correct for geometry alone (under a kinematical
assumption) or also for dynamical effects by some model. Only simple models for dynamical
diffraction can be used, since an exact correction would require prior knowledge of the
structure. One such model was applied by Sinkler et al. (2007b), who used a two-beam
dynamical calculation to compensate for dynamical effects in experimental data to yield
improved estimates of the structure factors.
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2.5 A Method for Quantifying Dynamical Effects
Although very rare, there exist pairs of crystal structures which are homometric, meaning that
they have the same structure factor moduli despite being dissimilar structures (Hosemann
and Bagchi, 1954; Chadha, 1981). The diffraction intensities produced by a kinematical
scattering process would be the same for such a pair of structures, but under dynamical
conditions this would not be the case. This is because the results of the re-interference
between the diffracted beams which continually occurs throughout the thickness of the
specimen depends on the phases of the beams, ultimately depending on the phases of the
structure factors, which are not the same for homometric structures. Because of this, by
measuring the degree of discrepancy between diffraction data from a pair of such structures,
a direct measurement of the influence of dynamical effects can be obtained. This experiment
was performed in a set of computer simulations in order to attempt to characterise the
improvement made to electron diffraction data made by precessing the electron beam
(Section 1.6, Vincent and Midgley (1994)).3

Methods
The ‘TEMSIM’ package (Kirkland, 1998), which is a reference implementation of the multislice algorithm for simulating electron scattering, was used to perform the simulations. The
first stage of a simulation using this package is to calculate the projected potentials for each
slice, which is performed using a program called ‘atompot’. The 〈110〉 zone axis of silicon
was used for the simulations as an example of a simple but not entirely trivial structure.
p
Silicon 〈110〉 can be expressed as identical slices of thickness 0.384 nm, i.e. a/ 2, along the
(non-precessed) beam direction, and this projected potential is shown in Figure 2.2(a). To
produce a suitable homometric projection, atompot was modified. This program operates
by summing the individual contributions to the structure factors in reciprocal space before
calculating the Fourier transform to produce the real-space potential. The modification
made was simply to add a loop — placed just before the final Fourier transform — which
iterated over every structure factor, determining the phase and amplitude of each from the
real and imaginary values stored in the program’s memory. The phases were randomly
assigned a value of 0 or π, and the real and imaginary parts recalculated and written
back to memory in the correct location. The homometric ‘phase-scrambled’ potential is
3

The observation that precession could produce a reduction in the sensitivity of diffraction intensities to
the phases of structure factors was made by W. Sinkler at a recent conference (Sinkler et al., 2007a). However,
a full investigation of the effects had not been published at the time of writing. Since the work described
here was developed from that earlier comment, the phase-scrambling method was used for the creation of
the homometric structures. However, it was later brought to my attention by Prof. V. Elser that a much simpler
method for the creation of homometric structures exists, since the convolution of two functions has the same
Fourier moduli as the convolution of the same two functions after inverting either one of them.
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Figure 2.2: (a) Projected potential for silicon parallel to the 〈110〉 zone axis. (b) The
same projected potential after scrambling the structure factor phases. Lighter coloured,
dashed contours represent negative electrostatic potential. The contour lines mark equal
intervals in electrostatic potential, but the interval differs between the plots in order to
show the differences between them more clearly. (c) The control potential, which is the
same as (a) except the atomic coordinates have been altered at random while preserving
centrosymmetry.

shown in Figure 2.2(b), and has a real-space form completely different to the original silicon
potential. Since the phases were all assigned values of either 0 or π, the projection remained
centrosymmetric and hence the projection has two-fold rotational symmetry about both its
origin and centre. Care was taken to ensure that Friedel pairs of reflections were assigned
the correct phases to make the projection purely real-valued. Apart from these points, no
effort was made to preserve any of the symmetry present in the original potential. The
Debye-Waller factor for all the atoms in the simulation was fixed at zero, meaning that the
simulation was performed for atoms at absolute zero temperature. For further simplicity, the
absorptive part of the projected potential was set to zero, i.e. there was no loss of electron
flux through the thickness of the specimen.
The program ‘mulslice’, also part of the TEMSIM package, was modified in order to
calculate and then sum the results from many tilt angles stepping regularly around the
incident beam cone of the precession geometry. The cone was split into 1000 steps around
the cone, drawing from the experience of previous simulation work in this area (Own et al.,
2006a). The same previous work has also noted that enhancements exist to the standard
multislice algorithm to more accurately simulate tilted illumination relative to the crystal;
however the increase in complexity outweighs the increase in accuracy (Ishizuka, 1982),
and for this work was not implemented. The size of the simulation array was 256 × 256
elements. In order to perform many such simulations in a relatively short period of time,
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the simulations were distributed to run on a large array of processors within the ‘CamGrid’
environment (Calleja, 2007). Little modification of the code was required to enable this, and
the increase in speed allowed the investigation of many possible scenarios in a reasonable
time.
Precession multislice simulations were run as described above for both the scrambled
and the original projected potentials, and lists of all reflections with −30 ≤ (h, k) ≤ 30 were
recorded by the simulation program after a small number of preset thicknesses (in this
case, 1, 10, 86, 172 and 261 slices, corresponding to thicknesses of 0.38, 3.8, 33, 66 and
100 nm respectively) for further analysis. The intensities of a small number of selected
beams were also recorded after every multislice iteration, allowing their behaviour to be
investigated in more detail as a function of thickness. This data collection strategy was
chosen since to record the intensity of every reflections after every iteration would have
required a prohibitive amount of disk storage. High order Laue zone (HOLZ) reflections
were not calculated by the simulation. Precession angles ranging from zero to 30 mrad were
simulated in steps of 1 mrad.
As a control, a third set of simulations was performed using a projected potential
corresponding to the silicon 〈110〉 projection but with the atomic positions altered at
random. In the projected potentials for this control simulation, as expected, both the phases
and magnitudes of the structure factors were different compared to the original potential. As
with the phase-scrambled potential, the projected potential for the control simulation was
constrained to be centrosymmetric. The control potential used for this set of simulations is
shown in Figure 2.2(c).
In order to check that both the number of steps around the precession cone and the
size of the simulation array were sufficient but not excessive for this particular application,
the simulations were re-run with array sizes of 512 × 512 elements, 128 × 128 elements, 5000
precession cone steps and 600 cone steps. Significant differences in diffraction intensity
were measurable between the 128×128 simulation results and the 256×256 version, but not
between the 256 × 256 version and the 512 × 512 version. Significant differences were also
measurable between the 600 cone step results and the 1000 step version, but not between
the 1000 step version and the 5000 step version. Therefore the choices of simulation size
were judged to be sufficiently large but not so large as to waste computing resources for little
gain.

Variation of Beam Intensities with Thickness
The results from the simulation were analysed first by examining the intensities of selected
reflections as a function of thickness for silicon 〈110〉 with the (unprecessed) electron beam
parallel to the zone axis. Figure 2.3 shows the variation with thickness of the intensity of
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Figure 2.3: Variation with thickness of the intensity of the 440 beam, before and after
applying precession. In each graph, the solid line represents the original intensity whereas
the dotted line represents the intensity from the phase-scrambled simulation.

the 440 beam for the cases of no precession and 30 mrad precession angle. For the nonprecessed data, the intensities plotted are the diffracted intensities at the Ewald sphere,
i.e. with negative deviation parameter. Without precession, the variation of intensity
is very different for the original and scrambled potentials, both in overall intensity and
positions of maxima and minima. A maximum of intensity in one line does not always
appear at the same thickness as a maximum of intensity in the other. At the very lowest
thicknesses, up to about 5 nm, the lines are in almost exact register, as is expected for the
‘more kinematical’ conditions given by thin specimens. However, at larger thicknesses the
difference between the two cases is more than a simple scale factor, and hence the intensity
of this reflection is unlikely to be reliable for structure solution. With precession, the original
and scrambled intensity curves remain similar, following each other in an upward trend with
fewer oscillations and a more monotonic appearance. The quantification of such oscillations
is the primary concern of the research by Sinkler et al. (2007a) on which this work is based. In
this case, the lines are in close register up to a thickness of around 20 nm, and remain broadly
so up to about 60 nm. For specimens with thicknesses in this range, the precessed intensity
of this reflection can therefore be expected to be much more useful for structure solution
and refinement than the intensity without precession. In other words, it can be said that
the application of 30 mrad of precession has increased the thickness limit that this reflection
intensity can be considered ‘kinematical’ from about 5 nm to around 60 nm.
Similar graphs for the 666 reflection are shown in Figure 2.4. This reflection is kinematically forbidden, but many dynamical routes are available which cause the reflection to
gain intensity nonetheless. As before, rapid and uncorrelated variations are visible between
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Figure 2.4: Variation with thickness of the intensity of the 666 beam, before and after
applying precession. In each graph, the solid line represents the original intensity whereas
the dotted line represents the intensity from the phase-scrambled simulation.

the original and phase-scrambled cases without precession. The application of precession
smooths the rapid variations and brings the lines towards registration, and they remain in
close register up to about 45 nm thickness. Above this, the lines remain fairly close together
until about 75 nm thickness, where they begin to diverge. Without precession, the thickness
where the lines are in register is still limited to below 5 nm, though this is more difficult to
see because the reflection does not accumulate significant intensity until a somewhat larger
thickness is reached. Notice also how the oscillations (pseudo-extinction) seen in the nonprecessed variation are removed in the precessed data.
It should be noted that the correlation of intensity–thickness behaviour described in this
section is only one aspect of kinematical behaviour. If the scattering were truly kinematical,
no intensity would be scattered into any forbidden reflection at any thickness. This would
be the case for the phase-scrambled simulation as well, since the available scattering routes
are determined by the kinematical intensities of the beams, which have not been changed.
These results show that the intensities do not become kinematical in the sense of forbidden
reflections becoming weaker, but rather in the sense that their behaviour is less affected by
the phase randomisation which has been performed.
A further example of the behaviour of a kinematically forbidden reflection is shown in
Figure 2.5 for the 002 beam. In this case, the lines for the original and phase-scrambled
simulations again come closer to register when precession is applied.
It would be misleading to make conclusions based only on inspection of particular
reflections, although the analysis is instructive. To proceed further, it is necessary to perform
a statistical analysis which takes into account many reflections and examines the trends
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Figure 2.5: Variation with thickness of the intensity of the 002 beam, before and after
applying precession. In each graph, the solid line represents the original intensity whereas
the dotted line represents the intensity from the phase-scrambled simulation.

between them as an ensemble. This is described in the next section.

Correspondence Scatter Plots
The simulated intensities for the scrambled and original potentials were compared by
drawing ‘correspondence scatter plots’, in which the intensity of a reflection from the phasescrambled simulation is plotted against its intensity in the original simulation. Similar
plots were previously used by Own et al. (2006a), for the purposes of comparing simulated
precessed intensities to kinematical intensities. For kinematical conditions, the intensities
would be expected to lie on a straight line of unit gradient through the origin, indicating
that the intensities were exactly the same in both cases. The degree of deviation from
this appearance indicates the degree of perturbation which has been introduced to the
intensities by scrambling the phases, and as previously discussed should be zero under
exactly kinematical conditions.

For example, data points close to the y-axis indicate

reflections which are weak or absent in the original simulation and stronger in the scrambled
simulation.
A montage of such correspondence plots for selected specimen thicknesses and precession angles is shown in Figure 2.6. The scale for each plot is identical, but zoomed in
to exclude the very strongest reflections. This was done since crystallographic statistics
dictate that most reflections in any given set of diffraction data are of relatively low intensity
(Shumueli and Weiss, 1995), and so this allows the graphs to show trends in the majority of
reflections most clearly. This does not significantly affect the interpretation of the results:
similar, though less clear, dependencies are visible if all reflections are included. Linear
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axes were used for the graphs, even though a logarithmic scale would be more effective at
representing the wide variation in intensities on a single plot. When a logarithmic scale was
tried, it was not found to show the behaviour as clearly and in fact over-emphasised small
deviations in the intensities of weak reflections due to computational artifacts. Additionally,
it is not possible to represent reflections with intensities of exactly zero on a logarithmic
scale.
In the top row, which corresponds to only one slice of the multislice algorithm (a
specimen thickness of 0.38 nm), the scatter plots show an excellent straight line dependence
as expected. For larger thicknesses, when dynamical behaviour begins to dominate, little
or no correlation is apparent when precession is not applied. As the precession angle is
increased, a clear correlation becomes evident at all thicknesses.
Before any firm conclusions can be drawn, it is necessary to analyse the results of the
control simulation in the same way. Correspondence plots were calculated showing the
intensities from the structurally altered control simulation against original simulation, and
a montage equivalent to the previous one is shown in Figure 2.7 for the control. Since the
number of atoms used in these simulations is small, the differences between the intensities
from the control simulation and the phase-scrambling simulation are systematic. Therefore
the points in the scatter plots do not fall in a completely random distribution as might at first
be predicted. The top row of the montage shows the scatter plots for the most kinematical
conditions simulated, and show a tendency for points to lie in a wedge near the middle of the
diagram, with no points falling in the region near to, but not on, the y-axis. Points exactly on
the y-axis, as mentioned above, correspond to reflections which are are absent in the silicon
structure but present in the altered structure due to the glide symmetry not having been
preserved. Different kinds of systematic distributions were observed for simulations with
different atomic coordinates in the control potential — the particular distribution observed
depends on the relationship between the two structures. As the thickness is increased
without precession, the distribution of points in the scatter plots become more uniformly
‘random’, just as before. As the precession angle is increased, the plots come to resemble
more closely the approximately kinematical plots in the top row. However, in this control
simulation there is no longer a strong tendency towards the points lying on a straight line of
unit gradient as there was with the phase-scrambled simulation. Hence, although it is not
strictly correct to say that no correlation at all is present in this control simulation, the results
are just as expected from the initial hypothesis.
It can be seen in many of the scatter plots that greater deviations appear to exist in
the intensities of the stronger reflections. One possible explanation for this is that stronger
reflections experience more perturbation by dynamical scattering, as shown by their shorter
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Figure 2.6: Montage of scatter plots for various thicknesses and precession angles. Each data
point corresponds to a single reflection, and each individual plot shows diffracted intensities
from the true silicon simulation on the x-axis and the corresponding intensities from the
phase-scrambled simulation on the y-axis. Both the axes are linear.
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Figure 2.7: Montage of scatter plots for the control simulation. Each individual plot shows
diffracted intensities from the true silicon simulation on the x-axis and the corresponding
intensities from the simulation with randomly relocated atoms on the y-axis. The diagram is
otherwise identical to Figure 2.6.
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extinction lengths. Using a two-beam model, the extinction length, ξg , is given by
ξg =

1
¯ ¯,
λ ¯U g ¯

(2.17)

where λ and U g are as defined earlier (Spence and Zuo, 1992). A shorter extinction length
indicates that intensity is exchanged dynamically between reflections at a faster rate with
increasing thickness, leading to larger perturbations for stronger reflections.
In both montages, the graphs approach linearity much more quickly when moving in
the direction of increasing precession angle than in the direction of decreasing thickness.
This suggests that increasing the precession angle has a much stronger influence over the
size of perturbations due to dynamical scattering than decreasing the specimen thickness.
This would suggest that, when attempting to improve the intensities measured from a
thick specimen without precession, to move to precession electron diffraction may be a
more productive step (and quicker, if the precession circuitry is already installed on the
microscope) than returning to the specimen’s preparation process to reduce its thickness.

Quantification of the Behaviour
In an attempt to quantify the increase in correlation, an unweighted residual based on the
intensities was calculated to compare the two sets of simulation results. This was calculated
as:
R=

Σg |I g ,reference − I g ,modified |
Σg I g ,reference

(2.18)

I g ,reference represents the intensity of a reflection, index g , in the original simulation and
I g ,modified represents the intensity of the same reflection in the modified (phase-scrambled
or coordinate-altered) simulation. The summation is over all reflections.
Since all sets of reflection data were known to be on an absolute scale, no scaling factor
was needed to determine R. However, it can be seen in the scatter plots for a precession
angle of 10 mrad that the reflection intensities cluster around a line which has a gradient of
less than one, i.e. under these conditions reflections in the phase-scrambled simulation are
roughly proportional to, but weaker than, their corresponding intensities in the reference
simulation. Graphs of R against precession angle were plotted which show a decrease in
value (i.e. an increase in correlation) with increasing precession angle (Figure 2.8). At the
lowest thickness, very little variation in R can be seen. At all other thicknesses, R starts
at a high value and decreases irregularly before converging on a value of around R = 6%.
This type of behaviour is qualitatively familiar from practical experience at the electron
microscope: rapid intensity changes occur when the precession angle is first increased from
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Figure 2.8: Graph of R against precession angle for the phase scrambling simulation,
showing a decrease in R as the precession angle is increased.
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Figure 2.9: Graph of R against precession angle for the control simulation, to be compared
to Figure 2.8. Note that the y-axis range of this graph is different to that of the previous graph.

zero, while changes occur less rapidly at higher angles.
Graphs of R against precession angle were also plotted for the control simulation results,
and are shown in Figure 2.9. This time, as expected, R remains large and does not decrease
significantly, if at all, as the precession angle is increased. As before, the graphs also converge
to a common value, once again showing rapid and irregular changes at low precession angles
and smoother variation with more precession.
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Discussion of the Simulations
The particular ‘phase scrambling’ experiment presented here is not one which could be
performed in practice, owing to the physical unreality of both negative electron density
and a continuous, rippling electron density function (compared to discrete atomic peaks
of positive electron density). Nevertheless, multislice simulations offer a useful insight
into how far precession electron diffraction results can be trusted for the purposes of
structure solution and refinement. This is particularly true since these simulations result
in a quantifiable correlation, measured here by the familiar R factor. The values shown
here can be directly compared to the values which result from successful crystallographic
refinements, and are low enough (better than R = 10%) at large precession angles to
suggest that, for the particular system investigated here, the precessed intensities would
be ‘sufficiently kinematical’ for structure solution. For an unknown crystal structure, an
experiment similar to those presented here could be performed with an initial guess of the
structure, producing an estimate of the conditions under which structure solution could be
expected to have a reasonable chance of succeeding.
It was remarked above that the results suggested that the influence of precession was
principally geometrical. That is to say, the results of dynamical diffraction are affected to a
greater extent by the availability of beams into which to scatter than by the processes which
result in the scattering itself. The reasons for this phenomenon will be explored in the next
section.

2.6 Relationship Between Precession and LACBED
The geometry of precession electron diffraction is remarkably similar to that of convergentbeam electron diffraction (CBED). Both involve the incidence of a conical beam of electrons
onto the specimen. The difference between the two techniques is that in CBED the cone
is not hollow, and electrons are incident from all directions simultaneously. In precession
diffraction, the cone is hollow and the beam is only incident from one direction on the
cone at each instant. If the approximation can be made that electrons from one part of the
CBED cone never interfere with electrons from another part of the cone (lateral scattering
is ignored), then the intensity of a reflection as recorded by a precession experiment can be
considered to be the integral of the intensity in a ring of the corresponding radius around
the centre of the CBED disc. Because there is no ‘descanning’ of the beam as there is with
precession, the CBED disc separates the contributions from the different parts of the cone,
and contains information about all possible precession angles up to the angle corresponding
to its radius. Therefore, as was first remarked by Morniroli et al. (2008), there is a strong
correspondence between the geometry of CBED and electron precession, and information
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Figure 2.10: The Tanaka technique for LACBED.

about dynamical interactions in precession patterns can be gained from the examination of
CBED discs.

Since the cone angles used in precession electron diffraction are typically much larger
than the typical convergence angles used in CBED, it is appropriate to consider large angle
CBED (LACBED) rather than CBED (Tanaka et al., 1980). This gives the same type of
information, but with a much larger angular field of view of one reflection. The Tanaka
technique for LACBED uses a particular combination of specimen defocus and aperture
positioning to isolate a single diffracted disc, illustrated in Figure 2.10. To increase the
convergence angle of the beam, the objective lens is switched to nanoprobe mode (objective
lens operating modes are described in detail in Chapter 4). The defocus of the specimen,
achieved by physically moving it upwards in the microscope column by an amount ∆h,
allows diffracted beams to be seen in the image plane since the front focal plane of the
objective lens is now below the specimen. Because of the separation of diffracted beams
in the image plane, the selected-area aperture, normally used for isolating a region of the
image, can be used instead to isolate a single reflection. By subsequently viewing the
diffraction plane, a LACBED disc is seen for that reflection alone. The use of an aperture to
isolate an individual reflection is essential, because the large convergence angle of the beam
would otherwise cause the many discs, one from each reflection, to overlap very strongly.
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Figure 2.11: An example of a LACBED disc showing many strong multi-beam interactions.
The reflection shown is the 006 reflection from the 〈110〉 zone axis of silicon, simulated using
JEMS (Stadelmann, 2006) using a Bloch wave calculation for a specimen thickness of 200 nm,
an electron energy of 300 keV and using Doyle-Turner atomic scattering factors. The angular
radius of the disc is 50 mrad. This is a kinematically forbidden reflection, so all of the ripples
of intensity are due to interactions between this reflection and others, which produce bands
which can be seen crossing the area of the disc.

Avoidance of Multi-beam Conditions
Under kinematical conditions, the LACBED disc for any reflection with non-zero structure
factor would show only the Bragg line, its distance from the centre of the disc corresponding to the Bragg angle for that reflection, and with its locus perpendicular to the twodimensional scattering vector for that reflection in the diffraction pattern. The line itself
would be flanked by many ripples of intensity, due to the familiar sinc2 variation of intensity
around the Bragg condition. For the same disc under dynamical conditions, intensity can
be scattered into or out of the disc at any point at which the corresponding geometry also
allows the excitation of another reflection. Therefore the disc shows an intricate pattern
of intersecting lines which reveal the traces of contributions from other reflections to that
particular reflection (Figure 2.11).
For a kinematically absent reflection under kinematical conditions, the LACBED disc
would be dark at all points since there would be no intensity scattered into the reflection
under any conditions of beam tilt. However, under dynamical conditions, intensity is
scattered into the reflection by multiple scattering routes which involve other reflections. By
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examining the LACBED disc for a kinematically absent reflection, the routes which produce
a significant dynamical contribution to the intensity can hence be identified by indexing the
lines crossing the disc. What happens at an intersection of lines depends on the phases of the
structure factors involved.4 There could be constructive interference, making the resulting
intensity be the sum squared of the two amplitude contributions to that point. There could
be destructive interference condition giving a dark spot at the intersection, or there could
an intermediate condition. Interactions between more than three beams are also possible,
which leads to an intricate pattern of intensity which may have some bright regions which
dominate the overall intensity of the disc.
When kinematical intensities are sought, conditions at which many beams contribute to
the measured intensity should be avoided as far as possible. Since each point in a LACBED
disc corresponds directly to a particular point around the azimuth of a precession cone at
a particular precession angle, it could be possible to avoid such conditions by shuttering
the beam near such conditions, or by temporarily altering the cone angle to ‘dodge’ them.
This technique was originally mentioned as “Further Work” by Own (2005), and although no
application of such a technique has yet been demonstrated, the recent work of Koch et al.
(2008) may make it possible. Their work uses software control of the microscope coils to
enable more complicated scan patterns than the conventional precession pattern, such as a
partial descanning of the beam to allow rocking curves to be inspected for each reflection in
a less time-consuming manner to the inspection of individual LACBED discs.
Without such an advanced system, we are limited to optimising the data through
careful choice of precession angle. By this method, it might be possible to avoid the most
significant multi-beam interactions. However, since the LACBED disc differs greatly between
reflections in the same diffraction pattern, it cannot reasonably be expected that there
would be an ‘optimum’ precession angle which gives nearly kinematical intensities for a
large fraction of the reflections at once. Nevertheless, an understanding that the dynamical
interactions can be traced by simple geometrical considerations allows a new perspective on
the interpretation of precession diffraction data. A practical example of this will be seen in
the next section.

Intensity of Forbidden Reflections
Ciston et al. (2008) measured the intensities of some kinematically forbidden reflections as
a function of precession angle for the mineral andalusite. As was expected, the intensities
of the reflections measured decreased as the precession angle was increased. The decay of
intensity was found to be a simple exponential function of the precession angle, φ, of the
4

This is why phase values can sometimes be derived experimentally from CBED patterns, such as in the
work done by Zuo et al. (1989).

38

Relationship Between Precession and LACBED

Relative Intensity of Beam

0.1

0.01

0.001
002 beam
006 beam
226 beam

0.0001

1e-05

0

5

10
15
20
25
Precession Angle / mrad

30

Figure 2.12: Simulated intensities of several reflections in silicon 〈110〉 plotted as a function
of precession angle.

form
¡ ¢
¡
¢
I φ = A exp Dφ ,
and, perhaps surprisingly, the exponential factor D was found not to vary by a large amount
between different reflections.
To investigate the results of this study in more detail, simulations were performed with
a simpler structure than that used in the preceding research. The silicon 〈110〉 projection
was used, as for the ‘phase scrambling’ simulations described above. In fact, no further
simulation runs were required, and the new results were obtained simply by processing the
earlier multislice output files in a different way.
A graph of the intensity plotted against precession angle for a selection of beams, all of
which are kinematically forbidden, is shown in Figure 2.12. In this graph, ‘relative intensity’
means the ratio of the intensity of the beam to the sum of the intensities of all the diffracted
beams included in the simulation. It can immediately be seen that the dependence has some
interesting features. In particular, for many reflections the intensity actually increases at first,
reaching a peak at a particular precession angle before decreasing.
This type of behaviour was not mentioned in the article by Ciston et al., but can be
easily comprehended using the comparison between precession and LACBED. In the case
of these reflections, the features in the LACBED disc which contribute the most intensity
into the forbidden reflection are located some distance away from the centre of the disc.
As the precession angle is increased, the radius of the corresponding circle increases, and
eventually it comes into contact with the dominant feature producing an increase in the
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Figure 2.13: Why the precessed intensity of a kinematically forbidden reflection might
increase with precession angle. In one case, the circle tracing the motion of the diffraction
condition during precession traverses the area of high intensity. In another case with a
smaller angle, it does not. The reflection shown here is the same as that shown in Figure
2.11, the 006 reflection in the 〈110〉 zone axis of silicon.

precessed intensity. Eventually the radius of the circle becomes so large that it misses the
feature entirely, and the intensity decreases again. For the 006 reflection in the 〈110〉 zone
axis of silicon, an illustration of this is shown in Figure 2.13.
This argument can be simplified further by considering the location of the Bragg line.
For a zone axis diffraction pattern, the Bragg line for all reflections in the zero-order Laue
zone will not cross the centre of the LACBED disc. This is simply a rather abstract way of
stating that in such a diffraction pattern, all reflections in the ZOLZ will not be exactly at
the Bragg condition. In general, the condition at which the intensity of a reflection will be
maximum is when that reflection is at the Bragg condition, and this statement also holds
true for the kinematically forbidden reflection examined here. In the LACBED disc (Figure
2.13), it can be seen that the many lines combine to form a single, strong, line-shaped feature
at the correct distance from the centre of the disc to correspond to the Bragg angle for that
reflection, even though the reflection itself is absent. Therefore, for the case of kinematically
forbidden reflections which behave in this way, the precession angle must be at least equal
40

Relationship Between Precession and LACBED

to the Bragg angle for that reflection before the intensity will be decreased. Below that point,
it can be considered that increasing precession angle has the effect only of increasing the
degree of integration through the relrod for the reflection.
By this argument, it can be expected that the maxima of intensity in Figure 2.12 would
correspond to the Bragg angles for those reflections. The Bragg angle for the 002 reflection is
3.63 mrad, which would place the maximum for this curve very close to the axis of the graph.
A similar calculation for the 006 reflection produces a Bragg angle of 10.9 mrad, and for the
226 reflections the angle is 12.0 mrad. These values correspond closely to the positions of the
maxima in Figure 2.12, supporting this interpretation.
Since the intensity in absent reflections of this type increases until the Bragg condition
is passed, the acquisition of patterns which clearly show kinematically forbidden reflections
as weak or absent should be performed at precession angles which are large compared to
the Bragg angles for the reflections in question. This conclusion is, of course, once again
in agreement with previous assertions (for example, Own, 2005) that the precession angle
should be as large as possible.
Other types of kinematically forbidden reflection exist as noted in the preceding article,
such as reflections which are forbidden due to glide planes or screw axes in the structure.
For example, in the case of a reflection forbidden by a glide plane, because of the symmetry
of the structure the waves which contribute to the forbidden reflection must necessarily
occur twice, once from each side of the glide plane, with the two contributions necessarily
having equal and opposite phases. No matter what dynamical routes are available, there will
always be another route, corresponding to the first route reflected in the glide plane, which
contributes an equal amount with opposite phase. Because of this, the intensity measured
at the exact Bragg condition for such a reflection will always be zero. When tilted away from
the Bragg condition in a direction outside the glide plane, the contributions from each side of
the glide plane differ and intensity can be measured due to dynamical interactions between
beams. This is the origin of Gjønnes-Moodie lines, which are dark lines which cross the
centres of reflections which are forbidden because of symmetry elements such as this (Peng
et al., 2004). However, since Gjønnes-Moodie lines are typically narrow compared to a typical
CBED disc, which is itself very much smaller than a LACBED disc or a typical precession
angle, the contribution from the dark line is expected not to make a large contribution to the
overall intensity of the reflection as measured with precession, and the previous conclusion
is expected to still be valid: that the precession angle should be larger than the Bragg angle
before a decrease in reflection intensity with increasing precession angle would be observed.
One further case remains to be explored. As was mentioned in the original article
describing the precession technique (Vincent and Midgley, 1994), kinematically forbidden
reflections which can be accessed via dynamical routes which exist solely along a row of
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Figure 2.14: Simulated intensities of several reflections in silicon 〈110〉 plotted as a function
of precession angle.

Figure 2.15: Simulated LACBED disc for the 22̄2 reflection in the 〈110〉 zone axis of silicon.
Simulation details are otherwise the same as for Figure 2.11.
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Large precession angle

Smaller precession angle
Figure 2.16: The Laue circle as it appears in a zone axis diffraction pattern for small and
large precession angles. At large angles, systematic rows of reflections are excited together.
At lower angles, the set of excited reflections might not include large numbers of reflections
along the same lines. Note that reflections inside the Laue circle are only excited, in general,
at very small precession angles.

reflections which intersects the zero-order beam behave somewhat differently to the types
of reflection discussed above. A graph showing the intensities of three reflections is shown
in Figure 2.14. The 222 and 666 reflections are kinematically forbidden, but can be reached
through linear combinations of the 111, 1̄1̄1̄, 444, 4̄4̄4̄ (and so on) reflections, which have
non-zero structure factors. It can be seen in Figure 2.16 how a very large precession angle,
at which the Laue circle approximates to a straight line through the central beam, would
excite all such reflections simultaneously and so result in a large amount of intensity being
scattered into the forbidden reflections. In Figure 2.14 it can be seen that the intensities of
the forbidden 222 and 666 reflections do indeed appear not to decrease as the precession
angle is raised, as expected, in contrast with the curves shown earlier in Figure 2.12. The 444
reflection, which has a non-zero structure factor, is seen not to vary by as large an amount
as the forbidden reflections. A simulated LACBED disc corresponding to the 222 reflection is
shown in Figure 2.15, in which it can be seen that the disc contains a darker region near the
centre, with most of the overall intensity of the disc being concentrated into a bright band
which passes across the disc. The band can be seen to be slightly brighter nearer the edges
of the disc than near the centre, although the difference is much smaller beyond the central
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region of the disc, in agreement with the form of the curve in Figure 2.14 which increases
rapidly at first before levelling out.
Armed with an understanding of the behaviour of precessed electron diffraction intensities based on geometrical considerations which can easily be visualised, we are in a better
position to address structure solution problems. In the next section, a different but perhaps
equally important consideration will be addressed: the properties of the media used to
record the diffraction data.

2.7 Electron Recording Media
No matter how well the processes of electron scattering become understood, accurate
methods will always be required for measuring the intensities. To do this requires an understanding of the media used for recording the patterns. Media currently used for this purpose
include photographic film, imaging plates, CCD cameras and electron diffractometers. The
first two of these media are offline in nature, meaning that separate processing and scanning
steps are required after the microscope session. The latter two are online, and produce data
which is available immediately for analysis. This is an advantage for automated acquisition
(such as that described in Chapter 4), but when recording precessed intensities for detailed
structural analysis, there is rarely any large benefit in avoiding this extra processing time.
Intensities varying over several orders of magnitude can be expected in a typical diffraction
pattern, and therefore a detector capable of handling such a large dynamic range is essential.
The behaviour of a particular recording medium over the dose range to which it is sensitive
can easily be characterised and compared between different media.
In this section, the two offline recording media will be described and compared. However, it is worthwhile to briefly describe the online recording systems.

CCD (charge-

coupled device) operate by exposing a scintillator to the electrons at the image plane of
the microscope. Light is emitted by the scintillator when electrons impact it, and this light
is collected by an array of photosensitive capacitors, each typically around 10 − 20 µm in
dimension. After irradiation for the desired exposure time, the charge acquired by the
capacitors is read out into electronics which convert the charge into a digital signal for
processing. Electron diffractometers operate using a related principle, except that the
intermediate scintillator is not used. Instead, the electrons impinge directly on a Faraday
cup, causing the cup to acquire an electrostatic charge. After exposure for a short period of
time, this charge is read out. The dynamic range which can be achieved by this technique is
very large due both to the ability of the Faraday cup to store a large amount of charge and the
lack of an intermediate scintillator, and is typically around 224 without saturation. However,
such devices are limited since, in currently available devices, only a single detector element
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is present rather than an array as in the case of the CCD detector. In order to record an image
with such a device, the image must be moved in a raster scan, using the deflection coils of
the electron microscope, to place each point of the image on the detector in turn. At each
point, the detector must be exposed for a period of time and then read out, and the image
subsequently assembled from the individual measurements.

Photographic Film
The dynamic range of standard photographic film is only of the order of 102 , meaning that
the electron dose which completely saturates the blackening of the film is only about one
hundred times larger than the smallest dose measurable. Since structure factors and hence
diffraction intensities can vary over a much larger range than this, photographic film is quite
a poor choice for recording diffraction patterns. Despite this, because of the low cost of
both the the film itself and the equipment and chemicals required to process them, many
diffraction patterns are still recorded on this medium, and the research described here in
later chapters is no exception to this.
Film has a non-linear blackening response to electron irradiation which can be measured
by a calibration experiment and, to some extent, compensated for when quantifying diffraction data. Such a calibration experiment was performed for the predominant film used for
electron microscopy, Kodak “electron” SO-163 image film, which is designed specifically for
the purpose of recording electron micrographs. An exposure series was recorded by first
setting up conditions in the microscope to produce a CBED disc with no specimen, which
produced an evenly illuminated disc on the viewing screen. Frames of film were exposed to
this disc for periods of time ranging from 0.022 s to 200 s. These are the nominal values from
the microscope control computer, and have been assumed to be accurate, at least relative to
one another. The film was then processed using the standard chemical concentrations and
process timings used for all other film processed in the laboratory. To quantify the exposures,
the processed films were scanned using the same scanner used for all other film (‘Epson
Perfection 4990 Photo’). The images were stored as 8-bit PNG files (giving a maximum
dynamic range of 256 greylevels), the contrast reversed (since the photographic images are
negative) and the recorded intensity of the blank CBED disk measured by using the “pipette”
tool in the GIMP software. This tool allowed averaging of the measured value over many
pixels, and so a square region of 30 pixels side length was used. The response curve was then
drawn by plotting the measured grey-level from the digitised image against the exposure
time. A measured value of 0 means completely black and 255 means completely white. The
resulting curve is shown in Figure 2.17.
It was found that the first set of data acquired did not span the full range of the film
from the smallest measurable blackening to complete saturation. A second set of exposures
45

2. D ATA A CQUISITION BY P RECESSION

Value Read

1000

100

10
0.01

0.1
1
10
100
Electron Dose / Seconds

1000

Figure 2.17: Blackening curve for Kodak SO-163 photographic film using the Epson scanner
and 300 keV electrons.

was therefore recorded with a higher electron dose rate (achieved by using a smaller spot
size number), and merged with the first set by finding a region of overlap between the two.
The region of overlap is visible in Figure 2.17 away from the extremities of the range, where
data points are more dense. This is valid since the blackening curve is measured against
the relative electron dose, and the only other factor which could affect the blackening is the
accelerating voltage which was the same in both series. However, the imperfections in the
overlap give an estimate of how repeatable the exposure calibration is, due to variations in,
for example, the age of the developer solution used for processing the film.
The blackening curve reveals that the dynamic range of the film under these conditions
is only about 2 × 102 and is highly nonlinear. The curve, D(E ), was fitted using a function
suggested by Zuo (2000):
¡
¢
D = D s 1 − e −αE + D 0

(2.19)

where D 0 is the value which would be measured from the film in an unexposed region, D s +
D 0 is the value which would be read from a completely saturated region (i.e. D s represents
the maximum amount of blackening possible by irradiation), and α quantifies the curvature
of the graph at intermediate points. Values of D s , D 0 and α where determined using non46
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linear least-squares to fit this equation to the calibration curve for photographic film. The
following values were found for this case:
D s = 212.4
D 0 = 31.4
α = 0.0893.

Correction of Images
Using the calibration curves, images acquired under the same conditions can be corrected
to produce an estimate of the image as it would have been if recorded on a perfectly linear
medium. To do this simply requires a rearrangement of Equation 2.19 to allow E to be
calculated from D and the constants D 0 , D s and α:
·
¸
D − D0
1
E = − ln 1 −
α
Ds

(2.20)

Hence by applying this equation to each pixel in a digitised image, a map of E can be
derived from the image (which could be called ‘a map of D’) and the appropriate calibration
values. Since the gradient of the calibration curve is very small at very low and very
high electron doses, pixels with values near the extremes will have large errors in their
measurements of E . However, since reflections with very low or very high intensities are
likely to be excluded from the data used for analysis anyway (since they will either not be
easily visible or will be clearly saturated), this may not be such a problem. The problems
created by large errors in intensity measurements will be discussed further in Chapter 3.

Imaging Plates
Imaging plates operate using a principle related to that of photographic film. The plates
consist of a film composed of crystals of barium fluoride embedded in a substrate, which is
layered upon a polymer intermediate layer with a metal backing for strength. A protective
top layer helps to prevent scratches, which is important since the plates can be reused a
practically unlimited number of times. The crystals, when stimulated by electron irradiation,
undergo an energetic change into a different state where they can remain stable for a period
of several days. The latent image is read out by illumination with laser light of a particular
wavelength which stimulates the ‘activated’ crystals to release light. This light can then be
measured using a photomultiplier tube while the laser scans the surface in a method similar
to fluorescence microscopy. The signal emitted by the photomultiplier tube is then amplified
and digitised. The original analogue signal is subsequently amplified further before being
digitised by a second analogue-to-digital converter, to provide two digital signal channels —
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Figure 2.18: The response of imaging plates to electron irradiation at 300 keV.

one with a larger gain than the other. The gain between the low and high sensitivity channels
is quoted by the manufacturer as 32.
The signals are assembled into two separate data files, which can be used individually
or combined by an appropriate piece of software which forms a single image with high
dynamic range from the two files. In the case of our system (from Ditabis), this operation
is performed by the software which controls the scanner and can be performed during the
scan or at a later processing step. Various parameters to do with the scanning of the plates
can be configured, such as the intensity of the laser, the gain of the initial amplifier stage (but
not the 32× intermediate gain), the resolution of the scanning and the area to be scanned.
After scanning, the plates are erased by exposing them to visible light for about 20 minutes,
and can be reused many times until they mechanically degrade — either becoming covered
in an unacceptable number of scratches or too deformed to be scanned safely.
The dynamic range of imaging plates quoted by the manufacturers is about 106 grey
levels with a linear response across the entire range. A similar calibration exercise to the
one performed for the photographic film was carried out to confirm this and investigate
the behaviour of the plates. The analysis was performed in a similar way to the handling
of the photographic series, except that a piece of custom-written software was required to
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perform the measurement and averaging from a selected region of the CBED disc. This
was necessary because the scanner’s control software writes its data in a unique file format,
and also because the very large dynamic range of the images is beyond what most image
processing software can work with. Very little software is currently available to read these
data files, but since Ditabis provide a full description of the format of the data, software could
easily be written to handle the data.
Data was acquired in three separate series, since the range of exposure times of the
microscope was far too small to span the entire dynamic range of the system. Between the
acquisition of the individual series, the intensity of the blank CBED disc was decreased by
increasing the spot size and decreasing the size of the condenser aperture. The first series
was acquired under conditions similar to those used for the film calibration, where the disc
was as bright as might be expected in a practical microscopy situation. For the second series,
the disc was made to be very dim indeed, such that the exposure meter of the microscope
could not adequately measure its brightness. The final series was recorded with the disc so
dim that it could barely be seen. The plates were all scanned using the same parameters,
with the gain of the scanner set at its lowest allowable value and the laser set at its default
value of 50%.
The ratio of the electron dose rate between the series was determined by using linear
interpolation to determine the point where highest value in each series would belong in the
next series with higher dose rate. In this way, it was determined that the ‘high intensity’ series
experiences a dose rate of 2600× that of the ‘low intensity’ series, which itself experienced a
dose rate of 21× that of the ‘ultra low intensity’ series.
The values were combined using this knowledge to produce the graph shown in Figure
2.18. Lines are shown for both the high-sensitivity and low-sensitivity channels, which
were recorded separately and not merged. The response, as plotted on logarithmic axes,
is linear across almost the entire range covered by this exposure series, tailing off at very low
intensities and displaying saturation at very high intensities. It could easily be checked from
the raw data for this graph that the values read from the high-sensitivity channel were close
to 32 times the low-sensitivity readings at the same dose, which corresponds to the value
given by the manufacturers for the gain of the additional amplifier which feeds the highsensitivity channel. Lines showing the linearity of the central regions of the curves have
been drawn, and a region marked which shows what appears to be the range over which the
response could be considered linear in at least one of the channels. The range spans from
an electron dose of just under one second up to just over 100,000 seconds, giving a total
dynamic range of about 250,000, which is close to the value quoted by the manufacturers,
but slightly lower. The reduction in dynamic range is due to the noise floor of about 10
counts of intensity which is seen on the high sensitivity channel at low doses. If this floor
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was not present, and the high sensitivity channel could measure a single count of intensity,
then the linear range would be extended to approximate the theoretical maximum dynamic
range of 32 × 216 ≈ 2 × 106 grey levels. The origin of this noise is, however, unknown at the
time of writing. To demonstrate the ‘missing’ dynamic range, a blue cross has been marked
on Figure 2.18 where the extrapolated linear region of the high sensitivity channel would
reach a value of one count. It can be seen that the dynamic range would be expanded to the
value stated above if this were to be the case.

2.8 Summary
This chapter began by discussing the effects which dynamical diffraction can be expected
to have on the results of a structure solution effort, and this was followed by a theoretical
calculation which showed that the precession technique could bring the diffracted intensities closer to their desired kinematical values. The reasons for this were discussed, and
found to be principally ‘geometrical’ rather than because of any deep details of the scattering
mechanism: if intense reflections are found, they should not be excited simultaneously to
avoid strong interactions between them. The precession angle can be chosen to minimise
such interactions, and so it is not necessarily true to say that the angle should always be
as large as possible. In the extreme case, if the strongest multi-beam interactions affecting
a particular reflection lay along a systematic row in a diffraction pattern, they would be
enhanced most strongly at very large precession angles.
However, applying this understanding to an initially unknown crystal structure to guide a
strategy for data acquisition,would be impractical with the current technology. For practical
purposes, it must be accepted that electron diffraction intensities will not be directly
proportional to the structure factors in the way which can often be assumed in the field of
X-ray diffraction. It will be seen in later chapters how much information can be extracted
using electron diffraction nevertheless.

50

3 Algorithms for Structure Solution
3.1 Introduction
Well-developed automated software for X-ray structure analysis is widely available, and it
is possible to use some of the same software for the analysis of electron diffraction data
if the intensities are measured accurately and approach the kinematical approximation
sufficiently closely. Usually, some alteration to the parameters of the software must be made
in order for the software to be able to handle electron intensities, such as giving it access to
electron scattering factors. However, while the algorithms of conventional direct methods
are generally tolerant of low quality data, they often suffer problems when attempting to
unravel the particular deficiencies of electron diffraction data. Understanding the subtleties
in the behaviour of a particular algorithm, as will be seen in this chapter, can help our efforts
to optimise data acquisition and structure solution.

3.2 Review of Methods
The Patterson Function
Having determined the unit cell parameters to an acceptable degree of accuracy, the first step
in any attempt to extract atomic locations from a particular diffraction pattern should always
be to examine the Patterson function for that data set. The Patterson function requires no
knowledge of the unit cell contents or structure factor phases to produce, and is given by:
P (r ) =

X

I (g )e 2πi g .r ,

(3.1)

where r is a vector in direct space, I (g ) is the intensity of the reflection at the reciprocal
lattice position g , and the summation is over all measured reflections (Patterson, 1934).
The Patterson function is a discrete Fourier transform of the intensities of the reflections
(not the structure factor moduli), and is closely related to the autocorrelation function for
the crystal structure. The main difference is that the Patterson function is formed from
a restricted set of measured Fourier components, whereas the autocorrelation function
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would be formed from the complete, infinite, series of possible Fourier components. The
Patterson function therefore suffers from ripple due to Fourier truncation, the severity of
which depends on how completely the available reflections have been sampled.
Considering the simplicity with which it can be calculated, it is surprising that many
analyses published in the recent literature do not begin with, or at least do not mention
beginning with, the inspection of the Patterson map. Such inspection immediately gives a
view of the quality of the data: if peaks can be seen against a relatively flat background, then
it is likely that the data warrants further analysis. If instead only small ripples are seen with
a very noisy background, then the quality of the data should be reviewed.
The vectors between the origin of the Patterson map and the peaks it contains correspond to interatomic vectors in the unit cell. The strength of each peak corresponds to
the product of the scattering powers of the two atoms involved. The Patterson map can
be formed in two or three dimensions as the data allows, and in either case interatomic
vectors can overlap in such a way as to make direct deconvolution of the structure difficult.
Additionally, the Patterson map has low resolution compared to (say) a phased projection
using the square roots of the intensities, since each peak is the convolution of one atom’s
shape with another1 . There is also a strong ‘self correlation’ peak at the origin, which
can obscure information about short interatomic vectors. This large peak represents the
correlation of the entire unit cell contents with themselves at zero offset, and can be removed
by using the alternative formulation:
P 0 (r ) =

X£
¤
E (g )2 − 1 e 2πi g .r ,

(3.2)

where E (g ) is the intensity of the reflection at reciprocal vector g divided by the mean
intensity of all reflections for which a non-zero intensity has been measured:
E (g ) = 

I (g )
I (g )

®.

(3.3)

Since this ‘normalisation’ has the effect of bringing the mean intensity in all the Fourier
components to unity, subtracting one from every component brings the mean intensity to
zero. At the origin, the intensity is simply equal to the sum of all the components E (g )2 − 1,
and is therefore zero.
The Patterson map, with or without the origin peak, is a completely real-valued function
only if Friedel’s Law is satisfied (Friedel, 1913). Friedel’s Law requires that for every reflection,
1

Another way of explaining the reduced resolution of the Patterson map is that the intensities, being
the squares of the Fourier moduli that would be used for the phased projection, tend to enhance stronger
reflections and suppress the weaker reflections. Since low-order reflections are typically stronger than highorder ones, this gives an enhancement of low-resolution components of the map at the expense of the highresolution components.
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g, there is another reflection, −g , with the same structure factor modulus:
¯
¯ ¯
¯
¯F (g )¯ = ¯F (−g )¯ .

(3.4)

If Friedel pairs of reflections are assigned equal and opposite phases, i.e.
F (g ) = F ∗ (−g ),

(3.5)

then a purely real-valued map will be produced. This condition is satisfied by real crystal
structures, since the electrostatic potential or electron density must be real-valued. It is also
clear that this condition is met by the Patterson function, in which all the phase values are
zero.
A two-dimensional Patterson map can be calculated from data other than that from the
zero order Laue zone. To do this, reflections which belong to the chosen higher-order Laue
zone are used to construct the Patterson map as if they belonged to the zero-order layer. Such
a map is known as a conditional Patterson map (Vincent et al., 1984b). If such a map were to
be calculated for the a−b plane from reflections of type hk1, then the Friedel opposites, h̄ k̄ 1̄,
would have to occupy the same positions in the Fourier plane as the reflections h̄ k̄1, since
the index ‘1’ has been ignored and zero used in its place. This means that the condition
for a real-valued map is no longer satisfied: the reflection h̄ k̄1 is not, in fact, the Friedel
partner of the reflection hk1, and almost certainly has a different intensity. Therefore, a
two-dimensional conditional Patterson map from HOLZ intensities is not necessarily a realvalued function.2 In such a map, the phase of a particular peak gives information, albeit at a
low resolution, about the out-of-plane component of the corresponding interatomic vector.
Since:

P (r ) =

X

=

X

I (g )e 2πi g .r

g

I (g )e 2πi (hx+k y+l z)

g

=

X

I (g )e 2πi (hx+k y) e 2πi l z

g

from which the l th conditional Patterson map, P l , can be defined as (Vincent et al., 1984b):
P l (r ) =

X

P (r )e −2πi l z .

(3.6)

z
2

A three-dimensional Patterson map could alternatively have been calculated from the same restricted set
of intensities, in which case the map would have been real-valued. However, a two-dimensional map is often
preferred for ease of representation.
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In such a map, each peak of the conditional map is multiplied by a phase factor e 2πi l z .
With reflections from the first-order Laue zone (l = 1), a phase of π therefore represents a
z-component of 1/2. For the second-order Laue zone (l = 2), the same phase value would
represent z = 1/4.
If a set of structure-factor moduli (not intensities) are all phased with the same phase
value, then the structure revealed will be the square root of the Patterson function, consisting
of one very large peak overwhelming all the others. This situation is known as the ‘uranium
atom solution’, since the large peak resembles a single very heavy atom, and must be avoided
when performing phase retrieval. Often, avoiding this situation can be difficult because
the uranium atom solution satisfies many of the same criteria used for solving the phase
problem, and is therefore attractive for many phase retrieval algorithms. This condition will
be discussed further in later sections.
The Patterson map will appear in many examples of simulated and experimental structure solution in this chapter and the next.

Conventional Direct Methods
The term “direct method” applies to any technique which can produce estimates of
structure-factor phases from measurements of their moduli, in contrast to methods such
as isomorphous replacement or anomalous scattering which can produce experimental
measurements of phase values. Direct methods are ‘pure’ solutions to the phase problem.
Harker and Kasper made the first major breakthrough in this area in 1948 by applying
Schwarz’s inequality to the structure factor equation. Schwarz’s inequality takes the form
¯2 µˆ
¯ˆ
¶ µˆ
¶
¯
¯
2
2
¯ uvd r ¯ ≤
|u| d r
|v| d r ,
¯
¯

(3.7)

and the structure factor equation for a centrosymmetric structure, when expressed as a
continuous integral, takes the form

ˆ1 ˆ1 ˆ1
¡
¢
ρ(r ) cos 2π g · r d r .

F (g ) = V
0

0

(3.8)

0

In this equation, F (g ) is real-valued because of the cancellation of the imaginary terms in
the Fourier transform when operating on a centrosymmetric function. Combining these two
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equations and applying the identity cos2 θ ≡ 12 (1 + cos 2θ) gives


ˆ1 ˆ1 ˆ1

F 2 (g ) ≤ V 2 

 
ρ 2 (r )d r  × 

0



0 0
1
ˆ ˆ1 ˆ1

≤ V 2
≤ Q

0 0 0
ˆ1 ˆ1 ˆ1

 
ρ(r )d r  × 

0

µ

ˆ1 ˆ1 ˆ1

0

0

0

0



¡
¢¢
1¡
1 + cos 2π 2g · r d r 
2

(3.9)


¡
¡
¢¢
1
ρ(r ) 1 + cos 2π 2g · r d r 
2

(3.10)

0

¶

1
1
Q + F (2g ) .
2
2

(3.11)

where Q is the total amount of scattering density:

ˆ
ρ(r )d r .

Q=

(3.12)

r

Inequality 3.11 is the simplest one of the Harker-Kasper phase relationships. An equivalent
inequality can be arrived at, based the discrete form of the structure factor equation as
given in Equation 1.2, by using Cauchy’s Inequality instead of Schwarz’s Inequality. Cauchy’s
Inequality is the discrete form of Schwarz’s inequality, and has a very similar form:
¯2 Ã
¯
!Ã
!
¯
¯X
N
N ¯ ¯
N ¯ ¯
X
X
¯
¯
2
2
¯u j ¯
¯v j ¯ .
¯ uj vj¯ ≤
¯
¯ j =1
j =1
j =1

(3.13)

Harker and Kasper’s inequality allows the sign of the structure factor for a reflection g
to be fixed by comparing its modulus to that of the reflection 2g , since only certain
sign (phase) assignments will satisfy the inequality. Other inequalities were derived for a
variety of different symmetries beyond centrosymmetry. Its discovery acted as a catalyst
for the discovery of other relationships which provide more information about structure
factor phases. Just two years later, Karle and Hauptmann (1950) published another set of
inequalities which placed stronger restrictions on the phases of the structure factors starting
from the assumption that the electron density must be positive. They also showed that
Harker and Kasper’s derivation tacitly also assumed positivity.
Neither of the two sets of inequalities found much practical use because, only two
years later, another publication described a method which gave an equality relationship
between the phases of the structure factors rather than just an inequality (Sayre, 1952). The
‘Sayre equation’ made use of a further piece of prior information about the electron density,
namely that it is ‘peaky’. Since the density represents atoms, it should contain strong peaks
of positivity against a relatively flat background. Sayre’s derivation begins by stating the
assumption that the density, if squared, will look very similar to the original density, since
this is one of the key properties of a ‘peaky’ structure:
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F squared (g ) = S(g )F (g ),

(3.14)

where S(g) is a simple function to account for the slight change in atomic shape. Since
squaring a function is equivalent to convolving it with itself, this can be rewritten as

ˆ
ΩS(g )F (g ) =

F (p)F (g − p),

(3.15)

p

where p is a vector in the reciprocal space and Ω is a constant arising from the convolution
of the function with itself. Using a summation instead of an integration, since the Bragg
condition is only met at certain values of g, gives the Sayre Equation:
ΩS(g )F (g ) =

X

F (p)F (g − p).

(3.16)

p

Expanding the right-hand side of Equation 3.16 gives
ΩS(g )F (g ) = F (p 1 )F (g − p 1 ) + F (p 2 )F (g − p 2 ) + . . . .

(3.17)

Now, suppose that the first term of the summation is large enough to dominate all the
others. Figure 3.1 shows the reflection F (g ) and the first dominating term F (p 1 )F (g − p 1 ).
The smaller arrows are the other, much smaller, terms in the summation. In order for
Equation 3.17 to be satisfied, the phases of F (g ) and F (p 1 )F (g − p 1 ) must be quite similar.
If the structure is centrosymmetric, this requirement is highly likely to fix the phases to be
equal (0 or π). When complex numbers are multiplied, their phases are added, and so if ϕg
is the phase of the structure factor for the reflection g , then:
ϕg = ϕp + ϕg −p

(3.18)

ϕ−g + ϕp + ϕg −p = 2nπ.

(3.19)

or, since −ϕ = ϕ−g :

Equation 3.19 is known as the triplet invariant and states that the phases of three
structure factors, whose indices add up to zero, will add up to zero modulo 2π. This is not
an absolute statement, since the derivation began with the neglect of many of the terms in
Equation 3.17. Instead, the probability that equation 3.19 will hold can be determined from
the relative magnitudes of the terms in the series. An expression for this probability was
given by Cochran (1955) as
P (Φ) =
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1
exp(G cos Φ),
2πJ 0G

(3.20)

F(pn)F(g-pn )
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p
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p

)

Imaginary

Review of Methods

F(
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Real
Figure 3.1: One term of the series in Equation 3.17 dominating the others and hence fixing
the phase of F (g ).

where P (Φ) is the probability of the left hand side of sum of the triplet phases (equation 3.19)
has the value Φ. Equation 3.20 is a von Mises distribution centred on Φ = 0 (i.e. 2nπ), and G
is a concentration parameter which determines how tightly concentrated the distribution is.
J 0 is the modified Bessel function of order zero. The value of G depends on the normalised
structure factor moduli of the reflections involved:
G ∝ E −g E p E g −p .

(3.21)

Equations 3.19 and 3.20 form the basis of the commonly used direct methods used in
X-ray crystallography. There are many further developments based on the use of symmetry,
improved distribution formulae and more complicated invariants. However, in all cases, the
underlying principle is the same.
The Tangent Formula
For a typical data set, a great many triplet relationships affect a single reflection and so
the total number of possible triplets will be enormous. By first selecting the reflections
with the strongest normalised structure factors, and then selecting the triplets formed from
those reflections which have the largest concentration parameters, a manageably small
set of phase relationships can be established which, if solved accurately, would be likely
to reveal at least part of the structure. By involving more reflections and creating more
triplets, more subtle detail in the structure, information about which is found in the weaker
reflections, might emerge at the expense of computing time and having to handle a much
larger number of triplets. By introducing other types of phase relationship, more significant
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phase relationships can be found in a more useful manner (Giacovazzo, 1998).
Taking into account all of the available triplets which affect a given reflection, a phase
estimate for that reflection is given by the Tangent Formula:
P
tan βh = P

³

´

sin ϕg j + ϕh−g j
³
´,
j G h,g j cos ϕg j + ϕh−g j
j G h,g j

(3.22)

where βh is the most probable phase value for the reflection h, G h,g j is the concentration
parameter for the triplet involving h and g j , ϕg is the phase of reflection g and the
summation is over all reflections g j apart from g j = h. A figure of merit which quantifies
how probable the calculated phase value can be used:
v"
u
u X
α∝t
G
j

³

h,g j

sin ϕg j + ϕh−g j

´

#2

"
+

X
j

#
³
´ 2
G h,g j cos ϕg j + ϕh−g j
.

(3.23)

By applying this formula to each reflection in turn, and assigning phases where the
value of α is acceptably high, an initial set of phases can be produced starting from a very
small number of initial phase assignments. The process can then be repeated, using the
newly assigned phase values to assign more phases. As more phases are determined, the
phases of previously assigned reflections can be updated with new values which are more
consistent with the others, indicated by larger values of α being given for reflections on
the later calculation than those which arose from the earlier determinations. The whole
process can be repeated until no further phases can be assigned, at which point a map can
be synthesized and evaluated.
The Convergence Procedure
Phasing a set of reflections using the method described in the previous section relies on
creating a chain of phase relationships, such that a very large number of phases can be
calculated from a very small number of initial assignments. The number of reflections which
will eventually be phased depends on the initial selection of the reflections to phase, and a
procedure exists, known as the convergence procedure, by which the connectivity of the
initial reflections can be maximised (Germain et al., 1970). The procedure relies on the
fact that the value of α for a particular phase assignment can be estimated without actually
knowing the corresponding phase values. Beginning with the list of strong reflections, the
reflection whose phase assignment would have smallest value of α is eliminated from the list,
since it is the reflection with the minimum connectivity. Repeating this procedure eventually
produces a very short list (around ten reflections) of reflections which have no connectivity
at all. These last remaining reflections are likely to be the ones which, if used as the initial
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reflections for phase extension using the Tangent Formula, will produce phases for all of the
strong reflections.

Normalisation of Intensities
When attempting to use conventional direct methods to solve a structure, the intensities
must be normalised. A discussion of such methods cannot therefore be complete without
mention of the methods used for this normalisation and the theory behind them.
If the crystal structure under examination was made from stationary point-like atoms,
then high-resolution reflections would on average be as strong as low resolution ones. In
a real structure, high-order reflections are weaker for many reasons combined. In order to
use conventional direct methods, a normalisation procedure must first be followed, which
converts the intensities to those which would be found if the structure were indeed made of
stationary point atoms. The normalisation is not completely specific to conventional direct
methods, for example, Lei (2007) used a similar kind of normalisation to assist in the retrieval
of images of carbon atom clusters.
Each of the steps required to perform the normalisation is dealt with below.

Lorentz Correction Factors
The Lorentz correction factors, for the geometry of diffraction and the incompleteness
of integration, were discussed in Section 2.4. It was explained that such a correction is
not as simple to correct for as might first be thought, since before the geometry can be
compensated for it must first be understood fully, and the distribution of intensity along
a relrod is not known a priori. That discussion will not be repeated here, but it is useful to
note the differences in how these factors are applied in practice.
Lorentz correction factors apply with or without precession. Without precession, the
correction factor aims to compensate for the measurement of reflection intensities when
away from the Bragg condition. Dorset (1976b) evaluated the practical need for such a
correction in some data for an organic crystal. By tilting the crystal through small angles (0–
1.5◦ ), no significant variations in the intensities of the strongest reflections were observed.
Dorset interpreted this as being due to a smearing of the relrods in the direction of the
beam due to mosaicity of the specimen, and concluded that no Lorentz correction was
appropriate. In a more recent article, Dorset et al. (1992) simply mentioned that no Lorentz
correction was applied, and the structure determination still met with success. Weirich
¯ ¯
(2003) does not mention any such correction at all, but does use the approximation I g ∝ ¯F g ¯
¯ ¯2
(as opposed to I g ∝ ¯F g ¯ ), which has been found to compensate reasonably well for twobeam dynamical diffraction. Dorset et al. (1994) employed an unconventional Lorentz
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q ¯ ¯
¯ ¯
factor due to Vainshtein, where it is assumed that ¯F g ¯ ∝ I g ¯g ¯, appropriate for crystals
deformed in a curvilinear fashion.
For precessed intensities, Own et al. (2006b) did not apply a correction to their data,
but did acknowledge their effect on the falloff of intensity with increasing resolution.
Weirich et al. (2006) performed a simple experiment using a ring diffraction pattern from
a polycrystalline specimen, comparing the integrated intensities around the rings before
and after applying precession. They observed no significant difference at all, despite a large
precession angle (47.6 mrad). Moreover, they described how all their attempts to apply a
Lorentz correction resulted in failure of the structure solution step using the automated
program SIR97 (Altomare et al., 1999).
Deconvolution of the Atomic Form Factors
The atoms are not point-like, but diffuse. Their high frequency Fourier components are
therefore reduced in magnitude. The atoms could be thought of as delta functions convolved
with a point spread function. The point spread function in reciprocal space is the scattering
factor f j ,g which was first seen in Equation 1.2, and describes the scattering of electrons from
an isolated atom of element j at the reciprocal lattice coordinate g — the ‘shape’ of the atom
as sensed by the diffracting radiation.
The scattering factor can be compensated for by dividing the measured structure factor
moduli by the sum of the scattering factors for the atoms in the unit cell at the correct spatial
¯ ¯
frequency ¯g ¯ (Giacovazzo et al., 2002b):
¯ ¯
¯F ¯
¯ ¯
¯U g ¯ = P g .
j f j ,| g |

(3.24)

This division in reciprocal space constitutes a deconvolution of the direct space map by
the sum of the atomic form factors.
The Wilson Plot
At temperatures above absolute zero, the atoms are not stationary, but vibrate rapidly due
to their thermal motion. This further diffuses the atomic peaks, multiplying each atom’s
2

contribution to each reflection by a factor of e −B s , where s is the value of

sin θ/λ

= |g |/2 for

the reflection.3 This means that high resolution reflections are reduced in intensity (Debye,
1914; Waller, 1923). B is known as the Debye-Waller parameter for that atom. If the atom’s
3

Unfortunately, the use of the symbol s for the spatial frequency term, standardised in X-ray
crystallography, conflicts with the use of the same symbol for excitation error in electron diffraction. The
standard crystallographic notation has been used here, and cases where s is taken to refer to the excitation
error should be clear from the context or explicit declaration.
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thermal motion is anisotropic, then B will become a matrix of values describing a thermal
ellipsoid.
While the individual thermal factors for the atoms in a particular structure remain
unknown until the very final refinement stages in the analysis, these factors affect the
resolution falloff of the intensities and must be compensated for in some way to allow direct
methods to function. An estimate of the sum mean of the factors can be measured from the
data by plotting the reflection intensities, having been corrected for the other effects listed
above, against squared resolution. Such a plot is known as a Wilson plot, after Wilson (1942).4
Since
I
ln I

2

∝ |F |2 e −B s ,
=

2 ln |F | − B s 2 + constant

and a plot of ln I against s 2 will have gradient −B . An example of such a graph is shown
in Figure 3.2. According to Wilson’s original article, the reflections should be grouped into
small ranges of s and the mean intensity taken in each range. Grouping the measurements
in this way permits the dependence of intensity on resolution to be seen more clearly, but
hides the distribution of intensities around the fitted line. Additionally, the grouping reduces
the computational effort required to fit the line to the data points, but fitting a line to such
a large number of data points is no longer a prohibitive computational task. Therefore, in
Figure 3.2, this grouping has not been performed.
After measuring B , the intensities can easily be corrected for the thermal falloff by
2

dividing the intensity of each reflection by the value of e −B s with the appropriate value of s.

Projection Iteration Methods
In addition to the conventional direct methods, there is another, almost totally unrelated,
class of phase retrieval algorithms in common use. Rather than using ‘mathematical tricks’
to estimate phase values, these methods work by attempting to find a potential function
which simultaneously satisfies the requirement of positivity and has the correct structure
factor moduli. While generating a density which satisfies either one of these requirements
is very easy, finding a density which satisfies both can be very difficult. This class of
algorithms treats the phase retrieval problem as one of optimisation rather than one of direct
calculation, and could be referred to as projection iteration methods.
4

Very early on, structure factors were determined by carefully measuring the dose of radiation applied
to the specimen and calculating the fraction of it that was diffracted (Yü, 1942). In fact, the original aim of the
Wilson method was to allow the absolute values of the structure factor moduli to be determined experimentally
from the relative intensities.
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Figure 3.2: An example of a Wilson plot, in this case reproduced from Chapter 5 (Figure
5.23). The intensities used to calculate the plot were obtained from a precession electron
diffraction pattern from a form of tin oxide.

Impose direct space constraints

Fourier Transform

Inverse Fourier Transform

Impose reciprocal space constraints
Figure 3.3: The simple Fourier cycle.

Projection iteration methods are based on the simple principle of alternating between
reciprocal and direct space, applying the correct structure factor moduli in reciprocal space
and forcing the potential to be positive in direct space. The simple procedure is illustrated
in Figure 3.3. Besides the constraints of Fourier moduli and positivity, other constraints can
also be applied in either direct or reciprocal space.
A clearer understanding of the situation comes from set theory. A box can be drawn
representing all the possible densities which could be created within the unit cell, each
infinitesimal point within the box corresponding to a particular distribution of potential
62

Review of Methods

within the cell. The true box would exist in a higher-dimensional space, the number of
dimensions being equal to the number of structure factors to be phased. Each of the many
coordinates of a point represents the phase value of an individual structure factor.5 For
simplicity, this box will be represented schematically as a two-dimensional square. A region
could be isolated within the box enclosing all of the densities which satisfy a particular
condition, such as having positive potential at all points, or having the correct values for
the structure factor moduli. The shape of such a region depends on what constraint was
chosen. Some sets have the property of convexity, which means the same as the word’s
familiar everyday usage. Mathematically, this property is defined as follows: a convex
set must contain all points on all lines which can be drawn connecting two points which
are themselves members of the set. A ‘convex constraint’ is simply a constraint whose
corresponding set is convex (Figure 3.4).

Convex set

Non-convex set

All possible densities

Figure 3.4: Two sets in the universe of all possible densities. The right-hand set is not convex,
since a line can be drawn between two points in the set such that some of the points along
that line are not members of the set. Many such lines can be constructed in this example,
just one of which is shown. The left-hand set is convex, since no such line can be drawn.

Starting from any point in the universe of all possible densities which is not a member
of a chosen set, it is possible to define an operation, called a projection, which would move
that point into the set. Projections are usually distance minimising, meaning that they move
the point to the nearest edge of the set, and no further. Projection operations can also be
underrelaxed, which means that they deliberately move the point short of the boundary of
the set, or overrelaxed, where the point is moved slightly too far, deeper into the set.
It is usually very easy to devise a projection for a given constraint. For example, a
projection onto the set of densities with all the correct structure factor moduli must simply
5

Other formulations are possible, for instance the number of dimensions could be the number of ‘pixels’
used to represent the density, in which case the coordinate in each direction would be the potential at the
corresponding pixel.
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Constraint A

Constraint B

All possible densities

Figure 3.5: If two sets do not overlap, the ‘best fitting’ density can be found on the shortest
line which connects both sets.

modify the moduli for all the structure factors while leaving the phases intact. It can be
shown that this operation is distance minimising (Marks et al., 1999).
To solve the crystallographic phase problem involves satisfying at least two constraints:
the structure factors must have moduli equal to those measured from the diffraction pattern,
and one other constraint such as positivity or atomicity of the density. Without at least
one such extra constraint, it would be impossible to distinguish a correct density from the
continuum of other possible densities. Individually, either constraint is usually very easy
to satisfy, however to satisfy both simultaneously can be extremely difficult. Projection
iteration methods provide a way of achieving this by making use of the convexity of the
constraints. If both constraints are convex, then repeatedly applying the two projections
in an alternating fashion will have the effect of moving towards the intersection or closest
approach between the two sets. It is hoped, of course, that the two sets will intersect at
exactly one point, meaning that there is a single, unique and exact solution to the problem.
In practice, it is likely that the two sets will not overlap, and a ‘best fitting’ density must be
found, which corresponds to a point on the shortest line which can be drawn connecting the
two sets, as shown in Figure 3.5.
The first instance of such an algorithm for phase retrieval was for the related task of
recovering the complex specimen exit wavefunction given an HRTEM lattice image and a
diffraction pattern (Gerchberg and Saxton, 1972). The aim was to retrieve the phase at all
points in the wavefunction starting from the modulus at all points in direct space and the
modulus of each Fourier component of the wavefunction.6 The original article by Gerchberg
6

Recall from Section 2.2 that the intensities in a dynamical diffraction pattern are the squared moduli of
the Fourier components of the exit wavefunction.
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and Saxton includes a proof that iterating alternate projections will result in the estimate of
the solution either moving closer to a solution with each iteration, or at worst not moving
at all. Gerchberg and Saxton’s case involved a particularly strong constraint in direct space,
since the modulus was known at all points. In the crystallographic case, the available direct
space constraints are much weaker, and this leads to a tendency of the algorithm to stagnate,
making initial progress towards a solution but then stopping and moving no further. The
next section describes one way that the progress towards a solution can be driven much
more strongly.

The Gerchberg-Saxton-Fienup Algorithm
The weak convergence of the plain Gerchberg-Saxton algorithm was tackled by Fienup
(1982), who introduced the concept of feedback to drive the progress towards a solution more
powerfully.
The crystallographic form of the original Gerchberg-Saxton algorithm can be described
mathematically as

u 0 (r ) u 0 (r) ≥ 0
k
k
u k+1 (r ) =
0
u 0 (r) < 0

(3.25)

k

where r is a direct space coordinate, u k (r ) is the direct space density at iteration number k
and position r . u k0 (r ) represents the function u k (r ) having been put through the reciprocalspace step of the algorithm: a Fourier transform, imposition of the measured structure
factor moduli and an inverse Fourier transform. Therefore, the mathematical representation
instructs us to first perform the reciprocal space step, then to set the potential to zero at
points where it is negative. No change is made to points which are already positive. This fits
exactly into the basic Fourier cycle as shown in Figure 3.3, using positivity as the direct space
constraint and the measured structure factor moduli as the reciprocal space constraint.
Fienup’s modified version, known as the hybrid input-output (HIO) algorithm, is described as follows:

u k+1 (r ) =


u 0 (r )
k

r ∈γ

u (r ) − βu 0 (r ) r ∉ γ
k
k

(3.26)

where β is known as the feedback parameter and usually has a value between 0 and 1. The
notation differs from Equation 3.25 in how the two cases are chosen between, and some
explanation is required. γ represents the support of the reconstructed potential, meaning
the set of points in the projection which should have non-zero potential. This terminology
is used because this algorithm was originally created for the purpose of recovering a non65
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periodic object from its Fourier moduli, and in these cases the support of the object is often
known beforehand (see, for example, (Miao and Sayre, 2000) or Sayre et al. (1998)). In the
imaging case, the support remains the same throughout the entire phase retrieval process,
and provides a powerful constraint which aids progress towards the solution. The tightness
of the support constraint affects the power of the constraint, with a tighter support being
preferred for fast convergence. A method has been demonstrated in the diffractive imaging
case, known as the “shrink-wrap algorithm”, for iteratively tightening a support constraint
as the phase retrieval progresses and the image becomes increasingly clear. However, this
method is not easily applicable to the crystallographic system (Marchesini et al., 2003).
Here, no static support can be used since this would mean that the structure was almost
completely known beforehand. Instead, a dynamic support can be used, calculated at
each iteration (after the reciprocal space step) by defining any points with zero or positive
potential as being within the support. Hence, despite a difference of notation, the condition
which arbitrates between the two cases in Equation 3.26 is the same as in Equation 3.25.
The key difference between Equations 3.26 and 3.25 lies in how they treat points which
are negative in potential. In the plain Gerchberg-Saxton algorithm, such points were simply
set to zero. Now, they are assigned their value in the previous iteration minus a fraction of
their new value. The new value of points defined to be outside the support is negative, which
means that the more negative the new value of a point is, the more strongly it will be driven
towards positivity. In addition, if the reciprocal space step caused a point to change from
being positive to being negative, its drive towards positivity will be even stronger. Therefore,
the algorithm adds a feedback which drives the projection strongly towards positivity. The
larger the parameter β, the stronger the drive will be, and values between 0.5 and 1.0 have
been recommended in the literature for reconstruction of non-periodic images.
It can easily be shown that a static support forms a convex constraint, according to the
strict mathematical definition mentioned above, by visualising two arbitrary densities which
have the correct support, and considering all the densities ‘on the way’ between them. Since
moving from one of the originally chosen densities to the other involves alteration only of the
points within the support (since the values of the points outside the support must remain
fixed at zero), any density ‘on the way’ between the two must also satisfy the constraint.
The continuum of possibilities between the two original choices corresponds to the line
connecting the two points in the set of allowable densities. Since all of the points between
them correspond to densities which also have the correct support, they are also members of
the set. Therefore the set is convex.
When a dynamic support is used, the corresponding set is also convex, but changes
at each iteration. This introduces a complicated influence onto the convergence of the
algorithm, and it is not easy to understand or predict the outcome. Perhaps because of this,
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applications of the hybrid input-output algorithm to the crystallographic case have been
rare (Lei, 2007). In Section 3.4, its behaviour will be investigated in a way which also sheds
light on many other algorithms.

The Charge Flipping Algorithm
The charge flipping algorithm (Oszlányi and Süto, 2004) is another iterative algorithm.
Instead of using a feedback mechanism, as in the HIO algorithm, the real-space step consists
of taking all of the pixels with a value below a certain threshold and simply reversing their
sign. The threshold can be positive, in which case the continual modification of low but
small-valued pixels drives the progress towards a solution, or it can be negative, in which
case the algorithm is permitted to tolerate a small amount of negativity in the density. Using
the notation used above, this operation can be expressed as:

u k+1 (r ) =


u 0 (r )
k

u k0 (r ) ≥ δ

(3.27)

−u 0 (r ) u 0 (r ) < δ
k
k

where δ is the threshold, usually set to a value which results in around 10% of the pixels being
flipped.
The basic algorithm can be modified in various ways to give better convergence properties (Zhou and Harris, 2008; Oszlányi and Süto, 2008), and so far has found most use when
applied to X-ray data (for example, Wu et al., 2004).

Structure Refinement
Refinement is the process of taking atomic coordinates from a starting model and improving
them with an appropriate numerical minimisation algorithm to yield an improved model.
The starting model is often constructed by an examination of a potential map from direct
methods, with chemical knowledge in mind to guide the assignment of atomic species if
the relative sizes of the peaks cannot clearly differentiate which peak corresponds to what
element.
Almost any minimisation algorithm can be used for structure refinement, with the
method of non-linear least squares (by iterative solution of the normal equations) being
most common. The aim is to minimise the differences between the calculated and measured
reflection intensities, and this can be formulated either in terms of the structure-factor
moduli or the intensities:
S=

X
g

¯ ¯ ¢2
¡¯ ¯
w g ¯F g ¯obs − k ¯F g ¯calc ,

or

(3.28)
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S=

X

¡
¢2
w g I g ,obs − k I g ,calc ,

(3.29)

g

respectively, where w h is a weighting factor which can be used to give greater or lesser
k is a scaling factor which must be used to bring

significance to certain reflections.

together the measured intensities, whose absolute intensity depends on the thickness of
the specimen, the incident beam intensity and the recording system, and the calculated
intensities which have proper physical units of scattering power. The normal equations,
which are a set of equations which can be solved to give an improved estimate of the
structural model, are arrived at by setting the derivative of S with respect to the refinable
parameters x i to zero,

∂S
= 0,
∂x i

(3.30)

to determine the values of x i at which S is at a minimum. To do this in a practical manner, a
Taylor series expansion for S is used, from which only the first-order term is used i.e. a locally
linear approximation is used (Giacovazzo et al., 2002c):
S = S0 +

X
g

¯ ¯ ¢
¯ ¯ ¢
¡¯ ¯
¡¯ ¯
1X
w g ¯F g ¯obs − k ¯F g ¯calc ,
w g ¯F g ¯obs − k ¯F g ¯calc δx j +
2 g

(3.31)

This results in m equations, one for each refinable parameter x i , of the form
Ã
X

w g ∆F g −

¯ ¯
X δ ¯F g ¯calc
δx k

g

∆x k

! ¯ ¯
δ ¯F g ¯calc
δx i

= 0.

(3.32)

These equations can be cast into matrix form as


b 11

b 12

b 1m

···


 b 21 b 22 · · · b 2m

 .
..
..
..
 ..
.
.
.

b m1 b m2 · · · b mm
where
bjk =

X

wg




  ∆x 2

 .
  ..

∆x m

Ã ¯ ¯
δ ¯F g ¯

calc

dj =

g

¡¯ ¯
w g ¯F g ¯

δx j

obs



¯ ¯
− k ¯F g ¯

δx k




,



,

¯ ¯
¢ δ ¯F g ¯calc
calc



d1

 
  d2
 
= .
  ..
 
dm

¯ ¯ !
δ ¯F g ¯calc

and
X



∆x 1

δx j

(3.33)

(3.34)

.

(3.35)

It can be seen that, in order for it to be possible to solve Equation 3.33, the number of
reflections must be at least equal to the number of parameters being refined, and ideally it
should be significantly greater. It should additionally be noted that the matrix in Equation
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3.33 is a square matrix even if there are more reflections than parameters to refine.
Crystallographic refinement is not as simple as it might seem at first. If the symmetry of
the structure is not taken into account when constructing the normal equations, more than
one of the parameters x i may have identical effects, which results in the normal equations
becoming impossible to solve. To avoid this, symmetrically equivalent parameters are
made equivalent, and only one parameter is actually entered into the equations. Such an
imposition is known as a constraint.
Other ways of introducing external information into the refinement procedure exist,
known as restraints. A restraint is an extra ‘observation’, used alongside the many observations of reflection intensities, and has an associated weighting factor. This is achieved by
adding some extra terms to Equation 3.28:
S=

X
h

¡
¢2 X
¡
¢2
w h |F h |obs − k |F h |calc + w q p q,ideal − p q .

(3.36)

q

For each of the q restraints, a weighting factor w q defines how significant the restraint will
be, and the minimisation algorithm will attempt to reduce the differences between the ‘ideal’
values (p q,ideal ) and the calculated values (p q ) of a value of some kind from the current model
(Giacovazzo et al., 2002c), such as an interatomic distance or bond length.
Refinement poses a problem for electron diffraction data since, even though the diffraction pattern may have a very similar appearance to the ideal kinematical diffraction pattern,
it will rarely be close to the kinematical case in a quantitative sense due to the properties
of electron scattering described earlier in Section 1.7. Later, in Section 5.10, these problems
will be demonstrated by their application to a real structure.

The R-Factor
An important figure of merit for a model of a crystal structure is the R-factor. This gives
a numerical value which quantifies the total amount of deviation between the calculated
and observed intensities, normalised to the total intensity in all the reflections. A scaling
factor must again be used to bring the two sets of values together. Many forms of R-factor
exist, with the simplest two most commonly used when a value must be quoted to justify
confidence in a structure. The first of these two is the unweighted modulus residual, R 1 ,
which is calculated using the structure-factor moduli, meaning that the square roots of the
measured intensities must first be taken. The second is the weighted intensity residual, wR 2 ,
69

3. A LGORITHMS FOR S TRUCTURE S OLUTION

which uses the squared intensities7 and includes a weighting factor:
P ¡
R1 =

h

¢
|F h |obs − k |F h |calc
,
P
h |F h |obs

and

v
³¯
uP
¯2 ¯
¯2 ´ 2
u
¯
¯
¯
¯
w
F
−
kF
u h h
h,obs
h,calc
wR 2 = u
.
³¯
t
¯ 2 ´2
P
¯
¯
h w h F h,obs

(3.37)

(3.38)

Many possible weighting schemes are possible, the most basic of which is to set w h = 1 for
all reflections, making the residual in effect unweighted.
R-factors are often expressed as a percentage value, by multiplying the results of the
above equations by 100. It has been shown that, for a random structure which has no
p
systematic relevance to the observed reflections, the expected value of R 1 is 2 2−2 ≈ 83% for
p
the case of a centrosymmetric structure, or 2− 2 ≈ 59% for an acentric structure. Therefore,
these values can be taken as upper bounds on the values for reasonable structures during
refinement.

The Fourier Difference Synthesis
The starting model need not be complete. If the positions of some atoms are known, a
Fourier difference map can be synthesised which might reveal some of the remaining atoms.
Such a map is formed using the phase values from the known parts of the structure, taking
the moduli to be the differences between the calculated moduli for the partial structure and
the experimental moduli from the measured reflection intensities (Giacovazzo, 1998). If the
partial structure model is accurate and constitutes a significant part of the scattering power
of the whole structure, then the phases calculated from it will be close to the true phases.
With the intensity arising from the known portion of the structure subtracted, the map can
reveal lighter atoms which were previously obscured by the strong scattering of the heavier
atoms.
When creating a Fourier difference map, it is important to carefully consider the calculations performed in reciprocal space. For example, in the case of a superlattice structure,
it would not be possible to reveal deviations away from an ideal structure in the case where
the experimental data contains weak reflections at fractional indices with respect to the ideal
structure without the superlattice. In this case, the calculated phases for the intermediate
reflections would not be meaningful, since the structure-factor calculation for them must
7

Many other forms of the R-factor have been described, sometimes
with conflicting names. For example,
P
h | I h,obs −k I h,calc |
P
Own (2005) and Own et al. (2006a) use a form of R 2 similar to
. This definition was used earlier
h | I h,obs |
in Chapter 2 to measure the discrepancy between two lists of reflections.

70

Review of Methods

produce a modulus of zero. In practice, the calculated phases could be dominated by
computational effects such as rounding errors, and so the map synthesised including these
reflections might not even have the correct symmetry. To perform such a determination, it
would be necessary to provide a structural model which produces non-zero structure factor
moduli, and hence meaningful phase values, for all reflections of interest.

Other Types of Algorithm
While the algorithms described above are some of the most commonly used, they are by no
means the only algorithms available. Many additional variations exist of the methods already
described, and there are many completely separate approaches as well. An exhaustive
description of every single algorithm would by far exceed the available space, but some of
the methods not yet described are deserving of a mention here.
In particular, the mathematics of almost all methods based on iterated projections,
whether related to phase retrieval or not, can be unified by a consideration of the geometrical
concepts introduced earlier in this section. Such a unification was described by Elser
(2003a) in the form of a new iterative algorithm called the difference map, from which
both the HIO algorithm and the charge flipping algorithms can be derived by suitable
choices for the values of three parameters. Elser suggests choices of parameter which could
produce more optimal convergence, and although one article has been published describing
how the difference map algorithm can be used for crystallographic phase retrieval (Elser,
2003b), it has not yet found general use in crystallography. It is possible that the recent
popularity of the charge flipping algorithm has overshadowed its use, particularly given the
simplicity of the charge flipping operation compared to the complex set theory involved with
understanding the difference map algorithm.
One of the other obvious omissions in this section has been a discussion of methods
based on maximum entropy. These methods work on the basis of probability, determining
the phase choices which give the highest probability of the observed intensities being
produced (Bricogne and Gilmore, 1990). Despite the long history of such methods in the
context of crystallography (Bricogne, 1984), the mathematics they require, unfamiliar to
most crystallographers, seems to have greatly slowed their adoption. However, very recently
they have seen application to electron diffraction experiments (Gilmore et al., 2008b,a;
Dorset et al., 2007).
Finally, Dorset et al. (2007) and Gjønnes et al. (1998) made use of error-correcting codes
from information theory. Error-correcting codes are sets of optimal choices of the values for
binary sequences of specified lengths, and allow the range of possible values to be explored
in a way with a known maximum number of wrong assignments. For example, an errorcorrecting code called the binary Golay code allows the parameter space defined by 24
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binary values to be explored with the same number of trials as would normally be required
for 12 binary values (212 = 4096, instead of 224 = 16777216), provided that a maximum
of four incorrect assignments can be tolerated. In their information theory context, the
binary values would either be 0 or 1, each value representing one bit of information.8 In
crystallography, they can be used to provide phase values of 0 or π for a set of reflections
in a ‘brute force’ approach to phasing in centrosymmetric symmetry groups. If the number
of strong reflections to be phased is low, then this brute force approach may be all that is
required to obtain a starting model of the structure, however it could also be used as a way
to efficiently span the range of possible initial phase assignments for conventional direct
methods. To date, little use has been made of methods based on error-correcting codes, but
it is likely that they have more to contribute.

3.3 A Method for Normalisation
Surveying the available literature concerning electron crystallography reveals a large variation in the intensity correction and normalisation procedures which have been followed
to eventually lead to a successful structure determination. The thermal factors calculated
from Wilson plots are often unrealistic, appearing to be very low, or perhaps zero or even
negative (Dorset, 1976b). Weirich et al. (2006) do not mention the result of the Wilson
normalisation step in their analysis, but allude to problems in a later refinement step, where
they found it necessary to fix the occupancies of certain sites of the structure in order to
yield positive temperature factors for the individual atoms. However, the end result of a
successful normalisation is always known: there should be no overall falloff in the intensities
of reflections with increasing resolution.9 The algorithms of conventional direct methods,
which operate by attempting to find connectivity relationships between strong reflections,
can be expected to experience difficulty if a large ‘gap’ exists at a certain shell of resolution
where the reflections have been determined, by the normalisation process, to be spuriously
weak. By fitting the qualitative falloff in a way which fits the form of that falloff more closely,
such ‘gaps’ could be avoided. Such a method would not necessarily arise from a grounding
in the scattering processes involved, but rather in an empirical observation of the falloff of
intensities with increasing resolution.
To demonstrate why this might be possible, consider that the ‘shapes’ of all atoms, as
sensed by diffraction, are approximately the same, although their scattering power varies
8

In their conventional use in information theory, error-correcting codes are actually used in the opposite
direction. For example, the binary Golay code allows 12 bits of data to be encoded in such a way that errors
in up to four bits can be detected, but at the expense of having to transmit 24 bits of data for every 12 bits of
information.
9
Neglecting the remote possibility that such a falloff could arise by coincidence for a particular structure
modelled as point-like stationary atoms.
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over a wide range. This implies that it could be possible to perform one of the normalisation
steps, the deconvolution by the atomic scattering factors, without precise knowledge of the
unit cell. Figure 3.6 (a) and (b) show an example of a Patterson function, calculated from
kinematical intensities simulated using the JEMS software (Stadelmann, 2006) with DoyleTurner atomic scattering factors with a relativistic correction for 300 keV electrons. Thermal
parameters were set to zero, and reflections were simulated up to a maximum resolution of
16 nm−1 . The spreading of the peaks caused by the effective ‘shapes’ of the atoms causes
some information to be obscured before normalisation. However, after the structure factor
moduli are divided by the sum of the scattering factors for the unit cell contents according
to Equation 3.24, the map becomes much sharper as expected, and peaks become visible
within what were previously diffuse patches.
The same data set was then normalised, but this time using a ‘guess’ of the unit cell
contents consisting only of a single carbon atom. Carbon was arbitrarily selected, even
though the structure does not contain this element, in order to demonstrate the extent to
which the atomic scattering factors are similar between elements. The ‘correctly normalised’
Patterson map and the new map are compared in Figure 3.6(b) and (c). While the absolute
values of the structure factor moduli in the second map are much larger than those in the
first map (because the structure factor moduli have been divided by smaller numbers, since
carbon is of course a weaker scatterer than the combined contents of the unit cell), both
maps are visually very similar and the atomic peaks are as well resolved in the second map
as they are in the first. In fact, there is very little difference between the two maps at all. Since
the algorithms of conventional direct methods work by attempting to create sharp peaks, it
can be expected that the second map would have almost as high a probability of producing
accurate atomic locations as the first one.
It might be appropriate to construct a plot, similar to the Wilson plot, which makes
an experimental measurement of the falloff encountered in a particular data set. Having
measured the falloff, it could be compensated for to give the required flatness of intensity
with resolution. However, over-fitting must be avoided otherwise the variations in intensity
from one reflection to the next could be reduced, in the extreme case to the point where the
pattern no longer contains any structural information.
An attempt was made to find such a method of normalisation. It was initially noted
that the overall falloff from many precession data sets, without any type of normalisation
or correction applied, was not well modelled by the plain Wilson model. Instead of a line of
constant gradient being formed, the line is often bowed, as shown by the example in Figure
3.7. At the extremities of resolution on this graph, disproportionate numbers of reflections
appear above the fitted line, and since the scale is logarithmic, a small distance above the
line corresponds to a large increase in the average intensity. It is likely that this bowing
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(a)

(b)

(c)

Figure 3.6: A simulated Patterson transform from M g 2 SiO 4 , (a) before, (b) after
normalisation using Equation 3.24 with the correct unit cell contents, and (c) taking the cell
contents to be a single carbon atom.
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Figure 3.7: An example of a Wilson plot from data which do not fit the Wilson model. In
this case, the intensities are those from Figure 5.26 in Chapter 5, acquired from a form of tin
oxide which will be discussed later.

arises because of a combination of the Lorentz factor, dynamical scattering (which, as
previously discussed, is extremely difficult to separate from the Lorentz factor), and perhaps
contributions from inelastic and incoherent multiple scattering. It must also be remembered
that the measurement errors in the reflections at high resolution would be large, since those
reflections would appear with very low intensity in the diffraction pattern.
If a straight line were to be fitted to such a graph by weighting all of the reflections
equally and considering their relative errors to be equal, then an overall variation of intensity
with resolution would remain, such as that illustrated in Figure 3.8. For this graph, fitting
was performed using the non-linear least squares fitting facility in the GNUplot software
and all reflections were weighted equally. If direct methods were applied to such data
normalised in this way, the reflections at intermediate resolution would be less likely to take
part in phase determination, either (in the case of conventional direct methods) because the
concentration parameters for triplets involving them would be relatively low, or (in the case
of an algorithm such as charge flipping) because they would systematically contribute less
intensity to the resulting map in direct space.
A simple exponential function was found to fit this falloff:
¯ ¯
¡
¢
¯F g ¯ ≈ A + B exp −C s g ,

(3.39)
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Figure 3.8: The result of applying the plain Wilson normalisation method to the data shown
in Figure 3.7. Note the ‘bowl-shaped’ distribution of reflections.

where s g is the value of sin θ/λ for the reciprocal lattice point g , and A, B and C are constants
¯ ¯
determined by a non-linear least squares procedure having plotted a graph of ln ¯F g ¯ against
s g . An example of this is shown in Figure 3.9, where the same data used above is shown
again, but fitted according to the new equation. As before, the fitting was performed using
the non-linear least squares fitting facility in the GNUplot software and all reflections were
weighted equally. With the fitting performed using the new equation, the visible curve of the
falloff is fitted much more closely than before.
To verify that the apparent improvement in fit was not just a product of the change of
¯ ¯
axes for the plot (ln ¯F g ¯ against s g instead of ln I against s 2 ), the Wilson plot was drawn for
this set of reflection data after normalisation with the modified procedure. The new plot is
shown in Figure 3.10, and in contrast with Figure 3.8 has no general change of intensity with
resolution. Since the constant term A in Equation 3.39 was also included in the least-squares
fit, the reflections appear evenly distributed about a line with ln I = 0.
Since the formula used for normalising the intensities here was arrived at on an empirical
basis, it cannot be claimed that it is the optimal choice. Rather, it is advocated here that
the normalisation should be performed with the aim of removing any general variation of
intensity with resolution, rather than being performed in a strictly correct manner, in the
cases where to do so would introduce distortions of the type seen in Figure 3.8. In Chapter 5,
it will be seen how this method can improve the effectiveness of direct methods to produce
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Figure 3.9: The data from Figure 3.7, fitted using Equation 3.39.
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Figure 3.10: The result of applying the modified Wilson normalisation method to the data
shown in Figure 3.7.
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a unit cell projection of higher quality than the plain Wilson method.

3.4 Investigation of the Behaviour of the HIO Algorithm
Simulated Data
The Gerchberg-Saxton-Fienup algorithm was applied to simulated diffraction data to characterise its behaviour. The [001] projection of erbuim pyrogermanate (Er 2Ge 2O 7 ) was
chosen as a test structure. This compound has a tetragonal unit cell with spacegroup
P 41,3 21 2 and a = 0.6778 nm and c = 1.234 nm (Smolin, 1970) It was particularly appropriate
for this work for two reasons:
• The correctly phased projection is very different to the the projection formed by setting
all phases to a constant, meaning that the two cases can easily be distinguished
between.
• The structure contains three different atomic species, one strong scatterer (erbium),
one intermediate (germanium) and one weak (oxygen). Atoms with low scattering
power will be visible in the phased projection only if the phasing is close to being
correct and complete.
The structure is shown in Figure 3.11. In this projection, eight erbium atoms form a slightly
distorted ring whose shortest chord is spanned by an arrangement of germanium and oxygen
atoms. The arrangement consists of two facing clusters of two germanium atoms and three
oxygen atoms in a shape somewhat reminiscent of a paintbrush. Each of the erbium atoms
is closely neighboured by two further oxygen atoms. Where two of the large erbium ring
structures approach one another, a distinctive, slightly distorted square arrangement of
erbium atoms is formed. In Figure 3.11, these smaller square arrangements have been
highlighted by blue lines. The projected potential is shown in Figure 3.12, which was
constructed from simulated kinematical structure factor moduli and phases at 300 keV with
Doyle-Turner atomic scattering factors with a relativistic correction. The resolution of the
data was 7.9 nm−1 , which corresponds to reflections out to the 15th order along the a ∗ and
b ∗ directions.
Kinematical zone-axis intensities were calculated using the JEMS software (Stadelmann,
2006) and stored in the form of a list of two-dimensional indices and amplitudes to be
phased. Attempts were made to phase the data using an implementation of the HIO
algorithm in two dimensions.

The implementation used the FFTW library (Frigo and

Johnson, 2005) to calculate Fourier transforms in an efficient manner without the need to
implement the Fourier transform from scratch. Starting from random phase assignments,
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Figure 3.11: Structure of Er 2Ge 2O 7 along the[001] zone axis. A 2 × 2 grid of unit cells is
shown. Orange balls represent erbium atoms, green balls represent germanium, and grey
balls represent oxygen atoms.

and hence a ‘scrambled’ projection of the kind encountered previously in Section 2.5, the
program performed continuous iterations of Equation 3.26 until instructed to stop. When
applying the known structure-factor moduli, the modulus of the zero-order beam (|F 000 |)
was set to zero.10 As a cosmetic feature which subsequently proved to be extremely useful, it
was also made to display the result on screen after every iteration, allowing the evolution of
the solution to be directly observed. The potential was displayed each iteration at the point
immediately after the reciprocal space step. As an additional feature to aid experimentation,
it was made possible to dynamically alter the value of the feedback parameter, β, while phase
retrieval was in progress.
10

In other examples of applications of iterative methods for phase retrieval, |F 000 | has been handled in other
ways, such as the use of an estimated value or the algorithm allowed to ‘retrieve’ its own estimate of its value. It
is clear that |F 000 | cannot itself be measured experimentally.
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Figure 3.12: [001] projected potential of Er 2Ge 2O 7 . A 2 × 2 grid of unit cells is shown.

The ability to vary the feedback parameter β, combined with the visibility of the potential
as the iterations progressed, allowed an insight into the behaviour of the algorithm with
different values. Whereas high values for β, around 0.7, are recommended in the literature
(Fienup, 1982), it was found that such a large value actually produced rather unstable
behaviour. With β = 0.7, no peaks arose in the recovered projection and the appearance
was of background noise varying by a very large amount between iterations. When β was
reduced to a much lower value of 0.15, peaks began to emerge in a steady fashion, even
though the algorithm did not always converge to an interpretable map. The lack of success
with a large β is surprising since it is in contradiction with all the values used in published
reports using this algorithm. It is probable that the difference is due to Fourier truncation
of the data. Even with the perfect data used above, the reflections were not sampled up to
the Nyquist limit for the synthesised potential and the value for the intensity of the central
beam was set to zero. This produced ripples of intensity in the recovered projection which
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the feedback of the algorithm would attempt to eliminate, and there was no way it could
distinguish between regions of negativity due to Fourier ripple and those due to incorrect
phase assignments for one or more reflections. Setting β to a large value therefore creates
such a strong driving force that the whole solution moves away from a near solution rather
than stopping there. A smaller β slows this process and allows a useful solution to emerge.
As an initial test, the algorithm was first tried with intensities corresponding to the
Er 2Ge 2O 7 structure with only the erbium atoms present. This structure, shown in Figure
3.13, still has the property that the projection phased with all phases equal to zero looks
very different to the correctly phased projection. Phasing with the implementation of the
algorithm with the feedback parameter β = 0.15 produced an excellent projection in only
50 iterations, shown in Figure 3.14. No symmetry information was used in the algorithm,
meaning that the origin of the projection was free to emerge in any position, dependent
on the initial random phase values selected. Convergence to the correct structure was
repeatable over a great many attempts with different random starting points, with the
required number of iterations varying between 20 and 60.
The convergence of the algorithm with the same projection was again tested, but now
with the intensities normalised using the Wilson method. Convergence was again quick
and repeatable with β = 0.15, and the recovered projection had a sharper appearance
with slightly more background ripple, as expected, shown in Figure 3.15. Table 3.1 shows
the coordinates of the peaks from Figures 3.13, 3.14 and 3.15 alongside one another for
comparison. The coordinates of the first peak were used as a reference, and hence are
identical in all three cases. In the actual structure, all the other erbium atom positions are
generated from the first by symmetry, but this is not the case for the measured coordinates,
since the phase retrieval algorithm was used in the plane group p1. By judging the accuracy
with which the locations of the peaks could be measured as 5 pixels, the accuracies of
the measured coordinates was calculated to be 0.01. The mean deviation, in fractional
units, between the recovered coordinates and the actual coordinates was 0.0026 for the
unnormalised case and 0.0033 for the normalised case, in both cases smaller than the
accuracy of measurement. This indicates that the accuracy of coordinate determination was
high, and that it does not appear to have been altered by the normalisation procedure.
Further tests were performed using the full projection without omitting any atoms. An
example of a reconstructed potential is shown in Figure 3.16. This time, although the
convergence (at β = 0.15) to an approximate structure was quick, the emergence of the
weaker scattering atoms was less stable. The projection did not settle into a solution in a
stable fashion, instead showing fluctuations over time in the details of the reconstruction
while the broad shape, i.e. the positions of the peaks corresponding to the heavier atoms,
stayed the same. The result was much less repeatable than for the simpler projection,
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Figure 3.13: [001] projection of Er 2Ge 2O 7 with only the erbium atoms present. A 2 × 2 grid
of unit cells is shown.

and it cannot be claimed that the whole structure was retrieved automatically: to record
a high quality projection required the procedure to be stopped at the correct moment. Blue
lines are overlaid onto the projection to highlight the small squares formed by sets of four
erbium atoms as mentioned earlier. Although the broad structure has been reconstructed,
some erbium atoms appear very feint, and one out of every four germanium atoms do not
appear at all. Red circles have been drawn around the sites where the germanium-oxygen
‘paintbrushes’ have appeared, and a thicker red circle indicates the location which should
be occupied by the missing peaks.
The experiment was repeated with the intensities again normalised by the Wilson
method. The plain Wilson method without the modifications described above was found
to be sufficient in this case. A great improvement in the stability of convergence of the
algorithm was observed, comparable with the earlier attempts with the simpler projection.
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Figure 3.14: [001] projection of Er 2Ge 2O 7 , with only the erbium atoms present, as recovered
by the HIO algorithm after 50 iterations. A 2 × 2 grid of unit cells is shown.

An example of a recovered projection is shown in Figure 3.17, where pairs of neighbouring
germanium atoms are distinguishable. The required number of iterations was between 60
and 120, with the quality of the projection again depending on the moment at which the
procedure was stopped. After convergence to a point where the structure was discernible,
the projection did not become static and unchanging, but continued to translate slowly.
Lines are once more overlaid as before, and highlight a much more complete reconstruction
of the projection. The erbium positions appear strongly, though not all with equal peak
heights, and the germanium structures within the rings of eight erbium atoms also appear.
Red circles have been drawn onto the map to indicate the locations were evidence of the
germanium-oxygen structures can be seen. In some cases even the split peaks corresponding to two neighbouring germanium atoms are also visible, and the two regions where this
can be observed are circled with thicker red lines.
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Figure 3.15: [001] projection of Er 2Ge 2O 7 , with only the erbium atoms present, as recovered
by the HIO algorithm after 29 iterations and with the intensities normalised by the Wilson
method. A 2 × 2 grid of unit cells is shown.

#
1
2
3
4
5
6
7
8

Actual
x

y

0.37559
0.14726
0.12441
0.35274
0.62441
0.85274
0.87559
0.64726

0.14726
0.37559
0.64726
0.87559
0.85274
0.62441
0.35274
0.12441

Not Normalised
x
y
0.37559
0.147
0.123
0.348
0.623
0.853
0.872
0.646

0.14726
0.374
0.647
0.827
0.853
0.623
0.351
0.121

Normalised
x
y
0.37559
0.146
0.123
0.346
0.622
0.848
0.874
0.647

0.14726
0.377
0.646
0.872
0.856
0.626
0.351
0.125

Table 3.1: Coordinates, in the [001] projection, of erbium atom peaks from Figures 3.13, 3.14
and 3.15 respectively.
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Figure 3.16: Full [001] projection of Er 2Ge 2O 7 as recovered by the HIO algorithm.

The instability of the algorithm close to a solution can be interpreted as being due to
the strength of the driving force applied by the feedback. Even though the data provided
to the algorithm is exact, its limited extent in reciprocal space means that the projection
synthesised using them is not purely positive due to Fourier truncation. The algorithm
attempts to drive towards a completely positive solution so strongly that it actually moves
away from the most optimal point which could be found, rather than coming to a halt when
no further improvement can be made. This is because the dynamic support constraint
cannot tell the difference between negative density due to Fourier ripple, and the residual
amount of negative density which must remain due to Fourier truncation and inaccurate
intensity measurements. This model additionally helps to explain why strong instability was
encountered with large values of the feedback parameter β, which defines the strength of the
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Figure 3.17: Full [001] projection of Er 2Ge 2O 7 as recovered by the HIO algorithm after
around 100 iterations, with the intensities first normalised by the plain Wilson method.

algorithm’s driving force.
To attempt to provide an extra constraint to help improve this situation, symmetry
was introduced into the algorithm. Initially, only a centre of symmetry (equivalent to a
twofold rotation axis in two dimensions) was introduced. This was achieved by altering the
reciprocal space stage to not only apply the Fourier moduli, but to also set the phases to
the closest values compatible with the centrosymmetric plane group: either 0 or π. It was
noted that, in contrast to intensities, it is difficult to impose symmetry elements such as
mirror planes onto phases. For intensities, this can be easily achieved by taking the mean
of the intensities of the symmetrically equivalent reflections and applying the average value
to all equivalent reflections. For phases, however, the values can be expected to be evenly
distributed across all possible values in the range −π . . .+π. If the mean value of several phase
values were to be taken, this would be likely to produce numbers close to zero, being the
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Figure 3.18: An example of the stagnation of the hybrid input-output algorithm when used
with symmetry constraints. This map was produced after 235 iterations, but the locations of
the strongest peaks did not change for around 100 iterations before this point.

midpoint of the range−π . . . + π. This would have the effect of pushing the iteration towards
the ‘uranium atom solution’ with many phase values approaching zero, and is therefore
unacceptable. The method used to apply the symmetry was to define an asymmetric unit
cell in reciprocal space, and to copy phase values from the reflections in that region to the
symmetrically equivalent reflections. In this case, though, the implementation must ‘throw
away’ the phase values from reflections outside the asymmetric unit cell.
When the hybrid input-output algorithm was run, still using simulated kinematical
intensities, it was found that the convergence was not aided in any way by imposing the
centre of symmetry. Rather, it very quickly stagnated and achieved no further progress, with
an appearance such as the example shown in Figure 3.18. A similar kind of stagnation, but for
the aperiodic case, was discussed by Fienup and Wackerman (1986). In their work, several
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types of stagnation were encountered when recovering images from Fourier moduli using
a static support constraint (without symmetry constraints beyond the assertion that the
recovered image should be real-valued). They noted that ‘twin stagnation’, the emergence
of a second copy of the image superimposed upon the first copy, but rotated by 180◦ with
respect to it, could be overcome by temporarily modifying the support constraint to mask
off half of the image in a way which does not preserve the symmetry of the twinning. After
several iterations with the modified support, the features in one of the emerging images
could achieve dominance, at which point the original support could be restored for further
iterations towards the actual solution. Fienup and Wackerman also discussed other kinds
of stagnation, such as the appearance of stripes in the image, which were not encountered
here.
The stagnation can be understood by once again invoking the geometrical analogue
described earlier. Although the situation is complicated by the Fienup feedback system, the
algorithm can still be considered as an iterated mapping between sets of potentials, which
it is hoped are both convex. If both are convex, then the iteration will progress towards
the closest approach between the two sets. At worst, the iterate will remain fixed, but
the feedback acts to drive the progress towards a solution. When working with no explicit
symmetry constraint other than the requirement for a real-valued projection, both sets take
a certain shape (which cannot be represented in anything more than a schematic sense).
When symmetry is applied, for instance if the projection is forced into the plane group p2,
many of the possible projections in the original set are eliminated. The constraints which are
imposed in the reciprocal space step of the algorithm no longer permit potentials which have
incorrect symmetry, and so those potentials must be removed from the set corresponding to
that constraint. Since an extra constraint has been imposed and the previous constraint
kept, the resulting set will be a subset of the original set.
Furthermore, and most importantly, it can be seen that the ‘symmetrised’ set is not
convex, and in fact it is far from being so. All Fourier components in a real-valued potential
with p2 symmetry must all have phase values of 0 or π, but all possible combinations of
phase assignments for the components are permissible.11 If two different members are
chosen from the ‘symmetrised’ set, then they will have different assignments for at least
some of the reflections. The path from one such potential to the other must involve taking
such components gradually from one of the allowable values to the other, and so those
components will have incorrect moduli. Since a great many such possible choices of the
pairs of potentials within the set exist, and all of the members between each pair are not
members of the set, the ‘symmetrised modulus’ constraint can be considered highly nonconvex.
11

Any other choices of phase value, even if they were always selected from two options separated by π,
would either not have the correct symmetry or would not be real-valued.
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Higher symmetry groups will impose additional constraints on the phases of reflections
— for example, a mirror plane requires that reflections in two halves of the Fourier plane
match in modulus and phase. In the case of a non-centrosymmetric plane group such as
pm, there are very few additional phase restrictions. Only reflections lying on the reciprocal
axis perpendicular to the mirror line must have real-valued structure factors, and so the
corresponding set is also not convex according to the above argument. However, since no
additional restrictions are applied to general reflections, the set is ‘more convex’ than p2.

Experimental Data
In the previous section, the Gerchberg-Saxton-Fienup algorithm was applied to some
simulated data and its behaviour characterised. It is essential to know whether success can
be expected only with perfect data, or whether the algorithm is able to tolerate some errors in
the reflection intensities. Therefore, the algorithm was tested with experimental intensities
as well. As could be expected, in many cases such experiments were unsuccessful — one
cannot possibly expect that any algorithm would work with all data, or even that all data sets
should produce an interpretable map with any choice of algorithm. However, at least one
data set was found which did lead to a solution when used with the HIO algorithm, and this
success was repeatable across multiple runs of the algorithm with different random starting
points.
The data set used was acquired by T. E. Weirich and was provided to students at the XEL 2006 Summer School on X-ray Powder Diffraction and Electron Crystallography (Albe
and Weirich, 2003; Weirich, 2003). The data was from selected-area diffraction (without
precession) of α − Ti2 Se, with the intensities recorded on photographic film, the image
digitised and linearised and the intensities measured using the ELD software (Zou et al.,
1993), and was provided to the author in the form of a list of reflection indices and intensities.
The thickness of the specimen was not given, but the intensities were of sufficiently high
quality to enable the solution of the structure in an automated fashion using SIR97 yielding
an R-factor of R 1 = 27.9% for the solution, which was later reduced to 27.0% by refinement
using SHELXL-97.
The projection of the structure along the [001] zone axis is shown in Figure 3.19, and
(in this projection) can be described as tilted rectangular units composed of six titanium
atoms (shown as blue circles overlaid with black lines), where each rectangular unit contains
a further two titanium atoms. Each rectangular unit is surrounded by six selenium atoms,
which are shown as green circles, and the rectangular tilts in alternating directions on
alternating rows. The gaps between these units are filled with a four titanium atoms which
form a parallelogram. The symmetry of this projection is p2g g , and the positions of glide
lines and rotation axes corresponding to this plane group are shown in the figure. However,
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Figure 3.19: Projected structure of α − Ti2 Se along the [001] zone axis. Titanium atoms are
shown as blue circles, and selenium atoms as slightly larger green circles. A 2×2 array of unit
cells is shown, with borders shown as thin grey lines. Red ellipses and dashed lines mark
rotation axes and glide lines respectively. Thicker grey and black lines show key geometrical
units of the structure, and match the lines drawn in Figure 3.22.

for the reasons discussed earlier, symmetry constraints were not used for structure solution
in this investigation.
At first, the quantified intensities were used with the HIO algorithm in their raw state,
without any normalisation or corrections applied. Under these conditions, convergence
was not achieved and no solution resulted. It could be seen that the apparent resolution
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of the Patterson map was not quite sufficient to distinguish all of the atoms (Figure 3.20,
top left). The resolution cutoff of the sampled reflections is much higher — 0.08 nm is
given in Albe and Weirich (2003) — but the apparent resolution is reduced because loworder reflections have higher relative intensities due to thermal factors, Lorentz factors and
scattering factors as discussed in Section 3.2. Since the HIO algorithm operates by modifying
the density in direct space, this can be expected to have an effect. Even though the algorithm
(in this implementation) does not use the atomicity of the projection as an explicit target
property for the map, the features which dominate the Patterson map will dominate the
phase retrieval process, and if the high-order components are very weak then the fine detail
will appear feint in the map and not have a significant role in driving the process.
Following the earlier positive experiences, the intensities were normalised using the
Wilson method. Despite a rather large spread, the Wilson plot for the raw data showed a good
fit to a linear downward trend (shown in Figure 3.21), indicating that it was well-modelled by
the Wilson model. The Wilson normalisation method was therefore used in its unmodified
state, and Lorentz and scattering factor contributions to the falloff were neglected. The
Debye-Waller parameter was B = 0.094 nm−2 . Applying the Wilson normalisation produced
a Patterson map which showed much higher resolution, now showing distinguishable
interatomic peaks (Figure 3.20, top right). For comparison, a kinematical Patterson map
was calculated using kinematical intensities (with no relativistic correction factor) and no
thermal motion, and this is shown at the bottom of Figure 3.20. The great similarity between
the normalised map and the kinematical map indicates that the experimental intensities are
close to the kinematical approximation.
With the intensities normalised in this way, the HIO algorithm was able to recover the
projection on every attempt with β = 0.15, and a representative example projection shown
in Figure 3.22. When the feedback parameter was increased to β = 0.7, the strong instability
described previously was encountered, and no solution could be found as before. Also like
the previous example, the projection continued to translate slowly after convergence. The
relative atomic locations did not alter, but the heights of the peaks and a rapidly changing
background ripple caused the shapes of the peaks to vary a little between iterations. This
effect is attributed to the remaining negativity in the projection due to Fourier truncation
and the quality of the intensities, indicated by blue contour lines in Figure 3.22.
Comparison of the recovered projection to the published structure (3.19) shows that the
structure has been accurately revealed. Although the atomic locations are not exact, for
example the rectangular units of six titanium atoms appear with a slight outward bulge
which does not exist in the true structure, it is very likely that the recovered projection
would be a suitable basis for a later structure refinement. A further problem is that the
atomic species cannot reliably be distinguished from one another by the heights of the peaks.
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Figure 3.20: Patterson map from experimental intensities (not precessed) from α − Ti2 Se,
(left) before, and (right) after normalisation. Below: Patterson map along the [001] zone axis
using kinematical intensities.
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Figure 3.21: Wilson plot for α − Ti2 Se,.

For example, some selenium peaks appear weaker than some titanium peaks. Therefore,
chemical knowledge would have to be applied to move from the recovered projection to a
structural model. This was also the case previously with simulated data, and is attributed to
the instability of the algorithm. However, despite these problems, this example confirms that
the applicability HIO algorithm is not only limited to ideal data for crystallographic structure
solution.

3.5 Enhancement of Iterative Algorithms with Symmetry
It has been seen that the imposition of symmetry constraints on the HIO algorithm causes
great problems related to the convexity of the symmetry constraint. This is not specific
to the HIO algorithm, affecting all iterative algorithms when used for crystallographic
phase retrieval. Many users of the charge flipping algorithm, whose behaviour is in many
ways similar to the HIO algorithm, have commented that the incorporation of symmetry
constraints is difficult, and so structure solution by such algorithms is typically performed
in P 1 regardless of the actual symmetry (Sheldrick and Gould, 1995; Oszlányi and Süto,
2008). Although it is sometimes useful to allow the algorithm to reveal the symmetry of
the structure of its own accord, it can also be extremely desirable to be able to make use
of symmetry information during phase retrieval, particularly when low data quality limits its
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Figure 3.22: Phased map from α − Ti2 Se, after normalisation by the Wilson method. A 2 × 2
array of unit cells is shown, and geometric units of the structure are highlighted as in Figure
3.19.
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effectiveness. Is there any way that symmetry can be involved in phase retrieval with iterative
algorithms, without over-constraining the evolution of the process?
Oszlányi and Süto (2008) mention that constraints such as atomicity or symmetry should
only be applied periodically, and suggest once every 10–50 iterations as an appropriate
number, but without providing any justification. In research carried out by Dr. Alex Eggeman
in collaboration with the author, this was investigated (Eggeman et al., 2009). In the light of
the increasing popularity of the charge flipping algorithm, the investigations were performed
in relation to that algorithm rather than the hybrid input-output algorithm, although the
conclusions regarding the behaviour of projection iteration methods are expected to be
useful in all cases. Using an implementation of charge flipping algorithm based on the
implementation of HIO described above, symmetry constraints were applied in this way.
The symmetry corresponding to the chosen plane group was applied periodically, every n
iterations where n was specified by the user. Symmetry was applied in reciprocal space
as described previously, by defining an asymmetric reciprocal unit cell and copying phase
values from those reflections to their symmetry equivalents (since phase values cannot be
averaged). It was found that symmetry could indeed be imposed if done so in a periodic
manner, and it was additionally found that very little improvement to the recovered density
occurred after the first application of symmetry. Both of these features can be understood by
using the understanding developed earlier in this chapter, as will be discussed here.
It has been mentioned that symmetry constraints, such as imposing the planegroup p2,
which adds a centre of symmetry and so makes all of the Fourier moduli real-valued, are
highly non-convex in nature. The set corresponding to such a constraint could therefore
be represented by a complicated shape such as that drawn at the top of Figure 3.23. It
should be remembered that a projection onto this set represents not only the symmetry
operation but also the other reciprocal space operations, meaning it also includes the
imposition of the Fourier moduli. Therefore, its shape embodies both the symmetry and
modulus constraints. It has been discussed how the symmetrised modulus constraint is less
convex in nature than the simple modulus constraint, since the required symmetry renders
certain possible structures, which would otherwise have provided a ‘route’ between two
valid structures, invalid. In the diagram, a large convex set has been drawn in grey which
represents the modulus constraint alone. Within that set has been drawn a non-convex set
representing the subset of possible densities with the correct Fourier moduli and also the
correct symmetry. The real-space constraint has been drawn as a convex set, although it
should be noted that the dynamic nature of the support, combined with the presence of the
charge flipping operation, makes the real-space projection more complex and difficult to
represent schematically.
In this diagram, point B represents a local solution which satisfies the symmetry con95
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straint but is not particularly close to satisfying the real-space constraints. Point G represents
an improved solution which still satisfies the symmetry constraint, however it cannot be
reached from point B due to the nature of the projection operators and their distanceminimising properties as previously discussed. Point D represents a solution which has the
correct moduli, and is much closer to having the correct real-space properties, however it
does not have the correct symmetry.

Modulus and symmetry
constraints
A
B
F
D

G

E
C
H
Positivity constraint
+ charge ﬂip

All possible densities

Figure 3.23: Visualisation of why delayed imposition of symmetry (or similar) constraints
helps the process of phase retrieval.

Consider a run of iterations which starts at point A, with the correct Fourier moduli and
symmetry. After a number of projections between the sets, it would become trapped in a
local minimum, ‘bouncing’ between the two points B and C. This represents the stagnation
which was described earlier when applying a symmetry constraint. It can be seen that, if the
symmetry constraint were to be lifted, then the iteration would proceed to a new minimum,
oscillating between the two new points D and E.12 This case represents the solution which
would have been reached without the symmetry constraint. It can be seen that iteration
12

The starting point would also have been different if it was not created with the correct symmetry. Also, the
route from the starting point to point D would have been different since it would have followed the edge of the
grey ellipse rather than the non-convex black shape. However, the end result would be the same.
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from the point A cannot, in either case, reach the better solution at point F. However, if the
iteration is allowed first to reach point E without the symmetry constraint, the subsequent
imposition of symmetry for the later iterations would allow it to reach point F. In effect, the
delayed imposition of the symmetry constraint has helped the ‘chasm’ between points B and
F to be ‘bridged’.
However, success is not guaranteed: it can be seen that point G represents a better
solution, since it is closer to the set of the real-space constraints (at point H) than point F.
Further iterations without symmetry would not help in this regard, since they would result
in a return to points D and E rather than a progression on to point G.
Finally, as was mentioned in the original literature by Oszlányi and Süto (2008), this
approach is not limited just to symmetry. Any additional information, the use of which can
be of key importance with electron diffraction data, could potentially be included.

3.6 Summary
In this chapter, some of the most common methods for structure solution and refinement
have been reviewed, including a discussion of the normalisation of the intensities. One
example of an iterative phase retrieval algorithm, the Gerchberg-Saxton-Fienup HIO algorithm, has been tested with simulated and experimental data. Success was encountered in
both cases, with a low value of the feedback parameter β being necessary. Normalisation of
the intensities prior to phase retrieval was found to improve the results. This observation
is puzzling since iterative algorithms rely on the direct-space form of the potential being of
high quality, and normalisation increases the amount of Fourier ripple in the synthesis.
It was observed that directly attempting to apply symmetry constraints to the HIO
algorithm stagnated the procedure, and a method was suggested to apply symmetry in a
way which does not suffer from this stagnation. The behaviour of the method was justified
with reference to the convexity of the required constraints.
It is hoped that the work in this chapter might contribute in some way to a deeper
understanding of the behaviour of the algorithms used for structure solution, which in turn
could lead to a pragmatic optimisation of their use for electron crystallography. Later on, in
Chapter 5, it will be seen how this type of knowledge can be applied to the solution of a real
unknown crystal structure.
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4 Diffraction Tomography
4.1 Introduction
Conventionally, electron diffraction patterns are taken along low-index directions in the
crystal. The intention is to position the reciprocal lattice relative to the Ewald sphere
such that it intersects with the largest possible number of reflections. This maximises the
number of reflections simultaneously available in the diffraction pattern and makes lattice
parameters easy to determine. However:
• It may be difficult, impossible or undesirably time-consuming to orient the crystal onaxis, particularly if the specimen is not completely stable under the electron beam.
• If many reflections are excited at once, more paths will be available for dynamical
diffraction. There will be many data points available, but their intensities might be
of a low quality as far as structure solution is concerned.
• Orientation relationships between two or more overlapping diffraction patterns are
unlikely to be easily discernible in a single diffraction pattern.
• If no reflections are visible from Laue zones other than the zero-order zone (ZOLZ),
the data is two-dimensional, containing information only about the projected crystal structure. If higher-order Laue zone (HOLZ) reflections are present, the threedimensional information available is still restricted to a small number of out-of-plane
Fourier components.
‘Automated Electron Diffraction Tomography’ is the technique of collecting and reconstructing three-dimensional diffraction data by acquiring diffraction patterns while tilting
the specimen through a systematic or semi-systematic series of tilts. Even if every acquired diffraction pattern in the series were to be recorded from an unrecognisably offaxis condition, the three-dimensional reconstructed data would still show the reciprocal
lattice of the crystal in an easily interpretable three-dimensional form. If the acquisition
and reconstruction could be done quantitatively, three-dimensional diffraction intensities
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would be available for structure solution. Since each original pattern was taken from a lowsymmetry orientation, the measured intensities are likely to be more kinematical than they
would otherwise have been, since fewer routes were available for dynamical diffraction as
discussed in Chapter 2.
Collecting three-dimensional electron diffraction data is nothing new. Hu and Dorset
(1989); Dorset (1991a,b); Berg et al. (1998) and Kolb and Matveeva (2003) are all examples
of such analyses spanning a period from 1989 to 2003, and are only a very small selection.
However, almost all of the previous work involves taking a series of on-axis patterns from
different directions, indexing each pattern, then merging the patterns (using reflections
common to more than one pattern as a guide) to form a three-dimensional data set. In
this work, an alternative approach is developed which can be more easily automated and
which allows a process of reconstruction to be used to visualise reciprocal space in three
dimensions. In this way, the reciprocal lattice can be found more easily than by examination
of the individual diffraction patterns. Once the reciprocal unit cell has been determined,
the individual patterns can be indexed and a three-dimensional list of intensities recorded.
Such a technique is more akin to the methods used in single-crystal X-ray diffraction. The
process of acquisition — and the microscope control software used for this purpose — was
first described by Kolb et al. (2007), and the same software was used in this work with a
slightly different microscope configuration (an imaging filter was used). In a more recent
publication, Kolb et al. (2008) described a method for reconstructing reciprocal space and
determining lattice parameters, and the accuracy of lattice parameter determination was
found to be high. In still more recent and exciting work, the same group was able to use
the automated diffraction tomography technique in combination with precession to solve a
simple structure ab-initio (Mugnaioli et al., 2009). The research described here is very closely
related to that work, but uses a slightly different approach which was developed in parallel.
To describe this approach, the method used for the acquisition of suitable tilt series will first
be described.

4.2 Tilt Series Acquisition
Systematic tilt series of diffraction patterns are relatively easy to acquire manually, by
alternating between imaging and diffraction modes. The inspection of images between the
acquisition of successive diffraction patterns is necessary in order to keep the probe used
for the diffraction pattern acquisition on the same part of the specimen. Even after the
specimen has been brought accurately to the eucentric height, some lateral motion remains
as the specimen is rotated due to the mechanical construction of the microscope’s specimen
holding machinery.
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The most basic requirements of a tilt series of diffraction patterns — in order for it to
be possible to reconstruct it into a three-dimensional view of reciprocal space, and hence
determine the lattice parameters — are:
1. The azimuth of the tilt axis, common to all patterns, must be known accurately.
2. The position of the centre of the central beam in each pattern must be known
accurately.
3. The patterns in the series must have accurately known relative tilts.
Requirements 1 and 2 uniquely identify the tilt axis position in reciprocal space, and
the third makes it possible to position the data points correctly relative to one another.
These requirements make it difficult to record a tilt series by hand using a manual (i.e.
not computer controlled) goniometer, since the accuracy with which relative tilts can be
controlled is limited. If a mechanical plate camera is used, further complications are
introduced due to the possibility of the recording medium moving slightly within the plate
holders, slightly varying both the centering of the images and the tilt axis azimuth between
images. Whereas the centering of the diffraction patterns can usually be compensated for
by examining each pattern in turn and accurately locating the central beam, no analogous
process exists for correction of the individual tilt axes. Hence, a distortion of the threedimensional reconstruction would result.
Software from FEI Company to perform a computer-controlled acquisition on the Tecnai
family of microscopes was provided for this research as part of a collaboration arrangement.
The software is based very closely on the software which already exists for acquiring imaging
tilt series for conventional electron tomography. The software takes the form of a module
for the Tecnai control software which, when activated, takes control of the microscope and
guides the operator through the necessary steps for acquisition. Below, some important
details of the acquisition process will be discussed.

Microprobe STEM
Since automated electron diffraction tomography is designed with the intention of acquiring
diffraction data from very small particles (dimensions typically much less than 1 µm), there
is a considerable problem with how to keep the electron beam at an unchanging location on
the specimen while the specimen is tilted. Whereas the lateral movements of the specimen
during rotation are manageably small in X-ray diffractometry due to the larger size of the
specimen, even very small residual movements could result in tiny crystals moving out of the
field of view in the electron microscope. To handle this, the technique used for automated
pattern acquisition must be able to produce images of the specimen at the same time as
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rotating it, so that the region of interest can be kept central as it moves during the acquisition.
During manual acquisition of tilt series diffraction data, this might be achieved by repeatedly
switching between imaging and diffraction modes as mentioned earlier, spreading the beam
using the condenser lens system when in imaging mode to get a wide field of view and
focusing it when in diffraction mode to get a fine probe. However, this way of working
becomes problematic when a large field of view in the image is required at the same time
as small diffraction spots, which are both requirements for acquisition of a data set with
well-localised Bragg peaks and good specimen tracking. This is because a very small C2
aperture is required to give a small beam convergence angle — and hence small diffraction
spots — onto the specimen, and such a small C2 aperture will give very low intensity in
the TEM image when the beam is defocused, making the specimen difficult to see. This is
especially true if the specimen is very thin and visually featureless. Changing the C2 aperture
between acquisition stages is absolutely not a viable option, because the optical alignment
of the microscope would be strongly affected by this comparatively clumsy mechanical
adjustment.
Useful imaging of a wide area when using a small C2 aperture can be achieved by using
STEM (Scanning TEM) imaging instead of conventional TEM. In this case, the image is
formed by a rastered scan of a focused probe across the specimen rather than simultaneous
illumination of all points with a strongly defocused probe. Under these conditions, the
C2 aperture and most of the probe-defining optical parameters (condenser lens settings,
objective lens current and condenser apertures) can be left unaltered while the image is
acquired by measuring the variation of intensity in the beam underneath the specimen.
The optical conditions above the specimen need not be altered other than to perform the
scanning of the beam to build up the image. This has the effect of increasing reproducibility
and greatly simplifying the challenges involved.
The usual optical setup for STEM imaging uses the objective lens to form a very small
probe with a large convergence angle. In contrast, conventional TEM mode requires a
large field of view. These two modes are accommodated by including an additional lens,
called the minicondenser, in the upper half of the objective lens as shown in Figure 4.1(FEI
Company, 2000). When activated, this lens forms an additional ray crossover just before the
specimen, resulting in a larger, more parallel-sided beam incident on the specimen. This
in turn leads to small diffraction spots at the back focal plane, and hence small spots in the
diffraction pattern. When deactivated, the objective lens forms a very small probe with a
large convergence angle but a limited field of view.
Conventional TEM techniques can also be used with the minicondenser switched off,
which is known as nanoprobe TEM (as opposed to simply TEM). This can be useful for
obtaining higher brightness at large magnifications when performing lattice imaging, or to
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Mini-condenser
Objective pre-field
Specimen
Back focal plane
Objective post-field

Nanoprobe

Microprobe

Figure 4.1: Comparison of the nanoprobe and microprobe modes (left and right
respectively) of operation of the objective lens.

achieve large convergence angles for LACBED (see Section 2.6). The minicondenser can
also be switched on for STEM techniques, which is called microprobe STEM (as opposed to
simply STEM), and this is of particular interest for diffraction tomography. In microprobe
STEM, the convergence angle of the probe onto the specimen is around a factor of ten
smaller than it would have been in nanoprobe STEM mode with the equivalent conditions.
The sharper peaks which result in the diffraction pattern are much more useful for later
analysis of the geometry of the reciprocal lattice, but the probe must be larger (down to a
minimum of about 1 nm) because the demagnification of the probe is reduced.
Microprobe STEM with a small (10 µm) aperture is the intended mode of operation for
the acquisition software from FEI, and was used for the acquisition of all tilt series in this
work. Such a configuration gives diffraction patterns containing small points with a relatively
small amount of radiation damage to the specimen. Tracking images were acquired using
a high-angle annular dark field (HAADF) detector. The patterns themselves were acquired
using a Gatan imaging filter, so the operating mode of the microscope was ‘microprobe
EFSTEM’ (Energy Filtered STEM). This added the possibility of recording the patterns using
only elastically scattered electrons, removing effects such as Kikuchi lines which would make
the analysis more difficult.

Calibration and Tracking
Even after the specimen has been carefully set to the eucentric height in the microscope
goniometer, some lateral motion will remain as the specimen is tilted. This is a particular
problem in tomography because the range of tilt angles used is typically very large. The
residual motion can be measured by performing a test tilt series across the range of tilt angles
that will be used, acquiring images at each step and performing a cross-correlation between
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successive images to measure the offsets in the plane of the image. Focus offsets also occur,
but in microprobe STEM mode with a small C2 aperture, the depth of focus of the image is
large and so compensation is usually not necessary.
In practice, the optical axis will not exactly intersect the tilt axis of the goniometer. For
high-resolution imaging, the region of interest is centered on the optical axis to minimise
lens aberrations as far as possible. For tomography, particularly when such high resolution
is not the primary requirement, it is more optimal to adjust the imaging parameters such
that the images are acquired close to the tilt axis. This means that the sideways motion of
the specimen during tilting to high angles is minimised further.
Even once the above calibrations have been done and the offsets compensated for, a
small amount of shift remains between images. This can be due to the accuracy of the
measurements during the calibration experiment, or due to variations in the alignment
of the microscope since those measurements were made. The final residual offsets are
important because they may cause the probe to be positioned away from the intended area
during the acquisitions of different diffraction patterns. If the crystal is slightly deformed,
this could lead to distortions of the view of reciprocal space which could be difficult to
compensate for later. The offsets are compensated for by performing cross-correlations
between the tracking images and calculating the offset required to bring the image back to
the intended position. The offsets are applied using the beam deflection coils rather than
the relatively coarse and imprecise mechanical adjustment of the stage. In the event of the
automatic cross-correlation failing to compensate for the shift, the FEI software alternatively
provides an option to manually position the beam by positioning a marker on the feature of
interest.

4.3 Reconstruction
Reconstruction of three-dimensional reciprocal space from a diffraction tilt series was
performed by detecting peaks in the diffraction patterns, and calculating the location in the
reconstructed 3D reciprocal space to which each peak position corresponds. In this way,
the positions of many reflections can be assembled and examined in three dimensions. The
steps involved with performing this procedure will be discussed in turn in this section.

Peak Detection
Since a large number of diffraction patterns have been recorded, with each pattern potentially containing a large number of Bragg peaks, an automated system for detecting peaks is
highly desirable. The algorithm described by Zaefferer (2000) was found to work acceptably
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well and was able to analyse many images rapidly. The sequence of operations for this
method is as follows:
1. At each point in the image, determine the gradient

³

∂i
∂x

´2 ³ ´2
∂i
+ ∂y
, where i is the intensity

at a point with coordinates x, y.
2. If the value of the gradient is below a pre-defined threshold, return to Step 1 for the
next point in the image. Otherwise, proceed to Step 3.
3. Find the brightest point in a square region of a pre-defined size centered on the ‘foot
point’ at which the large value of the gradient was found.
4. Move the square region to centre on the brightest point found in the previous step.
5. Repeat from Step 3 until no brighter point is found.
6. If the final brightest point found is less than a pre-defined distance from the original
‘foot point’, its coordinates are recorded.
7. Repeat from Step 1 for the next point.
In the implementation of this algorithm produced for this work, the gradient threshold was
set at 400 counts2 /pixel2 , the size of the square region was 40 pixels and the distance cutoff
was 50 pixels, and this was found to be suitable for images acquired using the CCD camera
with 12 bits of dynamic range (4096 grey levels) and 1024 × 1024 pixels size. The original
article by Zaefferer also described an additional procedure to be followed to find the centres
of saturated peaks, in which a flat plateau would be found instead of a sharp peak, but this
was not implemented for this work. A representative result from this algorithm is shown in
Figure 4.2, and shows that a large number of the peaks in the image have been successfully
located.
An alternative algorithm was designed by an undergraduate student, Gordon Ball,
working on this topic. This algorithm works as follows:
1. Adjust the contrast and intensity bias of the image so that all pixels have values
between 0 and 1.
2. For each pixel, determine the mean and standard deviation of all pixels inside a circle
of radius 10 pixels centered on that pixel.
3. If the value of the pixel is greater than the mean of the pixels in the circle by more
than one standard deviation, set that pixel to have an intensity of 1. Otherwise, set the
intensity to 0.
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Figure 4.2: Representative results from Left: the Zaefferer (2000) peak detection algorithm,
and Right: the iterative statistical peak detection algorithm. Green circles surround peaks
which have been detected by the algorithm, and the red line indicates the position of the tilt
axis. The same diffraction pattern is shown in both cases.

4. Smooth the image by convolving it twice with a flat 3 × 3 kernel.
5. Let k = (1/2 − µ)/σ, where µ and σ are the mean and standard deviations of all the pixel
intensities in the image.
6. For each pixel in the image, if the value of the pixel is greater than µ+kσ , set that pixel
to have an intensity of 1. Otherwise, set the intensity to 0.
7. Detect peaks in the image by locating the centres of gravity of regions of adjacent pixels
with a value of 1.
8. Repeat from Step 4 until the number of peaks found in the previous step converges to
within 5%.
In order to reduce the sensitivity of Step 3 to single-pixel anomalies, the mean of a small circle
of pixels, with a radius of 1 pixel and the edges smoothed by allowing diagonally adjacent
pixels to contribute half their value, was taken as the intensity of the current pixel.
This algorithm was found to be highly effective in finding peaks, but also much slower
— requiring around 40 minutes to analyse a series of 61 diffraction patterns at 1024 × 1024
pixels size on a 3.4MHz processor. An example from its results is also shown in Figure 4.2,
alongside the result from the Zaefferer algorithm, and it can be seen that a larger number
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of peaks has been found by the statistical algorithm with peaks again being found mostly in
locations which would be judged by a human investigator to be true Bragg peaks.
In order to mitigate the long analysis times, a routine was written to store the results of
the peak detection to disk so that they could be reloaded for subsequent reconstructions
without having to repeat the lengthy calculation.

Finding the Central Beam
If large amounts of extinction or inelastic scattering occur, the intensity of the central beam
can become very similar to the intensities of the other beams. In this case, it can often
be difficult for a human to locate the centre of an off-axis diffraction pattern, let alone for
automated software to do so. However, if the microscope column is aligned accurately, the
central beam should not move relative to the body of the microscope during the tilting and
tracking procedures. Therefore, by recording patterns on a CCD detector which is itself
mechanically fixed to the microscope body, the pattern should remain centered on the
detector to a reasonable accuracy. Since the central beam is always present while diffracted
beams come and go at different tilt angles, it can be located by simply summing the entire
stack of diffraction patterns together. The central beam becomes reinforced many times
whereas diffracted beams typically contribute only once (Figure 4.3). The brightest pixel in
this image can then be used as an initial estimate of the centre of each separate image.
To account for the small residual drift of the central beam on the detector, a fine centering
procedure was designed based on part of the Zaefferer (2000) peak detection algorithm
mentioned earlier. A square region 50 pixels wide centered on the initial centre determined
by summing the stack is searched for pixels brighter than the current estimate of the centre.
The square is then relocated to have its centre at this new point, and the process repeated
until no brighter points can be found. This provides a tradeoff between handling noise in the
image (which could make a particular pixel brighter than all its neighbours even though it
does not represent a maximum of intensity in a peak) and the danger of mistaking a nearby
bright feature for the centre of the central peak while the true centre is closer by but not as
bright (since, in the presence of strong extinction, the central beam may turn out to be less
intense than some diffracted beams).
If the initial peak detection algorithm can be trusted to produce accurate peak locations
near the centre of the pattern, then the centering of each pattern can be refined further by
taking the centre to be the location of the nearest peak to the initial estimate. For some
patterns, it was found that the peak detection algorithm reported two peaks close to the
centre, one at each end of a streak caused by blooming of the CCD. It was straightforward
to deal with this situation by detecting the case where there are two peaks at similar small
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Figure 4.3: The result of summing a stack of diffraction patterns. As before, the red line
indicates the position of the tilt axis.

distances away from the estimated centre, and taking the mean of their coordinates to be the
actual position.

Locating the Tilt Axis
Before a reconstruction can be performed, the location of the tilt axis must be determined.
Many ways for achieving this are possible, although the accuracy of the methods varies. A
calibration crystal could be used with known morphological properties which closely relate
to its crystallographic properties (Dorset, 1976a), however the accuracy of this method is
limited. Alternatively, the diffraction pattern could be defocused until a shadow image could
be seen inside the central beam. The Tecnai automated diffraction tomography module uses
an alternative method, as follows. Since the beam tilt coils are physically fixed relative to the
microscope column (and hence relative to the specimen holder and its tilt axis), a calibration
experiment can be performed in which the effect of a beam shift in the image is compared
with the effect of a beam tilt in the diffraction pattern. Since both beam shifts and tilts
are achieved using the same set of deflection coils, they can both be produced in the same
direction. The beam shift step establishes the position of the beam coils relative to the image,
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and the beam tilt step determines the rotation between the imaging plane to the diffraction
plane. The azimuth of the tilt axis in the image is known from the basic microscope
alignment, and does not change significantly over the lifetime of the microscope. With this
knowledge combined with the information from the calibration just performed, the position
of the tilt axis in reciprocal space can be calculated. This calibration is performed as part of
the initial calibration procedure for the software described in Section 4.2.

Transformations for Reconstruction
To map the position of a point in a two dimensional diffraction pattern into three dimensional space requires knowledge of the microscope accelerating voltage (and hence the
electron wavelength and hence the radius of the Ewald sphere) and camera length of the
diffraction patterns. Since the patterns are recorded on a CCD, the true size of one pixel in the
image, i.e. the resolution of the detector, must also be known.1 In practice, the acquisition
module combines the resolution and camera length values to produce a ‘pixel size’ directly
in reciprocal space:
Ã
r0 =

x0
y0

!
= rp,

(4.1)

where r is a two-dimensional vector in the image, measured in pixels relative to the central
beam, and p is the size of a pixel in reciprocal space units (nm−1 ). If instead of a pixel size we
had a camera length, the reciprocal space distances can alternatively be calculated by using
the familiar relationship
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derived from the similar triangles formed in direct space and reciprocal space by the incident
and diffracted beams and wavevectors respectively. k is the wavenumber of the electrons
and L is the camera length. In this new equation, p 0 is defined as the size of a single pixel in
real-space units.2
The coordinates must be altered to account for the fact that the Ewald sphere is not flat.
While this is often neglected when analysing diffraction patterns, it is not appropriate to
do so here since to do so would reduce the generality of the process to patterns where no
higher-order Laue zones are present. This would be highly undesirable, since in a highly
off-axis diffraction pattern reflections appear from a great many Laue zones at once. The
1

The term ‘resolution’ is often used in contexts such as this to mean ‘size in pixels’. However, in this
particular case ‘resolution’ is taken to mean the number of pixels in a certain physical size.
2
The first formulation treats the image as a snapshot of reciprocal space, whereas the second formulation
treats the image as if it were, say, a piece of photographic film.
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Figure 4.4: Definition of symbols for the transformations. Left: The coordinate system of the
image, and the azimuth, Ω, of the tilt axis. Centre: The position of a detected peak, r 0 , and its
azimuth, ψ. Right: The Bragg angle, 2θ, and the 3D position (x, y, z) which will subsequently
be rotated about the tilt axis. The rightmost diagram is a section through the centre diagram
coplanar with the origin and the point r 0 .

adjustment can be done by a careful consideration of the perturbations introduced by the
curvature of the sphere, but a conceptually simple method is to calculate the Bragg angle
and ‘azimuth’ for the reflection in the image, relative to the centre of the image and the line
y = 0, and use those to identify the correct point on the surface of the Ewald sphere. Positive
x is taken to mean the direction from left to right in the image, and positive y is taken to
mean the direction from bottom to top. It is very important that consistency is maintained
in the definitions of the directions, since a reversal of, say, the +y direction3 would constitute
a reversal of the handedness of the coordinate system.
The symbols used for the transformations are defined visually in Figure 4.4. Using these
definitions, the three-dimensional coordinates (x, y, z) for the reciprocal lattice point, after
adjustment for the curvature of the Ewald sphere, are:
x = k sin 2θ cos ψ

(4.3)

y = k sin 2θ sin ψ

(4.4)

z = k − k cos 2θ,

(4.5)

where 2θ is the Bragg angle and ψ is the azimuth of the peak. These can easily be calculated,
since

¡¯ ¯ ¢
2θ = atan2 ¯r0 ¯ , k
¡
¢
ψ = atan2 y 0 , x 0 ,

(4.6)
(4.7)

where atan2(y, x) is defined as the two-parameter form of the inverse tangent function
3

It is common for computer image formats to define +y as the direction from top to bottom.
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(tan−1 ), which must be used in order to take proper account of the quadrant in which the
point (x, y) is located in the two dimensional plane.
Starting from these scaled coordinates adjusted for curvature, the final coordinates in
reciprocal space are given by first rotating the image so that the tilt axis is aligned with the
x-axis of the image:
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(4.8)

where Ω is the azimuth of the tilt axis, in an anticlockwise direction from the positive x axis.
These coordinates are then rotated about the x-axis by the tilt angle (φ) of the particular
pattern, remembering that the tilt series was acquired by tilting the specimen and hence
reciprocal lattice, not the Ewald sphere.

Since the reconstruction is effectively being

performed by rotating the Ewald sphere, it must be rotated in the opposite direction to the
crystal in order to obtain the correct relative orientation4 :
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(4.9)

Finally, the coordinates must be rotated again, about the z-axis, in the direction opposite
to the direction used in the very first step. Not to do so would leave the tilt axis aligned
with the x-axis, which would leave the orientation of the reconstruction in reciprocal space
inconsistent with the orientation of the original diffraction patterns:
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(4.10)

The combined result of equations 4.8, 4.9 and 4.10 is a single rotation of the spherical,
and nearly flat, Ewald surface in 3D space about the tilt axis.

Visualisation and Reconstruction Software
A piece of software was created, named DTR (Diffraction Tomography Reconstruction), to
embody the algorithms under development. DTR starts by reading the data file produced by
the acquisition software, and proceeds to analyse the images and perform the reconstruction
4

To achieve the ‘rotating reciprocal lattice’ formulation, all of the previously reconstructed points would
have to be rotated by the appropriate angle, before putting the points from the current image at the plane of
zero tilt.
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Figure 4.5: Screenshot of the DTR software in use.

as described above. DTR permits a choice of peak detection algorithms including the option
to load a previous analysis from a file, provides the option to perform the fine pattern
centering refinement described in Section 4.3, optionally displays the summed image stack,
allows the images and results of the peak detection to be inspected, and displays the results
of the 3D reconstruction. A screenshot of the program is shown in Figure 4.5.
The handling of three dimensional information is greatly eased by the implementation of
suitable visualisation. To achieve this, a visualisation system was implemented in DTR using
OpenGL5 which allowed the 3D reconstruction of reciprocal space to be zoomed, rotated
and examined from different angles at will. This also allowed the results of the intermediate
steps in the transformations to be inspected and carefully checked for correctness during
their development. There was no intention that this software should become a ‘black box’
for performing diffraction tomography reconstruction, but the increase in speed and clarity
with which results could be inspected, due to a proper user interface and visualisation
system, was very welcome.

5

OpenGL is the Open Graphics Library, which is a programming layer allowing access to graphics hardware
for accelerated 3D rendering.
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Figure 4.6: The definition of the excitation error (s), and the intensity along a reciprocal
lattice rod (relrod).

4.4 Determination of Unit Cell Parameters
Before attempting to select an appropriate method for the determination of the unit cell
parameters, it is useful to consider why this task may be more difficult for the case of electron
diffraction than it is for X-ray diffraction. Factors complicating this analysis exist beyond
the difficulties in locating the centre of the diffraction patterns which have already been
discussed.

Length of the Reciprocal Lattice Rods
Since specimens used for electron microscopy must be thin, the Fourier transform of the
shape of the specimen has a significant effect on the view of reciprocal space formed:
the smaller the probed region of the specimen is in a particular direction, the larger the
reciprocal lattice points will become along that direction. Usually, the thinness of the
specimen leads to an elongation of each reciprocal lattice point in the direction through
its thickness. Since a great many unit cells are illuminated in the other two perpendicular
directions for conventional specimens, there is effectively no elongation in those directions.
Therefore, for a thin and flat-sided specimen, the reciprocal lattice point will be lengthened
in the direction perpendicular to the surface normal to form a spike known as a relrod.
The length of the relrods has two main implications. The first is that the fundamental
assumption made in Section 4.3 — that a reflection found in a diffraction pattern can be
mapped back to its correct position in reciprocal space by transforming according to the
curvature of the Ewald sphere — is not strictly true. The true position of the reciprocal lattice
point, which is what is sought, deviates by an unknown amount along the direction of the
relrod, and (for a thin specimen) the direction of the relrod relative to the reciprocal lattice
varies significantly as the specimen is tilted relative to the incident beam direction.
The second implication is only a concern if we try to obtain quantitative intensities using
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the technique: the intensities measured from the diffraction patterns do not correspond to
the intensities that the reflections would have if they were exactly at the Bragg condition, nor
to integrated intensities through the relrod. In the kinematical limit, the intensity variation
along the relrod g due to this effect is proportional to a sinc function:
¡
¢
sin2 πt s g
Ig ∝ t ¡
¢2 ,
πt s g
2

(4.11)

where t is the thickness of the specimen in the direction of the incident beam and s g is the
excitation error measured in the direction of the incident wavevector (Spence, 2003). This
situation is shown graphically in Figure 4.6.
The width of the central peak in this function, which contains almost all of the intensity
of the function, is 2/t , and this value can be used as a measurement of the characteristic
length of a relrod. For a specimen of thickness 40 nm, the value of 2/t is 0.05 nm−1 . A lattice
spacing of 0.8 nm would give a reciprocal lattice spacing of 1.25 nm−1 , meaning that the
relrod length would be 4% of the reciprocal lattice spacing. Therefore, the errors resulting
from the length of the relrods in this case would be small, but not negligible. It can be seen
that the method by which a reciprocal unit cell is determined from the array of reconstructed
points must be robust against errors in the three-dimensional positions of the peaks of this
order of magnitude.
Another group working on this project, also in collaboration with FEI, designed a
method for determining the unit cell parameters in reciprocal space from the intermediate
reconstruction (Kolb et al., 2008). Their technique involves creating a “difference space” of all
the possible difference vectors between the measured reflections in the reconstruction, and
then using fuzzy logic routines to detect clusters near the origin of this space. The fuzzy logic
routines were able to handle the errors in the data to produce an appropriate estimate. In
this research, another method for handling the data was found, described in the next section.

DirAx
It was found to be the case that most X-ray auto-indexing software was unable to handle
electron diffraction data, since most X-ray programs assume that the wavelength of the
radiation is within a certain range, and reject a value which is around two orders of
magnitude smaller (the wavelength of 200 keV electrons is 2.51 × 10−12 m, compared to
1.54 × 10−10 m for CuKα X-rays). However, one piece of software was found which was able
to read a list of reciprocal space coordinates, rather than setting angles as produced by a
conventional X-ray diffractometer.
The software, called DirAx (Duisenberg, 1992), automatically determines whether the
data provided are vectors in reciprocal space or the angles measured from an X-ray goniome113
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ter. Since the method used to distinguish between these two cases is not described in its
documentation, it was important to check that the program had in fact interpreted the data
correctly. This was done, and very few problems were encountered with misunderstanding
of the data in this way.
The method of auto-indexing used by DirAx is designed to be particularly robust against
problematic data. This is a great advantage in this case, since many factors may contrive to
give a poor list of coordinates as described previously. The algorithm used by DirAx proceeds
as follows:
1. Select three points at random from the list of available points in reciprocal space.
2. Calculate the normal to the plane formed by these three points.
3. Project all the other points onto an infinite line parallel to the normal calculated in
Step 2.
4. Examine the one-dimensional arrangement of points to find a repeat. Let n F be the
number of points which fit this fundamental repeat to within a pre-defined deviation
levelfit. If n F is low, then it is likely that the initial three points were not from the same
reciprocal lattice or that one or more of the three points was anomalous.
5. Repeat steps 1–4 many times, building a list of vectors and their corresponding values
of n F .
6. Take the three shortest vectors with high values of n F and use them to create a cell.
7. Attempt to index all the measured points in reciprocal space using the lattice found.
Accept measured points whose distance from a calculated reciprocal lattice point is
less than levelfit×indexfit, where levelfit is the value used in Step 4 and indexfit is a
new parameter.
8. If required, repeat the process from Step 1, using only the reflections which had been
indexed successfully in Step 7.
The algorithm produces a list of reflections which could be indexed according to a particular
cell, and a list of “alien” reflections. If appropriate, the whole algorithm could be repeated
using the list of alien reflections in the hope of finding another cell within them, as would
be the case if two crystals (of the same structure but in different orientations, or of different
structures) were illuminated by the beam during the acquisition of the tilt series.
The reconstruction program DTR was modified so that it could be commanded to
invoke DirAx to perform the unit cell determination and read back the resulting unit cell
from DirAx’s output for display. Visualisation was again extremely important to allow the
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calculated cell to be compared to the repeat of the mapped diffraction peaks in three
dimensions, in order to check by eye that DirAx was producing lattices which matched the
data and that its results had been interpreted correctly.
The manual for DirAx recommends an initial value of 0.01 nm−1 for the value of levelfit
and 2 for indexfit, but notes that the exact values are not usually critical due to the robustness
of the method. The characteristic length of a relrod was considered above, and a value
of around 0.05 nm−1 was calculated, under kinematical conditions, for a specimen with a
thickness in the range which is common for electron microscopy. Therefore, the value for
levelfit was set at 0.05 nm−1 rather than the recommended initial value. The effect of this
was to relax the strictness with which measured points in reciprocal space would have to
match the one-dimensional repeats found in Step 4 of the algorithm. The parameter indexfit
was left at the recommended value of 2, indicating that measured points should be allowed
to deviate from lattice points of the derived reciprocal lattice by a maximum of twice the
levelfit value, i.e. 0.1 nm−1 .
One further parameter, d max , allowed a maximum value to be placed on the lattice
repeats of the derived unit cell. This was set to 1 nm, somewhat smaller than the default value
of 8 nm, since all the tests performed in this work involved inorganic substances with small
unit cells. This constraint prevented an excessively small reciprocal unit cell from being
calculated, which was found to occur often while experimenting with different parameter
choices. A possible reason for excessively small unit cells being found is that the stepwise
acquisition of diffraction patterns at regular intervals of tilt produced data points at regular,
very small, spacings in the reconstruction of reciprocal space, leading DirAx to attempt to
form a cell from those much smaller repeats.

4.5 Initial Test With Simulated Data
In order to check that the transformations and cell determination procedures worked as
expected, a simulated tilt series was created. The JEMS software (Stadelmann, 2006) was
used for this purpose, and 61 diffraction patterns from the cementite (F e 3C ) structure
were simulated at 1◦ intervals over the range −30◦ to +30◦ centered on the [100] zone
axis. Cementite has an orthorhombic unit cell with a = 0.500 nm, b = 0.674 nm and c =
0.452 nm (Fasiska and Jeffrey, 1965), and these were the values used for the simulation of
the patterns. This structure was chosen because it matched the structure which was later
used for experimental trials (Section 4.6), and because it generates some, but not a very
large number of, systematically absent reflections. HOLZ reflections were simulated in all
patterns, and the electron energy was set at 200 keV. The tilt axis azimuth was set at an
angle of 30◦ from the horizontal by rotating all the images after simulation, in order to ensure
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Figure 4.7: A selection of diffraction patterns from the cementite simulated tilt series.

that the mathematics for azimuth adjustment were fully tested. JEMS simulates diffraction
patterns by drawing a spot when the excitation error for that reflection is smaller than a
configured value, and so that value was set at 0.1 nm−1 , corresponding (in the kinematical
approximation) to a specimen thickness of 80 nm. Each diffraction pattern in the series had
dimensions of 600 × 600 pixels, which was fixed by the software.
A selection of representative diffraction patterns from the series is shown in Figure 4.7.
The diffraction patterns consisted of small discs which were easy for the iterative peak
detection algorithm to detect and localise, and almost all of the reflections were found. One
pattern from the series, with reflections found by the peak search algorithm circled in green,
is shown in Figure 4.8.
The camera length of the simulated images was set at 1400 mm, however to perform
the reconstruction it was necessary to know how many pixels in the simulated images
corresponded to one millimetre. This ‘resolution’ value was not one of the configurable
parameters in JEMS, and information about it was not given in a numerical format. Instead,
a scale bar in units of reciprocal distance was provided in the simulated patterns, and the
length of this was measured to an accuracy of one pixel to determine the resolution of the
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Figure 4.8: Detection of peaks in the one of the simulated diffraction patterns from the
cementite series.

images. The “resolution” was 2.02 ± 0.015 pixels/mm, with the error estimate determined by
calculating the change in the value which would occur if the measurement of the length of
the scale bar was one pixel larger or smaller.
The images, after cropping the scale bar and heading information out, were presented
to the reconstruction program, DTR, along with the azimuth of the tilt axis, accelerating
voltage, resolution and camera length. The exact locations of the centre of the zero-order
beam, which was unchanged throughout the series, was also given to the software for
this initial test. The procedure, as described in Section 4.3, produced a three-dimensional
reconstruction in which a regular lattice of points was clearly visible. In Figure 4.9, the
reconstruction is shown from three mutually perpendicular directions to demonstrate that
the periodicity of the reciprocal lattice is truly apparent in three dimensions.
The DirAx routine was applied to the reconstruction in order to test its ability to locate
the unit cell. 6872 data points were present in the reconstruction, which was greater than
the maximum number which could be handled by DirAx, which was 1000. Therefore, 1000
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Figure 4.9: Three mutually perpendicular views of the reconstruction from the simulated
cementite series. The yellow arrow marks the position of the tilt axis, and the shorter red,
green and blue arrows represent the x, y and z directions of the cartesian coordinate system
used for reconstruction. The crystallographic reciprocal lattice vectors are also indicated.

data points were randomly selected from the available list and presented to the program. It
was not considered acceptable to present the first 1000 reflections from the list, since the list
contained the reflections in the order they were determined from the diffraction patterns,
and to do so would have presented DirAx with data corresponding to a restricted set of tilt
angles corresponding to the first 1/6 of the tilt series.
With the parameters levelfit and indexfit set to 0.1 nm−1 and 2 as described earlier, the
calculated unit cell had a = 0.511, b = 0.678 nm and c = 0.456, with α = 90.2, β = 90.3◦ and
γ = 90.7◦ . The unit cell returned by DirAx had the vectors a, b and c permuted, but
since its choice was arbitrary this has been corrected for clarity in the parameters just
quoted. The error in these measurements can be estimated by considering that one pixel
in each diffraction pattern corresponds to 0.141 nm−1 from the scale bar and camera length
measurements given above. Estimating the accuracy of the peak positions as one pixel, the
error in the peak positions in reciprocal space will also have this value. However, the unit
cell is not determined from a single lattice repeat, but rather from many reflections out to
very high order. At least 20 orders of reflections are visible in Figure 4.9, suggesting that the
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minimum possible error in the derived unit cell should be divided by 20, to produce a new
value of 0.007 nm−1 . This figure represents the maximum accuracy with which the unit cell
could be expected to be determined if the cell determination procedure was perfect. The
deviations between the cell were 0.002, 0.004 and 0.004 nm in a, b and c respectively, or
0.4%, 0.5% and 0.8%, placing them within the estimated maximum accuracy. To show the
accuracy of the unit cell determination in a visual fashion, lines have been drawn on Figure
4.9 which intersect to form a 2 × 2 × 2 array of unit cells at the centre of the reconstruction.

4.6 Experimental Data
Cementite from a Carbon Nanotube
A specimen of some multi-walled carbon nanotubes was used for an experimental test of the
technique. The specimen was provided by Dr. Krystof Koziol via Dr. Caterina Ducati. The
nanotubes were grown by high-temperature chemical vapour deposition, starting from an
organic precursor and an iron catalyst. In this process, iron atoms assemble into particles
of iron up to several hundred nanometres in dimension. Carbon from the organic precursor
is absorbed by the iron, and diffusion processes which are not currently fully understood
result in the carbon atoms forming graphene layers around the particle, forming a long
multi-walled tube behind it. During this process, the absorption of carbon by the iron
particle causes it to transform to cementite, F e 3C , and the particle remains embedded in
the nanotube as shown in Figure 4.10.
The finite extent of a particle, and their high contrast against a carbon background when
viewed with HAADF STEM, is convenient for tracking by an automated cross-correlation
method as described in Section 4.2.

A HAADF image of the particle from which the

diffraction tilt series was acquired is shown in Figure 4.11.
Experimental patterns were acquired, using the method described in Section 4.2, on an
FEI Tecnai F20 microscope operating at 200 keV. Since this range appeared to be sufficient
for lattice parameter determination with the simulated data, the same range of 61 diffraction
patterns with intervals of 1◦ was used in this case. No attempt was made to orient the crystal
in any way prior to acquisition. The size of the CCD detector, and hence the “resolution”
of the resulting diffraction patterns, was 1024 × 1024 pixels. In this case, the method used to
determine the position of the tilt axis failed, because the magnitudes of the beam deflections
programmed in the software were too large for the microscope when operating in EFSTEM
mode.6 Instead of the beam tilt resulting in a displaced diffraction pattern at this stage in
the preparation for acquisition, the beam became lost from the screen and every attempt
6

However, although the patterns were acquired using the CCD detector of an imaging filter, energy filtration
was not used for this series due to a mechanical problem at the time of acquisition.
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Figure 4.10: A bright-field TEM image of a multi-walled carbon nanotube containing a
particle of cementite.

to recover it was unsuccessful. Nevertheless, the acquisition of the tilt series was otherwise
successful. A selection of patterns from the tilt series is shown in Figure 4.12, in which it
can be seen that the series passes close to a relatively densely populated plane in reciprocal
space.
The reconstruction software was made able to directly read the MRC file format produced
by the acquisition software with no intermediate processing steps. The headers of this
file format contained all the relevant information for the reconstruction, including the
accelerating voltage, camera length, tilt axis azimuth (although this value was meaningless
in this case because of the failure of the calibration procedure), individual tilts at which the
diffraction patterns were acquired, and various other parameters such as the stage x and y
positions. All the diffraction patterns were stored in the file, meaning that only a single file
had to be handled. Early analysis attempts revealed a large error in the pixel size value from
the headers, and so a calibration experiment was performed at a later time using a silicon
specimen to determine a more accurate value, which was substituted during processing with
DTR.
By manual experimentation, the azimuth of the tilt axis was located. This process was
begun by animating the tilt series of patterns and noting the direction of movement of
the Laue circle, which was made apparent by the major zone axis approached by the tilt
series. The initial estimate was then refined by manually adjusting the tilt axis position
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Figure 4.11: A multi-walled carbon nanotube containing a particle of cementite, as seen with
high-angle annular dark-field microprobe STEM.

while examining the reconstruction for signs of a lattice. This involved a repetition of only
the mapping of the points from two to three dimensions, which took less than a second
to complete for the 5213 data points which were detected by the peak detection procedure
in this series. In this way, the tilt axis was eventually found between 61 and 62 degrees
anticlockwise from the horizontal.
The centering procedure was used to find the centres of the patterns, based initially on
the brightest pixel in the sum of all the images in the series, and refined by selecting the
closest detected peak to that position in each image as described earlier. A small drift of
around 14 pixels over the entire series was found and corrected for. This was found to
be sufficient to produce a reconstruction in which a regular lattice could be seen. Three
projections from the reconstruction are shown in Figure 4.13.
Location of the unit cell with DirAx was again successful with the same parameters
as before (levelfit=0.05 nm−1 , d max = 1 nm and indexfit=2), also Step 8 of the algorithm
— repeating the indexing process using only the initially indexed points — was required.
The unit cell found by DirAx was close to orthorhombic, with a = 0.534 nm, b = 0.692 nm,
c = 0.476 nm, α = 91.0◦ , β = 90.3◦ and γ = 90.8◦ . The axes determined by DirAx were
again arbitrary, but have been permuted to become consistent with the published values.
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Figure 4.12: A selection of diffraction patterns from the experimental tilt series.
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Figure 4.13: Three projections of the experimental cementite reconstruction along mutually
perpendicular directions.

Comparing to the published unit cell parameters for cementite, the errors for the measured
cell are 6.8%, 2.7% and 5.3%, which are within the approximate accuracy expected from
electron diffraction analyses, especially considering the distortions commonly introduced
by the optics of the imaging filter.

Bi MnO 3−δ
Diffraction tomography was also applied to a specimen of a nonstoichiometric form of
bismuth manganate, Bi MnO 3−δ , whose structure was unknown at the time of writing.
The specimen was provided by Dr.

Alex Eggeman, who had received it for structural

characterisation from Professor Tony Cheetham.

The material took the form of small

crystals, and a HAADF STEM image of the particle which was analysed is shown in Figure
4.14. As before, 61 diffraction patterns were acquired at 1◦ intervals around an arbitrarily
selected orientation. At the time this data set was acquired, the acquisition software had
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Figure 4.14: The small crystal of Bi MnO 3−δ from which the diffraction tilt series was
acquired, imaged with HAADF STEM.

been updated to fix the earlier problems with locating the tilt axis. Therefore, a usable value
for the tilt axis azimuth was present in the resulting MRC file. As before, the size of the
CCD detector was 1024 × 1024 pixels. Energy filtration was used, with the energy selecting
slit placed at the zero-loss position. Representative diffraction patterns from the series are
shown in Figure 4.15.
After peak detection using the iterative statistical algorithm, 3481 data points were
located and mapped into 3D reciprocal space. Some distortion of a ‘spiral’ nature was
visible in the reconstruction, as shown in Figure 4.16. It was suspected that the tilt axis
azimuth provided by the software, 54.0◦ , was slightly in error. The best appearance of the
reconstruction was achieved by altering the axis to 59.2◦ , however it was not possible to
completely eliminate the spiral distortion. It is possible that these distortions arise from
the length of the relrods, given the somewhat smaller size of this specimen compared to
the cementite specimen analysed earlier. Another possibility is that the distortions were
created by aberrations of the electron optics of the imaging filter or the projection lenses
of the microscope.
Unit cell determination was performed using DirAx with the parameters exactly as used
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Figure 4.15: Representative diffraction patterns from the tilt series acquired from the crystal
of Bi MnO 3−δ shown in Figure 4.14.
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Figure 4.16: Views of the three dimensional reconstruction from the Bi MnO 3−δ tilt series.

previously. The unit cell was found on the first attempt, and was seen to be close to
monoclinic with a = 0.533, b = 0.551, c = 0.790 nm, α = 110◦ , β = 90.2◦ and γ = 90.9◦ .
“Indexing lines” of the type used previously are shown in Figure 4.16 to illustrate the quality
of the match between the determined cell and the reflections in 3D space, and it can be seen
that the indexing appears qualitatively to be satisfactory.
Since the crystal structure of the compound was unknown at the time of writing, it
was impossible to state how close the derived values were to the actual values. However,
a previous precession electron diffraction experiment performed by Eggeman had yielded
two-dimensional cell parameters of 0.368 nm and 1.46 nm, with an angle of 91◦ between the
two axes. It can be seen that the cell returned from DirAx, expressed as the vectors a, b
and c, can be transformed into a cell which has a projection very close to these values by the
transformation a 0 = a, b 0 = b and c 0 = b +2c. The resulting cell is very close to orthorhombic,
with a = 0.533 , b = 0.551, c = 1.48 nm , α = 89.8◦ , β = 90.5◦ and γ = 90.9◦ . The projection
along [110] of this cell would have the two-dimensional parameters 0.386 nm, 1.48 nm and
90.5◦ , which are again in good agreement with the preceding values: one parameter fitting
within 5% and the other within 1.5%.
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4.7 Simulation of Diffraction Patterns from the Calculated
Unit Cell
Although visualising the calculated unit cell and the reconstructed reciprocal space together
in three dimensions is a useful visual check of the correctness of the cell, a better test would
be to determine how accurately the calculated cell can account for the original diffraction
patterns. In order to do this, a geometrical method was derived which was capable of taking a
reciprocal unit cell as well as the parameters of a particular image (camera length, resolution,
tilt angle, location of tilt axis, and so on) and producing from them the coordinates of Bragg
peaks which should be found in the diffraction pattern. A line-sphere intersection test
was used to determine the point of intersection between the relrod emanating from the
reciprocal lattice point and the Ewald sphere, and from this the excitation error could be
determined. If the excitation error was below a pre-set value, then the reflection was deemed
to be visible, otherwise it was not. The process was repeated for all reciprocal lattice points
included in the calculation. From the locations of the intersections, the diffraction pattern
could then be simulated. In the text which follows, the mathematical basis of this process is
presented.

Relrod-based Geometry for Calculating Diffraction Patterns
Figure 4.17 shows a section through the Ewald sphere similar to Figure 4.6 earlier. The
point O is the origin of reciprocal space, k̂ is a unit vector in the direction of the electron
wavevector, and can be calculated by applying equations 4.8, 4.9 and 4.10 to a unit vector in
the −z direction. The actual incident electron wavevector, k, has a length 1/λ in this direction
and so k = k̂/λ. n̂ is a unit vector in the direction of the relrod, and is defined such that
it points away from the centre of the Ewald sphere in order to agree with the convention
of negative excitation error indicating that the reciprocal lattice point is outside the Ewald
sphere. i is the vector from the origin to the point of intersection between the relrod and
the Ewald sphere, g is the vector from the origin to the reciprocal lattice point and s is the
excitation error. The task at hand is to determine i from the other variables.
Both g and i are on the line of the relrod separated by a distance s. It can therefore be
written that
i = g + s n̂.

(4.12)

Since the point i lies on the surface of the Ewald sphere, which has radius 1/λ, it can also be
written that
¯
¯
¯k̂/λ + i ¯ = 1/λ.

(4.13)
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Figure 4.17: Section through the Ewald sphere showing the definition of symbols used in
the derivation. It should be noted that n̂ is not necessarily parallel to k̂ nor k + i , nor is g
necessarily tangential to the Ewald sphere. The sign of s is negative in this diagram as drawn,
since the reciprocal lattice point is outside the Ewald sphere.

Combining these two expressions gives the equation
¯
¯
¯k̂/λ + g + s n̂ ¯ =

1/λ.

(4.14)

This equation can be expanded by squaring both sides to give
¯ ¯2
¯ ¯
¯k̂ ¯
λ2
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1
+
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λ
λ
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(4.15)
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¯ ¯2
¯ ¯
2
|
Since both n̂ and k̂ are unit vectors, n̂| ≡ 1 and ¯k̂ ¯ ≡ 1, and so
2k̂ · g 2s k̂ · n̂ ¯¯ ¯¯2
+
+ g + 2sg · n̂ + s 2 = 0,
λ
λ

(4.16)

in which terms in s 2 and s can be collected to give a simple quadratic equation:
Ã

!
k̂
·
n̂
2k̂ · g ¯¯ ¯¯2
s2 + 2
+ g · n̂ s −
+ g = 0.
λ
λ

(4.17)

In the case of a specimen which has roughly similar thickness in all directions, such as
a spherical or cylindrical particle aligned with the tilt axis, the relrods can be considered to
always be parallel to the incident wavevector. In this case, k̂ = n̂, and this equation can be
simplified slightly:
¶
1
2g · n̂ ¯¯ ¯¯2
s +2
+ g · n̂ s −
+ g = 0.
λ
λ
2

µ

(4.18)

Equation 4.17 can be solved to calculate s. Once this is known, the intersection point i
can easily be calculated from Equation 4.12. Since Equation 4.17 is quadratic, two possible
values of s will result. The smaller of the roots is the required value, with the larger root
corresponding to the point where the relrod intersects with the other side of the Ewald
sphere. The larger root would represent electrons scattered (by Bragg diffraction) to almost
the reverse of their original direction, and can safely be ignored. A cutoff should then be
imposed on the magnitude of the smaller s: if it is too large, the reflection is not close enough
to the Bragg condition to be excited and should be ignored. This cutoff can be determined
using an estimate of the thickness of the specimen7 .
Calculating the point of intersection is only the first step towards simulation of a
diffraction pattern.

The pattern itself is formed from beams which emerge from the

specimen at angles equal to those which would be seen if the intersection points could
be viewed from the centre of the Ewald sphere.

Just as was done during the initial

reconstruction, the coordinates calculated above can be used to express the direction of the
scattered beam in the form of a Bragg angle and azimuth relative to the +x direction of the
detector (see equations 4.3 and 4.4). The Bragg angle is the angle between k and i +k, which
are the vectors connecting the centre of the Ewald sphere and the origin of reciprocal space
or to the intersection point, respectively. The azimuth can be calculated by projecting the
intersection point onto the plane formed by the directions which correspond to the ‘up’ (+y
7

If the unit cell determination was very accurate indeed, and could be made to account for all of the
geometrical deviations present, and if the scattering was truly kinematical, then it can be speculated that it
might be possible to directly probe the thickness of the specimen, or even to obtain an estimate of its cross
sectional form, by noting which reflections appear in the patterns at different tilt angles. Hence the cutoff
would be determined experimentally.
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in the image coordinate system) and ‘right’ (+x in the image coordinate system) directions in
the pattern being simulated. The required unit vectors corresponding to ‘up’ (û) and ‘right’
(r̂ ) can be found in a similar way to the calculation of n̂ earlier, by applying equations 4.9,
4.10 and 4.8 to unit vectors in the directions +x and +y in the image coordinate system
respectively. Since û, r̂ and the tilt axis are all common to the plane of the image, n̂ must
be perpendicular to all three of them. Once again, three-dimensional visualisation allowed
this condition to be carefully verified. With û and r̂ known, the azimuth, ψ, is given by
¡
¢
ψ = atan2 y 00 , x 00 ,

(4.19)

x 00 = i · r̂

(4.20)

y 00 = i · û.

(4.21)

where

The Bragg angle and azimuth can be used to calculate the coordinates of the reprojected
reflection relative to the centre of the image.

Application to the Experimental Data
The relrod-based formulation described above was applied to the experimental data sets, to
determine how accurately the cells which had been determined by DirAx could account for
the observed diffraction patterns. For the cementite data set, diffraction patterns from the
series at 10◦ intervals are shown in Figure 4.18. For this calculation, the simplified form of
Equation 4.17 was used, in which the relrods are parallel to the incident wavevector at all tilt
angles. In the pictures, green circles represent the reflections which were found by the initial
peak detection, and red crosses indicate where reflections should be present according to the
simulation. The radii of the green circles are proportional to the logarithm of the intensity of
the measured reflection. Where the position of a reflection (as judged by the peak detection
algorithm) came within 20 pixels (which represented 0.66 nm−1 in this series) of a simulated
reflection, the two were considered to match and a record made of the ‘partnering’. To
determine the appropriate value of the excitation error threshold, the threshold was varied
until the widths of the characteristic curved annuli of simulated reflections matched those
seen in the experimental patterns. It was noted that discrepancies often existed between
the experimental and simulated positions of these annuli, and this was as expected — very
small changes to the diffraction geometry, such as a tilt alteration of less than a degree, lead
to large variations in the diffraction patterns on the screen. A particularly clear example of
this is visible at an angle of +13◦ , where the zero-order Laue circle is seen to be displaced by
130

Simulation of Diffraction Patterns from the Calculated Unit Cell

-21°

-14°

0°

+13°

+20°

+27°

Figure 4.18: Diffraction patterns from the cementite data set, overlaid with green circles
indicating the locations of peaks found by the peak search algorithm, and red crosses
indicating the locations of Bragg maxima predicted the simulation using the unit cell
determined by DirAx for the cementite data set. The maximum excitation error was 0.2 nm−1 .
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s Threshold / nm−1

# Simulated

# Partnered

0.1
0.2
0.3
0.4
0.5
0.6

2364
4658
6931
9229
11515
13847

1294
2197
2765
3118
3286
3380

Table 4.1: The number of simulated and partnered reflections as the excitation error
threshold is varied.

a small but visible amount.
The effects of varying the excitation error threshold were investigated, by altering it
from 0.1 nm−1 up to 0.6 nm−1 in steps of 0.1 nm−1 . At each threshold value, the number
of simulated reflections across the whole tilt series was recorded, along with the number
of successful partnerings. The values recorded are shown in Table 4.1. 5213 features
were detected by the peak detection procedure. Each step of increasing the excitation
error threshold resulted in about 2300 extra reflections being simulated. The number of
partnerings also increased rapidly at first, by 903 across the first step and then by 568
across the second step, indicating that more reflections were being indexed successfully.
However, as the threshold was increased further, this rate of increase slowed to around 100
per step, despite the continuing linear increase of the number of simulated reflections. This
was interpreted as indicating that very few true partners were being created by raising the
threshold value so high.

4.8 Measurement of Intensities
Since the simulation method described above allows the off-axis patterns to be indexed, the
intensities of reflections appearing in them can be measured and stored as a list of indices
and intensities for subsequent analysis. Measured reflections in the image which were within
a specified distance of a simulated reflection were taken to be correctly indexed with the
indices of the simulated reflection, and their intensities were stored in memory with those
indices. A value of 20 pixels was found to be slightly less than half the typical spacing between
Bragg peaks in the diffraction patterns, and so was used as the cutoff distance. Intensity
measurement was performed using a simple method of summing the pixel intensities within
a circle of 20 pixels radius centered on the location produced by the earlier peak detection
algorithm, and subtracting the integrated background, which was assumed to be flat and
was estimated by taking the mean of the intensities of the pixels around the rim of the circle
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and multiplying by the number of pixels inside the circle. If multiple intensity measurements
were found for a particular set of indices, the largest intensity measurement was taken to be
closest to the Bragg condition and allowed to override the others. Friedel’s Law was enforced
during the measurement of intensities as follows: After each intensity measurement had
been added to the list of measurements, the list was searched for records with the indices
of the Friedel equivalent. If the equivalent was not found, it would be added with the same
intensity as the original reflection. If the equivalent existed in the list, the intensity of both
the reflection and the equivalent were set to the larger of the two intensities.
When intensities have been measured in three dimensions, a Patterson map can also be
calculated in three dimensions. The Patterson map, P (r ), can be expressed as a discrete
Fourier sum of the intensities:
P (r ) =

X

I (g )e 2πi g .r ,

(4.22)

where I (g ) is the intensity of reflection g , and g and r are vectors in reciprocal and
direct space respectively. Since the reflections have been acquired using a tilt series, many
measurements I (g ) will be missing from the data set, and this can be expected to produce
artifacts in the calculated three-dimensional Patterson map. It is also useful to note that by
projecting the 3D Patterson map in a particular direction, summing the values along that
direction, a two dimensional map can be calculated. Such a map would be an estimate of
the Patterson map which would be derived from zone axis intensities in that direction, and
can be calculated even if the tilt series does not include the zero-order reflections from that
zone axis. However, the map calculated in this way will, however, appear in an aliased form
because of the large number of missing Fourier components.

Intensities from Cementite
The intensity measurement procedure was applied to the cementite data set. 1384 reflection
intensities were measured, and the resolution of the highest order reflections in the data
set was 18 nm−1 . By dividing the reciprocal volume swept out by the tilt series up to this
resolution and dividing this number by the volume of the reciprocal unit cell, an estimate
can be arrived at of the number of reflections which should be expected to be measured. In
this case, about 1450 reflections were expected from this calculation, and so the ‘yield’ of the
quantification process was around 95%.
A three-dimensional Patterson map was calculated using the entire list of reflections,
using a program which was written for the purpose. The map was visualised through
a combination of techniques using similar OpenGL techniques to those used earlier to
visualise the reconstruction of reciprocal space. Three techniques were used: rendering
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Figure 4.19: A 3D isosurface view (bottom left), and three projections of the Patterson map
from the measured cementite intensities.

only of the surface of the three-dimensional map, volume rendering of the map as a semitransparent “cloud”, and as an isosurface. An option to switch between orthographic and
perspective views was added, since the perspective view was found to facilitate visualisation
of the three-dimensional form whereas the orthographic view allowed projections of the
volume to be examined.
A 3D view of the Patterson map from the cementite intensities are shown using the
isosurface representation (the isosurface level was 12% of the maximum intensity) in Figure
4.19, alongside three projections of the map along principal axes. The lattice parameters
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Figure 4.20: Comparison of projected 3D Patterson maps from the cementite intensities with
equivalent maps from a kinematical calculation. Left Column: Maps generated using the
measured intensities after enforcing the point group mmm. Middle Column: Generated
using kinematical intensities, but with reflections only used if they were present in the
values from the left-hand column. Right Column: Generated using kinematical intensities,
calculated isotropically out to 20 nm−1 in order to show the ‘ideal’ map.
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used to create the unit cell were those given by DirAx, and a single unit cell is shown. It can
clearly be seen that two of the maps are affected very strongly by either the quality of the
intensity data or the missing wedge, to the point that the a − c projection apparently shows
no peaks at all. To better evaluate the data, the known point group, mmm, of the cementite
structure was used to generate intensities spanning a greater region of reciprocal space
than that filled by those directly measured. The Patterson maps, after applying this known
symmetry, were compared with maps generated by using calculated kinematical intensities
(calculated using Doyle-Turner atomic scattering factors with no relativistic correction or
Debye-Waller thermal factor), where intensities were calculated only for reflections which
were found in the measured dataset. In this way, the effects of the missing wedge are
replicated. The resulting contour maps are shown in Figure 4.20. For the b − c projections
in the top row, it can be seen that all major regions of density seen in the ideal map are
represented in the kinematical and measured maps, and qualitatively in the correct height
order. Extra ripples are visible between these regions in the measured map, however, two
of which have been circled in red. These are not visible in the kinematical map, therefore it
must be concluded that they arise from the intensities themselves, rather than from Fourier
truncation effects. For the problematic a − c projection, it becomes apparent that the lack
of detail in this map is indeed, at least partially, an artefact of the limited data, since a very
similar lack of detail is visible for the kinematical map. The ideal map shows that some peaks
should in fact be visible in this map. Finally, the a − b map can be seen to contain several
clear peaks, and that their locations correspond to those of peaks in both the kinematical
and ideal maps. Two large peaks were identified as spurious, one of which has been circled
(the other generated by the mirror symmetry), again not appearing in the kinematical nor
ideal maps.

The three-dimensional reconstruction of reciprocal space was examined again to compare the position of the tilt axis (and hence of the ‘missing wedge’ of intensities) to the
orientation of the reciprocal unit cell. It was found that the tilt axis was aligned closely with
the b ∗ axis, meaning that the a−c maps would be those expected to be most strongly affected
by the incomplete sampling of reciprocal space. It has been seen that this was indeed the
case in the maps shown. Additionally, the missing wedge occured in such an orientation
that it wasnot completely removed by the imposition of the point group symmetry.

By comparing experimental maps to those from simulations, it has therefore been
shown that, despite the lack of precession or energy filtration, it can be possible to form
interpretable Patterson maps from data measured using diffraction tomography, however
artifacts may arise both from Fourier truncation and intensity errors.
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Intensities from Bi MnO 3−δ
Intensities measured from the Bi MnO 3−δ tilt series were somewhat more promising. 1146
reflection intensities were measured, and views of the corresponding three-dimensional
Patterson map are shown in Figure 4.21 using the cell returned by DirAx. As was described
in Section 4.6, a re-indexing of this cell produces new parameters which are extremely close
to values determined using on-axis precession electron diffraction. Views of the same data
after this reindexing are shown in Figure 4.22. Since the structure of this material remains
unknown, it is not possible to give an ideal map for comparison. However, the structure is
suspected to be a superlattice of the perovskite structure of bismuth manganite, Bi MnO 3 .
It can be seen that the experimental Patterson map has the appearance of three very similar
unit cells stacked side-by-side. This is particularly evident when using the surface rendering
technique, as shown in Figure 4.23.
It was found that the [110] projection of the experimental three-dimensional map was
consistent with a Patterson map which was calculated from the intensities recorded using
precession electron diffraction data provided by Dr. Eggeman. The two maps are shown
together in Figure 4.24. To qualitatively compare the observed peaks, red circles have
been overlaid on the precession map over the positions of large peaks.

In the lower

map, the same circles have been drawn in identical positions. It can be seen that similar
peaks have appeared, but some displacement of their positions is apparent. However,
although qualitative in nature, the possibility of calculating interpretable Patterson maps
is an important step towards using such data for structural analysis using direct methods.

4.9 Refinement of the Unit Cell
The mapping process described in Section 4.3 could be considered analogous to the ‘back
projection’ algorithm used in direct space tomography, where projections acquired from
different directions are combined to create an estimate of the form of the object of interest.
If there were an infinite number of projections separated by an infinitely small tilt step, then
the reconstruction would be an exact representation of the object, but this is obviously not
what is achieved in practice. Therefore, the three-dimensional reconstruction created in
this simple way displays artifacts. The reconstruction can be greatly improved by using
the SIRT algorithm (Simultaneous Iterative Reconstruction Technique), in which the input
projections are simulated using the current estimate of the object in three dimensions, with
the initial estimate being that produced by back projection. By iteratively modifying the
estimate by compensating for the discrepancies between the reprojected images and the
actual images, the estimate is progressively improved until no further improvement of the
reprojected images is possible.
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Figure 4.21: A 3D isosurface view (bottom left), and three projections of the Patterson map
from the measured Bi MnO 3−δ intensities. The isosurface level was 15% of the maximum
value.
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Figure 4.22: A 3D isosurface view (bottom left), and three projections of the Patterson map
from the measured Bi MnO 3−δ intensities after reindexing of the unit cell.
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a

c

b
Figure 4.23: Surface rendering of the three-dimensional Patterson map from the Bi MnO 3−δ
intensities, showing that it has the appearance of three cells of a smaller subcell. Green and
red represent positive and negative Patterson density respectively.

A very similar process can be envisaged for diffraction tomography. Given the current
estimate of the reciprocal unit cell, and knowing the geometrical details of each input pattern
(centre, tilt angle and orientation of tilt axis), it is quite simple to calculate the positions in
those images at which Bragg peaks are expected to appear using the technique described
earlier. An algorithm can then be devised which optimises the cell estimate with the aim of
minimising the deviations between observed and calculated peak positions. Some simulated
features may not be paired with a measured one, for instance in the case of a systematically
absent reflection since the procedure up to this point has assumed that all reflections will
have greater than zero intensity. Many measured features which do not belong to the lattice,
for example Kikuchi lines which have been erroneously detected as Bragg reflections, will
also not be paired, so this step is potentially a powerful way of filtering out spurious features.
Such a refinement appears at first to be simple, but the details make it somewhat
complicated. For instance, if the diffraction data contained only reflections in the zone [001],
then it would be impossible to refine the c ∗ vector since the data contained no reflections
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Figure 4.24: Comparison of Patterson maps in the [110] direction from Bi MnO 3−δ ,
using precession electron diffraction intensities (above) and intensities from diffraction
tomography (below). The lower map was stretched slightly in the horizontal direction to
match the lattice parameters of the upper map.
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with an index l 6= 0. Additionally, it should be taken into account that deviations in all
reciprocal lattice vectors for which a reflection has a non-zero index can contribute to a
deviation in that reflection. It cannot be determined, from that reflection alone, whether
the deviation arises from an error in one of the reciprocal lattice vectors, two of them, or
all three of them, and in what proportion. Therefore, all the diffraction patterns should be
taken together to ensure the data spans all three reciprocal lattice vectors. At the same time,
however, it should be taken into account that the positions of peaks in a single diffraction
pattern contains only information about the components of the reciprocal lattice vectors
which are in the plane of that pattern.8 A simple algorithm was devised to take this into
account, which operates as follows:
1. For each set of paired simulated and measured reflections in each diffraction pattern,
the two-dimensional “deviation” in the image is recorded.
2. The mean of the magnitudes of the deviations is recorded. This is the figure of merit
which will be minimised.
3. Nine components of a matrix representing an alteration to the initial unit cell,
δa x∗ , δa ∗y , . . ., are initialised to zero.
4. A search direction is chosen by selecting one of the components of the “cell alteration”
and a sign, positive or negative.
5. A second search direction is chosen in the same way as in Step 4, but this time an
option is included to select no direction at all.
6. A third search direction is chosen in the same was in Step 5.
7. The cell alteration matrix is modified by adding a small amount, δ, to each of the
components chosen in Steps 4, 5 and 6 in the positive or negative direction as
appropriate.
8. For each “deviation”, the effect of the new cell alteration matrix is calculated. This is
done by calculating the vector by which the particular reflection would be moved in
three dimensions, and projecting that vector onto the plane of the diffraction pattern.
9. The magnitudes of the vector differences between the initial deviations and the
deviations generated by the current alteration matrix are summed and divided by the
number of deviations to determine a new value of the figure of merit.
8

This is the case if the possibility is neglected of extracting information from the length or geometry of the
relrods. For example, the visibility of a particular reflection in a particular pattern depends on the out-of-plane
components of the contributing reciprocal lattice vectors. Since there are many other reasons why a reflection
might not be present, such as a miscalculation of the effective relrod length, imperfections of the peak detection
algorithm or systematic absence of reflections, this was not attempted.
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10. If the new figure of merit is smaller than the previous lowest value, then the current
alteration matrix is recorded.
11. Step 5 is returned to, and all directions (including no direction) tried in turn.
12. Step 4 is returned to and all directions (including no direction) tried in turn.
13. Step 3 is returned to, and all directions tried in turn.
14. The whole procedure is repeated from Step 3 until no further reduction in the figure of
merit can be made. The current alteration matrix is then added to the estimated unit
cell to produce the refined unit cell.
The purpose of choosing three directions (Steps 3, 4 and 5) is to permit “diagonal” movements in the parameter space, since occasionally it was found that a movement in such a
direction could produce a reduction in the figure of merit while a movement in either of the
two individual directions would produce an increase. Three directions were used to allow
some further capacity for circumventing such problems, although it was noted that a full
allowance would require the combination of nine individual choices of direction, and this
would make the algorithm very slow. It should be noted that each pair of simulated and
experimental reflections remain paired throughout the process, eliminating the possibility of
a reduction in the figure of merit by the elimination of unfavourable pairings until only a very
small number of reflections were matched very accurately. To explain why this is necessary,
it is emphasised that to allow the algorithm this freedom would allow the algorithm to select
the number of observations it used for fitting, allowing it to grossly over-fit a small subset
of the data in the extreme case. However, to use the algorithm to its fullest potential in
avoiding incorrect pairings, it would be necessary to re-pair the reflections and repeat the
whole process until only accurate and true pairings remained.
An initial implementation of this method was created, and for the initial tests of the
procedure the size of δ was 0.0001 nm−1 . Test programs were implemented to test the
performance of the algorithm against simulated data, which was presented in the form
of peak coordinates rather than images, so removing the influence of the peak detection
process from the tests. The test programs, of which four were written, constructed a
primitive cubic unit cell of reciprocal side length 5 nm−1 , from which the coordinates of
peaks in diffraction patterns of various geometries were simulated. A test unit cell was then
set up by adding randomly chosen values less than 0.3 nm−1 to each cartesian component
of a ∗ , b ∗ and c ∗ . The test unit cell and simulated peak locations were then supplied to the
refinement algorithm, whose task was to recover the original cubic unit cell to an accuracy
of at least δ per component. The first test simulated a single [001] zone axis diffraction
pattern, which provided sufficient information to allow the x and y components of a ∗ and
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b ∗ to be determined. A form such as a x∗ will be used from this point onwards to represent a
particular cartesian coordinate of the specified reciprocal vector, such that a x∗ represents
the x component of the a ∗ vector. The initial mean deviation between the calculated
and ‘observed’ peak locations was 0.45 nm−1 , which converged to 0.00015 nm−1 after 2336
iterations. As expected, the algorithm was not able to provide correct values for the other
values. In this case, the values for the unconstrained components ‘drifted’ to meaningless
values which were not constrained in any way by the data.
The second test simulated two diffraction patterns, one equivalent to the single pattern
in the first test, and the second tilted at an angle of 90◦ relative to it. The tilt axis was parallel
to the x-axis in the simulation. With the same target and initial unit cells used as before, the
algorithm converged on the correct values for all of the components which were constrained
by the two diffraction patterns, which were all of the values apart from b z∗ and c y∗ . The initial
mean deviation was again 0.45 nm−1 , and converged to 0.00013 nm−1 after 4003 iterations.
A third test provided the algorithm with peak positions from three diffraction patterns,
exactly as the previous test but with an additional pattern at a tilt of 90◦ but a tilt axis azimuth
of 90◦ to the x-axis. The three patterns were therefore in the x − y, y − z and x − z planes,
and the three simulated incident beam directions were all mutually perpendicular. This
provided sufficient information to calculate all nine cartesian components of the unit cell.
The initial mean deviation, using the same initial unit cell estimate, was 0.47 nm−1 . After
4669 iterations, the mean deviation was reduced to 0.00014 nm−1 , with all nine components
of the unit cell correctly determined to an accuracy of δ.
A final test used a simulated tilt series of 90 images at 1◦ intervals with the tilt axis again
aligned with the x-axis. The initial deviation was 0.35 nm−1 , and after 5203 iterations had
converged to 0.000085 nm−1 . The test was repeated using a tilt axis azimuth of 45◦ to the xaxis, in order to create a situation more representative of that encountered with experimental
data.

On this occasion, however, although the mean deviation fell from 0.56 nm−1 to

0.00030 nm−1 over 6412 iterations, the unit cell was not correctly determined. a z∗ , b z∗ , c x∗
and c y∗ remained close to their values at the start of the refinement, whereas the other
values converged to the required values to the level of accuracy experienced in the earlier
simulations.
To verify that the problem was not an elementary error in the mathematical formulation
of the refinement algorithm, the same test was repeated with tilt axis azimuths of 15◦ and 30◦ ,
and the algorithm was once again able to recover the correct unit cell. At the time of writing,
no explanation or solution had been found for the problems encountered. The results
suggest that it is related to the considerations mentioned earlier, regarding what information
can be extracted from a particular diffraction pattern or set of diffraction patterns. In the case
of the problematic test series, reflections of type hkl were present throughout the region
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swept out by the tilt series, and the reflections were of varied indices — not all of a type such
as hhl , with indices always proportional to one another. Therefore, although it would appear
that the information provides all the necessary information to provide an accurate fit of the
reciprocal unit cell, this has not been the result. The algorithm described here is also likely
to be extremely vulnerable to falling into local minima, although in the tests described here
this does not appear to have happened since the figure of merit decreased to a small value in
all cases. Therefore, while the problem of refining the reconstruction appears to be simple
at first glance, the details make it more complicated and difficult. The investigation of other,
more advanced, minimisation algorithms for the refinement process should therefore be a
subject of future work in this area.

4.10 Conclusions
In this chapter, methods have been developed for the analysis of data sets acquired using
the automated diffraction tomography module provided by FEI. Geometrical relationships
were derived to perform the mapping of two-dimensional patterns into three-dimensional
reciprocal space taking account of the azimuth of the tilt axis, centering of the patterns and
curvature of the Ewald sphere. While broadly equivalent to that described by Kolb et al.
(2008), the formulation provided in this work allows potential for a future expansion to data
acquisition with more than one tilt axis since the transformation preserves the location of
the tilt axis in reciprocal space rather than rotating the patterns to align the tilt axis with
the vertical axis. The transformation method here, since it reconstructs reciprocal space
in a strict sense (rather than simply combining diffraction patterns), would also allow the
combination of data from different electron wavelengths or perhaps even different types of
radiation.
A method originally devised for X-ray crystallography, the DirAx algorithm, was found to
reliably and automatically index both simulated and experimental datasets. The software
reference implementation of this algorithm was found to be directly applicable despite the
much shorter wavelength of the diffracting radiation. Lattice parameters were determined
to an accuracy of around 5% for experimental data, and around 1–2% for simulated data.
A method has been developed for the simulation of diffraction patterns from the reconstructed unit cell which takes the length of the relrods and their geometry into account. By
comparing the patterns simulated in this way to the experimental ones, it was possible to
quantify the accuracy of the automatic indexing in a way which, provided the simulated
relrod lengths were reasonably accurate, was independent of the perturbations found in
reciprocal space due to the length of the experimental relrods.
The intensities of reflections were quantitatively measured from the patterns in cases
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where simulated reflections were found to be close enough to experimental reflections to
indicate a correct indexing of the experimental reflection. Three-dimensional Patterson
maps were calculated from intensities measured in this way and compared to simulated
kinematical intensities both with and without the influences of Fourier truncation. Artifacts
were visible in the maps which could be attributed either to Fourier truncation or to intensity perturbations due to the scattering processes and perhaps measurement techniques.
However, peaks were visible in the experimental maps which were in agreement with the
simulations. Another map, from a substance of unknown crystal structure, was found to
contain recognisable peaks in positions close to those seen in a map calculated from on-axis
intensities measured using precession electron diffraction.
Finally, a method has been proposed for refinement of the unit cell based on the diffraction patterns themselves rather than the intermediate three-dimensional reconstruction.
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5 Structure Solution of Intermediate Tin
Oxide
5.1 Introduction
Tin oxide is known to exist in two stable forms, SnO and SnO 2 , depending on the oxidation
state of the tin atoms. However, the existence of at least one additional form with an
intermediate composition is now generally accepted (Batzill and Diebold, 2005).

This

substance is formed as a metastable intermediate during the disproportionation of SnO in
an suitable atmosphere:

2SnO −→ SnO 2 + Sn.
Giefers et al. (2005) proposed that the above reaction proceeds via an intermediate Sn 2O 3 ,
as follows:
3SnO −→ Sn 2O 3 + Sn
2Sn 2O 3 −→ 3SnO 2 + Sn,
however the exact composition of the intermediate oxide remains controversial to this day.
The compositions Sn 2O 3 and Sn 3O 4 have featured prominently in discussions, Sn 2O 3 being
supported by evidence from Mossbauer spectrometry (Hasselbach et al., 1973). Lattice
parameters have been measured previously by a combination of electron diffraction and
X-ray powder diffraction (Lawson, 1967). By consideration of the lattice parameters and
the volume of the cell so created, by comparison with the covalent radius of a single tin
atom is it most likely that the unit cell contains six tin atoms (Zentile, 2005). However, the
number of oxygen atoms in the cell has been difficult to determine directly. Additional
information about the intermediate has come from first-principles computer simulation
and the consideration of comparable structures (Seko et al., 2008; Mäki-Jaskari and Rantala,
2004).
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Figure 5.1: A dark-field image showing a particle of intermediate tin oxide, attached to a
globule of metallic tin (Picture credit: Prof. Paul Midgley).

A large contributing factor to the difficulty in the structural characterisation has been
that the intermediate compound forms as small crystals which remain attached to the
particles of tin from which they grow (Figure 5.1), and are too small to separate by any
simple means. The small size of the particles, less than 1 µm across, makes single crystal
X-ray diffraction impractical. Even powder diffraction produces limited information from
this material because the presence of many phases (SnO, SnO 2 , Sn and the intermediate
compound) makes it difficult to separate out the different contributions. Therefore, this
specimen is a good test subject for analysis using electron diffraction. However, the size
of the particles, and hence their thickness as encountered by the electron beam, is large by
the standards of electron microscopy. Their cylindrical shape makes it difficult to record data
from a single well-defined thickness, and their morphology makes it very difficult to perform
the kind of LACBED investigation found useful in Chapter 2. Because of these factors, the
diffracted intensities, even with precession, are unlikely to be of a very high quality so far as
structure solution is concerned. Therefore, this specimen makes it possible to see how far a
structure solution effort can be taken under conditions which are far from ideal.

5.2 The Structures of SnO and SnO 2
The structure of tin (II) oxide (SnO, or stannous oxide) is known as the litharge structure,
since it matches the structure of lead (II) oxide (P bO) whose mineral form bears the same
name. The mineral form of SnO is itself known as romarchite. This structure is illustrated
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Figure 5.2: The litharge structure of SnO. Large blue spheres represent tin atoms, and
smaller green spheres represent oxygen.

in Figure 5.2, having a tetragonal unit cell with lattice parameters a = b = 0.380 and c =
0.484 nm and the space group P 4/nmm. The structure consists of layers separated by empty
space, and within each layer each tin atom appears at the point of a tetrahedron, bonded to
four oxygen atoms. Tetrahedra point in both directions perpendicular to the layer in equal
numbers.
The structure of SnO 2 (stannic oxide) is tetragonal with a = b = 0.472 and c = 0.314 nm
and has the space group P 42 /mnm. The structure is known as the rutile structure, named
after the mineral form of titanium dioxide, while the mineral form of SnO 2 is itself known as
cassiterite. In this structure, tin atoms appear in a body-centered arrangement, within which
the centre tin atom is surrounded by six oxygen atoms in a distorted octahedral coordination.
The same octahedral arrangement surrounds the corner tin atoms, but rotated by 90◦ about
the c-axis. This structure is shown in Figure 5.3.

5.3 Acquisition of Data
A specimen of the intermediate tin oxide was kindly provided by Dr. M. S. Moreno. It
was synthesised by the thermal decomposition of SnO (blue-black, Aldrich) over one hour
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Figure 5.3: The rutile structure of SnO 2 . Large blue spheres represent tin atoms, and smaller
green spheres represent oxygen.

at 723 K in a sealed glass tube containing an argon atmosphere. Precession diffraction
patterns were acquired at 300 keV, over many sessions from a specimen of tin oxide
powder which contained particles similar to that shown in Figure 5.1. A NanoMEGAS
Spinning Star precession unit was used to perform the required tilting and rotation of
the beam at high frequency, enabling the acquisition to be performed quite easily. In all
cases, suitable particles of the intermediate compound were located by searching for the
characteristic “microphone” shape, and then positioning the probe on the cylindrical section
of the particle. Almost all of the patterns were recorded on photographic film despite the
superiority of imaging plates (see Section 2.7) since imaging plates were not available at the
time of the acquisition of most of the data.
All patterns were digitised and the images corrected for the non-linearity of the response
of the recording media using the method described in Section 2.7. Examples of the clearest
diffraction patterns collected are shown after this processing in Figure 5.4, but many others
were recorded and analysed. A beam stop was used in many cases to avoid saturation
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and blooming of the film, the missing reflections being generated by the application of
Friedel’s Law during later processing. The precession angle for the first three of the patterns
was 25 mrad. The fourth pattern, which shows reflections from the first-order Laue zone,
originates from previous work by Prof. Paul Midgley and Catherine Zentile (Zentile, 2005).
The reflection intensities in the pattern were measured by dividing the pattern up into
strips of equal width along the direction in the pattern with the shortest reciprocal spacing.
The width of the strips was chosen to include as much of each peak as possible without
overlap between strips or including an excessive amount of ‘empty’ space between rows
(Figure 5.5). The pixel values in each strip were summed across the width of the strip,
yielding graphs for each strip of integrated values as a function of the distance along the
strip. The peaks in each graph were measured by dividing them into sections equalling the
repeat of the reciprocal lattice along the strips and integrating the values under the line. The
diffuse background, arising from processes other than Bragg scattering, was modelled as a
trapezium under each peak, and subtracted as shown in Figure 5.6. Reflections which were
distorted due to, for instance, the presence of the beam stop in the image, or which were
heavily saturated were excluded from measurement. Each peak measured in this way was
indexed by using the lattice repeats determined in the first step (by accurately positioning
the strips), and hence a list of two-dimensional indices and intensities was formed for each
diffraction pattern.

5.4 Lattice Parameters and Indexing
Before the patterns could be indexed, the possible structures already discussed in previous
literature were considered. The cell proposed by Lawson (1967) cell was triclinic, having the
parameters
a = 0.486 nm

b = 0.588 nm

c = 0.820 nm

α = 93.0◦

β = 93.35◦

γ = 91.0◦ ,

while the cell derived by Seko et al. (2008) from first-principles calculations for Sn 3O 4 was
monoclinic, with
a = 0.821 nm

b = 0.493 nm

c = 0.585 nm

β = 94.7◦ .
Once the discrepancy in the definition of the axes is taken into account, it is apparent that
the parameters are similar, with the shortest repeat length differing by just over 7% between
the two, and the other lengths being much closer to agreement.
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Figure 5.4: Precession electron diffraction patterns from the intermediate tin oxide, all
recorded at 300 keV.
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Figure 5.5: The method used to divides a diffraction pattern into strips for measuring the
intensities.

Figure 5.6: Measurement of peak intensities using background subtraction.
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It did not escape the attention of early researchers that a supercell of the cassiterite unit
cell could be constructed which agrees quite closely with the measurements of the lattice
parameters of the intermediate phase (Lawson, 1967). Although the algebraic relationship
between the two unit cells was not given in the early literature, it can be determined by
drawing projections of the cassiterite structure and locating vectors which connect tin atoms
separated by lengths which were close to the published lattice repeats of the intermediate
structure. If the lattice vectors of the rutile structure are expressed in vector form as a, b and
c, then the lattice vectors of a suitable supercell, a 0 , b 0 and c 0 , are given by:
a 0 = b − 2c,

b0 = a

c0 = −b − c.

This transformation produces a monoclinic unit cell with the lattice parameters
a 0 = 0.786 nm

b 0 = 0.472 nm

c 0 = 0.567 nm

β = 93.29◦ ,
which also compare favourably with the unit cell determined by Lawson (1967) and the
monoclinic cell of Seko et al. (2008). These parameters are all slightly smaller than the
values given by both Seko and Lawson, by around 4%, which suggests that the metastable
intermediate oxide either contains a larger number of atoms or has packing of a more open
nature.
It should be noted that the two unit cell definitions from the published literature do
not agree on the definitions of the axes (i.e. which algebraic symbol should be assigned
to which vector), and this can be a source of much confusion. In the work of Seko et al.,
the assignment of axes was constrained to match the conventional setting of a monoclinic
unit cell. Therefore, in order to simplify discussions of symmetry existing in the structure,
the unit cell definition of Seko et al., has been used above (apart from the statement of
Lawson’s original cell values), and will be used in all further discussion in this chapter. In
addition, a right-handed coordinate system has been used to define the unit cell and atomic
coordinates.
Automated diffraction tomography was attempted on this specimen in order to determine the unit cell experimentally. However, the crystals were found to often be distorted,
with the orientation of the lattice varying slightly from one region of the crystal to the
next. Combined with the thickness of the particles, this made it difficult to acquire a
tilt series which could easily be reconstructed. Therefore, experimental lattice parameter
determination was performed using zone-axis precession electron diffraction patterns in
this case.
¤
£
Several patterns were identified as coming from the [010] and 011 zone axes. A smaller
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Figure 5.7: A transformation of the cassiterite unit cell which produces a cell with parameters
close to the cell parameters of Lawson.

number were identified as the [001] orientation, and none at all were identified as the [100]
orientation. From this, it can be speculated that the morphological form of the intermediate
oxide crystals is related to their crystallographic structure, with the elusive [100] direction
being located along the cylindrical ‘axis’ of the particles. This direction is the hardest to
reach since the crystals tend to lie flat against the carbon support film and the tilt range
of the specimen holder in the microscope is limited. Even if a crystal were to be found
in this orientation, the thickness is likely to be very large and the diffraction pattern from
the intermediate phase likely to overlap with diffraction from the globule of elemental tin
attached to it.
£
¤
The 011 zone axis is difficult to differentiate from the [011] zone axis, since the projected
lattice parameters in both cases are very similar. The difference in lattice parameters is
comparable with the accuracy in lattice parameter measurement which can be reasonably
achieved using conventional transmission electron diffraction techniques, and therefore
presents a problem. Instead of using the lattice repeat distances to distinguish between the
projections, the ratios and angles between the principal lattice repeats were examined as
possibilities to distinguish between the two projections. Although they are still subject to
lens distortions and errors due to irregular shrinkage of photographic film, the ratios and
angles are not subject to errors in camera length and should therefore be more reliable.
¤
£
According to Lawson’s triclinic unit cell, in the 011 projection the ratio of the interplanar
spacings

d 100/d 011

should be 2.12. For the [011] projection, the ratio

d 100/d

011

would be 2.24.

Using the Seko unit cell, the ratio d100/d011 was calculated as 2.19 and the ratio d100/d01̄1 is 2.17.
The mean measured value of the ratio from four measurements from separate negatives was
2.2 ± 0.04. Because of the extreme similarity of the values, and the estimated error in the
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experimental measurement, it was decided that the ratios did not adequately distinguish
between the two possibilities and so the interaxial angles were next investigated. The
measured obtuse angle between the reciprocal axes in the patterns was 93.3◦ ± 0.5◦ . For
the Seko unit cell, the angle in the [01̄1] projection would be 96.9◦ , or 90.9◦ for the [011]
projection. For the Lawson cell, the angles would be 93.9◦ for the [01̄1] projection, or 92.1◦ for
the [011] projection. If the Seko unit cell is used, then the measured value is approximately
midway between the two calculated values. However, if the Lawson cell is used, then the
[01̄1] is more in agreement. Only the Lawson value for [01̄1] comes close to the measured
value. The patterns were therefore indexed as coming from this orientation, although it is
acknowledged that the confidence in indexing these patterns was not satisfactory. A similar
difficulty arises with the indexing of the [001] zero-order Laue zone pattern, since the angle
between the reciprocal axes in this projection is 90◦ to the accuracy of measurement (and
indeed would be exactly 90◦ for a monoclinic unit cell).
The lattice was measured from multiple measurements of the [001], [01̄1] and [010] zone
axis diffraction patterns. The measurements, with their estimated standard errors, are as
follows:
d100 = 0.799 ± 0.04 nm
d 011 = 0.376 ± 0.02 nm

d 010 = 0.475 ± 0.02 nm

a ∗ b ∗ = 90.5◦ ± 0.5◦

d 001 = 0.548 ± 0.03 nm
∗ c ∗ = 84.2◦ ± 0.5◦ .
a

These six values are sufficient to uniquely determine the lattice parameters a, b, c, α, β, γ,
but to do so requires the simultaneous solution of the complicated equations for calculating
interplanar spacings and angles in a triclinic cell, which is extremely difficult to perform
algebraically. This solution was performed by using a least-squares fitting procedure based
on a routine from the GNU Scientific Library (Galassi et al., 2009), yielding the following cell
parameters:
a = 0.804 ± 0.04 nm

b = 0.550 ± 0.03 nm

c = 0.480 ± 0.02 nm

α = 89.4◦ ± 0.5◦

β = 95.9◦ ± 0.5◦

γ = 89.6◦ ± 0.5◦ ,

where the new error estimates have been taken as 5% of the quoted value for the distances,
and 0.5◦ for the angles, in accordance with the accuracy expected for lattice parameter
determination by electron diffraction from previous experience.
Seko et al. provide the space group P 21 /c for their structure, but this symmetry is
incompatible with the triclinic unit cell proposed by Lawson, since a triclinic crystal may
only have the space groups P 1 or P 1̄. It was found that the [010] projections could be indexed
consistently only by a doubling of the unit cell in the c ∗ direction, meaning the absence of
all reflections of the form h0l where l is odd, as illustrated schematically in Figure 5.8. Since
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Figure 5.8: Schematic diagram showing the missing reflections in the [010] diffraction
patterns.

the measured lattice parameters are close to the monoclinic unit cell within the estimated
accuracy of measurement, and forbidden reflections are present which are consistent with
the proposed space group (P 21 /c), this provides evidence in support of a structure based on
that proposed by Seko et al. with no symmetry breaking.
Projections of the rutile supercell structure along key zone axes are shown in Figure 5.9.
The zone axes corresponding to the experimental diffraction patterns have been shown,
with the [100] zone axis included for completeness. In the [001] orientation, a rectangular
arrangement of tin atoms can be seen, contrasting with a diagonal arrangement in the
¤
£
¤
£
[010] and 011 directions. The [010] and 01̄1 projections are particularly notable by their
similarity. Figure 5.10 shows the equivalent projections from Seko’s predicted structure for
Sn 3O 4 . In the sections which follow, the observed structural elements will be described with
reference to both of these montages.
The structures have many similarities. In the [001] projection, they appear almost
identical apart from the row of ordered oxygen vacancies. In the [010] projection, lines
can be seen formed from tin atoms which appear close together in this orientation, and
the direction in which these lines run, compared to the obtuse angle of the projected unit
cell, is seen to differ. The [100] projection from Seko shows a grouping of the tin atoms into
clusters of three, while for the cassiterite supercell they were found to be evenly distributed.
£
¤
In the 011 projections, the arrangement of tin atoms appears very differently: a regular
arrangement of lines of tin atoms for rutile, compared to a discontinuous arrangement, again
in groups of three tin atoms, for the Seko structure.
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Figure 5.9: Key projections from the derived supercell of cassiterite. Large grey spheres
represent tin atoms, and smaller green spheres represent oxygen.

A key feature of the Seko structure is that it can be formed from the cassiterite supercell
structure by first applying a shift to the atomic coordinates of 1/2, 0, 1/2 and then removing
oxygen atoms with −1/6 < x < 1/6 from the structure to leave an empty region in the structure.
The remaining atoms form a ‘layer’ in the b − c plane which can be seen in Figure 5.10. The
tin atoms in the middle of this layer, of which there are only two (since these atoms lie on
the crystallographically special site denoted by the Wyckoff symbol 2d ), are octahedrally
coordinated by six oxygen atoms with bond angles of approximately 90◦ . The remaining
tin atoms, of which there are four (being the multiplicity of the general position in the space
group P 21 /c), form the outer surface of the ‘layer’. The gap between the layers is accounted
for by lone pairs on these ‘outer’ tin atoms. Two symmetrically unique oxygen atoms exist,
both of which are found on general crystallographic positions, to produce a total of eight
oxygen atoms and hence give the formula 2Sn 3O 4 for the whole unit cell.
To better understand the symmetry of the relationship between the two structures. the
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Figure 5.10: Key projections from Seko’s predicted structure for Sn 3O 4 . Large grey spheres
represent tin atoms, and smaller green spheres represent oxygen.

cassiterite supercell structure itself can also be cast into the same space group as the Seko
structure. In this case, two unique tin atoms and three unique oxygen atoms are found.
Again, one of the tin atoms lie on the special Wyckoff position 2d and the other on the general
position (4e) such that the unit cell contains six tin atoms in total. All three oxygen atoms lie
on general positions to produce a total of 12 oxygen atoms in the unit cell and hence the
overall formula 6SnO 2 . If one of the symmetrically unique oxygen atoms is removed from
the structure, then a row of oxygen atoms is eliminated from the structure in the way just
mentioned, and the structure becomes very similar to that proposed by Seko. This can be
seen by comparing the coordinates from both structures, which are shown in 5.1. In this
table, Sn-1 is in the middle of the ‘layer’, and Sn-2 is at the ‘surface’. O-3 is the oxygen
atom which is removed to produce the layered structure. It is relevant to note that all the
oxygen atoms which must be removed to give the required vacancy ordering are produced
by symmetry from a single unique atom, and also that the relatively large shift in the z159

5. S TRUCTURE S OLUTION OF I NTERMEDIATE T IN O XIDE

Seko

Cassiterite
Supercell

Sn-1
Sn-2
O-1
O-2
Sn-1
Sn-2
O-1
O-2
O-3

x/a

y/b

z/c

Wyckoff Symbol

1/2

0
0
0.675
0.698

1/2

2d
4e
4e
4e

0.826
0.733
0.403
1/2
1/2 + 1/3

0.732
0.398
0.935

0
0
0.805
0.695
0.305

0.707
0.503
0.774
1/2
1/2 + 1/3

0.537
0.704
0.630

2d
4e
4e
4e
4e

Table 5.1: Comparison of the atomic coordinates for the Seko and cassiterite supercell
structures.

coordinate of Sn-2 causes the direction of the line of closely space tin atoms, which was
noticed earlier in the [010] projections, to reverse.
Having understood the proposed structures and the relationships between them, and
having determined values for the lattice parameters on the basis of the electron diffraction
patterns, the locations of the atoms inside the unit cell must be determined. This procedure
was begun by inspecting Patterson syntheses from the diffraction data, the results of which
are discussed in the next section.

5.5 Examination of Patterson Syntheses
All sets of diffraction data were first evaluated by calculating Patterson syntheses from the
intensities as described in Section 3.2. This allowed their quality to be assessed visually
and also yielded some valuable information about the structure, as will be described in this
section.

The [001] Zero-Order Laue Zone
A Patterson map formed from ZOLZ intensities in the [001] zone axis is shown in Figure 5.11.
Six strong peaks appear in a 3×2 repeating pattern, and between them there is a background
ripple. It was assumed that the strong peaks could be attributed entirely to scattering from
the tin atoms, and that the background ripple may contain information about the oxygen
atom positions. The repeat seen in this orientation is consistent with the the tin atom
positions of the cassiterite supercell, whose positions are themselves very close to those
proposed by Seko et al. (2008).
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b

a
Figure 5.11: [001] ZOLZ Patterson map from SnO x .

The peaks located nearest the centre of this map are elongated slightly in the a direction,
possibly indicating a slight distortion of the tin sublattice of a type consistent with previous
work (Zentile, 2005). In order to make the distortion clearer, the map was sharpened by
the application of a normalisation procedure. Normalisation methods were introduced in
Section 3.2 in the context of structure solution since correct normalisation is critical to the
success of conventional direct methods and, it was found, beneficial to other algorithms
as well. A consequence of removing the systematic decrease of intensity of reflections
with increasing resolution is that the map becomes sharper. A map such as a Patterson
function could be considered a convolution of the stationary point-atom structure with a
point spread function defining the average atomic shape. Fitting and correcting the falloff in
intensity constitutes a deconvolution of the map, at the expense of increasing the amount of
Fourier ripple present since a hard cutoff now exists in reciprocal space, instead of a smooth
apodisation as before. To mitigate this, it is possible to synthesise a ‘partially sharpened’
map by taking the Fourier components to be a function such as F

1/2

E /2 , where F and E are
1

the unnormalised and normalised components, respectively.
The intensities were normalised using the exponential method developed in Section 3.3,
to produce the sharper Patterson map shown in Figure 5.12. In this map, which is tiled in
a 2 × 2 pattern to show the shapes of the peaks which lie on the edges of the map, a clearer
‘smearing’ can be seen. However, no splitting of peaks is visible even in the sharpened map,
therefore it was concluded that the smearing seen earlier was an artifact produced by slightly
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b

a
Figure 5.12: Sharpened [001] ZOLZ Patterson map from SnO x . The map is shown tiled in a
2 × 2 pattern.

anisotropic resolution of the data.

The [010] Zero-Order Laue Zone
A ZOLZ Patterson map from the [010] orientation is shown in Figure 5.13. The twofold repeat
of the projection appears due to the missing rows of reflections described in Section 5.4.
Strong peaks appear in a diagonal line which crosses the whole of the map, and it can be seen
that this line acts to bisect the obtuse angle of the projected unit cell rather than the acute
angle. This orientation of the tin atoms in relation to the obtuse angle is in agreement with
the proposed structure of Seko et al., rather than that of the cassiterite supercell described
earlier.
In this map, as was inconclusively visible in the previous map, a distortion of the central
peaks can be seen. To investigate this further, the map was sharpened by again performing
a normalisation using the exponential method. The normalised map was seen to contain a
large amount of ripple, as a consequence of the sharp cutoff in reciprocal space as previously
mentioned. A second map was therefore constructed from the amplitudes E /5 F
4

1/5

(which

were then squared to produce the Patterson map), rather than E , where E represents the
normalised structure factors and F represents the unnormalised structure factors. After
normalisation, a clear division of these peaks was seen, each one being split into a large
peak and a neighbouring smaller peak. The normalised map is shown in Figure 5.14. Such
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a

c
Figure 5.13: [010] ZOLZ Patterson map from SnO x .

a splitting is not consistent with the cassiterite supercell structure, which predicts that the
tin atoms should fall exactly along a straight line in this projection. However, this splitting is
again consistent with the proposed structure from (Seko et al., 2008). Therefore, two pieces
of evidence from this Patterson map support this structure.

The [011] Zero-Order Laue Zone
Finally, a Patterson map was calculated from a pattern which was identified as being from
£
¤
£
¤
the 011 zone axis. A map calculated from the 011 zone axis intensities is shown in
Figure 5.15. This map has a similar appearance to the maps shown previously for the [010]
orientation, containing two principal peaks besides the self-correlation peak, approximately
forming a diagonal line across the projected unit cell. The map would appear at first glance
to be consistent with the projected Seko structure for this orientation (Figure 5.10, lower
right section), however, on closer inspection, the line of stronger peaks is seen to be in the
opposite orientation compared to the origin of the unit cell. In the Seko structure, the line
of three tin atoms bisects the obtuse angle of the oblique projected unit cell, whereas in the
observed Patterson map, the line of stronger peaks bisects the acute angle.1 The workflow
used to create the Patterson map was carefully checked to verify this observation.
1

The described property of the Seko structure occurs in both the [011] and [01̄1] zone axes, and so the
conclusion is unaffected by the lack of confidence in distinguishing between these two orientations.

163

5. S TRUCTURE S OLUTION OF I NTERMEDIATE T IN O XIDE

a

c
a

c
Figure 5.14: Sharpened [010] ZOLZ Patterson map from SnO x . Above: fully normalised (map
4
1
created using E ). Below: partially normalised (map created using E /5 F /5 ).
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[011]

a
Figure 5.15: [011] ZOLZ Patterson map from SnO x . The upwards vertical direction is
approximately [011].

Sn-1
Sn-2
Sn-3
Sn-4
Sn-5
Sn-6

x/a

Seko
y/b

z/c

x/a

Modified
y/b
z/c

0.5
0.5
0.826
0.174
0.174
0.826

0
0.5
0
0
0.5
0.5

0.5
0
0.707
0.293
0.793
0.207

0.5
0.5
0.826
0.174
0.174
0.826

0
0.5
0.5
0.5
0
0

0.5
0
0.707
0.293
0.793
0.207

Table 5.2:£Modification
to the Seko atomic coordinates to render them consistent with the
¤
observed 011 Patterson map. The altered values have been highlighted to draw attention
to them.

By visualisation of ways of modifying the Seko structure, it became apparent that the
structure could be made consistent with the map seen in Figure 5.15 by applying a shift in the
y-direction to four of the tin atoms. The original atomic coordinates from Seko et al. (2008)
are shown next to the modified coordinates in Table 5.2, and key projections of the modified
structure are shown in Figure 5.16. It can immediately be seen that the two projections
already analysed in this section (and found to be consistent with the previous Seko structure)
are unchanged, while the orientation of the line formed by closely spaced tin atoms in the
[011] projection is reversed. Additionally, the discontinuity which previously existed in this
line is eliminated, and this is also consistent with the observations.
The map in Figure 5.15 was found to be a repeatable result, arising in Patterson maps
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Figure 5.16: Key projections from the modified form of Seko’s predicted structure for Sn 3O 4 .
As before, large grey spheres represent tin atoms, and smaller green spheres represent
oxygen.

from two other crystals recorded across different microscopy sessions. A fourth, anomalous,
diffraction pattern yielded a slightly different map with two additional weaker peaks, shown
in Figure 5.17(a), which was speculated to be an artifact of a partially disordered or twinned
region of the crystal and not investigated further. It was noted, however, that peaks in
positions close to those of the extra peaks in the anomalous map would be found for a
projection of the original Seko structure, due to the discontinuities in the lines of tin atoms.
Unfortunately the map would still not be entirely consistent, since for that structure the weak
subsidiary peaks would in fact be the stronger ones, the two cases being distinguishable
again because of the oblique unit cell. A kinematical Patterson map from the theoretical tin
positions is shown in Figure 5.17(b) to demonstrate this difference.
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[011]

a
[011]

a
Figure 5.17: Above: Anomalous [011] ZOLZ Patterson map from SnO x showing weak
subsidiary peaks. Below: Predicted [011] ZOLZ Patterson map from Seko’s structure for
Sn 3O 4 , for comparison with Figures 5.15.

The [001] First-Order Laue Zone
Maps were synthesised from the FOLZ intensities of the pattern shown in Figure 5.18. As
was described in Section 3.2, a two-dimensional Patterson map synthesised from HOLZ
intensities need not be real-valued. In addition, the curvature of the Ewald sphere means
that the sampling of Fourier components will lead to annulus rather than a filled circle.
This leads to severe ripple in the Patterson map which makes weaker peaks very difficult
to see. Figure 5.19 shows a [001] zone axis FOLZ Patterson map from the intermediate tin
oxide structure. In this map, the saturation of colour at a particular point indicates the
magnitude of the complex value at that point, and the hue indicates the phase, according
to the colour wheel shown to the right of the map. In the colour wheel, the dark line
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Figure 5.18: [001] zone axis precession diffraction pattern from SnO x , showing an annulus
of FOLZ reflections.

indicates the position of zero phase, with phase increasing anticlockwise around the wheel
and magnitude increasing from the centre to the rim. The FOLZ Patterson map shows five
main peaks in addition to the self-correlation peak, in the same positions as they were
observed in the ZOLZ maps, as expected. The phases of these peaks encode some limited
information about the out-of-plane components of the sums of the interatomic vectors
matching that particular two-dimensional coordinate.
The phases at the summits of the six large peaks were measured from the map, and
the values compared to those calculated using both the unmodified and modified Seko
structures. The errors in the values were estimated as the mean of moduli of the differences
between the quoted value and the values at the four nearest neighbouring elements in
the Fourier transform array, and therefore gives an estimate of how quickly the phase
value is changing across the peak. As expected, the errors are larger for the experimental
measurements because of the greater amount of noise compared to the very clean simulated
maps. Table 5.3 shows these values, with the definitions of the peak numbers found below
the Patterson map in Figure 5.19. It can immediately be seen that the unmodified Seko
168
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Figure 5.19: FOLZ Patterson map from SnO x , with the corresponding colour wheel and peak
numbering convention.

Peak Number

Measured

Seko

Modified Seko

1
2
3
4
5
6

0.000 ± 0.04
1.850 ± 0.05
−1.811 ± 0.06
−3.132 ± 0.05
−1.481 ± 0.07
1.481 ± 0.07

0.000 ± 00007
−1.598 ± 0.01
1.616 ± 0.01
3.142 ± 0.00007
1.543 ± 0.01
−1.543 ± 0.01

0.000 ± 0.00008
2.026 ± 0.007
−2.032 ± 0.007
−3.142 ± 0.00008
−1.116 ± 0.007
1.116 ± 0.007

Table 5.3: Phase values, in radians, at the summits of the principal peaks in the conditional
Patterson map. π/2 ≈ 1.571.

structure provides phases for many of the peaks which differ from the measured values
by around π radians. Although the values calculated for the modified structure do not
exactly match the measured values, they are very much closer, differing from them only by
around 0.2–0.3 radians. The FOLZ conditional Patterson map in this orientation therefore
provides further evidence for the modified structure described earlier versus the unmodified
structure.
In order to examine the regions between the principal peaks, it is necessary to remove
the large amounts of Fourier ripple which cover these regions.

This can be achieved

to some extent by applying an appropriate deconvolution procedure. The ripple arises
because many of the Fourier components are missing, meaning that they have effectively
been multiplied by an ‘aperture’ function consisting of 1 or 0, for measured or missing
components respectively.

Since a multiplication in reciprocal space corresponds to a
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convolution in direct space, the resulting Patterson map is convolved with the direct space
form of the aperture function. The aperture function is known, since it is known which
reflections have been measured, so a deconvolution can be performed.
This situation has close parallels with those arising in aperture synthesis radio astronomy, where a synthesis is produced from only a few Fourier components corresponding to
the positions which were accessible by moving the dishes of the telescope. One deconvolution algorithm which has found particularly wide use in this field is known as the CLEAN
algorithm (Hogböm, 1974). Starting with the so-called ‘dirty map’, which is the initial image
containing ripple, a ‘clean map’ is formed by the following steps:
1. Synthesise the ‘aperture function’ in direct space.
2. Locate the brightest point in the ‘dirty’ map.
3. Scale the aperture function by the value of this brightest point, and multiply by a value
δ, where δ < 1. This value is known as the loop gain.
4. Position the scaled aperture function to centre on the location of the brightest point,
and subtract the resulting function from the dirty map.
5. Create a delta function with a peak value equal to the value found in Step 2, scale it by
the factor δ, and add it to an initially empty ‘clean’ map.
6. Repeat Steps 2–5 until the brightest point has a value which is below a pre-defined
threshold.
7. Convolve the final ‘clean’ map, which consists of delta functions, with an appropriate
function to reflect the true resolution of the map.
This algorithm can be adapted to deal with complex-valued maps and aperture functions
(Sleight, 1997). In the modified version, the aperture function is not only scaled to the
appropriate height before subtraction from the dirty map, but in addition the phase of each
point in the aperture function is first increased by the phase of the brightest point in the dirty
map for the current iteration. The delta function which is added into the clean map is also
assigned this phase value.
An implementation of the complex CLEAN algorithm was created according to the
description given by Sleight, and applied to the [001] conditional Patterson map. A suitable
value for δ was found to be 0.1, and the cutoff was set at 1/200th of the initial peak value,
although these values were not found to be critical to the success of the process beyond
affecting the time taken for convergence to be reached. 8326 iterations were required under
these conditions for convergence, which is a large value compared to those quoted in the
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Figure 5.20: Section through aperture function at the origin along the x-axis. The solid line
shows the curve read from the output of the Fourier transform, and the Lorentzian function
was fitted to the maxima of this curve marked with crosses. The dashed line marks the fitted
Lorentzian function.

preceding literature. This is attributed to the low cutoff used and the added difficulty
associated with deconvolving a complex map compared to a real-valued map. A very low
cutoff was deliberately used, in this case, in an attempt to extract the much smaller tinoxygen correlation peaks.
For the final convolution step, a smooth function was fitted to the rippled aperture
function to objectively reflect the resolution of the map. Also following the experience of
Sleight (1997), a two-dimensional Lorentzian function was used for this purpose,

L=

a x2
a x2 + x 2

+

a 2y
a 2y + y 2

.

a x and a y are parameters determined by non-linear least squares fitting of the values at the
maxima of the periodic ripple of the aperture function. This was performed by plotting two
separate one-dimensional plots with values from the lines y = 0 (to determine a x ) and x = 0
(to determine a y ). These plots are shown in Figures 5.20 and 5.21 respectively, where the
crosses mark the data points which were used to plot the line. The values determined by this
method were a x = 11.2 pixels and a y = 9.77 pixels, and the corresponding fitted curves are
shown on the graphs.
The final result of the deconvolution and smoothing process is shown in Figure 5.22. The
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Figure 5.21: Section through aperture function at the origin along the y-axis. The graph is
otherwise identical to Figure 5.20.
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Figure 5.22: FOLZ Patterson map from SnO x , after deconvolution with the CLEAN
algorithm.

map shows the six main peaks as expected, with some background density between them.
No distortion of the strong peaks of the type observed in the ZOLZ map (Figure 5.12) appears,
supporting the suggestion that the distortion observed in the [001] ZOLZ map was not a true
feature of the structure.
The space between the major peaks is seen to be filled with a complicated pattern of
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small peaks with different phases rather than a simpler pattern as was hoped for. Due
to its complexity, it would be extremely difficult to interpret this map by hand. In fact,
these sections of the map have the appearance of a diffuse background rather than a
collection of clearly separated peaks. Therefore, no attempt was made to directly interpret
this background at this stage.

5.6 Phased Projections
Many of the algorithms described in the previous chapter were applied to data from the
intermediate oxide. Particular success was experienced with the Tangent Formula, an
implementation of which was created for the purposes of experimentation. This implementation allowed the numerical parameters for selection of strong reflections, selection of
concentrated triplets and criteria for assigning phases to be freely varied, and the resulting
map inspected by eye. After selecting the reflections with the strongest normalised structure factors and finding the strongest triplets amongst them, the convergence procedure
(Germain et al., 1970) was applied to determine the best reflections to which to assign the
initial ‘seed’ phases. Initial phases could either be assigned randomly or different sets of
values systematically iterated through, and the implementation was able to store and re-use
the lists of phase relationships to vastly increase the speed with which different trial phase
‘seeds’ could be attempted. The implementation also allows tangent refinement to occur,
meaning that the phases of structure factors which were phased previously could be updated
if a new phase was later calculated with a larger value of the parameter α, which represents
the reliability of the calculated phase value, than the previous assignment. The final map
was synthesised only from the reflections to which phases had been assigned.
For reasons which were described earlier, correct normalisation is important for the
success of this approach. This investigation provided a useful example of the importance
of the procedure, as will be seen in this section.

The [001] Projection
The Wilson method was applied first to the [001] ZOLZ data. In this case, the falloff in
the Wilson plot (Figure 5.23) was found to be fitted well by the unmodified Debye-Waller
equation. After normalisation, the Tangent Formula was applied with the planegroup p2.
11784 triplets were used, and 464 reflections were phased from a randomly chosen starting
set of 9 phases. 278 instances of tangent refinement occured during the procedure. The
procedure was repeated several times with different randomly chosen starting phase sets
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Figure 5.23: Wilson plot for the [001] zone axis intensities.

until a structure appeared which was consistent with the Patterson maps seen earlier.2 The
resulting map is shown in Figure 5.24. Some examples of the other maps, inconsistent with
the Patterson map, are shown in Figure 5.25.
This projection reveals a rectangular lattice of strong peaks in a manner consistent with
Figure 5.9. These strong peaks are therefore interpreted as revealing the positions of the tin
atoms. No deviation from a regular lattice is visible in the map. However, close examination
of the background detail of the map reveals that the pattern is exactly repeated in the 3 × 2
grid which makes up the projected unit cell. Some small differences between the regions
must exist in reality, since otherwise the weak reflections in the diffraction pattern in this
orientation would be absent to produce a diffraction pattern very similar to that of the
rutile structure. It is likely that the absence of this detail in the map can be attributed to
a failure of the direct methods procedure to involve these weak reflections in the phase
determination procedure. Different choices of the parameters of the phase retrieval were
tried, namely the minimum concentration parameter required for a triplet to be used, the
minimum normalised structure factor for a reflection to be used for the formation of triplets
and the minimum value of α for a phase assignment to be made. However, no combination
2

The Tangent Formula estimates phases for structure factors and does not alter their moduli, so it might
be asked how it is possible for them to produce a structure which is not consistent with the Patterson function.
This occurs because the particular reflections successfully phased depends on the progress of that particular
phasing attempt, so the form of the map does not necessarily take account of all of the available reflections. In
fact, even a successful phasing attempt will not normally phase all the reflections. In this particular example,
the inconsistent projections were produced only from around 330 phased reflections, with only around 140
instances of phase refinement.
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b

a
Figure 5.24: The best phased projection encountered when phasing the [001] zone axis
intensities.

Figure 5.25: Inconsistent [001] phased projections, shown in the same orientation as Figure
5.24.
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Figure 5.26: Wilson plot for the [010] zone axis intensities.

of parameters could be found which revealed the detail which was sought after.

The [010] Projection
The [010] zone axis was the next to be analysed. In this case, the Wilson plot, shown
in Figure 5.26, is not fitted well by the usual Debye-Waller formula, but the plain Wilson
method was initially tried nevertheless. Under these conditions, 11400 triplets were used,
leading to the phasing of 732 reflections from a starting set of 9 with 316 instances of tangent
refinement, again in plane group p2. Despite these high numbers, the maps were generally
of a low quality. The best map produced in this way is shown in Figure 5.27, and has a very
similar appearance to the Patterson map — in particular, one extremely strong peak. Such
behaviour indicates that the phase extension procedure has led to many phase assignments
being the same, rendering the projection effectively the square root of the Patterson map
with a shifted origin. Examples of inconsistent projections are shown in Figure 5.28.
The exponential method of normalisation was then applied to the original data, with
the falloff curve fitted as shown in Figure 5.29.

After normalisation, the Wilson plot

became flatter than with the previous attempt, and no systematic variations of intensity
with resolution were seen. Phasing the data processed in this way led to the phasing of 550
reflections from a starting set of 9 with 220 instances of tangent refinement, with 7674 triplets
being used. The most consistent map produced, shown in Figure 5.30, shows less variation
between the heights of the peaks, with the peaks near the centre of the map appearing much
more strongly, and the new map also eliminates a line of strong positive and negative ripples
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a

c
Figure 5.27: The best [010] phased projection encountered using conventional Wilson
normalisation.

Figure 5.28: Inconsistent [010] phased projections, shown in the same orientation as Figure
5.27.
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Figure 5.29: Exponential falloff plot for the [010] zone axis intensities.

along the line of the c axis. For completeness, examples of inconsistent solutions generated
by the process are shown in Figure 5.31.
The improved map shows strong peaks which do not exactly lie on a straight line. A
coloured line has been added to Figure 5.30 to emphasise this deviation. The deviation, with
each peak being displaced 30 pm from the line, is consistent with the sharpened Patterson
map shown earlier. Encouragingly, a similar deviation was predicted by the calculations of
Seko et al. (2008). The projection of the predicted structure in this orientation was shown in
Figure 5.10, from which the predicted deviation was also measured as 30 pm . Therefore the
measured value is in in good agreement with the value which has been predicted previously.
In an attempt to locate peaks which might correspond to oxygen atoms, Figure 5.30
appears again, this time with a smaller contour interval, in Figure 5.32. No clear peaks which
can be attributed to oxygen stand significantly above the overall background ripple which is
present. Peaks which were judged to potentially correspond to oxygen atoms — on the basis
of their height above the background ripple — are labelled on the contour map in Figure
5.32, however the large number of possible peaks arouses suspicion that they are nothing
more than the effects of noise and Fourier truncation.

The [011] Projection
£
¤
Finally, the 011 projection was phased. The exponential method for normalisation was
applied immediately based on the previous experiences, with the falloff plot shown in Figure
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a

c
Figure 5.30: The best [010] phased projection encountered using exponential normalisation,
with a green dashed line connecting two of the strong peaks to emphasise that the peaks do
not lie on a straight line.

Figure 5.31: Inconsistent [010] phased projections.
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a

c
Figure 5.32: [010] phased projection with possible oxygen locations marked.

5.33. Starting from 9 randomly assigned initial phase values, 342 reflections were phased
to produce the projection shown in Figure 5.34. In less successful phasing trials, around
200 phases were assigned from the same number of initial assignments. Unsuccessful
projections which are clearly inconsistent with the Patterson map are shown in Figure 5.35,
however in this case the successful map was produced in the majority of phasing attempts
— around twice in every three attempts.
The phased projection reveals a pattern similar to that of the [010] projection, but this
time there are no discontinuities in the lines which instead form a regular pattern throughout
the structure. Such a straight line arrangement is consistent with the modified form of the
Seko structure which was worked out in Section 5.5, as can be seen by comparing Figures
5.34 and 5.16.

5.7 The Tin Atoms and Bonding
The two-dimensional coordinates of the large peaks seen in the phased projections from
the previous section can be measured and combined to form an estimate of the tin atom
locations in the unit cell. Measurements of y/b were taken from the phased [001] projection,
and measurements of z/c were taken from the phased [010] projection. Measurements of
x/a

were available in both projections. Quantification of peak locations was performed by

manually measuring the peaks in the phased projections on printed paper, and the the
errors associated with the values were estimated by considering the resolution of the data. In
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Figure 5.33: Exponential falloff plot from the [011] zone axis intensities.

[011]

a
Figure 5.34: The best phased projection from the [011] zone axis intensities, shown as a 2×2
grid of unit cells.
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Figure 5.35: Inconsistent phased projections from the [011] zone axis intensities, shown as
2 × 2 grids of unit cells in the same orientation as the map in Figure 5.34.

the patterns shown earlier in this chapter, reflections were observed out to around the 16th
order along the a ∗ direction, which corresponds to a resolution of around 0.05 nm. The tin
atoms were assigned identifiers Sn-1-a, Sn-1-b, Sn-2-a, Sn-2-b and so on, where the number
corresponds to the numbering used earlier in this chapter to distinguish between the two
symmetrically independent tin atoms and the letters distinguish between the atoms which,
although symmetrically equivalent in the Seko structure, were not initially assumed to be so
in the experimental structure determination.
In the [010] projection, in which the line of closely spaced tin atoms shows a deviation
which distinguished the Seko structure from the rutile supercell structure, the values of x/a
were measured as 0.816 ± 0.04 for Sn-2-a and Sn-2-d, and 0.158 ± 0.04 for Sn-2-b and Sn2-c, where the errors correspond to the estimated accuracy with which it was judged that
the peak locations could be measured on paper. From the [001] projection, the values were
0.837±0.04 and 0.167±0.04 respectively. The values agree within the estimated error, and so
the means of the values were taken.
The coordinates measured in this way are given in Table 5.4 alongside those for the
modified Seko structure for comparison. In order to define the origin of the structure, the
position of Sn-1 was fixed to have the same coordinates as the modified Seko structure.
Therefore the coordinates of Sn-1 appear with no error estimates. The measured values are
close to those produced earlier by making a modification to the structure given by Seko et al.
(Table 5.2), such that the errors associated with their measurement render them consistent
with that model.
In order to render the coordinates compatible with the space group of the Seko structure
(which is unchanged by the modification of the tin coordinates), the means of coordinates
were taken where atoms were in fact symmetry equivalents. The coordinates after this
modification are also shown in Table 5.4. As before, the coordinates of the independent
atoms are shown in bold, with the following atoms generated from them by symmetry. It
is noted that due to the special Wyckoff position of the first atom, its occupancy must be
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Raw Values from Phased Projections
x/a
y/b
z/c
Sn-1-a
Sn-1-b
Sn-2-a
Sn-2-b
Sn-2-c
Sn-2-d

0.5
0.50 ± 0.04
0.82 ± 0.04
0.16 ± 0.04
0.16 ± 0.04
0.82 ± 0.04

0.0
0.49 ± 0.02
0.49 ± 0.02
0.49 ± 0.02
0.000 ± 0.02
0.000 ± 0.02

Phased Projections With Symmetry
x/a
y/b
z/c
Sn-1-a
Sn-1-b
Sn-2-a
Sn-2-b
Sn-2-c
Sn-2-d

1/2
1/2

0.83 ± 0.04
0.17 ± 0.04
0.17 ± 0.04
0.83 ± 0.04

0
1/2
0.500 ± 0.02
0.500 ± 0.02
0.000 ± 0.02
0.000 ± 0.02

0.5
0.00 ± 0.03
0.71 ± 0.03
0.29 ± 0.03
0.79 ± 0.03
0.21 ± 0.03
Modified Seko Structure
x/a
y/b
z/c

1/2

1/2

0
0.71 ± 0.03
0.29 ± 0.03
0.79 ± 0.03
0.21 ± 0.03

1/2

0.826
0.174
0.174
0.826

0
1/2
0.500
0.500
0.000
0.000

1/2

0
0.707
0.293
0.793
0.207

Table 5.4: Tin atoms measured from the phased projections. Above: The raw values
measured from the phased projections. Below: The same coordinates after enforcing the
symmetry of the space group P 21 /c, compared to those of the modified Seko structure.

reduced to 1/2.
The next step in the structure solution process is to attempt to locate the oxygen atoms.
It must first be determined whether a modification in coordinates — like the one applied
to the tin atoms — must also be applied to the oxygen atoms in order to produce a structure
consistent with the expected bond lengths and angles. If the formula is assumed to be Sn 3O 4 ,
then there are two oxygen atoms in the structure which are symmetrically independent,
both in positions with a multiplicity of four, producing a total of eight tin atoms and hence
achieving the correct stoichiometry. In the Seko structure, the tin atoms Sn-1 and Sn-2 are
coordinated by six oxygen atoms, in a distorted octahedral coordination. It was found that
shifting either one of the two independent oxygen atoms in the same way as the tin atoms, by
1/2b, produced an unreasonable structure with some very short Sn−O

bonds and large empty

regions. If neither atom was shifted, then the structure appeared to remain very similar to
that of the Seko structure. This was also found to be the case if both oxygen atoms were
shifted. Table 5.5 shows the coordinates of the two symmetrically independent oxygen atoms
for the Seko structure, the modified structure with the oxygen coordinates also modified, and
the cassiterite supercell for comparison.
The bonding environment of the tin atoms was compared for the four cases discussed:
the Seko structure, the modified Seko structure with the oxygen atoms unchanged, the same
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Seko Structure
x/a
y/b
z/c
O-1
O-2
O-3

0.733
0.403

0.675
0.698
—

0.503
0.774

Oxygen Positions Altered
x/a
y/b
z/c

Cassiterite Supercell
x/a
y/b
z/c

0.733
0.403

0.732
0.398
0.935

0.175
0.198
—

0.503
0.774

0.805
0.695
0.305

0.537
0.704
0.630

Table 5.5: Proposed oxygen atom positions.

with the oxygen atoms also moved, and the cassiterite supercell. Schematic diagrams of the
bonding environments of the two symmetrically unique tin atoms are shown in Figure 5.36.
In this diagram, the orientation indications at the bottom, common to all diagrams in each
column, are approximate. Dashed lines indicate bonds leading into the paper, and wedged
lines indicate bonds leading out of the plane of the paper. When visualising the bonding,
it must be kept in mind that the structure is three dimensional. In the case of Sn-2, the
diagrams have been drawn such that the lone pair extends out of the plane of the paper.
The coordinates of the atom which was inspected are shown in each cell. Matching purple
symbols (daggers or asterisks) indicate identical bonding structures. It can immediately be
seen that the environment of either Sn-1 or Sn-2 is preserved, depending on whether the
oxygen positions are left unmodified or changed, respectively. For further comparison, the
bonding in stable SnO, or romarchite, structure is shown in Figure 5.37.
In cassiterite, all tin-oxygen bonds have lengths of 0.204 nm, and the bonds in the
romarchite structure are slightly longer at 0.222 nm. The bonds for Sn-1 are seen to create an
approximately octahedral coordination of the tin atom in all cases, with two angles close to
90◦ and one differing by around 10◦ . The environment of Sn-1 in the case of altered oxygen
positions is very similar to that of the cassiterite structure, with more uniform bond lengths,
closer to the cassiterite bond length, and very similar bond angles. The Seko structure
produces two longer bonds of 0.249 nm and 0.237 nm, and one shorter bond at 0.178 nm.
The bond angles and lengths for Sn-2 in the ‘altered oxygen’ structure are also very close to
those for the cassiterite structure, differing only by around 0.01 nm and 3◦ at most.
Meanwhile, the proposed structure with unaltered oxygen atom positions displays the
same non-uniform bond lengths for Sn-1, along with a similar non-uniformity for the bond
lengths around Sn-2, which were measured at 0.241 nm, 0.252 nm and 0.161 nm. The bond
angles for Sn-2 also differ from both the cassiterite structure and the Seko structure, by
having all three bonds within 5◦ of 90◦ . The more uniform distribution of angles would seem
to be preferable on the grounds of even distribution of electron density around that atom,
and it is noted that such a uniform distribution of angles also appears in the romarchite
structure — although in that case the angles are smaller at 74◦ .
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Figure 5.36: Schematic diagrams showing the bonding of the two symmetrically
independent tin atoms, compared between the four structures discussed in the text. Further
details are found in the text.
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Figure 5.37: Schematic diagram showing the bonding environment of tin in the romarchite
(stable SnO) structure.

As with the modification to the tin coordinates described earlier, the modification to the
coordinates of the oxygen atoms does not affect either the [010] or [001] projections of the
structure. It is, however, apparent in the [01̄1] projection. To illustrate this, key projections
of the structure with oxygen and tin positions modified are shown in Figure 5.38, which
can be compared with Figure 5.16. Therefore, although the modification to the oxygen
positions is favoured on the grounds of bonding considerations, experimental information
which distinguishes between the two cases is sparse. In the next two sections, the available
evidence will be investigated to see if it supports either of the two hypotheses.

5.8 Patterson Peaks Due to Oxygen
In order to determine whether the Patterson maps evaluated earlier could provide any
evidence for the locations of the oxygen atoms in support of either of the proposed structures
discussed in the previous section, the Patterson maps we re-evaluated. Figures 5.39, 5.40
and 5.41 show the maps again, alongside simulated maps (Doyle-Turner atomic scattering
factors, B = 0.05 nm2 , no relativistic correction) for the modified Seko structure. In 5.41,
the two possibilities described above for the oxygen atoms are shown. In the other two
projections, the Patterson maps for both simulated cases of the oxygen atoms are identical.
In order to make it more easy to judge whether peaks are more positive or negative than
their surroundings, the point as which black contours finish and blue contours begin has
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Figure 5.38: Key projections from the modified form of Seko’s predicted structure for Sn 3O 4
with the oxygen locations modified in the same way. Large grey spheres represent tin atoms,
and smaller green spheres represent oxygen.

been made slightly negative rather than zero as before.
The [010] Patterson map shows an excellent correspondence between the experimental
and simulated maps, and therefore provides evidence towards the proposed structure. The
[001] Patterson map, however, does not correspond at all to the simulated map. Many
peaks and ripples are seen which do not match the simulated map. Finally, the [01̄1]
Patterson map shows a weak correspondence with the ‘unaltered oxygen’ structure, and
a very tenuous correspondence of only one peak with the ‘altered oxygen’ structure. Red
circles in the maps mark peaks which have been interpreted as matching between the
experimental and simulated structures. It should be remembered that Patterson maps are
always centrosymmetric, and so the maps have a twofold rotation symmetry about their
centres.
The peaks in the Patterson maps are weak and difficult to recognise in the experimental
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a

a

c

c

Figure 5.39: [010] zone axis Patterson maps. Left: Experimental, reproduced from Figure
5.13. Right: Simulated using the Seko structure.

b

b

a

a

Figure 5.40: [001] zone axis Patterson maps. Left: Experimental, reproduced from Figure
5.11 but with a larger number of contours. Right: Simulated using the Seko structure.

maps, as was anticipated, however these results provide evidence in favour of the form of the
structure with unmodified oxygen coordinates.

5.9 Fourier Difference Maps
The mathematics of Fourier difference maps were described earlier in Section 3.2. Using
the coordinates from Table 5.4 (the values from the phased projections — after application
of symmetry — were used), maps were constructed for the zone axes [010], [001] and [01̄1],
which are shown in Figures 5.43, 5.42 and 5.44 respectively. The red crosses indicate the
locations of the tin atom contributions which were subtracted from the map. In both maps,
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a
[011]
Figure 5.41: [01̄1] zone axis Patterson maps. Top: Experimental, reproduced from Figure
5.15. Bottom Left: Simulated using the Seko structure. and the oxygen positions unchanged.
Bottom Right: with the oxygen positions altered.

the tin positions are flanked by opposing positive and negative lobes, which indicates that
the coordinates were not accurately determined. In an attempt to ‘refine’ the structure using
this information, where a positive lobe appeared close to a negative lobe of similar size, the
atom at that position was moved slightly in the direction of the positive lobe until the positive
and negative lobes were minimised in appearance Giacovazzo et al. (2002a). The symmetry
of the projection consistent with the space group P 21 /c was enforced.
For the [010] map, it was possible to reduce the appearance of the peaks in the middle
section of the map, but the large negative and positive peaks appearing at each side could
not be eliminated. It is possible that the difficulty in eliminating this ripple could be due to
bonding effects, since the proposed structure involves bonding across the empty region by
lone pairs which could produce a significant deviation away from the Doyle-Turner model
of the atom. To produce the ‘corrected’ projection, the position of Sn-2 was changed by only
0.04a, while Sn-1 remained fixed. In the middle region of the map, away from the tin atoms,
weak peaks can be seen which could possibly be evidence of the oxygen atoms. The [010]
projection of the proposed structure (which is identical regardless of whether the oxygen
coordinates are modified or not) is shown below, with oxygen atoms circled. Circles have
been drawn over the difference map in the same locations, and it can be seen that peaks do
indeed appear in the expected locations, providing support for the hypothesis.
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a

a

c

c

Figure 5.42: Fourier difference synthesis for the [010] zone axis intensities. Left: using the
coordinates shown in Table 5.4. Right: after manually altering the coordinates to attempt
to reduce the appearance of artifacts due to incorrect positioning of atoms. Below: [010]
projection of the Seko structure in the same orientation, where larger circles indicate tin
atoms and smaller circles indicate oxygen.

b

b

a

a

Figure 5.43: Fourier difference synthesis for the [001] zone axis intensities. Left: using the
coordinates shown in Table 5.4. Right: after manually altering the coordinates to attempt to
reduce the appearance of artifacts due to incorrect positioning of atoms.
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a

[011]

Figure 5.44: Fourier difference synthesis for the [01̄1] zone axis intensities. Above Left: using
the coordinates shown in Table 5.4. Above Right: after manually altering the coordinates
to attempt to reduce the appearance of artifacts due to incorrect positioning of atoms.
Below: The corresponding projections from the modified Seko structure where larger circles
indicate tin atoms and smaller circles indicate oxygen, Left: with the oxygen positions
unchanged, and Right: with the oxygen positions altered.

As with the [001] Patterson map, the difference map for the [001] zone axis intensities
does not show prominent peaks.

The shift applied to Sn-2 was −0.08a to create the

‘corrected’ map, and the form of the background was found to be very sensitive to the exact
positions of the tin atoms, in contrast to the [010] map, where peaks can be seen in the same
approximate locations before and after the correction procedure. A similar situation occurs
for the [01̄1] zone axis intensities, where the difference map is shown in Figure 5.44. The
shift between the left and right-hand maps was 0.04a in this case. Prominent peaks in the
‘corrected’ map have been circled, but do not appear to correspond closely to either of the
two proposed structures, which have been shown below.
Therefore, from the three different orientations, only one case has been seen which lends
support to the proposed structure. It is difficult to judge whether this situation arises because
of the quality of the data or because neither of the models are correct. However, since earlier
phasing attempts did not appear to show peaks which could confidently be interpreted
as coming from oxygen atoms, no other model is available. The evidence from the [010]
difference map and re-examination of the [010] Patterson map supports either of the two
proposed structures, but is unable to differentiate between them. The [01̄1] projection,
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Original
x/a
z/c
B / Å2
Sn-1
Sn-2
O-1
O-2

0.5
0.830
0.733
0.403

0.5
0.710
0.503
0.774

0.005
0.005
0.005
0.005

[010] (uncorrected)
x/a
z/c
B / Å2
0.5
0.823
0.710
0.360

0.5
0.715
0.542
0.781

0.00265
0.00001
0.00001
0.0920

[010] (corrected)
x/a
z/c
B / Å2
0.5
0.830
0.667
0.385

0.5
0.736
0.674
0.777

0.259
0.0322
0.00463
0.0455

Table 5.6: Atomic coordinates and thermal parameters for the intermediate oxide, after
refinement in the spacegroup P 21 /c against the [010] zone axis intensities.

which is able to distinguish between the two proposed oxygen sublattices, was found to
be weakly in support of the unmodified oxygen sublattice, however the difference map was
inconclusive. In the next and final section, a least-squares refinement procedure will be used
to provide final coordinates which match the data to the largest possible extent.

5.10 Refinement of the Structure
A variety of different combinations of data sets were presented to the refinement program
SHELXL-97 in order to determine whether it was possible to refine the structure. Refinement
was always performed starting from the measured coordinates (after the imposition of
symmetry) given in Table 5.4 and in the space group P 21 /c. The coordinates of Sn-1, which
lies on a special crystallographic position, were automatically fixed by the program. SHELXL97’s default behaviour, to refine against the intensities, was used.
The best results were found for the [010] zone axis intensities. In this case, the final
figures of merit were R 1 = 40% and wR 2 = 68% (the default SHELXL weighing scheme was
used). In this refinement attempt, the y coordinates of the atoms were fixed, because the
zonal intensity data could not provide information about these values. The unaltered Seko
oxygen coordinates were used, given that this projection cannot distinguish between the two
proposed oxygen arrangements.
No geometrical correction had been applied to the intensities in the previous work, and
so— recalling that the absolute falloff in intensity might not accurately match the kinematical model used by SHELXL — it was suspected that this might be partially responsible
for the high figures of merit. Therefore, the refinement was repeated after applying the
correction factor from Gjønnes (1997), in the form incorporating beam divergence. However,
the refinement produced much higher figures of merit (R 1 = 61% and wR 2 = 82%). The
original and refined coordinates for both cases are shown in Table 5.6.
Refinement was attempted against the [01̄1] intensities in the hope that the figures of
merit would be able to distinguish between the two proposed oxygen structures. Starting
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Original (unaltered)
x/a
y/b
z/c
B / Å2
Sn-1
Sn-2
O-1
O-2

0.5
0.830
0.733
0.403

0.0
0.0
0.675
0.698

0.5
0.710
0.503
0.774

0.005
0.005
0.005
0.005

Original (altered)
x/a
y/b
z/c
B / Å2
Sn-1
Sn-2
O-1
O-2

0.5
0.830
0.733
0.403

0.0
0.0
0.175
0.198

0.5
0.710
0.503
0.774

0.005
0.005
0.005
0.005

Refined (unaltered)
x/a
y/b
z/c
B / Å2
0.5
0.816
0.722
0.364
x/a

0.0
0.396
0.612
0.644

0.5
0.691
0.266
0.823

0.00350
0.185
0.0175
0.00001

Refined (altered)
y/b
z/c
B / Å2

0.5
0.826
0.771
0.266

0.0
0.390
0.176
0.193

0.5
0.771
0.462
0.796

0.00113
0.00351
0.00001
0.0361

Table 5.7: Atomic coordinates and thermal parameters for the intermediate oxide, after
refinement in the spacegroup P 21 /c against the [01̄1] zone axis intensities. Above: Using the
unaltered oxygen atom locations from the Seko structure. Below: After altering the oxygen
positions as described in the text.

from the model with the unaltered oxygen sublattice, the final figures of merit were R 1 =
39% and wR 2 = 67%. For the altered sublattice, the equivalent values were R 1 = 46% and
wR 2 = 73%. Therefore, the figures of merit support the unaltered sublattice by a small extent.
However, the final atomic coordinates were, in both cases, dissimilar to the initial model
(Table 5.7). Applying a geometrical correction in the same way as before was again found
to increase the figures of merit in both cases: to R 1 = 57% and wR 2 = 69% for the unaltered
case, and R 1 = 72% and wR 2 = 84% for the altered case. In all four cases of refinement, it
could be seen that the refined tin atom locations no longer formed the regular arrangement
in the [001] projection consistent with the Patterson map.
In order to restrict the refinement to small deviations from the starting structure during
refinement with the [01̄1] zone axis intensities, restraints were applied to keep the bond
lengths and angles close to their starting values. As expected, if the standard deviation of
the specified bond length (with is the way in which the weighting factor for a restraint is
expressed in SHELXL-97) was made very small — around 0.0001 — then the refined structure
was found to be very close to the starting structure. With the standard deviations set at the
default values provided by SHELXL-97 of 0.02, the situation was similar to the unrestrained
case just described.
All of the figures of merit encountered above are high, even in comparison to other
refinements against electron diffraction intensities. Refinement against the [001] FOLZ
intensities did not produce much greater success, despite the knowledge that higherorder intensities should be less affected by dynamical effects due to their long extinction
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Original
x/a
y/b
B / Å2
Sn-1
Sn-2
O-1
O-2

0.5
0.830
0.733
0.403

0.0
0.0
0.675
0.698

0.005
0.005
0.005
0.005

x/a
0.5
0.824
0.683
0.389

Refined
y/b
B / Å2
0.0
0.0139
0.565
0.790

0.00096
0.00299
0.00001
0.00001

Table 5.8: Atomic coordinates and thermal parameters for the intermediate oxide, after
refinement in the spacegroup P 21 /c against the [001] zone axis intensities.

lengths. All atomic coordinates were allowed to vary, since the higher-order data provides
information in three dimensions. However, no figures of merit below 70% could be found
during any refinement attempt with these intensities.
Finally, refinement was attempted against the [001] zone axis intensities. Unrestrained
refinement gave R 1 = 47% and wR 2 = 80% , and was found to produce a large deviation in
the positions of one of the oxygen atoms, as shown in the coordinates in Table 5.8. Recalling
that initial doubt existed over the indexing of the [001] ZOLZ diffraction pattern, further
refinements were attempted in which the h or k indices inverted. The figures of merit did
not vary by more than 1%, which suggests either that this data set is not of sufficient quality
to distinguish between the two possible oxygen sublattices, or that this projection of the
structure falls into the plane group p2mm. However, this symmetry is not consistent with
any of the proposed models.
Overall, the very high figures of merit obtained during refinement, combined with the
observation of the refinement process producing structures which are inconsistent with
the Patterson maps (such as in the [01̄1] case) and requiring tight restraints to keep under
control, suggests that the quality of data is not sufficient for quantitative refinement in this
case.

5.11 Conclusions
In this chapter, the structure of an intermediate form of tin oxide was investigated. The results support a revised version of the layered, vacancy-ordered structure for Sn 3O 4 proposed
by Seko et al. (2008), with coordinates close to those summarised in Table 5.9. The lattice
parameters were found to be consistent with Seko et al.’s proposed monoclinic cell, which is
itself close to that formed by a superlattice form of the cassiterite structure. ZOLZ Patterson
maps, phased projections and phases measured from a [001] FOLZ conditional Patterson
map all support the proposed modification to the tin coordinates over the unmodified form.
The results of kinematical refinement were not satisfactory, although weak features found in
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Conclusions

Sn-1
Sn-2
O-1
O-2

x/a

y/b

z/c

1/2

0
0.5
0.68
0.70

1/2

0.83
0.73
0.40

0.71
0.50
0.77

Table 5.9: Atomic coordinates for the intermediate oxide, reproduced from Tables 5.4 and
5.5 to two decimal places.

the Patterson maps were consistent with the oxygen atoms being located very close to the
positions proposed by Seko et al., with no analogous modification having been performed
to their coordinates. For this proposed structure, the bonding environment of the sixfold
coordinated tin atom is unchanged from the situation before the revision to the structure.
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6 Conclusions and Further Work
6.1 Summary
At the start of this work, the history of electron crystallography was traced within the context
of other types of crystallography. The reasons why structure solution is difficult when
using intensities measured with electron diffraction were described. Precession electron
diffraction was introduced as a technique which appears to bring the intensities closer to
the kinematical situation, and in Chapter 2, attempts were made to rationalise why this
is the case. Simulations were performed which showed that such a tendency exists in a
quantifiable sense, using a method which provides the ability to measure how kinematical a
data set from a particular structure could be expected to be. The close relationship between
LACBED and precession was then discussed, and it was shown how the examination of
LACBED patterns could give information about which dynamical routes dominate the
intensities of particular reflections. Within this framework, the dynamical interactions are
rationalised using geometrical constructions based on the positions of the intersections of
lines in the LACBED discs, and this allows poor choices of precession angle to be avoided.
Chapter 3 reviewed the variety of algorithms used for crystallographic structure solution
and their usefulness with electron diffraction data. It was shown how a detailed understanding of the underlying principles of phase retrieval algorithms could benefit their successful
application to electron diffraction data, where they must be made to deal with data of a
very low quality when compared to that usually achieved in X-ray diffraction experiments.
Experiences with one algorithm in particular, when applied to ideal and experimental data,
were described. It was suggested that certain algorithms might place requirements on the
quality of data which are principally ‘qualitative’ in nature, in contrast, for example, to the
requirements of refinement algorithms for strictly quantitative intensities. The former are
much easier to produce than the latter, and so an interpretable potential map may result
from the same data which later produces very high R-factors during refinement.
Whereas precession electron diffraction is typically applied to zonal diffraction patterns,
in which a large number of reflections appear in the same pattern, Chapter 4 described a
completely different approach. This approach involves the acquisition of diffraction data in
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three dimensions using an automated tomographic system. This shifts the burden of cell
parameter determination and reflection indexing towards computerised analysis in order
that the set of unrecognisable off-axis diffraction patterns may be understood. Geometrical
transformations were derived for this purpose, and a piece of software designed for X-ray
auto-indexing was successfully applied to experimental data acquired and processed in
this way. The need for a refinement of the unit cell was recognised, and the subtleties of
performing such a refinement discussed and an algorithm proposed and tested, although
limited success was encountered. Nevertheless, intensities were measured from patterns
recorded this way, and in the case of one specimen it was seen that these intensities were
able to produce Patterson maps with qualitative similarities to ones obtained using zoneaxis precession electron diffraction or kinematical simulation.
Finally, the knowledge described in the rest of the work was applied to a real unknown
crystal structure which could not be analysed by conventional X-ray techniques — an
unconventional form of tin oxide with a composition intermediate between SnO and
SnO 2 . Despite the extreme thickness of the specimens compared to those examined in
almost all previous literature, considerable progress has been made towards determining
the structure of the intermediate form of tin oxide, and some of the first experimental abinitio observations of the tin atom locations inside the unit cell were presented. Six tin
atoms have been directly observed in the unit cell, with the tin sublattice consistent with a
revised form of the structure given by Seko et al. (2008). The modifications necessary to bring
the predicted structure into line with the observed Patterson maps and phased projections
consist of altering the positions in the y–direction of four of the tin atoms. This modification
does not affect the structure seen when projecting in the [010] direction, but acts to bring
the [011] projection into agreement with the observed Patterson map. Further examination
of Patterson maps and Fourier difference syntheses revealed evidence of the oxygen atoms
in positions consistent with the proposed structure of Seko et al., and this was found to
produce an acceptable bonding geometry. However, the contributions to the maps due to
oxygen were weak and often obscured by noise, making a confident determination difficult.
Attempts were made to refine the structure using a non-linear least squares procedure via
SHELXL-97, however little success was encountered and the figures of merit remained very
high.

6.2 Directions for Further Work
The large scope of the research presented here creates many opportunities for future work.
Since the work in this thesis falls into four major strands, each area will be discussed
individually.
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Investigation of Perturbations to Intensities from Scattering Processes
The term ‘dynamical behaviour’ has been used rather loosely in many articles to refer
to a perturbation away from kinematical behaviour arising from any aspect of electron
scattering processes. The methods used in Chapter 2 for quantifying “how kinematical”
precessed intensities become gave an interesting conclusion: At high precession angles, the
perturbation to the intensities from n-beam coherent dynamical scattering processes was
only around R = 10% for a specimen of 100 nm thickness. However, much larger R-factors
have been found in the previous literature and in the structure solution of intermediate tin
oxide presented here (although the tin oxide specimens were typically much thicker). This
suggests that other factors have significant contributions. For example, incoherent multiple
scattering, inelastic scattering and thickness averaging would all have an influence, and it
should be determined how significant each contribution is for a particular type of specimen
in the style of the previous work reported by Dorset (1998). This could be perhaps be done
using simulations similar to those used in Chapter 2, however it must be kept in mind
that a ‘phase scrambling’ experiment will produce a low figure of merit for the case where
two simulations both produce ‘washed-out’ diffraction patterns of the type discussed much
earlier in this dissertation. Clearly such a result would not be useful, and so an adaptation of
the method may be necessary.

Algorithms for Structure Solution
The process of investigation employed in Chapter 3 for the case of the iterative hybrid inputoutput algorithm could be applied to other algorithms as well, to better understand the
requirements on the data which should be met for successful structure solution. Such understanding extends beyond the phase retrieval algorithms, and also affects data processing
steps such as normalisation as well as later refinement stages. It has been noted in many
places here that electron diffraction patterns may obey qualitative intensity relationships,
but at the same time being a long way from the quantitative kinematical accuracy required
for refinement. It is perhaps possible that a refinement procedure could be developed that
uses qualitative relationships, such as the observation that a particular set of reflections
are particularly strong or weak, to build a quantitative figure of merit. The figure of merit
would take a form such as the number of observed intensity relationships which are obeyed
by simulated intensities from a model structure. The larger the number of relationships
involved, the more closely the figure of merit would approximate the conventional R-factor.
However, by careful choice of the types and numbers of relationships, it may be possible to
find a situation intermediate in requirements between qualitative and quantitative accuracy.
It is likely that such a method would impose interesting constraints on the minimisation
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algorithm used for refinement.

Diffraction Tomography
The tomographic technique described in Chapter 4 remains at a very early stage of development, and there are many possibilities for improving the acquisition of the data, such
as using two tilt axes instead of one, and certainly using a much larger tilt range than
that used here, to reduce the “missing wedge” in the data. Alternatively, data could be
combined from multiple experiments on the same specimen by using the automated lattice
determination to unite two reconstructed views of reciprocal space. The mathematics for
reconstruction presented here have been formulated a way which would be able to accept
such data without further modification. A refinement procedure has been described, but
was found to be in need of improvement before it could be relied upon, and this presents an
obvious area for further investigation and experimentation with other algorithms. It is likely
that a working refinement procedure, which would be able to also refine the tilting geometry
to determine parameters such as the tilt axis azimuth with high accuracy, would open the
door to improved intensity measurement if the excitation errors of each reflection could be
accurately known.

Intermediate Tin Oxide
In this work, a starting structure for the intermediate form of tin oxide has been determined.
Further work in this area must concentrate on validating and refining the structure, perhaps
by feeding the model determined by electron diffraction back into the same simulation
methods used to determine the structure which was used as a basis here. It is possible that
such a process would reveal the most energetically favourable sites for the oxygen atoms,
which have been difficult to extract information about with electron diffraction. If other
methods are able to support the proposed structure, then a large amount of work can be
performed to relate the structure of the material to its observed properties.

6.3 A ‘Recipe’ for Successful Structure Solution
This research could have concentrated on describing only cases where structure solution
proceeded in a very routine automated manner, but it did not. Instead, in the last chapter
a difficult case was met head-on, and it turned out to be possible to extract some useful
structural information even though the specimens examined were composed of very strong
scatterers and were extremely thick by the standards of much of the previous work. This
allowed scope for the investigation of analysis methods that were different from the usual
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techniques, and allowed attention to be focused on the ways in which those methods could
be optimised for data which, by conventional standards, is of a low quality.
All things considered, is it possible to give a set of instructions which, when followed, will
give a reasonable chance of correctly solving a structure? Or will electron crystallography,
in contrast to X-ray crystallography, always require very extensive specialist knowledge and
experience? This work has emphasised that a large amount of information can be extracted
even though the conventional automated techniques may struggle, yet many other articles
have reported success in structure solution with exactly those automated methods. When
facing a situation very far from ideal, techniques such as a detailed qualitative examination
of the Patterson maps are key to obtaining information.
The differences between the automated methods and the methods employed here, for
instance the modified Wilson method for normalising intensities described in Chapter 3,
could easily be made as automated as the current methods. However, it is also important
to be realistic about expectations for fully automated structure solution, since even the
simplest of scientific experiments rarely give ideal results, or even results particularly close
to the ideal situation, and manual interaction is very often required. It is hoped that some
of the new procedures and experimental experiences reported in this thesis will help with
future applications of electron diffraction techniques to real structural research problems.
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