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Abstract

Title: Advances in Compression using Probabilistic Models
Name: Marton Havasi

The increasing demand for data transmission and storage necessitate the use of efficient
compression methods. Compression algorithms work by mapping data to a more compact
representation from which the original data can be recovered. To operate efficiently, they
need to capture the characteristics of the data distribution, which can be difficult, especially
for high-dimensional data.

One emerging solution lies in applying probabilistic machine learning to capture the data
distribution in an unsupervised manner. Once a probabilistic model for the data is defined,
variational inference can be used to infer its parameters from data. Variational inference is
closely related to the optimal compression size, as stated by Hinton’s bits-back argument:
the evidence lower bound, the objective optimized by variational inference, corresponds
to a lower bound on the optimal compression size of the average datapoint. However,
current compression methods rely on variational inference merely as a heuristic, and they
do not approach its postulated efficiency. In this thesis, we present principled and practical
algorithms that get closer to this limit. After discussing our approach, we demonstrate its
efficacy in image compression and model compression.

First, we focus on image compression, where we use a variational autoencoder to learn
a mapping between the images and their unobserved, latent representations. We propose
a stochastic coding scheme to encode the latent representation, from which the original
image can be approximately reconstructed. Next, we look at the compression of deep
learning models. We use variational inference to approximate the posterior distribution of
the weights in a neural network, and apply our stochastic coding scheme to encode a weight
configuration. Finally, we investigate a connection between variational inference and our
compression algorithm. We show that a technique we used for compression can improve
variational inference by generating samples from a highly flexible posterior approximation,
without significantly increasing the computational costs.





Acknowledgements

First and foremost, I am deeply grateful to my supervisor, José Miguel Hernández-Lobato,
for providing guidance every step of the way. He always had time to listen to my half-baked
ideas and gently nudge me in the right direction whenever I needed help. I feel very fortunate
to have had the chance to work with him.

I would also like to thank Jasper Snoek and Dustin Tran for their mentorship while I was
at Google. I really enjoyed my time working with them.

My loving parents, Gábor and Mónika, and my siblings, Virág and Gábor, who were
always there when I needed someone to talk to.

My girlfriend, Ellen, for her love and support, especially in the final months of writing
up.

And of course, my friends, Adria, Robert, Melo, Dimitris, Gellért, Gergő, Siddarth,
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Nomenclature

Codes (■) (The colour scheme was inspired by [Steinruecken, 2015])

M(X) The binary message that encodes X .

Matrices

0 The zero vector with all 0 entries.

I The identity matrix.

Probabilities (■)

P(X) The probability mass function of P at point X .

p(x) The probability density function of p at point x.

x A random vector.

X∼ P A discrete random variable X distributed according to P.

x∼ p A continuous random variable x distributed according to p.

i.i.d. In the context of random variables, it means independent and identically distributed.

Sets (■)

/0 The empty set.

{a,b,c} The set containing elements a, b and c.

N The set of natural numbers.

R The set of real numbers.

Rd The set of real vectors of dimension d.



xii Nomenclature

A The set A.

(a,b) The open interval from a to b. x ∈ (a,b) ⇐⇒ a < x < b.

[a,b) The semi-open interval from a to b. x ∈ [a,b) ⇐⇒ a≤ x < b.

[a,b] The closed interval from a to b. x ∈ [a,b] ⇐⇒ a≤ x≤ b.

f :A→B The function f maps elements of set A to elements of set B.

x ∈ A The element x from set A.



Chapter 1

Introduction

Compression is an integral part of every modern day computing infrastructure; our current
demand for data transmission and storage is met with the help of compression methods:
when transferring data through communication networks, it is encoded before transmission to
save bandwidth and reduce network load. Similarly, compression methods drastically reduce
the number of physical devices needed to satisfy our data storage needs.

It is estimated that our global data storage requirements will reach 175 Zetabytes by
2025 [Reinsel et al., 2018] (Figure 1.1). With rapidly growing data usage on the Internet, it
becomes increasingly important to efficiently manage digital information.

Algorithms for compression follow a simple principle: they eliminate redundancies in data
to derive a more compact representation, from which the original data can be reconstructed.
Patterns that commonly occur in the data can be communicated with short messages, while
rare patterns are allowed longer ones. This will — on average — minimize the communication
cost of data, measured in the length of the message. The challenge lies in identifying these
patterns, and this has traditionally been done on a case-by-case basis, where each algorithm
is tailored to a specific media.

Recent developments in machine learning, particularly deep learning, open up the possi-
bility of a learning-based approach. Instead of hand-crafting compression algorithms for the
various data types and mediums, a learning-based approach can capture the characteristics
of the data more accurately and more efficiently than would be possible with a traditional
approach. One simply needs to supply the learning algorithm with training data to extract its
patterns in an unsupervised manner.

Additionally, compression algorithms can be applied to deep learning models themselves.
While deep neural networks present many benefits, they consume large amounts of memory,
requiring considerable energy consumption, communication bandwidth, and storage. Conse-
quently, model size reduction has become an important goal in deep learning, as a means
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Fig. 1.1 Global data storage requirements. (One Zettabyte is approximately 1 billion Ter-
abytes or 273 bits.) Source: IDC study [Reinsel et al., 2018]

to reduce their memory needs in computation and to reduce the bandwidth requirement in
transmitting them over a network.

This work examines both the use of deep learning in compression as well as algorithms
to compress deep learning models and presents our contributions towards the development of
these technologies.

1.1 Relative Entropy Coding

The role of machine learning is to identify the statistical redundancies in the data representa-
tion. These patterns are captured in the form of a probability mass function P(X) over the
data. Variational autoencoders (VAE), a class of deep learning models, are well-suited to
capturing the underlying distribution of high-dimensional data, such as image and audio data.

VAEs consist of two neural networks, the encoder and the decoder. The former maps the
inputs to their latent representations and the latter maps them back. Compression methods
can operate very efficiently in latent space, thus realizing a non-linear transform coding
method [Goyal, 2001; Ballé et al., 2016b]. The sender can use the encoder to obtain the
latent posterior of an input and then use the compression algorithm to transmit a sample
latent representation from the posterior. Then, the receiver can use the decoder to reconstruct
the image from the latent representation they received. Note that this reconstruction contains
small errors. In lossless compression, the sender must correct for this and by transmitting
the residuals along with the latent code. In lossy compression, we omit the transmission of
the residuals, as the model is optimized such that the reconstruction retains high perceptual
quality.
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Consider the case of compressing natural language text: There are 26 letters in the
English alphabet; therefore, to assign a different codeword to each letter, we need 5
bits per character in order to assign each number a distinct bit value. However, this
is not the most space-efficient representation, as some letters occur more often than
others. We can exploit this uneven distribution of the letters in the English language by
assigning shorter codes to more frequent letters:

Letter Frequency Original code Compressed code

e 12.70% 00000 100
t 9.06% 00001 000
a 8.17% 00010 1110
o 7.51% 00011 1101
i 6.97% 00100 1011
n 6.75% 00101 1010
s 6.33% 00110 0111
h 6.09% 00111 0110
r 5.99% 01000 0101
d 4.25% 01001 11111
l 4.03% 01010 11110
c 2.78% 01011 01001
u 2.76% 01100 01000
m 2.41% 01101 00111
w 2.37% 01110 00110
f 2.23% 01111 00100
g 2.02% 10000 110011
y 1.97% 10001 110010
p 1.93% 10010 110001
b 1.49% 10011 110000
v 1.04% 10100 001010
k 0.75% 10101 0010111
j 0.15% 10110 001011011
x 0.15% 10111 001011010
q 0.10% 11000 001011001
z 0.07% 11001 001011000

As seen above, the code corresponding to the word ‘table’ had an original representation
‘0000100010100110101000000’ (25 bits), but after compression it is represented by the
string ‘000111011000011110100’ (21 bits). From the compressed representation, we
can always recover the original words using the coding table. Although the compressed
representation will at times be longer than the original, the average codelength per
character decreases from 5 to 4.21 bits, since more frequent letters use fewer bits in
the compressed code.
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The optimal compression rate using a VAE is postulated by the bits-back argument
[Hinton and Van Camp, 1993b]: For a given image, the optimal compression rate using a
latent variable model (such as a VAE) is given by the relative entropy between the latent
posterior and the prior KL

[
qφ (z |X) || p(z)

]
plus the expected conditional log-likelihood

E [− logP(X |z)], where X is the input image, z denotes the stochastic latent representation,
and P(z) is the prior over the latent space. This quantity is also known as the negative
Evidence Lower BOund (ELBO):

KL
[

qφ (z |X) || p(z)
]︸ ︷︷ ︸

relative entropy

− E [P(X |z)]︸ ︷︷ ︸
conditional log-likelihood

(1.1)

However, there is no practical algorithm for communicating only the latent representation
with codelength close to the relative entropy, which is necessary for efficient lossy and
lossless compression.

At its core, the task is to communicate a random sample from a target distribution q(z)
(such as the latent posterior qφ (z |X)) given a coding distribution p(z) (such as the prior
p(z)). We refer to algorithms that are able to do so with codelength close to the relative
entropy KL [q(z) || p(z) ] as Relative Entropy Coding (REC) methods.

Our main contribution

We propose an REC method, called index coding (iREC), based on importance sampling.
To encode a sample from the posterior qφ (z |X), our method relies on a shared sequence
of random samples from the prior z1,z2, · · · ∼ p(z), which is realised in practice by using
a pseudo-random number generator with a shared random seed. The algorithm selects an
element zi from the random sequence with high density under the posterior. Then, the code
for the sample is simply ‘i’, its index in the sequence. Given i, the receiver can recover zi by
selecting the i-th element from the shared random sequence. We show that the codelength of
‘i’ is close to the relative entropy KL

[
qφ (z |X) || p(z)

]
.

1.2 Image Compression using Relative Entropy Coding

We demonstrate the efficacy of iREC in the image compression domain. Traditionally
in image compression, to communicate the latent representation, compression algorithms
quantize the latent space. Quantization refers to assigning unique codes to a discrete subset
of the latent space, which can then be communicated.
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Quantization has a numerous drawbacks. Since the quantized space is discrete, the
encoding of the latent representation is inherently non-differentiable. This makes end-to-end
training of quantization-based methods difficult with gradient-based optimization methods.

There are no guarantees on the performance of quantization-based methods. Their
performance is measured empirically, but it is unlikely that their performance gets close to
the theoretical limit.

Our main contributions

Employing iREC in the place of quantization solves these shortcomings. iREC is able to
operate in a continuous latent space, thus, it can be trained end-to-end using gradient-based
methods. Moreover, since iREC is a relative entropy coding method, it provably gets close to
the optimal codelength.

We also support our findings with empirical evidence. Our compression approach is
competitive with the state-of-the-art in both lossy and lossless compression.

1.3 Compressing Deep Learning Models

A problem closely related to data compression is model compression. In this setting, we aim
to train deep learning models that are high performing and compressible. There are two goals
in model compression. Firstly, to reduce the communication cost of deep learning models
that are often large and costly to send over mobile networks. Secondly, to improve efficiency:
smaller models are often faster and cheaper to evaluate.

Traditionally, neural networks are compressed using the pruning-quantization-coding
pipeline. After the model is trained, the majority (often over 90%) of the weights are pruned
(i.e. set to 0) using an auxiliary loss. The remaining weights are quantized into a small set of
encodable weights. Finally, the weights are encoded using an entropy coding method.

For example, Deep Compression [Han et al., 2016] proposes a pipeline employing all
three of these techniques in a systematic manner. From an information-theoretic perspective,
the central routine is coding, while pruning and quantization can be seen as helper heuristics
to reduce the entropy of the empirical weight-distribution, leading to shorter encoding lengths.

However, the pruning-quantization-coding pipeline has limitations. Similarly to in data
compression, the method is inherently non-differentiable, so training these models is difficult.
The algorithm also has a large number of hyperparameters for the three stages, such as the
regularizer used for pruning, the number of points used for quantization and the coding
algorithm. They must be carefully tuned to achieve good performance. Lastly, the current
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algorithms do not approach the information theoretical bound for the optimal compression
rate.

Our main contributions

We connect Bayesian inference in neural networks to compression by showing that there is
a direct relationship between uncertainty over the network parameters and compressibility.
Relaxing weight determinism and using a full variational distribution over weights allows for
more efficient coding schemes and consequently, higher compression rates.

Following the principle of REC, we encode the network weights using a random sample,
requiring only a number of bits corresponding to the relative entropy between the sampled
variational distribution and the encoding distribution. By imposing a constraint on the relative
entropy, we are able to explicitly control the compression rate, while optimizing the expected
loss on the training set. The resulting training objective is end-to-end differentiable and it is
straight-forward to optimize.

The employed encoding scheme can be shown to be close to the optimal information-
theoretical lower bound, with respect to the employed variational family. Our method
sets a new state-of-the-art in neural network compression, as it strictly dominates previous
approaches in a Pareto sense: Our approach yields the best test performance for a fixed
memory budget, and vice versa, it achieves the highest compression rates for a fixed test
performance on our benchmark models.

1.3.1 An Improvement to Variational Inference

Both our method for image compression and our method for model compression rely on the
strong connection between variational inference and compression.

Variational inference (VI) uses an approximate variational distribution to estimate the
Bayesian posterior over the model parameters. VI is appealing since it reduces the problem of
inference to an optimization problem, minimizing the discrepancy between the true posterior
and the variational posterior. The key challenge, however, is the task of training expressive
posterior approximations that can capture the true posterior without significantly increasing
computational and memory costs. The most widely used one is the mean-field approximation,
where the posterior is represented using an independent Gaussian distribution over all the
model parameters. The mean-field approximation is easy to train, however, it fails to capture
dependencies and multi-modality in the true posterior.
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However, the mean-field approximation is inflexible — it cannot capture correlations
between the model parameters. Moreover, if the posterior is multi-modal, it can only fit one
of the modes.

Our contribution

Interestingly, our iREC-based algorithm for model compression uses an iterative scheme to
optimize the variational posterior that leads to a more compact representation. We investigate
and show that the method can be more generally applied to improve variational inference. It
can be used to generate samples from a highly flexible variational approximation over the
model parameters.

The method starts with a coarse initial approximation and generates samples by iteratively
sampling values of auxiliary variables while optimizing the variational approximation. This
allows the samples to capture dependencies and multi-modality in the posterior, even when
these are absent from the initial approximation. We demonstrate theoretically that our method
always improves the quality of the approximation (as measured by the ELBO) and observe
this empirically across a variety of benchmark tasks.

1.4 Content

The contents of this work are based on our previously published findings.

1.4.1 Publications

This thesis presents three papers published during the course of the doctoral degree:

• Title: Compressing Images by Encoding Their Latent Representations with Relative
Entropy Coding.

Authors: Gergely Flamich, Marton Havasi, and José Miguel Hernández-Lobato.

Venue: Advances in Neural Information Processing Systems (2020).

This paper was equally contributed to by Gergely Flamich and Marton Havasi. It
presents relative entropy coding, our proposed approach to image compression.

• Title: Refining the variational posterior through iterative optimization.

Authors: Marton Havasi, Jasper Snoek, Dustin Tran, Jonathan Gordon, and José
Miguel Hernández-Lobato.
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Venue: Bayesian Deep Learning workshop (2019).

This paper investigates our proposed approach to improving approximate inference
using iterative optimization and auxiliary variables.

• Title: Minimal random code learning: Getting bits back from compressed model
parameters.

Authors: Marton Havasi, Robert Peharz, and José Miguel Hernández-Lobato.

Venue: International Conference on Learning Representations (2018).

This paper presents MIRACLE, our approach towards model compression.

Further two papers were published during the degree that are not detailed in this thesis as
they investigate different research questions:

• Title: Inference in Deep Gaussian Processes using Stochastic Gradient Hamiltonian
Monte Carlo.

Authors: Marton Havasi, José Miguel Hernández-Lobato, and Juan José Murillo-
Fuentes.

Venue: Advances in Neural Information Processing Systems (2018).

This paper presents an approach to efficient inference in deep Gaussian processes.

• Title: Training independent subnetworks for robust prediction.

Authors: Marton Havasi, Rodolphe Jenatton, Stanislav Fort, Jeremiah Zhe Liu, Jasper
Snoek, Balaji Lakshminarayanan, Andrew M. Dai, and Dustin Tran.

Venue: International Conference on Learning Representations (2021).

This paper presents an approach for training efficient and robust neural networks.

1.4.2 Thesis Outline

The thesis is organized as follows:

• In Chapter 2, we give a detailed mathematical background on compression and we
describe the state-of-the-art deep learning methods for compression and inference.

• In Chapter 3, we take an in-depth look at the problem of Relative Entropy Coding, and
present our proposed approach Index Coding (iREC).
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• In Chapter 4, we apply iREC to image compression. We compress images using
a variational autoencoder, with performance close to the theoretical limit given the
variational distribution over the latent space.

• In Chapter 5, we propose MIRACLE, an approach based on iREC for model compres-
sion. MIRACLE is able to efficiently compress neural networks using a variational
distribution over the weights.

• In Chapter 6, we look at how iterative optimization, a technique we use in iREC and
MIRCALE, can improve variational inference.

• In Chapter 7, we conclude the thesis by discussing our results and looking at promising
future directions.





Chapter 2

Compression and Deep Learning

This chapter begins by discussing the mathematical foundations of lossless compression and
explains two prominent coding algorithms: Huffman coding and arithmetic coding. This is
followed by a presentation of the principles of lossy compression algorithms and the bits-back
argument. Finally, the chapter is closed with an introduction of deep neural networks and
variational autoencoders from the probabilistic perspective.

In lossless compression, the original data can be exactly recovered from the encoded repre-
sentation. We refer to these methods as lossless since no information is lost in the process.
In lossy compression, not all the information can be recovered from the encoded message. It
is accepted that non-essential details are distorted during transmission. The nature of these
distortions depends on the medium. For example, we may lose frequencies outside of the
human hearing range in audio processing, and imperceptible details may be omitted in image
compression. As a result, lossy compression is often far more efficient than lossless methods.

2.1 Mathematical Foundations of Lossless Compression

The problem of lossless compression (also called source coding) is a deeply studied and well
understood field of information theory. Its mathematical foundation was laid out by Shannon
[1948b]. Lossless compression is represented as a two-party communication problem. In the
process of encoding, the sender maps a symbol from an information source to a sequence
of binary digits i.e. bits. This sequence is then transmitted to the receiver, who recovers the
original symbol from the sequence in the process of decoding. The goal is to minimize the
expected length of the sequence to be transmitted.
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The information source is a random variable X governed by the generating distribution
P(X). The encoded message isM(X) withM : X→{0,1}∗, from which X can be exactly
recovered. The average codelength is simply the expected message length

EP(X) [|M(X)|] , (2.1)

where |.| denotes the length of a sequence.
Naturally, for the messages to be decodable, each input symbol must map to a different

message. If the code maps each input symbol to a distinct, non-empty sequence, then the
code is non-singular. For example, the code M : {A→ 0,B→ 10,C → 0} is singular,
since it maps A and C to the same sequence, but the codeM : {A→ 0,B→ 10,C→ 1} is
non-singular.

The question is, which symbols should map to which message to minimize the codelength.
Ideally, the more frequently used symbols should map to the shorter messages while infre-
quent messages should map to longer ones. As we will see, optimal compression algorithms
map symbols to sequences with length proportional to the negative log-probability:

|M(X)| ∝− logP(X) . (2.2)

A key concept that Shannon [1948b] introduced is the entropy of a distribution, which
measures its information. The entropy of distribution P(X) is defined as

H(P) = ∑
X∈X
−P(X) log2 P(X) = EP(X) [− log2 P(X)] , (2.3)

and it measures the information in a random variable distributed with P.1

A main result in Shannon [1948b] shows that the optimal average message length is
bounded by the entropy of the generating distribution. This result is informally stated in
Shannon’s source coding theorem:

Theorem 1 (Shannon’s source coding theorem [Shannon, 1948b]). N i.i.d. random variables
each with entropy H(P) can be compressed into more than N×H(P) bits with negligible
risk of information loss, as N→ ∞; but conversely, if they are compressed into fewer than
N×H(P) bits it is virtually certain that information will be lost.

Shannon’s bound on the codelength is tight. This theoretical limit is achieved when
the codelength of a given X is close to the negative log-likelihood |M(X)| ≈ − log2 P(X).

1The entropy is often formulated with the natural logarithm. Here, we opt-to use base-2 logarithm because
of the binary nature of compression. The two quantities are linearly dependent and they can be straightforwardly
converted: log2 e×H2(P) = He(P).
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Methods that get close to this limit are referred to as entropy coding methods, with the most
prominent ones being Huffman coding and arithmetic coding [Huffman, 1952; Witten et al.,
1987].

Note that the source coding theorem talks about average message length in the limit of
compressing infinitely many input symbols in a row i.e. in the data streaming setting. The
reason for this is that when compressing finitely many symbols, one can exploit the length of
the message to convey further information. For example, when compressing a single symbol,
one might use the codeM : {A→ 0,B→ 1,C→ 01}. This, however, fails when one needs
to transmit multiple, consecutive symbols, as 01 could either be interpreted as ‘AB’ or ‘C’. It
is impossible to know which message was sent without knowing how many symbols were
transmitted.

For this reason, we require the code to be uniquely decodable. A code is uniquely
decodable, if its extension is non-singular. For instance, the codeM : {A→ 0,B→ 01,C→
011,D→ 0111} is uniquely decodable, since we can spot the beginning of the next symbol
at the next 0. On the other hand, the codeM : {A→ 1,B→ 0110,C→ 01,D→ 101} is
not uniquely decodable: The sequence 101101 can be interpreted either as 1−0110−1 or
1−01−101.

2.1.1 The Optimal Codeword Length

While Shannon’s source coding theorem gives a bound on the optimal codelength, it does
not tell us how to construct an optimal algorithm. For this, we look to the Kraft-McMillan
inequality, which tells us precisely how long the codewords should be for each input symbol
depending on the frequency—it states the necessary and sufficient conditions for the existence
of a uniquely decodable code for a set of codeword lengths.

Theorem 2 (Kraft–McMillan inequality [McMillan, 1956; Kraft, 1949]). Let a set of input
symbols X= {X1, . . . ,Xn} be encoded in a uniquely decodable code with codeword lengths
l1, . . . ln. Then

n

∑
i=1

2−li ≤ 1 . (2.4)

Conversely, for a set of natural numbers l1, . . . ln satisfying the inequality above, there exists
a uniquely decodable code with these codeword lengths.

For the proof, see Cover and Thomas [2012] section 5.2.
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This theorem is critical in connecting the codewords lengths to decodability. In fact, we
can use it to precisely determine the codeword lengths in an optimal coding algorithm.

Theorem 3. For a uniquely decodable codeM and a generating distribution P(X),

EP(X) [|M(X)|]≥ H(P) , (2.5)

with equality holding when |M(X)|=− log2 P(X) for all X ∈ X.

Proof. Let Q(X) = c2−|M(X)| be a probability mass function. c≥ 1 as a consequence of the
Kraft–McMillan inequality:

c =
1

∑
n
i=1 2−|M(Xi)| ≥ 1 . (2.6)

Consider the relative entropy (also known as the Kullback-Leibler divergence), which is
non-negative.

0≤ KL [P || Q ]

= EP(X) [log2 P(X)− log2 Q(X)]

= EP(X)

log2 P(X)− log2 c︸ ︷︷ ︸
≤0

+|M(X)|


≤−H(P)+EP(X) [|M(X)|] .

(2.7)

Equality holds precisely when P = Q and c = 1 . Substituting into our initial assumption,
we get |M(X)|=− log2 P(X) for all X ∈ X.

This result tells us that to approach the limit stated by Shannon’s source coding theorem,
we must have |M(X)| ≈ − log2 P(X).

2.1.2 Huffman Coding

Let’s look at a concrete coding algorithm. Huffman coding [Huffman, 1952] is an algorithm
for deriving an optimal prefix-code given a finite set of input symbols X and a generating
distribution P(X).

Huffman coding is a prefix-code, which is a property to ensure that the code is uniquely
decodable. It requires that no whole codeword is the prefix (i.e. initial segment) of another
codeword. If we concatenate a sequence of codewords following this requirement, we
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‘A’=0 ‘B’=10 ‘C’=110 ‘D’=111

Fig. 2.1 Binary tree for a prefix code.M : {A→ 0,B→ 10,C→ 110,D→ 111}

always know where one codeword ends and the next one begins. For example, for the prefix
code M : {A→ 0,B→ 10,C→ 110,D→ 111}, no whole codeword is the beginning of
another codeword, therefore, when we observe a message 11110100, it can be unambiguously
decoded as 111−10−10−0.

Another benefit of prefix- codes is that they can be represented via binary trees. The leaf
nodes in the binary tree correspond to the input symbols and the codeword of each symbol
is simply its path from the root (Figure 2.1). The Huffman coding algorithm details how to
build an optimal binary tree that can then be used for both encoding and decoding.

The algorithm for constructing the binary tree is an iterative, bottom-up algorithm:

1. Start with an array of leaf nodes that represent the input symbols, where the weight of
each node is the probability of the symbol under P.

2. While there is more than one item in the array:

(a) Remove the two nodes with the lowest weights from the array

(b) Create a new internal node and assign it as the parent of the removed nodes,
where the weight of this new node is the sum of its children’s weights.

(c) Insert the new internal node into the array.
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3. At the end, the remaining node in the array is the root of the binary tree.

Pseudocode for this algorithm is given in Algorithm 1, with Figure 2.2 providing a visual
example. When the array is realized as a heap, the runtime of the algorithm is O(|X| log(|X|))
and its space requirement is O(|X|).

Algorithm 1: Constructing the binary tree for Huffman coding
heap = Heap();
for x in X do

heap.push(Leaf(symbol=x, weight=P(X)));
end
while heap.size() > 1 do

node1 = heap.pop_min();
node2 = heap.pop_min();
new_node = Node(left=node1, right=node2, weight=node1.weight +
node2.weight);

heap.push(new_node);
end
return heap.pop_min();

Huffman coding is an optimal prefix-code, meaning that the average codelength is at
least as good as any other prefix code. The proof of this is quite complex, it is based on an
algorithm that rearranges any binary tree into a Huffman tree. For the proof, see Cover and
Thomas [2012] section 5.8.1.

Huffman coding gets close to Shannon’s limit — the codelength for any given symbol X
is at most ⌈− logP(X)⌉. This means that

EP(X) [|M(X)|]≤ EP(X) [⌈− logP(X)⌉]≤ EP(X) [− logP(X)+1] = H(P)+1 , (2.8)

i.e. Huffman coding results in an average code length within 1 bit of Shannon’s limit.

2.1.3 Arithmetic Coding

While Huffman coding is optimal for prefix-codes, it still has an overhead of 1 additional bit
per input symbol over the entropy, which is too expensive for many applications that encode a
large number of symbols. One alternative idea is to encode short blocks of consecutive input
symbols rather than encoding individual symbols, which reduces the overhead per symbol
and makes the code more efficient. However, the drawback is that the resulting binary tree
grows exponentially with the number of consecutive characters that are encoded together —
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Fig. 2.2 The iterative construction of the binary tree for Huffman coding. At iteration 0, we
start with only the leaf node in the array. In the following iterations, two of the lowest weight
branches are merged into a new internal node until we are left with a single root node in the
array, and the tree is complete.
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if we encode a block of n consecutive symbols, the binary tree needs to be of size O(n|X|),
which quickly becomes computationally intractable.

A second drawback of Huffman coding is that it cannot be used for input sets of countably
infinite size, as this would require an infinite binary tree.

Arithmetic coding [Witten et al., 1987] offers a solution to both of these issues by moving
away from symbol codes and instead encoding all the symbols into a single number. Though
not a prefix code, arithmetic coding is uniquely decodable.

Arithmetic coding works by mapping the input sequence to an interval within [0,1),
proportional to its probability under P. This interval is defined recursively, with the following
rules:

• The interval for the empty sequence is [0,1).

• The interval for the input sequence i1, i2, . . . , ik is given by first dividing the [0,1)
interval proportionally to P(X) for each symbol in X:

X1→ [0,P(X1))

X2→ [P(X1),P(X1)+P(X2))

...

Xn→ [
n−1

∑
i=1

P(Xi),
n

∑
i=1

P(Xi))

...

(2.9)

Let’s denote the interval corresponding to i1 as [x,y). Now assume that we already
recursively computed the interval corresponding to i2, . . . , ik to be [z,w). To get the
interval corresponding to the whole sequence i1, . . . , ik, we simply scale [z,w) into [x,y).
The resulting interval is [x+ z

y−x ,x+
w

y−x). See Figure 2.3 for a visual demonstration
and Algorithm 2 for the pseudo code.

Since we scaled the interval k times, its length is exactly ∏
k
j=1 P(i j), which is equal to

the probability of the input sequence.
Directly encoding the endpoints of this interval is difficult. However, since these intervals

are non-overlapping we can unambiguously identify them by encoding a floating point
number within the interval. From a floating point value within the interval, the decoder can
identify the interval and decode the original sequence.
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Algorithm 2: Arithmetic coding.
input_sequence = [i1, . . . , ik];
begin = 0.0 ;
end = 1.0 ;
for i in input_sequence do

p = 0.0 ;
for X in X do

if X== i then
length = end - begin ;
end = begin + (p + P(X)) / length ;
begin = begin + p / length ;
break ;

else
p += P(X) ;

end
end

end
message = [] ;
value = 0.0;
precision = 0.5 ;
while value < begin or value + precision > end do

if value + precision ≥ begin then
value += precision ;
message.append(‘1’);

else
message.append(‘0’);

end
precision /= 2.0 ;

end
return message ;
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P(A)=0.5 P(B)=0.3 P(C)=0.2
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0.5 0.8

0.25 0.4

[0.37, 0.4)

0.0 1.0

0.011002

The message to encode ‘ABC’ is ‘01100’.

Fig. 2.3 Arithmetic coding. The interval corresponding to the message ‘ABC’ is determined
by recursively subdividing the [0,1) interval proportional to P(X). The resulting interval is
[0.37,0.4). To encode this interval, we transmit the sequence ‘01100’, which corresponds to
the floating point value 0.011002 = 0.37510. The receiver can identify the interval using this
value and decode the original message.

The precision needed for this floating point number is approximately the negative loga-
rithm of the length of the interval:

|M(i1, . . . , ik)| ≤ ⌈−
k

∑
j=1

log2 P(i j)⌉ . (2.10)

This is the case because at this precision, the distance between encodable points is at most
the length of the interval, meaning that it is guaranteed to have an encodable value within the
interval.

To identify where the sequence terminates, we usually need to include an
‘END_OF_SEQUENCE’ symbol in X. This is also common practice for Huffman cod-
ing and it does not affect the asymptotic coding rate.

As the number of encoded symbols approaches infinity, arithmetic coding converges to
Shannon’s rate limit:

lim
k→∞

EP(i1,...,ik)

[ |M(i1, . . . , ik)|
k

]
= lim

k→∞
EP(i1,...,ik)

[
⌈−∑

k
j=1 log2 P(i j)⌉

k

]
= H(P) (2.11)
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Arithmetic coding performs well in the average codelength, but it has two notable
shortcomings. First, its implementation is quite complex, and one must account for the finite
precision of floating point arithmetic in computers. Second, because of the floating point
computations, arithmetic coding can be slow. For this reason, many prefer to use asymmetric
numeral systems (ANS, Duda et al. [2015]), a closely related method that works with integer
values.

2.1.4 Approximating P(X)

Huffman coding, arithmetic coding, and other entropy coding methods perform optimally
when P(X) is available, but their performance suffers when P(X) is unknown or is incorrectly
assumed. For example, if we assume that a set of input symbols have probabilities Q : {A→
0.4,B→ 0.3,C→ 0.2,D→ 0.1}, where the true frequencies are P : {A→ 0.3,B→ 0.0,C→
0.4,D→ 0.3}, the performance of an entropy coding method becomes 2.32 bits per symbol,
well above the theoretically optimal 1.57 bits per symbol.

In general, the overhead of applying a code optimized for distribution Q to inputs from a
different distribution P is measured by the relative entropy:

KL [P || Q ] = EP(X)

 − log2 Q(X)︸ ︷︷ ︸
suboptimal codeword length

− (− log2 P(X))︸ ︷︷ ︸
optimal codeword length

 (2.12)

This quantity is always non-negative, and it is zero if and only if P = Q. Therefore, when
P is not available, the challenge is to approximate P by Q as closely possible to minimize the
resulting overhead.

The issue is that approximating P is extremely difficult for high dimensional data. For
example, a commonly used Q(X) simply captures the colour frequencies of the individual
pixels for image data. This, however, ignores any correlation between neighbouring pixels,
resulting in a substantial overhead.

The appeal in learnt compression is that machine learning allows us to learn P directly
from data, giving a much better approximation than traditional, hand-crafted methods.

2.2 The Principles of Lossy Compression

Lossy compression differs from lossless compression in that it allows the data to have minor
distortions after transmission. In this section, we look at the mathematical principles that
guide lossy compression and explore a deep learning-based approach to it.
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2.2.1 Balancing reconstruction quality and codelength

The loss of quality in the transmitted data is typically measured by a distance metric D(X ,X ′),
where X ′ is the data reconstructed from the messageM(X). This distance metric can take
different forms for different domains. In audio processing, we usually calculate a similarity
metric on the frequencies in the human hearing range. In image processing, the distance
metric is sometimes as simple as the squared distance between the pixel values, but at other
times, entire models are trained to accurately capture the visual similarity between images
[Mittal et al., 2012].

A consequence of using a distance metric to measure distortion is that lossy compression
becomes a multi-objective optimization problem. The expected codelength and the distortion
are two competing objectives that we need to balance against each other in the rate-distortion
tradeoff. While there are complex ways to balance the two, most algorithms opt to use a
linear tradeoff and minimize the combined objective

Llossy = EP(X)

[
λD(X ,X ′)+ |M(X)|

]
, (2.13)

with scalar λ > 0. The performance of lossy compression algorithms is often demonstrated
with the rate-distortion curve that shows the expected codelength for any given distortion
level. These graphs are generated by training the algorithm with different values of λ (we
show examples of rate-distortion curves in Section 4.3.2).

Using an encoding space

At its core, a lossy compression algorithm optimizes a pair of functions: the encoder
e : X→ {0,1}∗ (also called M(·)) and the decoder d : {0,1}∗ → X. The objective in
Equation 2.13 can be restated with these two functions in mind:

Llossy = EP(X) [λD(X ,d(e(X)))+ |e(X)|] . (2.14)

Unfortunately, determining the optimal e and d is an intractable combinatorial optimization
problem in almost all cases. Therefore, lossy compression algorithms introduce a continuous
relaxation to the code space {0,1}∗ in the form of a discrete encoding space Z.

Instead of using the encoder to map data to a binary code, we use it to map to the encoding
space e : X→ Z and use the decoder to map from the encoding space to the reconstruction
d : Z→ X. While the optimal configurations for e and d remain intractable to find, it is now
possible to represent e and d as parametrized functions: we can parametrize e and d with φ

and θ respectively and approximately optimize Llossy w.r.t. φ and θ .
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Fig. 2.4 The basic framework of lossy compression. On the encoder side, given an input, the
encoder (parametrized by φ ) generates the coding distribution qφ (z|X) over the continuous
encoding space Z. Then, qφ (z|X) is used to derive a distribution Qφ (Z|X) over the discrete
set of encodable points Z∗ ⊂ Z. A sample Z′ ∼ Qφ (Z|X) is then encoded in the message
M(Z′). On the decoder side, the receiver first reconstructs Z′ fromM(Z′). Then, the input
can be approximately reconstructed using the decoder parametrized by θ .

Of course, it is also necessary to be able to encode and communicate points in the
encoding space. For this, we assign a discrete a uniquely decodable codeM(Z) to all points
in Z. With this, the sender can transmit the messageM(e(X)), from which the receiver can
approximately reconstruct the input as d(e(X)) after decoding the message.

To further simplify the optimization problem, most algorithms also employ a continuous
relaxation of Z. This allows them to represent e and d as continuous functions that are easier
to optimize. In this case, the encoding space Z is continuous and only a discrete subset
Z∗ ⊂ Z is assigned a codeM. Any Z ∈ Z∗ can be communicated with the messageM(Z)
and no Z /∈ Z∗ is possible to communicate.

A lossy compression algorithm with a continuous relaxation might work as follows:
the encoder takes the input and maps it to the encoding space e(X) ∈ Z. Then, the nearest
encodable point Z′ ∈ Z∗ is transmitted in the place of e(X). Upon the receiver receiving the
messageM(Z′), they can approximately reconstruct the input using d(Z′).

While the continuous relaxation is already significantly easier to optimize than the original
problem, it is still not differentiable w.r.t. φ and θ due to the nearest neighbour selection
breaking continuity. Indeed, it is too restrictive to only use the nearest neighbour as there
may be many encodable points that adequately reconstruct X . To remedy this, the encoder
is modified to map the input to a distribution over the encoding space denoted as qφ (z|X).
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This is most typically formulated as a function that outputs the parameters of a parametrized
distribution (such as the mean and the variance of a Gaussian distribution). Given qφ (z|X),

to select an encodable point, we sample from the distribution Qφ (Z|X) =
qφ (Z|X)

∑Z′∈Z∗ qφ (Z|X) . The
modified training objective

Llossy = EQφ (Z|X)P(X) [λD(X ,dθ (Z))+ |M(Z)|] (2.15)

is now differentiable w.r.t. φ and θ ; thus the encoder and decoder can be trained via gradient
descent.

We have the basic framework for a lossy compression algorithm as shown on Figure 2.4.
While the specifics on exactly how the encoder and decoder are formulated and how the
encodable points are allocated differ from implementation to implementation, they all follow
the general scheme presented here. To give an example, a common model to employ as the
encoder and the decoder is a deep neural network. Training them jointly to optimize Llossy is
a model also known as a variational autoencoder. We introduce both deep neural networks
and variational autoencoders from the probabilistic perspective in Section 2.3.

2.2.2 Connecting lossy and lossless compression

In this section, we explain another interpretation of lossy compression that positions it as a
special case of lossless compression.

Consider the scaled distortion metric λD(X ,X ′) used in lossy compression. An infor-
mation theoretical interpretation of the distance metric is that it is the log-probability of
an improper probability distribution λD(X ,X ′) = − logPθ (X |Z)+C, where X ′ = d(Z) is
the reconstruction, Pθ (X |Z) is the conditional distribution and C is a constant. We use the
notation Pθ (X |Z) to denote that the conditional distribution is generated by the decoder and
parametrized by θ . Many distance metrics, but not all2, can be expressed in this form. For
example, the commonly used square distance corresponds to an unnormalized Gaussian
log-likelihood:

λ (X−X ′)2 =− log

 1
λ
√

π
e
− 1

2

(
X−X ′

λ√
2

)2
+C , (2.16)

where C =− logλ
√

π , i.e. a Gaussian log-density with mean X ′ and standard deviation λ√
2
.

2Distance metrics where the normalizing constant C depends on X or X ′ cannot be expressed in this form.
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With this interpretation, we can understand lossy compression as a method for communi-
cating a distribution under which X has a high likelihood, or in other words, reducing the
uncertainty about X . This means that we are effectively trying to communicate information
about X without fully communicating it. Given Z, the cost of communicating X losslessly
would amount to an additional − logPθ (X |Z) nats using an entropy coding method.

Therefore, lossy compression algorithms where the distance metric corresponds to an
improper log-likelihood are a special case of lossless compression algorithms where the
message is separated into two parts: first communicating Z with messageM(Z) followed by
encoding X given Pθ (X |Z). Lossy compression algorithms simply omit the second message
and thus only provide an approximate reconstruction by taking the mean X ′ = E [Pθ (X |Z)].
Minimizing the lossless codelength is equivalent to optimizing the combined lossy objective:

EQφ (Z,X) [− logPθ (X |Z)+ |M(Z)|]+C = Llossy = EQφ (Z,X) [λD(X ,dθ (Z))+ |M(Z)|] ,
(2.17)

using the shorthand Qφ (Z,X) = Qφ (Z|X)P(X).

The Bits-back Argument

The question remains: what is the optima of Equation 2.17? Shannon’s source coding
theorem provides a lower bound in the entropy H(X), since lossless compression algorithms
cannot perform better than this limit.

Hinton’s bits-back argument [Hinton and Van Camp, 1993b] presents a theoretical
argument that a codelength of

EQφ (Z,X) [− logPθ (X |Z)+ |M(Z)|]≈ EQφ (Z,X)

 − logPθ (X |Z)︸ ︷︷ ︸
conditional log-likelihood

+KL
[

Qφ (Z|X) || P(Z)
]︸ ︷︷ ︸

relative entropy


(2.18)

is achievable where P(Z) denotes the prior distribution over the encoding space induced by
P(X) and Pθ (X |Z).

Interestingly, the argument does not provide a concrete algorithm for achieving this
efficiency. Instead, it suggests the following.

1. Compute the encoding distribution Qφ (Z|X) based on X .

2. Sample Z ∼ Qφ (Z|X) and transmit Z using the coding distribution P(z). The expected
cost of this is EQφ (Z|X) [− logP(Z)].
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3. Finally, transmit X using Z and Pθ (X |Z). The expected cost of this is
EQφ (Z|X) [− logPθ (X |Z)].

At first, it seems that the overall cost is quite high at EQφ (Z|X) [− logP(Z)− logPθ (X |Z)]
nats. However, notice that we had freedom in choosing Z. We could transmit an extra,
auxiliary message in the choice of Z that the receiver can decode. The length of this auxiliary
message is the entropy of Qφ (Z|X). This amounts to sending ‘negative information’ because,
to calculate the effective cost, we must subtract this from the original cost:

EQφ (Z|X) [− logP(Z)− logPθ (X |Z)]−H(Qφ (Z|X)) = KL
[

Qφ (Z|X) || P(Z)
]
+EQφ (Z|X) [− logPθ (X |Z)] .

(2.19)

Observe, that when the variational posterior is exact Qφ (Z|X) = P(Z|X), the cost reduces
to Shannon’s limit:

KL [P(Z|X) || P(Z) ]+EP(Z|X) [− logPθ (X |Z)] =
EP(Z|X) [− logP(Z)− logPθ (X |Z)+ logPθ (X |Z)] = P(X) ,

(2.20)

using Bayes’ theorem.
Note that this argument straightforwardly generalizes from discrete encoding space to

continuous, because the relative entropy between two continuous distributions is the limit of
the relative entropies of their quantized versions ([Cover and Thomas, 2012], section 8.4).

While the arguments gives a good intuition on the information cost, it relies on ‘nega-
tive information’ meaning that there is no practical algorithm that achieves the postulated
efficiency. Also, it only talks about the combined cost of transmitting both Z and X . The
question of the optimal and practical codelength forM(Z) is still an open question, which
we further examine in Chapter 4.

2.3 Deep learning and Variational Autoencoders

In the previous section, we showed how to build highly efficient compression algorithms
given a decent approximation to the generating distribution. In this section, we provide
background on deep neural networks and variational autoencoders. While the previous
sections focused on compression, here we approach these models from the probabilistic
perspective.

The explosive rise of machine learning stems from recent advances in deep learning. Deep
learning refers to a class of models that learn from data using artificial neural networks. They
have achieved impressive performance on learning tasks and are the state-of-the-art method
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Fig. 2.5 A deep neural network with an input layer, a hidden layer, activation function, and
an output layer. The input and the output are dx = dy = 2 dimensional, and the hidden layer
is d1 = 3 dimensional. In practice, neural networks can have hundreds of hidden layers and
hundreds of neurons within the hidden layers.

for many subfields/fields in artificial intelligence, such as image recognition, language and
audio processing etc.

Deep neural networks are loosely inspired by our biological brains. They consist of a
hierarchy of neurons, with each layer applying a linear transformation to the layer below,
where the layers are separated by an activation function (Figure 2.5). They can be trained
very efficiently on large datasets using stochastic gradient descent, and they make use of the
parallel computing capabilities of graphical processing units (GPU). They are also known to
generalize well to previously unseen data.

2.3.1 Neural Networks

A deep neural network learns a mapping f : X → Y between the inputs X = Rdx and
outputs Y = Rdy . It is parametrized by the weights in each layer {w1 ∈ Rdx ×Rd1 ,w2 ∈
Rd1 ×Rd2, . . .wn ∈ Rdn−1 ×Rdn,wy ∈ Rdn ×Rdy} and the bias terms {b1 ∈ Rd1, . . . ,bn ∈
Rd1,by ∈ Rdy} where n is the number of intermediate layers, each with dimensionality
d1, . . . ,dn. The weights determine the strength of the connections between two neurons
in adjacent layers and the bias accounts for a constant offset. The operation of the neural
network is the successive multiplication by weight matrices followed by the activation
function:

f (xxx) = by +wyσ(bn +wnσ(. . .σ(b1 +w1xxx))) , (2.21)
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Fig. 2.6 The ReLU and the sigmoid activation functions.

Fig. 2.7 The LeNet convolutional architecture proposed by Lecun et al. [1998]. Image source:
[Lecun et al., 1998].

where σ denotes the choice of the activation function. The non-linear operation of the
activation function is critical; otherwise, f could only represent linear functions. The two
most popular choices of activation functions are the rectified linear unit (ReLU) [Nair and
Hinton, 2010] and the sigmoid function:

σReLU(xxx) = max(0,xxx), σSigmoid(xxx) =
1

1+ e−xxx . (2.22)

In this work, we use ReLU as it is a popular choice in the scientific community.
For image data, we use a variant of a deep neural network called a convolutional neural

network (CNN) [Zhang et al., 1990]. This variant uses convolutions instead of fully-connected
layers to process the input images, which has the added benefits of cheap evaluation and
invariance to image translation (Figure 2.7). This model found widespread success after
the work of Lecun et al. [1998], who demonstrated its performance in hand-written digit
recognition.
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Training

During training, we optimize the parameters of the model θ = {w1, . . . ,wn,wy,b1, . . . ,bn,by}.
This is done through minimizing a loss function L on a training dataset X train =

{xxx1, . . .xxxN},Y train = {yyy1, . . . ,yyyN}. For example, in the regression setting, it is common
to minimize the average squared error on the training set:

θ ← argmin
θ

∑
N
i=1L( fθ (xxxi),yyyi)

N
with L(ŷyy,yyy) = (ŷyy− yyy)T (ŷyy− yyy) . (2.23)

Unfortunately, there is no practical algorithm to find the global optima of θ . Instead, the
commonly used approach is to minimize the loss using stochastic gradient descent (SGD),
which is guaranteed to converge to a local optima under mild assumptions. In SGD, we make
iterative, small adjustments to θ in the steepest descent direction:

θk+1 = θk− ε∇
∑

N
i=1L( fθk(xxxi),yyyi)

N
, (2.24)

where ε is the learning rate. Calculating the gradients for each iteration would be too
computationally expensive, so we typically estimate the gradients by subsampling the data in
the form of a minibatch {(xxx′1,yyy′1), . . . ,(xxx′M,yyy′M)} ⊂ {(xxx1,yyy1), . . . ,(xxxN ,yyyN)} of size M≪ N:

∑
N
i=1L( fθk(xxxi),yyyi)

N
≈ ∑

M
i=1L( fθk(xxx

′
i),yyy

′
i)

M
. (2.25)

Calculating the gradients for a minibatch is relatively inexpensive. It can be done by
simply applying the chain rule to each layer repeatedly.

Once the model is trained, its parameters are fixed, and it can be used to make predictions.
We benchmark the performance of these models based on how well they generalize to a
previously unseen data. For this, we use a test set X test,Y test that does not overlap with the
training set. This is critical, because it mimics the process of deploying a model in the real
world. It is important that the model does not simply memorize the training data, so we
measure its ability to make meaningful predictions on previously unseen data.

2.3.2 Variational Autoencoders

Generative modelling is a field of deep learning that deals with learning the generating
distribution of a dataset. The generating distribution P is required for entropy coding
algorithms to work efficiently.
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z

X

θϕ

N

Fig. 2.8 The graphical model of a variational autoencoder. It captures the relationship between
the N observed datapoints X and their latent representations z. The solid lines denote the
generative model p(z)Pθ (X |z) and the dotted lines denote the variational approximation
qφ (z|X) to the true posterior p(z|X).

Variational autoencoders (VAE) [Kingma and Welling, 2013] are widely used for this task
in compression. They elegantly model the data generation process as a mapping between a
latent representation z and the observed data X . The underlying assumption is that the data is
generated by sampling unobserved, high-level features from a prior distribution p(z) and then
the observed data is generated using a conditional distribution P(X |z). To give an example, if
the observed data are portraits of people, the unobserved features might describe the person’s
eye colour or nose shape, and the conditional distribution captures the distribution of portraits
(i.e. the actual pixel values) that can be generated conditional on these features.

To map from the latent representation z to the observed data X , we need to learn the con-
ditional distribution P(X |z). And to map from the observed data to the latent representation,
we need to be able to approximate the Bayesian posterior

p(z|X) =
P(X |z)p(z)

P(X)
. (2.26)

We resort to approximating the posterior because computing the exact posterior is intractable
for most conditional distributions.

A VAE captures the conditional distribution and approximates the posterior using two
neural networks. The encoder network3 takes a datapoint X and maps it to an approximation
qφ (z|X) of the posterior p(z|X), while the decoder network takes a latent variable z and maps
it to the conditional distribution Pθ (X |z), where φ and θ are the parameters of the encoder
and decoder networks respectively. Figure 2.8 presents the graphical model, and Figure 2.9
showcases the architecture.

3The encoder network is also often called an amortization network, since it amortizes the cost of inference.
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X
𝜇z|x
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z P(X|z)

z~N(𝜇z|x,σz|x)

Encoder (ϕ) Decoder (θ)Sample

N(𝜇z|x,σz|x)

Fig. 2.9 In a variational autoencoder the encoder and decoder networks are trained jointly.
First, the encoder network maps X to a Gaussian approximate posterior parametrized by
its mean and standard deviation qφ (z|X) = N (z|µz|X ,σz|x). Then, z is sampled from the
approximate posterior. Finally, the decoder network calculates the conditional distribution
Pθ (X |z).

The encoder and the decoder are trained jointly using variational inference, by maximizing
a lower bound to the marginal likelihood.

Variational inference

VAEs use variational inference (VI) to optimize θ and φ jointly. The idea is to approximate
the intractable posterior p(z|X) with an approximate posterior qφ (z|X) from a tractable
family of distributions. In a VAE, the encoder approximates the posterior with a factorized
Gaussian distribution parametrized by its mean and standard deviation.

In order to find qφ (z|X) that closely approximates p(z|X), VI minimizes the relative
entropy of these two distributions:

KL
[

qφ (z|X) || p(z|X)
]
= Eqφ (z|X)

[
logqφ (z|X)− log p(z|X)

]
= Eqφ (z|X)

[
logqφ (z|X)− (logP(X |z)+ log p(z)− logP(X))

]
= Eqφ (z|X)

[
− logP(X |z)+(logqφ (z|X)− log p(z)))

]
+ logP(X)

= Eqφ (z|X) [− logP(X |z)]+KL
[

logqφ (z|X) || log p(z))
]
+ logP(X) ,

(2.27)

where Bayes’ rule is applied in line 2. Since P(X) does not depend on φ , it has no effect in
the optimization. Therefore, minimizing the KL-divergence is equivalent to maximizing the
negation of the remaining terms:

L(φ) = Eqφ (z|X) [logP(X |z)]−KL
[

logqφ (z|X) || log p(z))
]
. (2.28)
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This objective is straight-forward to optimize since it only includes the conditional
distribution, the approximate posterior, and the prior — all of which are known. It is referred
to as the Evidence Lower BOund (ELBO) because, by rearranging Equation 2.27, we can
show that it is a lower bound to the marginal log-likelihood:

logP(X) = KL
[

qφ (z|X) || p(z|X)
]
+L(φ)≥ L(φ) , (2.29)

due to the non-negativity of the KL-divergence. The bound is tight when
KL
[

qφ (z|X) || p(z|X)
]
= 0, i.e. the approximate posterior coincides with the true pos-

terior.
The ELBO in VAEs is optimized using stochastic gradient descent. The remaining

challenge in the training the VAE is calculating the gradient of φ w.r.t. L(φ). To estimate
the gradients, we use the reparametrization trick. The idea is to reparametrize qφ (z|x) using
a fixed distribution (a distribution that has no unknown parameters), so that L(φ) can be
estimated using Monte Carlo sampling. For a factorized Gaussian posterior approximation,
this takes the form of scaling and shifting a standard Gaussian random variable:

z∼ qφ (z|X) is equivalent to z = µz|X +σz|X ε with ε ∼ N(0,1) . (2.30)

Now we can rewrite the expectation w.r.t. ε:

L(φ) = Eε

[
logP(X |z = µz|X +σz|X ε)

]
−KL

[
logqφ (z|X) || log p(z))

]
. (2.31)

Using L Monte Carlo samples, we can get an unbiased estimate of the expectation, leading to
a differentiable loss function to optimize with stochastic gradient descent:

L(φ)≈
L

∑
l=1

logP(X |µqφ (z|X)+σqφ (z|X)ε
(l))−KL

[
logqφ (z|X) || log p(z))

]
with ε

(l) ∼ N(0,1) .

(2.32)

Since this is an unbiased estimate of the loss, its gradients will be unbiased estimates of the
true gradients, thus the process will converge to a local minima. In practice, we typically use
L = 1 samples and subsample the dataset using minibatches.

Strengths and weaknesses

VAEs allow for an efficient representation of high dimensional data using the latent space.
They reduce the problem of communicating the data to communicating its latent representa-
tion, which is often lower dimensional and whose dimensions are uncorrelated.
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They are an ideal tool for lossy compression as they realize the main principle of lossy
compression: the encoder generates the intermediate representation z, from which the receiver
can approximate reconstruct X using the decoder.

Another strength is that VAEs are computationally cheap to use: It only takes a single
forward pass in a neural network to map between the observed data and its latent representa-
tion. In contrast, density estimators such as the PixelCNN [Van Oord et al., 2016] require
many neural network evaluations to encode and decode the data, making them impractical
for compression.

The shortcoming of VAEs is they do not provide a direct estimate of P(X), but merely a
lower bound to it in the form of the ELBO. This means that entropy coding methods, such as
Huffman coding and arithmetic coding, cannot be directly applied, as they require an estimate
of P(X) to operate. Instead, lossless compression algorithms must operate by the principles
presented in Section 2.2.2. First, they need to communicate the latent representation z
followed by encoding X itself.





Chapter 3

Relative Entropy Coding

Previously, we examined the principles of lossy and lossless compression algorithms and
looked at how variational autoencoders (VAE) learn high dimensional distributions by
learning a mapping between datapoints and their latent representations. Recall that a key step
of lossy compression is to encode a sample from the encoding distribution qφ (z |X) . In this
chapter, we take a closer look at the problem. We also present our approach, relative entropy
coding (REC), which can communicate an encoding with codelength close to the theoretical
limit: the relative entropy.

3.1 Bits-back coding

The problem we study in Section 2.2.2 is that given an encoder and a decoder that generate
distributions qφ (z |X) and Pθ (X |z) respectively, we want to communicate a sample z ∼
qφ (z |X) with as short codelength as possible. The bits-back argument [Hinton and Van Camp,
1993b] suggests (Section 2.2.2) that one can encode both z and X for a combined cost equal
to the negative ELBO:

− logPθ (X |z)+KL
[

qφ (z |X) || p(z)
]
, (3.1)

where X is the input, z denotes the stochastic latent representation, and p(z) is the prior
over the latent space. The bits-back argument provides no concrete algorithm to achieve this
codelength, however, recently emerging bits-back coding method reach this efficiency.

Current bits-back compression methods use variants of the Bits-Back with Asymmetric
Numeral Systems (BB-ANS) algorithm [Townsend et al., 2019, 2020]. BB-ANS can achieve
the bits-back compression rate asymptotically by using an ANS stack coder. When encoding
the latent representation, it reuses the bits already on the stack to reduce the additional bits



36 Relative Entropy Coding

-log q(z|X)

-log p(z)

-log q(z|X)

Encoding

1. Draw sample z ~ q(z|X) from the stack:

Auxiliary bits:

2. Encode X using p(X|z):

3. Encode z using p(z):

-log p(X|z)

-log p(z)

Decoding

3. Reconstruct the auxiliary bits using z and q(z|X):

2. Decode X using p(X|z):

1. Decode z using p(z):

-log p(X|z)

Fig. 3.1 BB-ANS uses a stack for encoding and decoding. Starting with some auxiliary bits
on the stack, it first uses the auxiliary bits to draw a sample z∼ qφ (z |X) and removes them
from the stack. Then, it encodes X andz using Pθ (X |z) and p(z) respectively and pushes
them onto the stack. When decoding, it first reconstructs z and X and removes them from the
stack. To restore the stack to its original state, we reconstruct the auxiliary bits that lead to z.
In expectation, the image uses KL

[
qφ (z |X) || p(z)

]
−E [logPθ (X |z)] nats on the stack.

needed to transmit. This, in effect, allows the codes of the inputs to overlap, reclaiming
− logqφ (z |X) nats each time. The algorithm is visualized in Figure 3.1.

While this algorithm only works with discrete posterior distributions, its key advantage
over quantization approaches is that the message length does not depend on the resolution of
the grid points, so it can approximate a continuous distribution using a dense grid.

Multiple recent bits-back papers build on the work of Townsend et al. [2019], who
first proposed BB-ANS. These works elevate the idea from a theoretical argument to a
practically applicable algorithm. Kingma et al. [2019] propose BitSwap, an improvement
to BB-ANS that allows it to be applied to hierarchical VAEs. Ho et al. [2019] extend the
work to general flow models, which significantly improves the asymptotic compression rate.
Finally, Townsend et al. [2020] apply the original BB-ANS algorithm to full-sized images
and improve its run-time by vectorizing its implementation.

Shortcomings Firstly, the algorithm does not extend to lossy compression since it relies on
the exact input to reproduce qφ (z |X) and reconstruct the auxiliary bits. For lossy compres-
sion, we would need an algorithm that can encode z without also encoding X . A second issue
is that the coding rate is only achieved asymptotically. The first input requires a string of
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auxiliary bits to start the sequence, which means that it is inefficient when used to compress
a single input. The size of the auxiliary bits depend on the resolution of the grid. Denser
grids, which provide a better approximation to the continuous latent space, require more,
while sparse grids require fewer bits.

In the following section, we describe our proposed method, Relative Entropy Coding
(REC) that addresses both of these shortcoming.

3.2 Relative Entropy Coding

Relative Entropy Coding (REC) is a lossless compression paradigm that solves the problem
of communicating a sample from the posterior distribution qφ (z |X) given the shared prior
distribution p(z). In more general terms, the sender wants to communicate a sample z to the
receiver from a target distribution q(z) (where the target distribution is only known to the
sender) with a coding distribution p(z) shared between the sender and the receiver, given
a shared source of randomness. That is, over many runs, the empirical distribution of the
transmitted zs converges to q(z). Hence, REC is a stochastic coding scheme, where entropy
coding, by contrast, is fully deterministic.

We refer to algorithms that achieve communication cost provably close to
KL [q(z) || p(z) ] as REC algorithms. We emphasize the counter-intuitive notion, that com-
municating a stochastic sample from q(z) can be much cheaper than communicating any
specific sample z. For example, consider the case when p(z) = q(z) = N (z |0,1). First,
consider the naive approach of sampling z∼ q(z) and encoding it with entropy coding. The
expected codelength of z would be ∞ since the Shannon entropy of a Gaussian random
variable is ∞. Now, consider an REC approach: the sender could simply indicate to the
receiver that they should simply draw a sample from the shared coding distribution p(z),
which has O(1) communication cost.

This problem is studied formally by Harsha et al. [2007]. They show that the relative
entropy is a lower bound to the codelength under the assumption that the target distribution
recovers the coding distribution when averaged over the possible inputs. For VAEs, this
assumption holds when the posterior approximation is exact:

p(z) = EX
[
qφ (z |X)

]
. (3.2)

In this setting, it follows immediately from the data processing inequality that,
in expectation, the message length |M| cannot be smaller than the relative entropy
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KL
[

qφ (z |X) || p(z)
]

[Harsha et al., 2010]:

EX [|M(X)|]≥ H(M(X))≥ I[X :M(X)]≥ I[X : z] = EX
[
KL
[

qφ (z |X) || p(z)
]]
, (3.3)

where I[·] refers to the mutual information and where we applied the data processing inequal-
ity for the Markov chain X →M→ z in the third inequality.

Note that entropy coding is a special case of relative entropy coding. When q(z) has all
the probability mass in a single point z∗, q(z) = δ Dirac(z∗−z), the cost of encoding a sample
becomes KL [δ Dirac(z∗− z) || p(z) ] = log p(z∗), which is the same cost as using an entropy
coding method.

As part of a formal proof, Harsha et al. [2007] presents a rejection sampling algorithm
that gets close to this limit. In practice, the rejection sampling algorithm is computationally
intractable even for small problems; however, it provides a basis for our REC algorithm
presented below.

3.2.1 Index Coding

We present Index Coding (iREC), an REC algorithm that scales to the needs of modern
compression problems. The core idea for the algorithm is to rely on a shared source of
randomness between the sender and the receiver, which takes the form of an infinite sequence
of random samples from the coding distribution z1,z2, . . .

R∼ p(z). This can be practically
realized using a pseudo-random number generator with a shared random seed (denoted by
R∼). To communicate an element zi from the sequence, it is sufficient to transmit its index, i.e.
M(zi) = i. From i the receiver can reconstruct zi by using the shared source of randomness
to generate z1,z2, . . . and then selecting the ith element.

iREC is based on the importance sampling procedure proposed by Havasi et al. [2019].
We first draw M = ⌈exp(KL [q(z) || p(z) ])⌉ samples from p(z), using the shared random
generator. Subsequently, we craft a discrete proxy distribution Q̃, which has support only
on these M samples, and where the probability mass for each sample is proportional to the
importance weights Q̃(zi) ∝

qφ (zi)

p(zi)
(Figure 3.2). Finally, we draw a sample from Q̃ and return

its index i and the sample zi itself (Algorithm 3). Since any number 0≤ i < M can be easily
encoded with KL [q(z) || p(z) ] nats, we can achieve our target coding efficiency. Decoding
the sample is easy: simply draw the ith sample zi from the shared random generator (e.g. by
resetting the random seed) (Algorithm 4).

While this algorithm is remarkably simple and easy to implement, there is of course the
question of whether it is a correct thing to do.
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Fig. 3.2 Left: The target distribution q(z) and coding distribution p(z). Right: After drawing
M = 5 samples from p(z) using the shared random number generator, we form the proxy
distribution Q̃(zm) ∝

q(zm)
p(zm)

over these samples.

Algorithm 3: iREC Encoder. R∼ denotes samples generated using a pseudo random
number generator with a shared seed.

Data: q(z), p(z)
Result: i,zi
M = ⌈exp(KL [q(z) || p(z) ])⌉ ;

z1, . . . ,zM
R∼ p(z) ;

for m← 1 to M do
wm← q(zm)

p(zm)
;

end
for m← 1 to M do

Q̃(zm)← wm
∑

M
j=1 w j

;

end
zi ∼ Q̃(z);
return i,zi ;

Theoretical Analysis The proxy distribution Q̃ in Algorithm 3 is based on an importance
sampling scheme, as its probability masses are defined to be proportional to the usual
importance weights wm = q(zm)

p(zm)
. Under mild assumptions (q, p continuous; wm < ∞) it is

easy to verify that Q̃ converges to q in distribution for M→∞; thus in the limit, iREC samples
from the correct distribution. However, since we collect only M = ⌈exp(KL [q(z) || p(z) ])⌉
samples in order to achieve a short coding length, Q̃ will be biased. Fortunately, it turns out
that M is in exactly the right order so that this bias is small.

Theorem 4 (Low Bias of Proxy Distribution). Let q, p be distributions over z. Let t ≥ 0 and
Q̃ be a discrete distribution constructed by drawing M = exp(KL [q(z) || p(z) ]) samples
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Algorithm 4: iREC Decoder
Data: p(z), i
Result: zi

z1, . . . ,zi
R∼ p(z) ;

return zi ;

{zm}M
m=1 from p and defining Q̃(zm) :=

q(zm)
p(zm)

∑k
q(zk)
p(zk)

. Furthermore, let f (z) be a measurable

function and || f ||q =
√
Eq [ f 2] be its 2-norm under q. Then it holds that

P
(∣∣∣EQ̃ [ f ]−Eq [ f ]

∣∣∣≥ 2|| f ||qρ

1−ρ

)
≤ 2ρ (3.4)

where

ρ =

(
e−

t
4 +2

√
P
(

log
(

q(z)
p(z)

)
> KL [q(z) || p(z) ]+

t
2

)) 1
2

. (3.5)

Theorem 4 is a corollary of Chatterjee and Diaconis [2018], Theorem 1.2, by noting that

EQ̃ [ f ] =
1

∑m
q(zm)
p(zm)

∑
m

f (zm)
q(zm)

p(zm)
, (3.6)

which is precisely the importance sampling estimator for unnormalized distributions (denoted
as Jn in Chatterjee and Diaconis [2018]), i.e. their Theorem 1.2 directly yields Theorem 4.
Note that the term e−t/4 decays quickly with t, and since log q(z)

p(z) is typically concentrated
around its expected value KL [q(z) || p(z) ], the second term in equation 3.5 also quickly
becomes negligible. Thus, roughly speaking, Theorem 4 establishes that Eq [ f ]≈ EQ̃ [ f ] with
high probability, for any measurable function f . This is in particular true for the function
f (z) = logPθ (X |z)− logqφ (z |X)+ log p(z). Note that the expectation of this function is
just the variational objective shown in equation 5.3 and that we optimized to yield qφ in the
first place. Thus, since EQ̃ [ f ]≈ Eq [ f ] = L(φ), replacing q by Q̃ is well justified. Thereby,
any sample of Q̃ can trivially be encoded with KL [q(z) || p(z) ] nats and decoded by simple
reference to a pseudo-random generator.

Note that according to Theorem 4, we should actually take a number of samples somewhat
larger than exp(KL [q(z) || p(z) ]) in order to make ρ sufficiently small. In particular, the
results in Chatterjee and Diaconis [2018] also imply that an overly small number of samples
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will typically be quite off the targeted expectation (for the worst-case f ). In our experiments
we drew M = ⌈exp((1+ ε)KL [q(z) || p(z) ])⌉ as explained in Section 4.2.

3.2.2 Using Auxiliary Variables

An immediate caveat of iREC is that the number M of required samples grows exponentially
in KL [q(z) || p(z) ], which is infeasible for encoding the average image. To overcome this
issue, we split z into a number of auxiliary variables, such that the relative entropies of the
individual auxiliary variables are manageable by iREC.

We propose breaking z up into a sequence of K auxiliary random variables a1:K =

a1, . . . ,aK with independent coding distributions p(a1) . . . , p(aK) such that they fully de-
termine z, i.e. z = f (a1:K) for some function f . Our goal is to derive target distributions
q(ak |a1:k−1) for each of the auxiliary variables given the previous ones, such that by sam-
pling each of them via importance sampling, i.e. ak ∼ q(ak |a1:k−1) for k ∈ {1, . . .K}, we get
a sample z = f (a1:K)∼ q(z). This implies the auxiliary coding distributions p(ak) and target
distributions q(ak |a1:k−1) must satisfy the marginalization properties

p(z) =
∫

δ ( f (a1:K)− z)p(a1:K)da1:K and q(z) =
∫

δ ( f (a1:K)− z)q(a1:K)da1:K ,

(3.7)

where δ is the Dirac delta function, p(a1:K) = ∏
K
k=1 p(ak) and q(a1:K) = ∏

K
k=1 q(ak |a1:k−1).

Note that the coding distributions p(a1) . . . , p(aK) and f can be freely chosen subject to Eq
3.7.

The cost of encoding each auxiliary variable using importance sampling is
equal to the relative entropy between their corresponding target and coding distribu-
tions. Hence, to avoid introducing an overhead to the overall codelength, the tar-
gets must satisfy ∑k KL [q(ak|a1:k−1) || p(ak|a1:k−1) ] = KL [q(z) || p(z) ] (or equivalently
KL [q(a1:K) || p(a1:K) ] = KL [q(z) || p(z) ] when expressed using the joint distribution). To
ensure this, for fixed f and joint auxiliary coding distribution p(a1:K), the joint auxiliary
target distributions must have the form

q(a1:k) :=
∫

p(a1:k |z)q(z)dz for k ∈ {1 . . .K} , (3.8)

where p(a1:k |z) is the Bayesian posterior

p(a1:k |z) =
p(z|a1:k)p(a1:k)

p(z)
. (3.9)
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These are the only possible auxiliary targets that satisfy the condition on the sum of the
relative entropies, which we formally show.

Theorem 5. Provided that ∑k KL [q(ak|a1:k−1) || p(ak|a1:k−1) ] = KL [q(z) || p(z) ] (or
equivalently KL [q(a1:K) || p(a1:K) ] = KL [q(z) || p(z) ]), we must have q(a1:k) :=∫

p(a1:k |z)q(z)dz for k ∈ {1 . . .K}.

Proof. Fix f and the auxiliary coding distributions p(ak |a1:k−1) for k ∈ {1, . . . ,K}. Next,
we seek to find q(a1:K) such that the condition

KL [q(a1:K) || p(a1:K) ] = KL [q(z) || p(z) ] (3.10)

is satisfied. Observe that

KL [q(z,a1:K) || p(z,a1:K) ] = KL [q(z) || p(z) ]+KL [q(a1:K |z) || p(a1:K |z) ]
= KL [q(a1:K) || p(a1:K) ]+KL [q(z |a1:K) || p(z |a1:K) ] ,

(3.11)

where the two equalities follow from breaking up the joint KL using the chain rule of relative
entropies in two different ways.1 Notice that since z = f (a1:K) is a deterministic relationship,
q(z |a1:K) = p(z |a1:K) = δ ( f (a1:K)− z). Hence, we have KL [q(z |a1:K) || p(z |a1:K) ] = 0.
Using this fact to simplify Eq 3.11, we get

KL [q(z) || p(z) ]+KL [q(a1:K |z) || p(a1:K |z) ] = KL [q(a1:K) || p(a1:K) ] . (3.12)

We see that our original condition in Eq 3.10 for the auxiliary targets is satisfied when
KL [q(a1:K |z) || p(a1:K |z) ] = 0. Applying the chain rule of relative entropies K times, the
condition can be rewritten as

KL [q(a1:K |z) || p(a1:K |z) ] =
K

∑
k=1

KL [q(ak |a1:k−1,z) || p(ak |a1:k−1,z) ] = 0. (3.13)

Due to the non-negativity of relative entropy, the above is satisfied if and only if
KL [q(ak |a1:k−1,z) || p(ak |a1:k−1,z) ] = 0 ∀ k ∈ {1, . . . ,K}. This further implies, that

q(ak |a1:k−1,z) = p(ak |a1:k−1,z) as well as q(a1:k |z) = p(a1:k |z) (3.14)

1We use here the definition KL [q(x |y) || p(x) ] = Ex,y∼p(x,y)

[
log q(x |y)

p(x)

]
[Cover and Thomas, 2012].
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Algorithm 5: Simple sequential auxiliary coding scheme. The iREC(·, ·) function
performs importance sampling as described in Algorithm 3

Data: q(z), p(ak |a1:k−1) ∀k ∈ {1, . . . ,K}
Result: S = [i1, . . . , iK]
S = [] ;
q0(z)← q(z) ;
for k← 1 to K do

q(ak |a1:k−1)←
∫

p(ak |a1:k−1,z)qk−1(z)dz ;
ik,ak← iREC(q(ak |a1:k−1), p(ak |a1:k−1))
S.append(ik) ;

qk(z)← p(ak |a1:k−1,z)qk−1(z)
q(ak |a1:k−1)

;
end
return S;

for all k ∈ {1, . . . ,K}. Now, fix k. Then, we have

q(a1:k) =
∫

q(a1:k |z)q(z)dz

=
∫

p(a1:k |z)q(z)dz
(3.15)

by Eq 3.14, as required.

An iterative scheme

A simple way to directly implement an auxiliary variable coding scheme is to draw samples
sequentially from the conditional auxiliary targets q(ak |a1:k−1) with coding distributions
p(ak |a1:k−1) using iREC. At the end of the iterative process, we arrive at the final sample
z = f (a1:K) (Algorithm 5).

After each step, we must calculate the next target distribution q(ak+1 |a1:k) for iREC.
This is done using the following pair recursive relationships:

q(ak |a1:k−1) =
∫

q(ak |a1:k−1,z)q(z |a1:k−1)dz

=
∫

p(ak |a1:k−1,z)q(z |a1:k−1)dz ,

q(z |a1:k) =
q(z,ak |a1:k−1)

q(ak |a1:k−1)
=

p(ak |a1:k−1,z)q(z |a1:k−1)

q(ak |a1:k−1)
,

(3.16)
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where the second equality in both identities follows from Eq 3.14.
With this iterative scheme, we can sequentially sample the values of the auxiliary variables

and eventually arrive to a sample from q(z). The indices S = [i1, . . . , iK] of the samples of
auxiliary variables form the final code that encodes z with the desired codelength.

The form these auxiliary variables take depends on the application. In Chapter 4, we look
at additive auxiliary variables and in Chapter 5, each auxiliary variable defines a dimension
of z.

3.3 Conclusions

In this chapter, we took a closer look at the problem of encoding a sample latent representation
from the posterior. We explained bits-back coding, an algorithm that is able to match the
optimal codelength postulated by the bits-back argument. However, a shortcoming of bits-
back coding was that it was unable to only transmit the latent representation, it also needed
to transmit the input losslessly, which means it cannot be used for lossy compression.

For lossy compression, the core question is comes down to encoding a sample from a
target distribution q(z) given a coding distribution p(z) in as few bits as possible. We call
algorithms that are able to do so with codelength close to the relative entropy as Relative
Entropy Coding (REC) methods.

We present Index Coding (iREC), an REC method that is based on drawing a sequence
of samples z1,z2, . . . from the coding distribution p(z) and communicating the index of a
chosen sample. With the help of a number of auxiliary variables, we arrive to a practical
scheme that achieves the desired codelength.

In the following chapters, we demonstrate the efficacy of iREC by applying it to the
problems of image compression and model compression.



Chapter 4

Image Compression using Relative
Entropy Coding

In the previous chapter, we looked at how index coding (iREC) is able to encode a sample
from the target distribution qφ (z |X) given a coding distribution p(z) using the principles
of Relative Entropy Coding (REC). In this chapter, we present our approach to image
compression based on Variational Autoencoders and iREC.

Compression methods can operate very efficiently in latent space, thus realizing a non-
linear transform coding method [Goyal, 2001; Ballé et al., 2016b]. The sender can use the
encoder to obtain the latent posterior of an image and use the compression algorithm to
transmit a sample latent representation from the posterior. Then, the receiver can use the
decoder to reconstruct the image from the received latent representation. Note that this
reconstruction contains small errors. In lossless compression, the sender must correct for this
by transmitting the residuals along with the latent code. In lossy compression, we omit the
transmission of the residuals, as the VAE is trained to retain high perceptual quality in the
reconstruction.

The most prominent method to communicate the latent representation uses quantization.
Quantization refers to the discretization of the latent space to a set of encodable grid-
points. When encoding the latent representation, we transmit the grid-point with the highest
density under the posterior. While this method is straight-forward to implement, it offers no
guarantees on the codelength or the quality of the latent representation.

Bits-back coding (introduced in Section 3.1) is a recently emerging method to encode the
quantized latent representation in lossless compression. It realizes the optimal compression
rate postulated by the bits-back argument [Hinton and Van Camp, 1993b] (Section 2.2.2): For
a given image, the optimal compression rate using a latent variable model (such as a VAE) is
given by the relative entropy between the latent posterior and the prior KL

[
qφ (z |X) || p(z)

]
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plus the expected residual error E [− logPθ (X |z)], where X is the input image, z denotes the
stochastic latent representation, and p(z) is the prior over the latent space. This quantity is
also known as the negative Evidence Lower BOund (negative ELBO).

Current bits-back compression methods use variants of the Bits-Back with Asymmetric
Numeral Systems (BB-ANS) algorithm [Townsend et al., 2019, 2020; Ho et al., 2019;
Kingma et al., 2019]. BB-ANS can achieve the bits-back compression rate asymptotically
by allowing the codes in a sequence of images to overlap without losing information (hence
getting the bits back). The issue is that BB-ANS is inefficient when used to compress a single
image since it has no other image to overlap with. The compressed size of a single image is
often 2-3 times the original.1

Using iREC (introduced in Section 3.2.1) in the place of quantization or bits-back coding
offers a few advantages. First, an issue concerning virtually every deep image compression
algorithm is that they require a discretized latent space for encoding. This introduces an
inherently non-differentiable step to training, which makes it difficult to train the mode
end-to-end using gradient-based methods. Since our method relies on a shared sequence
of prior samples, it is not necessary to quantize the latent space and it can be applied to
off-the-shelf VAE architectures with continuous latent spaces. To our knowledge, iREC is
the first image compression algorithm that can operate in a continuous latent space.

Second, since the codelength scales with the relative entropy but not with the number
of latent dimensions, the method is unaffected by the pruned dimensions of the VAE, i.e.
dimensions where the posterior collapses back onto the prior [Yang et al., 2020; Lucas et al.,
2019].

Third, our method elegantly extends to lossy compression. If we choose only to encode
a sample from the posterior using iREC, without the residuals, the receiver can use the
decoder to reconstruct an image that is close to the original. In this setting, the VAE is trained
using an objective that allows the model to maintain high perceptual quality even at low bit
rates. The compression rate of the model can be precisely controlled during training using a
β -VAE-like training objective [Higgins et al., 2017b]. Our empirical results confirm that our
REC algorithm is competitive with the state-of-the-art in lossy image compression on the
Kodak dataset [Eastman Kodak Company, 1999].

The key contributions presented in this chapter are as follows:

• iREC, a relative entropy coding method that can encode an image with codelength
close to the negative ELBO for VAEs. We empirically confirm its performance on the
Cifar10, ImageNet32 and Kodak datasets.

1Based on the number of auxiliary bits recommended by Townsend et al. [2020].
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X:
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qϕ(z|X)
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representation:
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(X|z)
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Decode (z)
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X:

Decode (X|z) 
using p𝜃(X|z)

Fig. 4.1 Lossless compression with a VAE. On the left side, we see that the input X is
encoded into two messages: M(z) andM(X |z). M(X |z) is generated using and entropy
coding method with Pθ (X |z). On the right side, we see that X can be recovered from the two
messages by the receiver.

• Our algorithm forgoes the quantization of latent representations entirely; hence, it can
be applied to off-the-shelf VAE architectures with continuous latent spaces.

• The algorithm can be applied to lossy compression, where it is competitive with the
state-of-the-art on the Kodak dataset.

4.1 Lossless and Lossy Compression using a VAE

Consider the compression of an image X ∈ X using a VAE with conditional distribution
Pθ (X |z), approximate posterior qφ (z |X) and a prior distribution p(z) over the latent space Z.
Since a VAE does not provide a direct estimate of the generating distribution P(X), entropy
coding methods cannot be directly used to encode the image. Instead, we rely on a two-stage
communication protocol, where we first transmit the latent representation z, followed by the
encoding of X given z (Figure 4.1). It is assumed that both parties know φ and θ , since they
are fixed parameters of the algorithm:
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X:

Encoder

q𝛷(z|X)

z Compressed 
representation:

M(z) 
M(z)

z

Decoder

Decode M(z)

p𝜃(X|z)

X̅:

Fig. 4.2 Lossy compression using a VAE. On the left side, we see that the input X is encoded
into the messageM(z). On the right side, we see that X can be recovered by the receiver,
but it contains small distortions compared to X .

Lossless compression with a VAE
Encoding X :

• Compute the posterior qφ (z|X).

• Encode a latent representation z∼
qφ (z|X) into the messageM(z).

• Encode X with coding distribution
Pθ (X |z) using an entropy coding
method into the messageM(X).

Decoding X :

• Decode the latent representation z
fromM(z).

• Compute the conditional distribu-
tion Pθ (X |z).

• Decode X using Pθ (X |z) from
M(X).

For lossy compression, we omit the second message. Instead, we take the mean of the
conditional distribution to be the approximate reconstruction X = EPθ (X |z) [X ] (Figure 4.2).
This yields a reconstruction close to the original image, while only having to communicate z:
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Fig. 4.3 In quantization, the encodable values are restricted to a set of gridpoints. Given
the approximate posterior qφ (z |X), the gridpoint with the highest likelihood is selected for
encoding.

Lossy compression with a VAE
Encoding X :

• Compute the posterior qφ (z|X).

• Encode a latent representation z∼
qφ (z|X) into the messageM(z).

Decoding X :

• Decode the latent representation z
fromM(z).

• Compute the conditional distribu-
tion Pθ (X |z).

• Compute the approximate recon-
struction X = EPθ (X |z) [X ].

4.1.1 Quantization

The remaining question is that of communicating a sample z from the posterior qφ (z |X),
given the prior p(z) with messageM(z). First, we look at quantization, the most widely
used approach to transmit z, and examine its shortcomings.

Quantization is a method to encode the latent representation given an approximate
posterior distribution. As the name suggests, it works by quantizing the latent space into a set
of encodable points. These gridpoints have their corresponding codes, usually determined
by an entropy coding algorithm, and no latent representation outside of these is possible
to communicate. An example is shown in Figure 4.3. When provided with a posterior
approximation, one has to select a gridpoint to encode, usually the gridpoint with the highest
likelihood.
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There are various approaches to determining the locations of the gridpoints. A common
approach is to binarize the latent space with gridpoints { -1, 1 } [Toderici et al., 2015]. While
this leads to short codes, the information that can be carried by a latent dimension is limited.
Theis et al. [2017] later extends this scheme to integer values. An alternative to a fixed
grid is an adjustable grid [Ballé et al., 2016a, 2018; Louizos et al., 2017; Yang et al., 2020].
Although the grid needs to be constant for all images, we can adjust its resolution for each
latent dimension based on the average posterior approximation in the training set. If the
variance of the posterior approximation is usually small for a given dimension, we use a
high resolution grid, and if the variance is usually high, we can use a lower resolution grid.
By using high resolution grid points only when it is needed, adjustable grids lead to shorter
codes.

Quantization approaches can work very efficiently. The current state-of-the-art VAE-
based models, Theis et al. [2017]; Ballé et al. [2018] are both quantization based models.
However, the approach does have limitations, and we highlight two issues arising from a
quantized the latent space:

Firstly, there is the issue of non-differentiability. The function for selecting the gridpoint

z = argmaxqφ (z |X) (4.1)

is non-continuous and non-differentiable. Therefore, this model cannot be trained end-to-end
using gradient based methods. An alternative to choosing the maximum likelihood gridpoint
is to choose randomly, with probability proportional to the approximate posterior

Pgrid(z) ∝ qφ (z |X) . (4.2)

The proportional random selection is differentiable w.r.t. φ , but it remains difficult to estimate
the gradient. The reparametrization trick is not applicable, since the gridpoints are discrete, so
a different gradient estimator must be used. Most methods use the straight-trough estimator
[Hinton, 2012], which treats the selection of a gridpoint as the identity when computing the
gradients. This gives a simple but biased estimate of the gradients.

Secondly, there is a lack of guarantee on the performance. If we set the grid resolution to
be too low, we get highly biased samples from the posterior; if we set it to be too high, we get
highly inefficient code. In practice, the parameters of the grid need to be carefully tuned, so
that the samples are representative of the posterior, but the code is not too inefficient. There
are no mathematical guarantees on the quality of the samples or the codelength.

An extreme example of this inefficiency is discussed in [Yang et al., 2020]. When the
approximate posterior coincides with the prior qφ (z |X) = p(z), the latent variable carries
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no information. Yet, the codelength is non-zero since we still have to pick a gridpoint to
transmit. This scenario commonly occurs when the dimensionality of the latent space is too
high. The codelength grows with the size of the latent space, even when most dimensions
carry no information.

4.2 Relative Entropy Coding for Image Compression

In Section 3.2.1, we showed the basic framework of iREC, our proposed REC method.
In our description, we omitted the exact form the auxiliary variables take as this differs
from application to application. For image compression, where the latent prior is a high-
dimensional factorized Gaussian distribution, we propose using additive auxiliary variables.

For a Gaussian coding distribution p(z) = N (z|0,σ2I),2 we propose z = ∑
K
k=1 ak,

p(ak) =N (ak|0,σ2
k I) for k ∈ {1, . . . ,K} such that ∑

K
k=1 σ2

k = σ2 .
The form of the auxiliary coding targets q(ak |a1:k−1) and the conditionals q(z |a1:k) can

be computed in closed form. We only derive the result in the univariate case, but extending
to the diagonal covariance case is straightforward.

First, let p(ak) = N
(
ak |µk,σ

2
k

)
. Now, define bk = ∑

k
i=1 ai, mk = ∑

K
i=k+1 µi and s2

k =

∑
K
i=k+1 σ2

i . Since z = ∑
K
k=1 ak, using the formula for the conditional distribution of sums of

Gaussian random variables3, we get

p(ak |a1:k−1,z) =N
(

ak

∣∣∣∣∣ µk +(z−bk−1−mk−1)
σ2

k

s2
k−1

,
s2

kσ2
k

s2
k−1

)
. (4.3)

Assume that we have already calculated q(z |a1:k−1) = N
(
z |νk−1,ρ

2
k−1
)
. From here, we

notice that by Eq 3.16, both quantities of interest are products and integrals of Gaussian
densities, and hence after some algebraic manipulation, we get

q(ak |a1:k−1) =N
(

ak

∣∣∣∣∣ µk +(νk−1−bk−1−mk−1)
σ2

k

s2
k−1

,
s2

kσ2
k

s2
k−1

+ρ
2
k−1

σ4
k

s4
k−1

)
, (4.4)

20 denotes the dz dimensional zero vector and I denotes the dz× dz identity matrix where dz is the
dimensionality of z.

3For Gaussian random variables X ,Y with means µx,µy and variances σ2
x ,σ

2
y and Z = X +Y , p(x|z) is

normally distributed with mean µx +(z−µx−µy)
σ2

x
σ2

x +σ2
y

and variance
σ2

x σ2
y

σ2
x +σ2

y
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and

q(z |a1:k) =N
(

z

∣∣∣∣∣ (ak−µk)ρ
2
k−1s2

k−1 +(bk−1 +mk−1)σ
2
k ρ2

k−1 +νk−1s2
ks2

k−1

σ2
k ρ2

k−1 + s2
k−1s2

k
,

ρ2
k−1s2

k−1s2
k

σ2
k ρ2

k−1 + s2
k−1s2

k

)
.

(4.5)

Controlling the relative entropies of the auxiliary variables

For importance sampling to be computationally feasible for every auxiliary variable, we
must ensure that the relative entropies are in a computable range. We target a fixed value
for the relative entropies of all auxiliary variables: KL [q(ak |a1:k−1) || p(ak) ]≈Ω, where Ω

is a hyperparameter. We used Ω = 3 in our experiments, which results in M = 21 samples
for importance sampling. This yields K = ⌈KL [q(z) || p(z) ]/Ω⌉ auxiliary variables in total.
We initially set the auxiliary coding distributions by optimizing their variances σ2

k on a small
validation set to achieve relative entropies close to Ω. Later, we found that the ratio of the
variance σ2

k of the k-th auxiliary variable to the remaining variance σ2−∑
k−1
j=1 σ2

j is well
approximated by the power law (K +1− k)−0.79, as shown in Figure 4.4a. In practice, we
used this approximation to set each σ2

k :

σ
2
k =

(
σ

2−
k−1

∑
j=1

σ
2
j

)
(K +1− k)−0.79 . (4.6)

With these auxiliary variables, we fulfil the requirement of keeping the individual relative en-
tropies near or below Ω as shown empirically in Figure 4.4b. To account for the auxiliary vari-
ables whose relative entropy slightly exceeds Ω, in practice, we draw M = ⌈exp(Ω(1+ ε))⌉
samples, where ε is a small non-negative constant (we used ε = 0.2 for lossless and ε = 0.0
for lossy compression), leading to a (1+ ε) increase of the codelength.

Reducing the bias with beam search

An issue with naively applying the iterative auxiliary variable scheme is that the cumulative
bias of importance sampling each auxiliary variable adversely impacts the compression
performance, potentially leading to higher distortion and hence longer codelength.

To reduce this bias, we propose using a beam search algorithm (shown in Algorithm 6
and 7) to search over multiple possible assignments of the auxiliary variables. We maintain
a set of the B lowest bias samples from the auxiliary variables and use the log-importance
weight log q(z)

p(z) as a heuristic measurement of the bias — for an unbiased sample log q(z)
p(z) ≈

KL [q(z) || p(z) ], but for a biased sample, log q(z)
p(z) ≪ KL [q(z) || p(z) ]. For each auxiliary
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Fig. 4.4 (a) The variances of the coding distributions of the auxiliary variables. We observe
that the individually optimized values are well approximated by a power-law. (b) The relative
entropies of the auxiliary variables are near or below Ω. (a) and (b) depict statistics from the
23rd stochastic layer of a 24-layer ResNet VAE, since this layer contains the majority of the
model’s total relative entropy. The remaining 23 layers follow a similar pattern.

variable ak in the sequence, we combine the B lowest bias samples for a1:k−1 with the
M possible importance samples for ak. To choose the B lowest bias samples for the next
iteration, we take the top B samples with the highest importance weights q(a1:k)

p(a1:k)
out of the

B×M possibilities. At the end, we select the a1:K with the highest importance weight
q( f (a1:K))
p( f (a1:K))

= q(z)
p(z) .

We found beam search to be very effective at preventing the accumulation of bias. On
Figure 4.5, we see that even a small number of beams B are enough to significantly reduce
the bias measured by log q(z)

p(z) .

4.2.1 Determining the Hyperparameters

Finding good values for Ω,ε and B is crucial for the good performance of our method. We
want as short a codelength as possible, while also minimizing computational cost. Therefore,
we ran a grid search over a reasonable range of parameter settings for the lossless compression
of a small number of ImageNet32 images. We compare the efficiency of settings by measuring
the codelength overhead they produced in comparison to the ELBO, which represents the
optimal performance. We find that for reasonable settings of Ω (between 5-3) and for fixed ε ,
regular importance sampling (B = 1) gives between 25-80% overhead in codelength, whereas
beam search with B = 5 gives 15-25% and B = 20 gives 10-15%. Setting B > 20 does
not result in significant improvements in overhead, while the computational cost is heavily
increased. Thus, we find that 10-20 beams are sufficient to significantly reduce the bias
(Figure 4.5).
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Algorithm 6: iREC encoder using beam search. Here, R∼ indicates sampling using
a pseudo-random number generator with a shared random seed and arg topB selects
the arguments of the top B ranking elements in a set.

Data: q(z)
Result: (i1, . . . , iK)
K←

⌈
KL[q(z) || p(z) ]

Ω

⌉
;

M← ⌈exp(Ω(1+ ε))⌉ ;
S0←{()} ;
for k← 1 to K do

ak1, . . . ,akM
R∼ p(ak) ;

Ŝk← Sk−1×{1, . . . ,M} ;

Sk← arg topB
( j1,..., jk)∈Ŝk

{
q
(

a1 j1
,...,ak jk

)
p
(

a1 j1
,...,ak jk

)
}

;

end

(i1, . . . , iK)← argmax
( j1,..., jK)∈SK

{
q
(

f
(

a1 j1
,...,aKjK

))
p
(

f
(

a1 j1
,...,aK jK

))
}

;

return (i1, . . . , iK) ;

Algorithm 7: iREC decoder with beam search.
Data: (i1, . . . , iK)
Result: z
M← ⌈exp(Ω(1+ ε))⌉ ;
for k← 1 to K do

ak1, . . . ,akM
R∼ p(ak) ;

end
return f (a1i1

, . . . ,aKiK
) ;

4.3 Experiments

We compare our method against state-of-the-art lossless and lossy compression methods. Our
experiments are implemented in TensorFlow [Abadi et al., 2015] and are publicly available
at https://github.com/gergely-flamich/relative-entropy-coding.

4.3.1 Lossless Compression

We compare our method on single image lossless compression (shown in Table 4.1) against
PNG, WebP and FLIF, Integer Discrete-Flows [Hoogeboom et al., 2019] and the prominent

https://github.com/gergely-flamich/relative-entropy-coding
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Fig. 4.5 The bias in z measured by log q(z)
p(z) . For unbiased samples, Beam search ensures

that log q(z)
p(z) is close to the relative entropy. B is the number of beams. Plotted using the

23rd stochastic layer of a 24-layer ResNet VAE, since this layer contains the majority of the
model’s total relative entropy.

bits-back approaches, Local Bits-Back Coding [Ho et al., 2019], BitSwap [Kingma et al.,
2019] and HiLLoC [Townsend et al., 2020].

Architecture

Our model for these experiments is a ResNet VAE (RVAE) [Kingma et al., 2016] with 24
Gaussian stochastic levels. This model utilizes skip-connections to prevent the posteriors
on the higher stochastic levels to collapse onto the prior and achieves an ELBO that is
competitive with the current state-of-the-art auto-regressive models.

This 24 level model enforces a hierarchical dependency on the latent variables z1, . . . ,z24.
To infer the posterior, the encoder uses bidirectional inference. In bidirectional inference, the
latent variable z24 is inferred first, followed by z23, . . . ,z1 with dependency on all the already
inferred values. For this process, the RVAE uses 24 bottom-up convolutional residual blocks.
To generate images, the decoder uses a top-down pass with 24 deconvolutional residual
blocks again, with dependency on the latent variables higher in the hierarchy. Figure 4.6
depicts the generative and inference passes in an RVAE.

For better comparison, we used the exact model used by Townsend et al. [2020]4 trained
on ImageNet32. The three hyperparameters of iREC are set to Ω = 3, ε = 0.2 and B = 20.

4We used the publicly available trained weights published by the authors of Townsend et al. [2020].
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Fig. 4.6 Bidirectional inference in an RVAE. On the left, we see the generative (decoder) and
inference (encoder) passes in the hierarchy. On the right, we look inside the residual blocks
on the model. Image source: [Kingma et al., 2016].

Results

We evaluated the methods on Cifar10 and ImageNet32, which comprise 32×32 images, and
the Kodak dataset comprised of full-sized images. For Cifar10 and ImageNet32, we used
a subsampled test set of size 1000 due to the speed limitation of our method (currently, it
takes ∼ 1 minute to compress a 32×32 image and 1-10 minutes to compress a larger image).
However, decoding with our method is significantly faster since it does not require running
the beam search procedure.

iREC significantly outperforms other bits-back methods on all datasets since it does not
require auxiliary bits, although it is still slightly behind non-bits-back methods as it has a
∼ 20% overhead compared to the ELBO due to using ε = 0.2.

4.3.2 Lossy Compression

On the lossy compression task, we present average rate-distortion curves calculated using the
PSNR [Huynh-Thu and Ghanbari, 2008] and MS-SSIM [Wang et al., 2004] quality metrics
on the Kodak dataset, shown in Figure 4.7. On both metrics, we compare against JPEG, BPG,
Theis et al. [2017] and Ballé et al. [2018], with the first two being classical methods and the
latter two being ML-based. Additionally, on PSNR we compare against Minnen and Singh
[2020], whose work represents the current state-of-the-art to the best of our knowledge.6

5To overcome the issue of the inefficiency of bits-back methods for single or small-batch image compression,
in practice an efficient single-image compression method (e.g. FLIF) is used to encode the first few images and
only once the overhead of using bits-back methods becomes negligible do we switch to using them (see e.g.
Townsend et al. [2020]).

6For all competing methods, we used publicly available data at https://github.com/tensorflow/compression/
tree/master/results/image_compression.

https://github.com/tensorflow/compression/tree/master/results/image_compression
https://github.com/tensorflow/compression/tree/master/results/image_compression


4.3 Experiments 57

Table 4.1 Single image, lossless compression performance in bits per dimension (lower is
better). The best performing bits-back or REC method is highlighted for each dataset. The
asymptotic rates are included in parenthesis where they are different from the single image
case. To calculate the number of bits needed for single images, we added the number of
auxiliary bits required to the asymptotic compression rate as reported in the respective papers.

Cifar10 (32x32) ImageNet32 (32x32) Kodak (768x512)

Non bits-back

PNG 5.87 6.39 4.35

WebP 4.61 5.29 3.20

FLIF 4.19 4.52 2.90

IDF 3.34 4.18 −

Bits-back5

LBB 54.96 (3.12) 55.72 (3.88) −
BitSwap 6.53 (3.82) 6.97 (4.50) −
HiLLoC 24.51 (3.56) 26.80 (4.20) 17.5 (3.00)

REC
iREC (Ours) 4.18 4.91 3.67

ELBO (RVAE) [3.55] [4.18] [3.00]

Architecture and training

We used an appropriately modified version of the architecture proposed by Ballé et al. (2018).
Concretely, we swapped all latent distributions for Gaussians and made the encoder and
decoder networks two-headed on the appropriate layers to provide both a mean and log-
standard deviation prediction for the latent distributions. For a depiction of our architecture,
see Figure 4.8.

Following Ballé et al. [2018], we trained several models using

Lλ (xxx,φ ,θ) = λD(xxx, x̂xx)−KL
[

qφ (z |xxx) || p(z)
]
, (4.7)

where x̂xx is the reconstruction of the image xxx, and D(·, ·) ∈ {MSE,MS-SSIM} is a differen-
tiable distortion metric.7 Varying λ in the loss yields models with different rate-distortion
trade-offs. Higher λ puts more emphasis on the relative entropy, which leads to shorter
codelength, while lower λ prioritizes the distortion loss, leading to higher quality images.
We optimized 5 models for MSE with λ ∈ {0.001,0.003,0.01,0.03,0.05} and 4 models for
MS-SSIM with λ ∈ {0.003,0.01,0.03,0.08}.

7In practice we used 1−MS-SSIM as the loss function with power factors set to α = β = γ = 1.
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Fig. 4.7 Comparison of REC against classical methods such as JPEG, BPG and competing
ML-based methods. (a) PSNR comparisons (b) MS-SSIM comparisons in decibels, calcu-
lated using the formula −10log10(1−MS-SSIM). See the supplementary material for more
comparisons.

During training, we inferred the parameters of the hyperprior as well (Empirical Bayes).
We trained every model on the CLIC 2018 dataset for 2×105 iterations with a batch size of 8
image patches. As done in Ballé et al. (2018), the patches were 256×256 and were randomly
cropped from the training images. As the dataset is curated for lossy image compression
tasks, we performed no further data preprocessing or augmentation. We found that annealing
the KL divergence in the beginning (also known as warm-up) did not yield a significant
performance increase.

The hyperparameters of iREC were set this time to Ω = 3, ε = 0 and B = 10 (while ε = 0
results in a slight bias in importance sampling, this has no measurable downstream effect).
As can be seen in Figure 4.7, iREC is competitive with the state-of-the-art lossy compression
methods on both metrics.

Further results

We present some additional results that clarify the current shortcomings of iREC and better
illustrate its performance on individual images.

First, we present an extended version of Figure 4.7 in Figure 4.9.

Actual vs Ideal Performance Comparison Since iREC is based on importance sampling,
the posterior sample it returns will be slightly biased, which affects the distortion of the
reconstruction. Furthermore, since it might require setting the oversampling rate ε > 0 in
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Fig. 4.8 PLN network architecture. The blocks signal data transformations, the arrows
signal the flow of information. Block descriptions: Conv2D: 2D convolutions along the
spatial dimensions, where the W ×H×C/S implies a W ×H convolution kernel, with C
target channels and S gives the downsampling rate (given a preceding letter “d”) or the
upsampling rate (given a preceding letter “u”). If the slash is missing, it means that there is
no up/downsampling. All convolutions operate in the same mode with zero-padding. GDN /
IGDN: these are the non-linearities described in Ballé et al. (2016a). Leaky ReLU: elemen-
twise non-linearity defined as max{x,αx}, where we set α = 0.2. Sigmoid: Elementwise
non-linearity defined as 1

1+exp{−x} .
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(a) Performance on PSNR.
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(b) Performance on MS-SSIM.

Fig. 4.9 Comparison of REC against classical methods such as JPEG, JPEG 2000 (Open-
JPEG), BPG and competing ML-based methods. MS-SSIM comparisons are in decibels,
calculated using the formula −10log10(1−MS-SSIM).

some cases, as well as having to communicate some minimal additional side information, the
codelength will also be slightly higher than the theoretical lower bound.

We quantify these discrepancies through visualizing actual and ideal aggregate rate-
distortion curves on the Kodak dataset in Figure 4.10. The bits per pixel are simply calculated
from the compressed file size, and the distortion is calculated using the slightly biased sample
given by iREC. The ideal bits per pixel is calculated by dividing the KL

[
qφ (z |X) || p(z)

]
by the number of pixels, and the ideal distortion is calculated using a sample drawn from
q(z |xxx).

As we can see, the distortion gap increases in low-distortion regimes. This is unsurprising,
since a low-distortion model’s decoder will be more sensitive to biased samples. Interestingly,



4.3 Experiments 61

0.0 0.2 0.4 0.6 0.8 1.0 1.2 1.4
Bits per Pixel

25

30

35

PSNR (RGB) on Kodak

Ballé (2018) (opt. for MSE)

Ballé (2018) (opt. for MS-SSIM)

REC (MSE objective)

Ideal REC (MSE objective)

REC (MS-SSIM objective)

Ideal REC (MSE-SSIM objective)

(a) Performance on PSNR.

0.0 0.2 0.4 0.6 0.8 1.0 1.2 1.4
Bits / Pixel

10

12

14

16

18

20

22

24
MS-SSIM (dB) (RGB) on Kodak

Ballé (2018) (opt. for MSE)

Ballé (2018) (opt. for MS-SSIM)

REC (MSE objective)

Ideal REC (MSE objective)

REC (MS-SSIM objective)

Ideal REC (MS-SSIM objective)

(b) Performance on MS-SSIM.

Fig. 4.10 Actual vs Ideal Performance Comparison (2-level PLN)

the ideal performance of our model matches the performance of the method of Ballé et
al. (2018), even when theirs used a more flexible non-parametric hyperprior, and their
priors and posteriors were selected to suit image compression. By contrast, our model only
used diagonal Gaussian distributions. This indicates that working on more efficient coding
algorithms based on REC could lead to further gains in performance of our approach.

Performance Comparisons on Individual Kodak Images Aggregate rate-distortion
curves can only serve as a way to compare competing methods, and cannot be used to
assess absolute method performance. To address this, we present performance comparisons
on individual Kodak images juxtaposed with the images and their reconstructions (Figures
4.11-4.13).
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(a) MS-SSIM rate-distortion curve for Kodak im-
age 1.
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(c) Kodak image 1: Original (d) Kodak image 1: Reconstruction using model
trained with λ = 0.01

Fig. 4.11 Kodak image 1
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(a) MS-SSIM rate-distortion curve for Kodak im-
age 2.

0.0 0.2 0.4 0.6 0.8 1.0 1.2 1.4 1.6 1.8
Bits per Pixel

20

25

30

35

40

PSNR (RGB) on Kodak

JPEG (4:2:0)
Ballé (2018) (opt. for MSE)
iREC (Ours) (opt. for MSE)

(b) PSNR rate-distortion curve for Kodak image
2.

(c) Kodak image 2: Original (d) Kodak image 2: Reconstruction using model
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Fig. 4.12 Kodak image 2
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Fig. 4.13 Kodak image 3
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4.4 Conclusions

This chapter explains how iREC can be applied in image compression. It enables the use of
latent variable models (and VAEs in particular) with continuous probability distributions for
both lossless and lossy compression.

Our method significantly outperforms bits-back methods on lossless single image com-
pression benchmarks and is competitive with the asymptotic performance of competing
methods. On the lossy compression benchmarks, our method is competitive with the state-
of-the-art for both the PSNR and MS-SSIM perceptual quality metrics. Currently, the main
practical limitation of our method, as well as bits-back methods more generally, is the com-
pression speed. It takes too long to generate the binary code given the target distribution. We
hope to improve upon this in future works.





Chapter 5

Probabilistic Model Compression

In this chapter, we examine model compression. Specifically, we look at methods to efficiently
represent the parameters of a deep neural network. A typical approach is to train a set of
deterministic weights, while applying certain techniques such as pruning and quantization,
and then apply entropy coding to the empirical weight distribution. We present an alternative
approach: MInimal RAndom Code LEarning (MIRACLE). By relaxing weight determinism
and using a full variational distribution over weights, MIRACLE allows for more efficient
coding schemes and consequently higher compression rates. In particular, following the
classical bits-back argument, we encode the network weights using the importance sampling
procedure detailed in Section 3.2.1 [Havasi et al., 2019], requiring only a number of bits
corresponding to the relative entropy between the variational distribution and the coding
distribution.

With the celebrated success of deep learning models and their ever increasing presence,
it has become a key challenge to increase their efficiency. In particular, the rather substantial
memory requirements in neural networks can often conflict with storage and communication
constraints, especially in mobile applications. Moreover, as discussed in Han et al. [2015],
memory accesses are up to three orders of magnitude more costly than arithmetic operations
in terms of energy consumption. Thus, compressing deep learning models has become a
priority goal with a beneficial economic and ecological impact.

Traditional approaches to model compression usually rely on three main techniques:
pruning, quantization and coding. For example, Deep Compression [Han et al., 2016] pro-
poses a pipeline employing all three of these techniques in a systematic manner. From an
information-theoretic perspective, the central routine is coding, while pruning and quantiza-
tion can be seen as helper heuristics to reduce the entropy of the empirical weight-distribution,
leading to shorter encoding lengths [Shannon, 1948a]. Also, the recently proposed Bayesian
Compression [Louizos et al., 2017] falls into this scheme, despite being motivated by the
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bits-back argument [Hinton and Van Camp, 1993a] which theoretically allows for higher
compression rates.1 While the bits-back argument certainly motivated the use of variational
inference in Bayesian Compression, the downstream encoding is still akin to Deep Compres-
sion (and other approaches). In particular, the variational distribution is merely used to derive
a deterministic set of weights, which is subsequently encoded with entropy coding. This
approach, however, does not fully exploit the coding efficiency postulated by the bits-back
argument.

We step aside from the pruning-quantization pipeline and propose a novel coding method
based on iREC, the importance sampling procedure presented in Section 3.2.1. In particular,
we refrain from constructing a deterministic weight-set but rather encode a random weight-
set from the full variational posterior. This is fundamentally different from first drawing
a weight-set and subsequently encoding it – this would be no more efficient than previous
approaches. Rather, importance sampling is allowed to pick a random weight-set which can
be cheaply encoded. We propose a practical scheme which produces an approximate sample
from the variational distribution and which can indeed be encoded with this efficiency. Since
our algorithm learns a distribution over weight-sets and derives a random message from
it, while minimizing the resulting code length, we dub it Minimal Random Code Learning
(MIRACLE).

From a practical perspective, MIRACLE has the advantage that it offers explicit control
over the expected loss and the compression size. This is distinct from previous techniques,
which require tedious tuning of various hyper-parameters and/or thresholds in order to
achieve a certain coding goal. In our method, we can simply control the KL-divergence using
a penalty factor, which directly reflects the achieved code length (plus a small overhead),
while simultaneously optimizing the expected training loss. As a result, we were able to
trace the trade-off curve for compression size versus classification performance. We clearly
outperform previous state-of-the-art in a Pareto sense: For any desired compression rate, our
encoding achieves better performance on the test set; vice versa, for a certain performance
on the test set, our method achieves the highest compression. To summarize, our main
contributions are:

• We introduce MIRACLE, an innovative compression algorithm that trains a variational
distribution and efficiently encodes a random set of weights.

1Recall that the bits-back argument states that, assuming a large dataset and a neural network equipped
with a weight-prior p, the effective coding cost of the network weights is KL

[
qφ (w) || p(w)

]
= Eq

[
log q

p

]
,

where q is a variational posterior. However, in order to realize this effective cost, one needs to encode both the
network weights and the training targets, while it remains unclear whether it can also be achieved for network
weights alone.
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• Our method is easy to implement and offers explicit control over the loss and the
compression size.

• Our algorithm gets close to bits-back efficiency, a lower bound on the codelength.

• The effectiveness of MIRACLE is demonstrated on two common compression tasks,
where it clearly outperforms previous state-of-the-art methods for compressing neural
networks.

In the following section, we discuss related work and introduce required background.
In Section 5.2 we introduce our method. Section 5.3 presents our experimental results and
Section 5.4 concludes the chapter.

5.1 Related Work

There is an ample amount of research on compressing neural networks, so that we will only
discuss the most prominent ones, and those which are related to our work. An early approach
is Optimal Brain Damage [LeCun et al., 1990] which employs the Hessian of the network
weights in order to determine whether weights can be pruned without significantly impacting
training performance. A related but simpler approach was proposed by Han et al. [2015],
where small weights are truncated to zero, alternated with re-training. This simple approach
yielded – somewhat surprisingly – networks which are one order of magnitude smaller, with-
out impairing performance. The approach was refined into a systematic pipeline called Deep
Compression, where magnitude-based weight pruning is followed by weight quantization
(clustering weights) and Huffman coding [Huffman, 1952]. While its compression ratio
(∼ 50×) has been surpassed since, many of the subsequent works took lessons from this
paper.

HashNet proposed by Chen et al. [2015] also follows a simple and surprisingly effective
approach: They exploit the fact that training of neural networks is resistant to imposing
random constraints on the weights. In particular, they use hashing to enforce groups of
weights to share the same value, yielding memory reductions of up to 64× with gracefully
degrading performance. Weightless encoding by Reagen et al. [2018] demonstrates that
neural networks are resilient to weight noise, and exploits this fact for a lossy compression
algorithm. A probabilistic approach, Bayesian Compression [Louizos et al., 2017], uses a
Bayesian variational framework and is motivated by the bits-back argument [Hinton and
Van Camp, 1993a]. Since this work is the closest to ours, albeit with important differences,
we discuss Bayesian Compression and the bits-back argument in more detail.
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The basic approach is to equip the network weights w with a prior p and to approximate
the posterior using the standard variational framework, i.e. maximize the evidence lower
bound (ELBO) for a given dataset D

Eqφ
[logP(D|w)]−KL

[
qφ (w) || p(w)

]
, (5.1)

w.r.t. the variational distribution qφ , parameterized by φ . Recall that the bits-back argument
(Section 2.2.2) [Hinton and Van Camp, 1993a] establishes a connection between the Bayesian
variational framework and the Minimum Description Length (MDL) principle [Grünwald,
2007]. Assuming a large dataset D of input-target pairs, we aim to use the neural network
to transmit the labels with a minimal message, while the inputs are assumed to be public.
According to the bits-back argument, the cost of communicating D is the expected cost of
communicating a random weight-set from the approximate posterior w∗ ∼ qφ plus the cost
of communicating the residuals − logP(D|w∗) minus the information cost of an auxiliary
message that we can communicate in the choice of w∗:

Eqφ
[− logP(D|w)]︸ ︷︷ ︸

residuals

+Eqφ
[− log p(w)]︸ ︷︷ ︸

sample weight-set

−Eqφ

[
− logqφ (w)

]︸ ︷︷ ︸
auxiliary message

, (5.2)

which recovers the ELBO as the negative MDL. In equation 5.2, we slightly cheated with the
notation. The bits-back argument originally stated this result for probability mass functions,
meaning that for continuous p(w) and qφ (w), both the cost of the sample weight-set and the
auxiliary message are infinite. However, as we discussed in Section 2.2.2, the KL-divergence
is consistent thus the sum exists in the continuous case and it can be expressed using the
probability densities.

In [Hinton and Zemel, 1994; Frey and Hinton, 1997], coding schemes were proposed
which practically exploited the bits-back argument for the purpose of coding data. However,
it is not clear how the auxiliary message can be spent solely for the purpose of model
compression, as we only want to store a representation of our model, while discarding the
training data.

While Bayesian Compression is certainly motivated by the bits-back argument, it actually
does not strive for the postulated coding efficiency KL

[
qφ || p

]
. Rather, this method imposes

a sparsity inducing prior distribution to aid the pruning process. Moreover, high posterior
variance is translated into reduced precision which constitutes a heuristic for determining
the resolution of the grid used in quantization. In the end, Bayesian Compression merely
produces a deterministic weight-set w∗ which is encoded similar as in preceding works.
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5.2 Minimal Random Code Learning

Consider the scenario where we want to train a neural network but our final memory budget to
store the network is constrained to C nats. As illustrated in the previous section, a variational
approach offers — in principle — a simple and elegant solution. Before we proceed, we
note that we do not consider our approach to be a strictly Bayesian one, but rather based on
the MDL principle, although these two are of course highly related [Grünwald, 2007]. In
particular, we refer to p as an encoding distribution rather than a prior, and moreover we will
use a framework akin to the β -VAE [Higgins et al., 2017a] which better reflects our goal
of efficient coding. The crucial difference to the β -VAE being that we encode parameters
rather than data.

Now, similar to Louizos et al. [2017], we first fix a suitable network architecture, select
an encoding distribution p and a parameterized variational family qφ for the network weights
w. We consider, however, a slightly different variational objective related to the β -VAE:

L(φ) = Eqφ
[log p(D|w)]︸ ︷︷ ︸
negative loss

−β KL
[

qφ || p
]︸ ︷︷ ︸

model complexity

. (5.3)

This objective directly reflects our goal of achieving both a good training performance (loss
term) and being able to represent our model with a short code (model complexity). The KL
term serves as a regularizer, analogous to weight-decay. After obtaining qφ by maximizing
equation 5.3, a weight-set drawn from qφ will perform comparable to a deterministically
trained network, since the variance of the negative loss is small.2 Thus, our declared goal
is to draw a sample from qφ such that this sample can be encoded as efficiently as possible.
This can be formulated as the following communication problem.

Alice observes a training data set (X ,Y ) =D drawn from an unknown distribution p(D).
She trains a variational distribution qφ (w) by optimizing equation 5.3 for a given β using a
deterministic algorithm. Subsequently, she wishes to send a messageM(D) to Bob, which
allows him to generate a sample distributed according to qφ . How long does this message
need to be?

Notice that we arrived to the problem of Relative Entropy Coding: we wish to encode
a random set of weights from a target distribution qφ (w) using a coding distribution p(w).
With an assumption on the data generating distribution p(D), we can establish a lower
bound analogous to the one in Section 3.2. Since the variational parameters φ depend on the
realized dataset D, we can interpret the variational distribution as a conditional distribution

2This is an empirical observation for neural networks. When training a variational distribution, the variance
of the loss is comparatively small to the mean.
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q(w|D) := qφ (w), giving rise to the joint q(w,D) = q(w|D)p(D). Now, our assumption
about p(D) is that

∫
q(w|D)p(D)dD = p(w), that is, the variational distribution qφ yields

the assumed encoding distribution p(w), when averaged over all possible datasets. Note that
this a similar strong assumption as in a Bayesian setting, where we assume that the data
distribution is given as p(D) = ∫

p(D|w)p(w)dw. In this setting, it follows immediately
from the data processing inequality [Harsha et al., 2010] that in expectation the message
length |M| cannot be smaller than KL

[
qφ || p

]
:

ED [|M|]≥ H[M]≥ I[D :M]≥ I[D : www] =
∫

KL [q(w|D) || p(w) ] dD = ED
[
KL
[

qφ || p
]]
,

(5.4)

where I refers to the mutual information and in the third inequality we applied the data
processing inequality for Markov chain D→M→ www.

Recall iREC, our proposed importance sampling algorithm from Section 3.2.1. We
first draw M = ⌈exp(KL

[
qφ || p

]
)⌉ samples from p, using the shared random generator.

Subsequently, we craft a discrete proxy distribution Q̃, which has support only on these M
samples, and where the probability mass for each sample is proportional to the importance
weights qφ (wm)

p(wm)
. Finally, we draw a sample from Q̃ and return its index i∗ and the sample

wi∗ itself. Since any number 0≤ i∗ < M can be easily encoded with KL
[

qφ || p
]

nats, we
achieve our aimed coding efficiency. Decoding the sample is easy: simply draw the i∗th

sample wi∗ from the shared random generator (e.g. by resetting the random seed).
We proved in Theorem 4 that for a function f , EQ̃ [ f ]≈ Eqφ

[ f ] under mild conditions.

This is in particular true for the function f (w) = log p(D|w)−β log qφ (w)

p(w) . The expectation
of this function is just the variational objective equation 5.3 that we optimized to yield qφ

in the first place; thus, since Q̃ preserves the training objective EQ̃[ f ] ≈ Eqφ
[ f ] = L(φ),

replacing qφ by Q̃ is well justified. Thereby, any sample from Q̃ can be trivially encoded
with KL

[
qφ || p

]
nats, and decoded by simple reference to a pseudo-random generator.

Note that according to Theorem 4 we should actually take a number of samples somewhat
larger than ⌈exp(KL

[
qφ || p

]
)⌉ in order to make ρ sufficiently small. In particular, the

results in [Chatterjee and Diaconis, 2018] also imply that a too small number of samples will
typically be quite off the targeted expectation (for the worst-case f ). However, although our
choice of number of samples is at a critical point, in our experiments this number of samples
yielded very good results.
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Algorithm 8: Minimal Random Code Learning (MIRACLE). iREC refers to the
importance sampling algorithm in Algorithm 3.

Data: D, model with parameters w, C, Cloc, I0, I
Result: i∗1 . . . i

∗
K

Randomly split w into K = ⌈ C
Cloc
⌉ blocks {w0, . . .wK−1} ;

O← {0, . . . ,K−1} ;
βk← εβ0, for k ∈ {0, . . . ,K−1} ;
VariationalUpdates(iterations=I0, remaining_blocks=O) ;
while O ≠ /0 do

Draw random k from O ;
i∗k ,wk← iREC(qφ (wk), p(wk)) ;
VariationalUpdates(iterations=I, remaining_blocks=O) ;

end
return i∗1 . . . i

∗
K ;

Algorithm 9: VariationalUpdates(I, O). ∇LO is estimated using minibatches in
practice.

Data: iterations=I, remaining_blocks=O
LO := Eqφ ({wk}k∈O) [log p(D|w)]−∑k∈O βkKL

[
qφ (wk) || p(wk)

]
;

for j ∈ [0, . . . , I−1] do
w← w− εlr∇LO ;
for k ∈ O do

if KL
[

qφ (wk) || p(wk))
]
>Cloc then

βk← (1+ εβ )×βk ;
else

βk← βk/(1+ εβ ) ;
end

end
end

5.2.1 Practical Implementation

In this section, we describe the application of importance sampling within a practical learning
algorithm — Minimal Random Code Learning (MIRACLE).

For both qφ and p, we use Gaussians with diagonal covariance matrices. For qφ , the
variational parameters φ constitute of all means and standard deviations. The mean of p is
fixed to zero, and the standard deviation is separate for each layer. These shared parameters of
p are learned jointly with qφ , i.e. the encoding distribution was also adapted to the task. This
choice of distributions allowed us to use the reparametrization trick for effective variational
training and furthermore, KL

[
qφ || p

]
can be computed analytically.
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Generating M = ⌈exp(KL
[

qφ || p
]
)⌉ samples is infeasible for any reasonable

KL
[

qφ || p
]
. In Section 3.2.1, we addressed this by introducing a number of auxiliary

variables. Here, since MIRACLE precedes iREC, we use a more rudimentary version of
the auxiliary variable scheme. We define the auxiliary variables along the dimensions of
the weight vector. We set a global coding goal of C nats and a local coding goal of Cloc

nats. We randomly split the weight vector w into K = ⌈ C
Cloc
⌉ equally sized blocks and assign

each block an allowance of Cloc nats. For example, fixing Cloc to 11.09nats≈ 16bits, corre-
sponds to M = 65536 samples which need to be drawn per block. We impose block-wise
KL constraints using block-wise penalty factors βb, which are automatically annealed via
multiplication/division with (1+ εβ ) during the variational updates. If the KL-divergence of
block b exceeds the constraint, βb is increased to βb(1+ εβ ) and if it is below the constraint,
βb is reduced to βb

1+εβ
. Note that the random splitting into K blocks can be efficiently coded

via the shared random generator, and only the number K needs to be communicated.
The algorithm is depicted in Algorithm 8. First, we randomly allocate the previously

mentioned blocks using a shared random generator. We then train the variational parameters
until convergence (I0 iterations) by optimizing L(φ). Next, we alternate between encoding
single blocks using importance sampling and updating the variational distribution of the
not-yet encoded blocks by spending I intermediate variational iterations. To this end, we
define a variational objective LO w.r.t. to blocks which have not been coded yet, while
weights of already encoded blocks are fixed to their encoded value (Algorithm 9). Intuitively,
this allows us to improve the variational posterior by conditioning it on the values of the
already encoded blocks. Theoretically, this amounts to a rich auto-regressive variational
family qφ , as the blocks which remain to be updated are effectively conditioned on the
weights which have already been encoded. We further investigate this method for optimizing
the variational posterior in Chapter 6. We also found that the hashing trick, which randomly
conditions weights to share the same value, [Chen et al., 2015] further improves performance
(not depicted in Algorithm 8 for simplicity). While Chen et al. [2015] apply it to reduce the
entropy, in our case it helps to restrict the optimization space and reduces the dimensionality
of both p and qφ . We found that this typically improves the compression rate by a factor of
∼ 1.5×.

5.3 Experimental Results

The experiments3 were conducted on two common benchmarks: LeNet-5 on MNIST and
VGG-16 on CIFAR-10. As baselines, we used three recent state-of-the-art methods, namely

3The code is publicly available at https://github.com/cambridge-mlg/miracle

https://github.com/cambridge-mlg/miracle
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Fig. 5.1 The error rate and the compression size for various compression methods. Lower
left is better.

Deep Compression [Han et al., 2016], Weightless encoding [Reagen et al., 2018] and Bayesian
Compression [Louizos et al., 2017]. The performance of the baseline methods are quoted
from their respective source materials.

For training MIRACLE, we used Adam [Kingma and Ba, 2014a] with the default learning
rate (10−3), and we set εβ0 = 10−8 and εβ = 5×10−5. For VGG, the means of the weights
are initialized using a pretrained model.4 The three parameters of MIRACLE are the number
of bits per group, the group sizes, and the hashing trick group sizes. When setting these
parameters, a rule of thumb is that the number of bits per group should be between 5 and
20 so that generating exp(KL [q || p ]) samples is feasible, and the group size should be in
the order of 10-50 weights per group. We recommend applying the hashing trick mainly to
reduce the size of the largest layers. In particular, we applied the hashing trick to layers 2
and 3 in LeNet-5 to reduce their sizes by 2× and 64× respectively and to layers 10-16 in
VGG to reduce their sizes 8×. The local coding goal Cloc was fixed at 20 bits for LeNet-5
and it was varied between 15 and 5 bits for VGG (B was kept constant). For the number of
intermediate variational updates I, we used I = 50 for LeNet-5 and I = 1 for VGG in order
to keep training time reasonable (≈ 1 day on a single NVIDIA P100 for VGG). Finally, since
any sample of the proxy Q̃ can be encoded efficiently, we experimented to use the sample wk

with highest probability Q̃(wk), rather than drawing a random one. This slightly improved
our results in terms of test error.

4For preprocessing the data and pretraining, we followed an open source implementation that can be found
at https://github.com/chengyangfu/pytorch-vgg-cifar10

https://github.com/chengyangfu/pytorch-vgg-cifar10
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Table 5.1 Numerical performance of the compression algorithms.

Model Compression Size Ratio Test error

LeNet-5 on MNIST

Uncompressed model 1720 kB 1× 0.7 %
Deep Compression 44 kB 39× 0.8 %
Weightless 5 4.52 kB 382× 1.0 %
Bayesian Compression 2.3 kB 771× 1.0 %
MIRACLE (Lowest error) 3.03 kB 555× 0.69 %
MIRACLE (Highest compression) 1.52 kB 1110× 0.96 %

VGG-16 on CIFAR-10

Uncompressed model 60 MB 1× 6.5 %
Bayesian Compression 642 kB 95× 8.6 %
Bayesian Compression 525 kB 116× 9.2 %
MIRACLE (Lowest error) 417 kB 147× 6.57 %
MIRACLE (Highest compression) 168 kB 365× 10.0 %

The performance trade-offs (test error rate and compression size) of MIRACLE along
with the baseline methods and the uncompressed model are shown in Figure 5.1 and Table
5.1. For MIRACLE, we can easily construct the Pareto frontier, by starting with a large
coding goal C (i.e. allowing a large coding length) and successively reducing it. Constructing
such a Pareto frontier for other methods is delicate, as it requires re-tuning hyper-parameters
which are often only indirectly related to the compression size – for MIRACLE, it is directly
reflected via the KL-term. We see that MIRACLE is Pareto-better than the competitors: for a
given test error rate, we achieve better compression, while for a given model size, we achieve
lower test error.

5.4 Conclusions

In this chapter, we followed through the philosophy of the bits-back argument towards
the goal of coding model parameters. The basic insight here is that restricting to a single
deterministic weight-set and aiming to coding it in a classic Shannon-style is sub-optimal.
Neural networks — and other deep learning models — are highly overparameterized, and
consequently there are many “good” parameterizations. Thus, rather than focusing on a
single weight-set, we showed that this fact can be exploited for coding, by selecting an
easily encodable weight-set (with the help of a pseudo random number generator) from the
set of “good” ones. Our algorithm is backed by recent information-theoretic insights, yet
it is simple to implement. We demonstrated that MIRACLE clearly outperforms previous
state-of-the-art.



Chapter 6

An Auxiliary Variable Method for
Variational Inference

In the previous chapters, we explored the strong connection between compressibility and
variational inference. Interestingly, in Section 5.2.1, we saw when we were encoding the
model weights that the iterative optimization of the variational approximation led to a shorter
codelength. In this chapter, we further investigate this finding and show that this is a general
result: iteratively optimizing the variational posterior leads to a more flexible approximation.
We demonstrate theoretically that the method optimizes a valid ELBO, and that it always
improves the quality of the approximation. Our findings are also supported by empirical
results on a variety of benchmark problems.

Uncertainty plays a crucial role in a multitude of machine learning applications, ranging
from weather prediction to drug discovery. Poor predictive uncertainty risks potentially
poor outcomes, especially in domains such as medical diagnosis or autonomous vehicles,
where high confidence errors may be especially costly [Amodei et al., 2016]. Thus, it is
tremendously important that the underlying model provides high quality uncertainty estimates
along with its predictions.

By marginalizing over a posterior distribution over the parameters given the training data,
Bayesian inference provides a principled approach to capturing uncertainty. Unfortunately,
exact Bayesian inference is not generally tractable. Variational inference (VI) instead ap-
proximates the true posterior with a simpler distribution. VI is appealing since it reduces the
problem of inference to an optimization problem, where the goal is to minimize the discrep-
ancy between the true posterior and the variational posterior. The key challenge, however, is
the task of training expressive posterior approximations that can capture the true posterior
without significantly increasing computational and memory costs. The most widely used one
is the mean-field approximation, where the posterior is represented using an independent
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Gaussian distribution over all the model parameters. The mean-field approximation is easy
to train, but it fails to capture dependencies and multi-modality in the true posterior.

We investigate how the iterative optimization of the variational posterior in Section 5.2.1
can be used to generate samples from a highly flexible posterior approximation. Recall
that we start with a coarse mean-field approximation. Then, we make iterative, inexpensive
refinements as we sample subsets of the model parameters. Here, we use the more general
setting and sample values of auxiliary variables rather than subsets of the model parameters.
We show that through this process, we can generate samples that capture both dependencies
and multi-modality in the true posterior.

We use the auxiliary variable method described in Section 3.2.2. We express the model
parameters w using a number of additive auxiliary variables w = a1 + . . .+aK (Figure 6.1
left) that leave the marginal distribution unchanged. The refinement process takes place over
K optimization steps. In each step, we sample the value of an auxiliary variable according
to the current variational approximation ak ∼ q(ak) and optimize the approximation by
conditioning on the newly sampled value q(w) ≈ p(w|xxx,yyy,a1:k) (k = 1 . . .K) similarly to
how it is done in Algorithm 8. At the end, we obtain a sample w = a1 + . . .+aK from the
refined posterior qref(w). To obtain further samples, we must go back to our initial, coarse
approximation and repeat the K-step process again. We refer to the refinements as local,
because after sampling each auxiliary variable, the process moves towards smaller scale
adjustments until it reaches w. Figure 6.1 gives a high level illustration of the process.

The refined posterior is a highly flexible approximation to the true posterior. It is able
to capture dependencies and multi-modality even when these are absent from the initial
variational approximation. We demonstrate the multi-modality of the refined posterior on a
synthetic example, and we show how the refined posterior is able to capture dependencies in
a hierarchical inference problem.

We theoretically show that the refined posterior improves the ELBO over the initial
variational approximation. We also demonstrate this empirically by applying the method to
Bayesian neural networks on common regression and image classification benchmarks.

Generating each sample requires a series of optimization steps that come with associated
computational costs. We found that the computational overhead of generating a small set
of samples for prediction amounts to ∼ 30% of the cost of training the initial variational
approximation; thus, the refinement process is able to generate a set of high-quality posterior
samples at the cost of a small computational overhead (compared to training a standard
mean-field approximation).

Summary of contributions:
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Fig. 6.1 (Left) The supervised learning model and augmented model respectively where w
is expressed as a sum of independent auxiliary variables. (Right) High level illustration of
the refining algorithm. In each iteration, the value of an auxiliary variable is fixed, and the
posterior is locally adjusted. In the final iteration, a sample is drawn from w. Through the
iterations, the variational distribution is able to approximate well the true posterior in a local
region.

• A novel algorithm for generating samples from a refined variational distribution. The
refined posterior can capture both dependencies and multi-modality, which we also
confirm empirically.

• We provide theoretical guarantees that the refinement steps always improve the quality
of the variational distribution under mild conditions.

• We evaluate the effectiveness of the method on Bayesian neural networks on a set of
UCI regression and image classification benchmarks. We observe that our method
consistently improves the quality of the approximation, as evidenced by a higher ELBO
and likelihood of the samples.

• Finally, we showcase the effectiveness of the method at ResNet scale (ResNet-20, He
et al. [2016]) on CIFAR10 and demonstrate that it not only improves the variational
posterior, but also achieves competitive accuracy with an ensemble of deterministic
models, which is a strong baseline for this task [Lakshminarayanan et al., 2017; Ovadia
et al., 2019].

6.1 Generating samples by refining the variational
posterior

The main issue with variational inference is the inflexibility of the posterior approximation.
The most widely used variant of variational inference, mean-field variational inference,
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Algorithm 10: RefineAndSample(φ0)
Data: qφ0

Result: w1:M
for m = 1, . . . ,M do

for k = 1, . . . ,K do
Sample ak ∼ qφk−1(ak) ;
Initialize qφk(w)← qφk−1(w|ak) ;
Optimize φk← argmaxφk

L|a1:k
(φk) ;

end
Sample wm ∼ qφK(w) ;

end
return w1:M ;

approximates the posterior with independent Gaussians across all dimensions. This approxi-
mation is too simplistic to capture the complexities of the posterior for complicated models.
With our proposed method, it is feasible to generate samples from a detailed posterior by
starting with a mean-field approximation and refining it in selected, local regions. Note that
the method does not yield an analytic form to the detailed posterior, it generates a set of
samples w1:M from it.

The graphical model is augmented with a finite number of auxiliary variables a1:K as
shown in Figure 6.1. The constraints are that (x,y) must be conditionally independent of
the auxiliary variables given w and that they must not affect the prior distribution p(w).
These constraints ensure that the marginal likelihood log p(y|xxx) is unchanged, enabling us
to train the augmented model with the same ELBO as the unaugmented model. In our
method, the model is unaffected by the auxiliary variables. Their purpose is solely to aid the
inference procedure. Given a Gaussian prior N (w|0,σ2

wI) over w, we express w as a sum of
independent auxiliary variables1

w =
K

∑
k=1

ak, with p(ak) =N (ak|0,σ2
ak

I) for k = 1 . . .K ,

while ensuring that ∑
K
k=1 σ2

ak
= σ2

w, so that the prior p(w) =N (w|0,σ2
wI) remains unchanged.

We refine the approximate posterior to generate each sample w1:M. Specifically, this
refers to iteratively sampling the values of the auxiliary variables a1:K and then approximating
the posterior of w, conditional on the sampled values i.e. qφk(w) approximates p(w|xxx,yyy,a1:k)

1While we are focusing on one specific definition of the auxiliary variables, additive auxiliary variables,
note that all of our results straight-forwardly generalize to arbitrary joint distributions p(w,a1:K) that meet the
constraints.
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for iterations k = 1 . . .K (φk is dependent on a1:k). That is, starting from the initial mean-field
approximation qφ0(w), for k = 1, ...,K,

1. Sample the value of ak using the current variational approximation and fix its value.

ak ∼ qφk−1(ak) =
∫

p(ak|a1:k−1,w)qφk−1(w)dw (6.1)

A sample can be obtained by first sampling w ∼ qφk−1(w) followed by ak ∼
p(ak|a1:k−1,w). This is straightforward for exponential families and factorized distri-
butions. The closed form for p(ak|a1:k−1,w) is provided in Equation 4.3.

2. Optimize the variational approximation conditional on the sampled ak: qφk(w) ≈
p(w|xxx,yyy,a1:k).

φk← argminKL
[

qφk(w) || p(w|xxx,yyy,a1:k)
]

(6.2)

This optimization is very fast in practice if φk is initialized using the solution from the
previous iteration: qφk(w)

init← qφk−1(w|ak), which is provided in Equation 4.5.

We then obtain w = ∑
K
k=1 ak. Analogous to VI, the KL-divergence in step 2 is minimized by

maximizing the conditional ELBO

L|a1:k
(φk) = Eqφk

[
log p(yyy|xxx,w)

]
−KL

[
qφk(w) || p(w|a1:k)

]
, (6.3)

where p(w|a1:k) =N (w|∑k
i=1 ai, I(σ2

w−∑
k
i=1 σ2

i )). Note that, when k = K, the numerical
minimization of KL

[
qφk(w) || p(w|xxx,yyy,a1:k)

]
is unnecessary since in this case, the optimal

qφK(w) is a delta function located at the sum of the sampled a1:K .
In order to generate M independent samples w1:M from the refined posterior, the previous

process has to be repeated M times, sampling new values for a1:K each time.

6.1.1 Multi-Modal Toy Example

We use a synthetic toy example to demonstrate the procedure and to show that through the
refinement steps, the approach is able to capture multiple posterior modes. In this example,
we have a single weight w with prior p(w) =N (w|0,1) and a complex posterior with four
modes. Figure 6.2b shows that a Gaussian approximation fails to capture the multi-modal
nature of the true posterior.

We express w as the sum of K = 2 auxiliary variables: w = a1 + a2 with p(a1) =

N (a1|0,0.8) and p(a2) = N (a2|0,0.2), which recovers p(w) = N (w|0,1) as per the
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Fig. 6.2 Our method can capture a multi-modal posterior starting with a Gaussian posterior
approximation. (a) The true posterior, which is too complex to be well approximated by a
Gaussian distribution. (b) The Gaussian approximate posterior after optimizing the ELBO
(ELBO = −1.79). (c) We sample a1, optimize the resulting conditional ELBO to obtain
qφ1(w) and then sample wm ∼ qφ1(w). This whole process repeats m = 1, . . . ,M times
to obtain w1:M. (d) Histogram of the samples w1:M obtained from the refined posterior
approximation. ELBO≥−1.45.

constraint. The first step of the refinement process is sampling a1 ∼ qφ0(a1) =∫
p(a1|w)qφ0(w)dw, where qφ0(w) is an initial mean field approximation to the poste-

rior. Then, the variational posterior is optimized conditional on the sampled a1; that is,
φ1 = argminKL

[
qφ1(w) || p(w|xxx,yyy,a1)

]
. Figure 6.2c shows that the conditional variational

posterior is able to fit one of the posterior modes. Over many runs, the different values of
a1 force the conditional posterior to fit different posterior modes thus allowing the refined
posterior to capture the multi-modal nature of the true posterior as shown in Figure 6.2d.
Clearly, the refined posterior is a much better approximation to the true posterior than the
Gaussian approximation though we note that the true posterior is not recovered exactly.

6.1.2 Capturing Dependencies: A Hierarchical Example

In this section, we use the eight-schools example from STAN [Gelman et al., 2013; Carpenter
et al., 2017] to show how the refined posterior can capture dependencies among the hidden
variables and to discuss the effect of the number of auxiliary variables on the quality of the
posterior approximation.

The eight-schools example studies the coaching effect of 8 schools. Each school reports
the mean yi and standard error σi of its coaching effect where i = 1, . . . ,8. There is no prior
reason to believe that any school was more effective than another so the model is stated in a
hierarchical manner:

µ ∼N (0,25), τ ∼ HalfCauchy(0,5), θi ∼N (µ,τ2), yi ∼N (θi,σ
2
i ) for i = 1 . . .8 ,
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Fig. 6.3 (Left) The refined posterior for increasing numbers of auxiliary variables. As K
increases, the refined posterior is able to capture the dependency between θ1 and τ . (Right)
The KL divergence between the refined posterior and approximate posterior decreases as K
grows. (Calculated using kernel density estimation.)

where the HalfCauchy distribution refers to a Cauchy distribution supported only on positive
values (i.e. a symmetric half of the Cauchy distribution).

Factorized approximations perform poorly on this problem due to the dependency of
θ on τ (for an excellent analysis of this problem, see Yao et al. [2018]). In fact, the MAP
solution is at τ = 0, which is distant from the mean-field approximation that STAN uses for
variational inference (ADVI, Kucukelbir et al. [2015]) (Figure 6.3 left).

We show that our method can capture the dependencies between θ and τ . We introduce
the following additive auxiliary variables:

µ =
K

∑
k=1

aµk aµk ∼N
(

0,
25
K

)
, τ =

∣∣∣∣ K

∑
k=1

aτk

∣∣∣∣
aτk ∼ Cauchy

(
0,

5
K

)
, θ = µ + τ

K

∑
k=1

aθk aθk ∼N
(

0,
1
K

)
,

for k = 1 . . .K. As required by the constraints, the auxiliary variables leave the model
unchanged.

Figure 6.3 left shows the approximate posterior for various K values. At K = 1, the model
is equivalent to ADVI, and as K increases, we can see that the refined posterior is able to
capture the dependencies between τ and θ1 and results in a non-Gaussian form. The ground
truth samples were obtained using the NUTS sampler in PyMC3 [Hoffman and Gelman, 2014;
Salvatier et al., 2016]. The density plots were generated using kernel-density-estimation.
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6.1.3 Limit as K→ ∞

A natural question to ask is what happens as the number of auxiliary variables grows to
infinity. We can estimate the KL-divergence of the refined posterior and the true posterior in
the eight-schools example using kernel density estimation based on the samples generated
from the refined posterior. We see that it monotonically decreases (Figure 6.3 middle). Indeed,
we show theoretically that each auxiliary variable increases the ELBO and hence decreases
the KL-divergence to the true posterior. However, the precise condition for convergence to
the true posterior remains an open question.

6.1.4 Theoretical Results

We claim that the refinement process must improve the variational approximation over the
initial mean-field approximation as measured by the ELBO. This claim is formalized in the
following proposition.

Proposition 1. Let

ELBOref = E
qref

[
log p(yyy|xxx,w)

]
−KL

[
qref(w) || p(w)

]
be the ELBO of the refined posterior (where qref is the distribution that our process generates
samples from), let

ELBOaux = E
qref

[
log p(yyy|xxx,w)

]
−KL

[
qref(a1:K) || p(a1:K)

]
be the ELBO accounting for the auxiliary variables, and let

ELBOinit = E
qφ0

[
log p(yyy|xxx,w)

]
−KL

[
qφ0(w) || p(w)

]
be the ELBO of the initial variational approximation. Then, the following inequalities hold:

ELBOref ≥ ELBOaux ≥ ELBOinit.

Thus ELBOref, the ELBO of the distribution that we are generating samples from is
greater than, or equal to ELBOinit, the ELBO of the initial mean-field approximation.

Proof of ELBOref ≥ ELBOaux

This is a consequence of the fact that a1:K fully determines w.
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Proof.

ELBOref−ELBOaux = KL [qref(a1:K) || p(a1:K) ]−KL [qref(w) || p(w) ]

= E
qref(a1:K)

[
log

qref(a1:K)

p(a1:K)
− log

qref(w)

p(w)

]
= E

qref(w)

[
E

qref(a1:K |w)

[
log

qref(a1:K)

p(a1:K)
− log

qref(w)

p(w)

]]
= E

qref(w)

[
E

qref(a1:K |w)

[
log

qref(a1:K|w)

p(a1:K|w)

]]
= E

qref(w)

[
KL [qref(a1:K|w) || p(a1:K|w) ]︸ ︷︷ ︸

≥0

]
≥ 0 ,

where line 4 follows using Bayes’ theorem: qref(a1:K|w) = qref(w|a1:K)qref(a1:K)
qref(w) , p(a1:K|w) =

p(w|a1:K)p(a1:K)
p(w) and that qref(w|a1:K) = p(w|a1:K) = δDirac(w−∑

K
k=1 ak). The proof is con-

cluded using the non-negativity of the KL-divergence.

Note that ELBOref is a valid ELBO. It is a lower bound to the marginal likelihood
log p(y|x)≥ ELBOref, therefore our sampling procedure minimizes the KL divergence be-
tween qref and the true posterior.

Proof of ELBOaux ≥ ELBOinit

We prove this by demonstrating that improvement in the ELBO can be guaranteed in
our method under the assumption that the conditional variational posterior qφk−1(w|ak)

is within the variational family of qφk i.e. there exists φ∗k such that qφ∗k (w) = qφk−1(w|ak) ∝

p(ak|w,a1:k−1)qφk−1(w) for k = 1 . . .K.
The central idea is to show that by initializing φk at φ∗k , the variational distribution remains

unchanged — therefore, ELBOaux = ELBOinit. Then, as we optimize φk, we are optimizing
the terms in ELBOaux through L|a1:k

(φk). Therefore, ELBOaux ≥ ELBOinit.

Proof. We prove ELBOaux ≥ ELBOinit by demonstrating that improvement in the ELBO can
be guaranteed in our method under the assumption that the conditional variational posterior
qφk−1(w|ak) is within the variational family of qφk(w) i.e.

∀k ∈ {1 . . .K}∃φ∗k s.t. qφ∗k (w) = qφk−1(w|ak) ∝ p(ak|w,a1:k−1)qφk−1(w) . (A1)

This assumption holds for all exponential families of distributions.
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The objective being optimized in each refinement step is

L|a1:k
(φk) = Eqφk (w)

[
p(yyy|xxx,w)− log

qφk(w)

p(w|a1:k)

]
. (6.4)

From assumption A1, it follows that

L|a1:k
(φk)≥ L|a1:k

(φ∗k ) (6.5)

when we reach the global optima φk ← argmaxφk
L|a1:k

(φk). Even in the case when the
optimizer is unable to find the global maximum, it is reasonable to assume that L|a1:k

(φk)≥
L|a1:k

(φ∗k ), given that we initialize φk at φ∗k .
The proof is based on mathematical induction on l. We show that for l = 0 . . .K,

E
ak∼qφk−1(ak)

k=1...l

[
L|a1:l

(φl)−
l

∑
k=1

log
qφk−1(ak)

p(ak|a1:k−1)

]
≥ ELBOinit , (6.6)

which holds at l = 0, since L|(φ0) = ELBOinit.
Notice that for k = 0 . . .K−1,

Eak+1∼qφk

[
L|a1:k+1

(φk+1)

]
≥ Eak+1∼qφk

[
L|a1:k+1

(φ∗k+1)

]
= Eak+1∼qφk

[
Eqφk (w|ak+1)

[
p(yyy|xxx,w)− log

qφk(w|ak+1)

p(w|a1:k+1)

]]
= Eak+1∼qφk

[
Eqφk (w|ak+1)

[
p(yyy|xxx,w)− log

qφk(w)

p(w|a1:k)
+ log

qφk(ak+1)

p(ak+1|a1:k)

]]
= L|a1:k

(φk)+Eak+1∼qφk

[
log

qφk(ak+1)

p(ak+1|a1:k)

]
,

(6.7)

where line 1 follows using Equation 6.5 and line 3 follows using Bayes’ theorem:
qφk(w|ak+1) =

p(ak+1|w,a1:k)qφk (w)

qφk (ak+1)
and p(w|a1:k+1) =

p(ak+1|w,a1:k)p(w|a1:k)
p(ak+1|a1:k)

. After rearranging,

L|a1:k
(φk)≤ Eak+1∼qφk

[
L|a1:k+1

(φk+1)− log
qφk(ak+1)

p(ak+1|a1:k)

]
. (6.8)
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Substituting this into the inductive hypothesis at k = l proves the inductive step as shown
next:

ELBOinit

≤ E
ak∼qφk−1

k=1...l

[
L|a1:l

(φl)−
l

∑
k=1

log
qφk−1(ak)

p(ak|a1:k−1)

]

≤ E
ak∼qφk−1

k=1...l

[
Eal+1∼qφl

[
L|a1:l+1

(φl+1)− log
qφl(al+1)

p(al+1|a1:l)

]
−

l

∑
k=1

log
qφk−1(ak)

p(ak|a1:k−1)

]

= E
ak∼qφk−1
k=1...l+1

[
L|a1:l+1

(φl+1)−
l+1

∑
k=1

log
qφk−1(ak)

p(ak|a1:k−1)

]
(6.9)

To finish the proof, examine the case l = K. Notice that

L|a1:K(φK) = EqφK (w)

[
p(yyy|xxx,w)− qφK(w)

p(w|a1:K)

]
= p(yyy|xxx,w) , (6.10)

since a1:K fully determines w i.e. qφK(w) = p(w|a1:K) = δDirac(w−∑
K
k=1 ak). Substituting

Equation 6.10 in at l = K yields the desired result:

E
ak∼qφk−1
k=1...K

[
L|a1:K(φK)−

K

∑
k=1

log
qφk−1(ak)

p(ak|a1:k−1)

]

= E
ak∼qφk−1
k=1...K

[
p(yyy|w,xxx)−

K

∑
k=1

log
qφk−1(ak)

p(ak|a1:k−1)

]
= E

qref

[
log p(yyy|xxx,w)

]
−KL [qref(a1:K) || p(a1:K) ]

= ELBOaux ≥ ELBOinit ,

(6.11)

concluding the proof.

Note that this result implies that ELBOaux must grow with each auxiliary variable. We
demonstrate this empirically by estimating ELBOaux as we sample the auxiliary variables in
a neural network. The result is shown on Figure 6.4. We see that ELBOaux grows after each
iteration, exhibiting a stair pattern.
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Fig. 6.4 ELBOaux is increasing as we sample the auxiliary variables. Calculated single sample

Monte Carlo estimate of the expectation: ELBOaux =E
[

log p(yyy|xxx,w)−∑
K
k=1 log

qφk−1(ak)

p(ak|a1:k−1)

]
(Equation 6.11). The sudden drops after sampling are optimizer artefacts because the
momentum is reset after sampling. LeNet-5/CIFAR10

6.2 Related Works

While in theory, the Bayesian approach can accurately capture uncertainty, in practice, we
find that exact inference is computationally infeasible in most scenarios, and thus, we have
to resort to approximate inference methods. There is a wealth of research on approximate
inference methods; here, we focus on works closely related to this paper.

Variational inference [Hinton and Van Camp, 1993b] tries to approximate the true pos-
terior distribution over parameters with a variational posterior from a simple family of
distributions. Mean-field VI, which for neural networks traces back to Peterson [1987], uses
independent Gaussian distributions over the parameters to try to capture the posterior. The
advantage of the mean-field approximation is that the network can be efficiently trained using
the reparameterization trick [Kingma and Welling, 2013], and the variational posterior has a
proper density over the parameter space, which then can be used across tasks like continual
learning [Osawa et al., 2019; Nguyen et al., 2017] and contextual bandits [Riquelme et al.,
2018]. Recently, Louizos and Welling [2017] showed that normalizing flows can be used
to further increase the flexibility of the variational posterior. Zhang et al. [2018a] provide a
detailed survey of recent advances in VI.

Our method is a novel variant of the auxiliary variable approaches to VI [Agakov and
Barber, 2004; Ranganath et al., 2016] that increase the flexibility of the variational posterior
through the use of auxiliary variables. The key distinction, however, is that instead of trying
to train a complex variational approximation over the joint distribution, we iteratively train
simple mean-field approximations at the sampled values of the auxiliary variables. While
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this poses an O(MK) overhead (K is the number of auxiliary variables and M is the number
of posterior samples) over mean-field VI, the training itself remains straightforward and
efficient. The introduction of every new auxiliary variable increases the flexibility of the
posterior approximation. In contrast to MCMC methods, it is unclear whether the algorithm
approaches the true posterior in the limit of infinitely many auxiliary variables.

There are also numerous methods that start with an initial variational approximation and
refine it through a few MCMC steps [Salimans et al., 2015; Zhang et al., 2018b; Ruiz and
Titsias, 2019]. The distinction from our algorithm is that we refine the posterior starting at
large scale and iteratively move towards smaller scale refinements, whereas these methods
only refine the posterior at the scale of the MCMC steps. Guo et al. [2016]; Miller et al.
[2017] and Locatello et al. [2018] used boosting to refine the variational posterior, where
they iteratively added parameters such as mixture components to minimize the residual of the
ELBO. Our method does not add parameters at training time but instead iteratively refines
the samples through the introduction of auxiliary variables. We do not include these in our
baselines since they have yet to be applied to Bayesian multi-layer neural networks.

Further related works include methods that iteratively refine the posterior in latent variable
models [Hjelm et al., 2016; Cremer et al., 2018; Kim et al., 2018; Marino et al., 2018]. These
methods, however, focus on reducing the amortization gap and do not increase the flexibility
of the variational approximation.

Lastly, there are non-Bayesian strategies for estimating epistemic uncertainty in deep
learning. Bootstrapping [Breiman, 1996] and deep ensembles [Lakshminarayanan et al.,
2017] may be the most promising. Deep ensembles, in particular, have been demonstrated
to achieve strong performance on benchmark regression and classification problems and
uncertainty benchmarks including out-of-distribution detection [Lakshminarayanan et al.,
2017] and prediction under distribution shift [Ovadia et al., 2019]. Both methods rely on
constructing a set of independently trained models to estimate the uncertainty. Intuitively, the
amount of disagreement across models reflects the uncertainty in the ensemble prediction.
In order to induce diversity among the ensemble members, bootstrapping subsamples the
training set for each member while deep ensembles use the randomness in weight initialization
and mini-batch sampling.

6.3 Experiments

The goal of these experiments is twofold. First, we empirically confirm the improvement
in the ELBO, and second, we quantify the improvement in the uncertainty estimates due to
the refinement. We conduct experiments on regression and classification benchmarks using
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Deep Ensemble MNF VI Refined VI (This work)
MLL MLL MLL ELBO MLL ELBOaux

Boston -9.136±5.719 -2.920±0.133 -2.874±0.151 -668.2±7.6 -2.851±0.185 -630.3±7.7
Concrete -4.062±0.130 -3.202±0.055 -3.138±0.063 -3248.1±68.5 -3.131±0.062 -3071.1±64.0
Naval 3.995±0.013 3.473±0.007 5.969±0.245 53440.7±2047.3 6.128±0.171 54882.6±1228.3
Energy -0.666±0.058 -0.756±0.054 -0.749±0.068 -1296.7±66.3 -0.707±0.094 -1192.3±62.0
Yacht -0.984±0.104 -1.339±0.170 -1.749±0.232 -928.7±112.9 -1.626±0.231 -790.0±84.7
Kin8nm 1.135±0.012 1.125±0.022 1.066±0.019 6071.2±61.7 1.069±0.018 6172.7±67.6
Power -3.935±0.140 -2.835±0.033 -2.826±0.020 -22496.5±130.4 -2.820±0.024 -22368.9±85.3
Protein -3.687±0.013 -2.928±0.0 -2.926±0.010 -108806.007±174.5 -2.923±0.009 -108597.5±158.4
Wine -0.968±0.079 -0.963±0.027 -0.973±0.054 -1346.1±18.0 -0.968±0.056 -1311.8±17.4

Table 6.1 Refining improves the ELBO across all regression benchmarks. Results on the UCI
regression benchmarks with a single hidden layer containing 50 units. Metrics: marginal
log-likelihood (MLL, higher is better), and the evidence lower bound (ELBO higher is better).
The mean values and standard deviations are shown in the table. Bolded numbers indicate
the highest ELBO (ELBOaux is a lower bound to ELBOref, which is the true ELBO) and
underlined numbers indicate the highest MLL.

Bayesian neural networks as the underlying model. We look at the marginal log-likelihood
(MLL) of the predictions as well as accuracy in classification tasks.

We used three baseline models for comparison: mean-field variational inference, multi-
plicative normalizing flows (MNF), and deep ensemble models. For all methods, we used a
batch size of 256 and the Adam optimizer with the default learning rate of 0.001.2

Variational inference [VI; Graves, 2011; Blundell et al., 2015]. Naturally, we investi-
gate the improvement of our method over variational inference with a mean-field Gaussian
posterior approximation. We do inference over all weights and biases with a Gaussian prior
centered at 0, the variance of the prior is tuned through empirical Bayes, and the model is
trained for 30,000 iterations.

Multiplicative Normalizing Flows [MNF; Louizos and Welling, 2017]. In this work,
the posterior means are augmented with a multiplier from a flexible distribution parameterized
by the masked RealNVP. This model is trained with the default flow parameters for 30,000
iterations.

Deep ensemble models [Lakshminarayanan et al., 2017]. Deep ensemble models are
shown to be surprisingly effective at quantifying uncertainty. For the regression datasets, we
used adversarial training (ε = 0.01), whereas in classification we did not (since adversarial
training did not give an improvement in the classification benchmarks). For each dataset, we
trained 10 ensemble members for 5,000 iterations each.

2The hyperparameters of each baseline were tuned using a Bayesian optimization package. We found batch
size and learning rate to be consistent across methods.
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Deep Ensemble MNF VI Refined VI (This work)
MLL & Acc MLL & Acc MLL & Acc ELBO MLL & Acc ELBOaux

mnist
-0.017±0.001 -0.034±0.002 -0.032±0.001 -7618.5±47.5 -0.025±0.001 -6310.8±42.3
99.4%±0.0 99.1%±0.1 99.1%±0.1 99.2%±0.0

fashion_mnist
-0.201±0.002 -0.255±0.004 -0.255±0.003 -22830.3±232.6 -0.241±0.004 -20438.9±79.6
93.1%±0.1 90.7%±0.2 90.7%±0.1 91.3%±0.2

cifar10
-0.791±0.009 -0.795±0.013 -0.815±0.004 -57257.8±299.5 -0.768±0.007 -50989.2±238.9
76.3%±0.3 72.8%±0.6 72.3%±0.5 73.5%±0.5

Table 6.2 Refining improves the ELBO across all image classification benchmarks. Results on
image classification benchmarks with the LeNet-5 architecture, without data augmentation.
Metrics: marginal log-likelihood (MLL, higher is better), accuracy (Acc, higher is better),
and the evidence lower bound (ELBO higher is better). Means and standard deviations are
shown. Bolded numbers indicate the highest ELBO (ELBOaux is a lower bound to ELBOref,
which is the true ELBO) and underlined numbers indicate the highest MLL.

Deep Ensemble VI Refined VI (This work)
MLL Acc MLL Acc MLL Acc

ResNet -0.698 82.7% -0.795 72.6% -0.696 75.5%
ResNet + BatchNorm -0.561 83.6% -0.672 77.6% -0.593 79.7%
ResNet Hybrid -0.698 82.7% -0.465 84.2% -0.432 85.8%
ResNet Hybrid + BatchNorm -0.561 83.6% -0.465 84.0% -0.423 85.6%

Table 6.3 Results on CIFAR10 with the ResNet architecture, without data augmentation. We
observe that our method not only improves significantly in MLL over the VI baseline, but it
also significantly improves in accuracy over the strong ensemble baseline. Metrics: marginal
log-likelihood (MLL, higher is better), accuracy (Acc, higher is better), and the evidence
lower bound (ELBO higher is better). Note that the non-hybrid and the hybrid models are
equivalent when trained deterministically.

Refined VI (This work).3 After training the initial mean-field approximation, we gen-
erate M = 10 refined samples w1:M, each with K = 5 auxiliary variables. The means on
the prior distribution for the auxiliary variables are fixed at 0, and their prior variances
form a geometric series (the intuition is that the auxiliary variables carry roughly equal
information this way): σ2

ak
= 0.7

(
σ2

w−∑
k−1
l=1 σ2

al

)
for k = 1 . . .K. We experimented with

different ratios between 0 and 1 for the geometric series and we found that 0.7 worked well.
In each refinement iteration, we optimized the posterior with Adam [Kingma and Ba, 2014b]
for 200 iterations. To keep the training stable, we kept the learning rate proportional to the
standard deviation of the conditional posterior: in iteration k, lr = 0.001×0.3

k
2 .

Following Hernández-Lobato and Adams [2015], we evaluate the methods on a set of
UCI regression benchmarks on a feed forward neural network with a single hidden layer

3Code is available at https://github.com/google/edward2/experimental/auxiliary_sampling

https://github.com/google/edward2/experimental/auxiliary_sampling
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containing 50 units with a ReLU activation function (Table 6.1). The datasets used a random
80-20 split for training and testing, and we utilize the local reparametrization trick [Kingma
et al., 2015].

On these benchmarks, refined VI consistently improves both the ELBO and the MLL
estimates over VI. For refined VI, the ELBOref cannot be calculated exactly, but ELBOaux

provides a lower bound to it, which we can estimate using Equation 6.11. Note that the
gains in MLL are small in this case. Nevertheless, refined VI is one of the best performing
approaches on 7 out of the 9 datasets.

We examine the performance on commonly used image classification benchmarks (Table
6.2) using LeNet5 architecture [LeCun et al., 1995]. We use the local reparametrization trick
[Kingma et al., 2015] for the dense layers and Flipout [Wen et al., 2018] for the convolutional
layers to reduce the gradient noise. We do not use data augmentation in order to stay
consistent with the Bayesian framework.

On the classification benchmarks, we again are able to confirm that the refinement step
consistently improves both the ELBO and the MLL over VI, with the MLL differences being
more significant here than in the previous experiments. Refined VI is unable to outperform
Deep Ensembles in classification accuracy, but it does outperform them in MLL on the largest
dataset, CIFAR10.

To demonstrate the performance on larger scale models, we apply the refining algorithm to
Residual Networks [He et al., 2016] with 20 layers (based on Keras’s ResNet implementation).
We look at two models: for the first model has inference done over all of the residual blocks,
and the second model is a hybrid model (ResNet Hybrid [Ovadia et al., 2019]) where
inference is only done over the final layer of each residual block, and every other layer is
treated as a regular layer. For this model, we used a batch-size of 256 and we decayed the
learning rate starting from 0.001 over 200 epochs. We used 10 auxiliary variables each
reducing the prior variance by a factor of 0.5. Results are shown in Table 6.3.

Batch normalization [Ioffe and Szegedy, 2015] provides a substantial improvement for VI
though, this improvement interestingly disappears for the hybrid model. The refined hybrid
model outperforms the recently proposed natural gradient VI method by Osawa et al. [2019]
in both MLL and accuracy, but it is still behind some non-Bayesian uncertainty estimation
methods [Wen et al., 2019].

Computational Costs. When introducing a novel algorithm for variational inference,
we must discuss the computational costs. The computational cost of generating the posterior
samples is ∼ 30% of the cost of training the initial mean-field approximation for the neural
network models (LeNet-5/CIFAR10 on an NVIDIA P100 GPU using TensorFlow). In
practice, we recommend tuning the number of auxiliary variables for the given application;
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using more auxiliary variables always improves the posterior approximation, but they come
with additional computational overhead.

6.4 Conclusions

In this chapter, we further investigated the iterative optimization of the variational posterior,
a technique that we first saw in Section 5.2.1. It led to a novel method for generating
samples from a highly flexible posterior approximation, which works by starting with a
mean-field approximation and locally refining it in selected regions. We demonstrated that
the samples are able to capture dependencies and multi-modality. Furthermore, we showed
both theoretically and empirically that the method always improves the ELBO of the initial
mean-field approximation and demonstrated its improvement in marginal log-likelihood on
recent deep learning benchmarks.





Chapter 7

Conclusions and Future Directions

The work in this thesis contributed to the development of probabilistic methods for compres-
sion: we presented a practical algorithm that achieves the efficiency postulated by Hinton’s
bits-back argument and further explored the connection between variational inference and
compression. In this section, we summarize our findings and discuss potential future direc-
tions.

7.1 Relative Entropy Coding

We discussed the idea of relative entropy coding (REC), methods that can encode a sample
from a target distribution given a coding distribution with codelength close to the relative
entropy. We proposed Index Coding (iREC), an REC algorithm that works by drawing
samples from the coding distribution and transmitting the index of an adequate sample. It
uses a number of auxiliary variables to ensure that the number of samples that need to be
drawn is computationally feasible.

While iREC certainly achieves its goal, it is quite complex to use as the auxiliary
variables have to be defined for each application. Ideally, in future works, we want to design
an REC method that has runtime close to the relative entropy (linear growth as opposed to
exponential). While the details are unclear, an algorithm akin to A-star sampling [Maddison
et al., 2014] could feasibly work. In A-star sampling, the rejection of the i-th sample gives
information about there the i+1-th sample should be drawn from. A method guided by the
sample principle could quickly reduce the search space and find a sample from the target
with runtime close to the relative entropy.

Our long term vision for REC methods is to be widely used for both lossy and lossless
compression. We believe that REC methods have the potential to transform research on
compression methods by making them more principled and effective. The problem of relative
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entropy coding should be recognized as a core question in compression and further research
efforts need to be dedicated towards solving it. We are looking forward to the development
of methods that improve on iREC to elevate the algorithm from a research area to a practical
and convenient approach to compression.

7.2 Image Compression using Relative Entropy Coding

We showed how iREC can be used to encode a sample latent representation of an image
with codelength close to the relative entropy between the variational posterior and the prior.
This approach has two key benefits. Firstly, it operates with a continuous latent space, which
makes the coding scheme end-to-end differentiable. This enables model training using
gradient based methods, which greatly simplifies the process and avoids scaling difficulties.
Secondly, unlike previous approaches, our proposed approach gets close to the theoretically
optimal compression size.

There are two potential avenues for future work: reducing current limitations and explor-
ing ideas to further improve efficiency.

The main limitation of iREC is its speed. We demonstrated that beam search lowers the
bias in importance sampling, which allows us to draw fewer samples per auxiliary variable
and thus speed up the process. Beam search makes the method computationally feasible,
but it still takes minutes to compress a given image, which is too slow to be practically
useful. The issue is that for each auxiliary variable, we still require drawing M samples
that have the same dimension dz as the latent space. Typically, the relative entropy, and
consequently, the number of auxiliary variables, will grow linearly as a function of dz. Since
each auxiliary variable also has dimension dz, this means that the cost of the beam search
method scales quadratically with dz. To mitigate this, we could split the latent space into
fixed size groups, for example, 1000 dimensional blocks (analogous to the way we use blocks
in MIRACLE). Since the cost of encoding each block is O(1000×M) and the number of
blocks grows linearly with the relative entropy, this reduces the growth from quadratic to
linear. The drawback is that it further complicates the algorithm; nevertheless, it might just
provide the speed boost needed for wider practical use.

A further idea centres on reducing the ELBO-gap. The ELBO gap refers to the difference
between the marginal likelihood, which represents the optimal compression rate across all
potential algorithms, and the ELBO, which represents the optimal compression rate when
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working with the approximate posterior q(z) of a variational autoencoder:

P(X)︸ ︷︷ ︸
marginal likelihood

−Eq(z) [P(X |z)]−KL [q(z) || p(z) ]︸ ︷︷ ︸
ELBO

≥ 0 . (7.1)

This gap is zero when the approximate posterior coincides with the true posterior q(z) =
p(z|X). After training the variational autoencoder, it is possible to generate approximate
samples from the true posterior by drawing samples from q(z) and weighing them according
to the importance weights p(z|X)

q(z) ∝
P(X |z)p(z)

q(z) [Burda et al., 2015]. We could potentially reduce
the ELBO gap with this approach. The pitfall is that calculating the importance weights
requires a forward pass in the decoder to calculate P(X |z), which may significantly impact
the speed of the method.

7.3 Probabilistic Model Compression

We presented MInimal RAndom Code LEarning (MIRACLE), an algorithm for efficiently
encoding the weights of a neural network. MIRACLE starts by training a variational distribu-
tion over the weights of the network and then encoding them using a stochastic scheme. Its
advantage over the previously used pruning-quantization-coding pipeline is that it provably
gets close to the optimal compression rate and that it is able to operate in continuous weight
space, meaning that it can be trained end-to-end using gradient-based methods. Our method
was shown to significantly outperform the state-of-the-art in compression size.

An important question remaining for future work is how efficient MIRACLE can be
with regard to memory accesses and consequently for energy consumption and inference
time. There lies clear potential in this direction, as any single weight can be recovered
by its block-index and relative index within each block. By smartly keeping track of these
addresses and using pseudo-random generators as algorithmic lookup-tables, we could design
an inference machine which is able to directly run our compressed models, which might
lead to considerable savings in memory accesses. While this approach requires significant
hardware integration, it has the potential to reduce memory accesses up-to 1000 fold, that
would greatly reduce the time and energy it takes to evaluate the model.
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7.4 An Auxiliary Variable Method
for Variational Inference

We further explored the iterative refining scheme used when training MIRACLE. We showed
that it is a more general algorithm that can be used to generate samples from a flexible
variational posterior which can capture both dependencies and multi-modality, while only
slightly increasing the computational costs as compared to a standard diagonal Gaussian
variational approximation. We proved that the method optimizes a valid ELBO and that the
resulting approximation cannot be worse than the initial approximation we started with. Our
findings are demonstrated empirically on a variety of benchmark tasks.

The method can be extended to use different divergences in addition to the KL-divergence.
A variant of variational inference, α-divergence minimization [Hernandez-Lobato et al.,
2016], approximately minimizes the α-divergence between the variational and the true
posteriors:

Dα [p(w|D)||q(w)] =
1

α(1−α)

∫
p(w|D)αq(w)1−α dw . (7.2)

The KL-divergence is a special case of the α-divergence at α = 0. A current shortcoming
of the auxiliary variable method is that it is constrained by the narrow initial variational
approximation, and it has difficulties generating samples that are distant from the initial ap-
proximation. At α close to 1, the initial approximation has broader support, and consequently,
it may result in improved performance.

A promising application of the method is using it to generate high quality posterior
samples for Thompson sampling [Thompson, 1933; Hernández-Lobato et al., 2017] in
Bayesian optimization. In this setting, posterior samples are used to decide where to evaluate
an expensive black-box function. Since the computational cost is dominated by the black-box
function, it is worthwhile to refine the posterior samples and make better decisions on the
location of the evaluations.
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