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It is better to be a human being dissatisfied than a pig satisfied; better to be
Socrates dissatisfied than a fool satisfied.

John Stuart Mill, Utilitarianism

הכל את סופג שהוא ספוג ונפה משמרת Kומשפ ספוג Mחכמי לפני Mביושבי מדות ארבע

ונפה Mהשמרי את וקולטת Nהיי את שמוציאה משמרת בזו ומוציא בזו שמכניס Kמשפ

! הסלת את וקולטת הקמח את שמוציאה

There are four types among those who sit before the sages: a sponge, a funnel, a
strainer and a sieve. A sponge, which soaks up everything; A funnel, which
takes in at one end and lets out at the other; A strainer, which lets out the wine
and retains the lees; A sieve, which lets out the coarse meal and retains the
choice flour.

Ethics of the Fathers, 5:15
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Summary

Constraining the Quenching Mechanisms in
Galaxies

Simcha Binyomin Brownson

A number of theoretical mechanisms have been invoked to explain the transformation of
star forming galaxies into quenched galaxies, such as the removal of gas by active galactic
nuclei- (AGN) and star formation-driven galactic outflows, and the heating of the galaxy
halo and subsequent halting of gas accretion caused by virial shocks and preventative AGN
feedback. Nonetheless, we still lack a clear understanding of which mechanism is the most
important for quenching galaxies. The goal of this thesis is to study galaxy quenching from
an observational perspective and to address the following question: why do galaxies stop
forming stars?

In the first part of this thesis I examine the relationship between molecular gas (observed
with ALMA and NOEMA) and star formation on spatially resolved scales in seven green
valley MaNGA galaxies. I find that both the star formation efficiency (SFE) and gas fraction
of green valley galaxies is suppressed relative to typical star forming galaxies. These two
effects are equally important for suppressing star formation in the outer disc, but it is not
possible to rank their effect towards the strongly quenched galaxy centre, where SFE is only
constrained to an upper limit. I also show that the significant reduction in gas fraction in the
central regions is driven by an increase in stellar mass surface density rather than a decrease
in molecular gas surface density, which disfavours quenching mechanisms that eject gas
from galaxies.

In the second part of this thesis I develop a 2D inclined rotating discmodel to estimate the
kinematic properties of 1862MaNGA galaxies, and I use a random forest analysis to explore
the relationship between galaxy kinematics and quenching. I find that the average velocity
dispersion is overwhelmingly the most important kinematic parameter for predicting galaxy
quenching. Furthermore, a full and partial correlation analysis shows that many commonly

v



discussed correlations between galaxy properties (such as stellar mass) and quenching are
spurious, and indeed at fixed velocity dispersion these correlations are almost entirely
removed. I interpret this finding in the context of the "BH − f relation and argue for a
scenario in which quenching occurs due to preventative feedback from AGN.

In the third part of this thesis I attempt to directly probe preventative feedback from
AGN by analysing a deep ALMA band 4 observation of HE0515-4414 to search for the
Sunyaev-Zel’dovich (SZ) signal tracing the quasar’s hot halo gas. I find marginal evidence
(∼ 3.3f) of large scale (∼ 300 kpc) heating in the visibility plane, as well as ∼ 3.2f
evidence of localised heating to the south west of the central quasar in the image plane.
Furthermore, I use SZ maps from the fable simulation to demonstrate that ALMA and the
ACA are effective at detecting the SZ signal in band 3, and I discuss the optimal strategy for
future observations.
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Introduction

In 1610, Galileo Galilei’s astronomical observations revolutionised our understanding of
the heavens and demonstrated that our Galaxy, the Milky Way, is a massive stellar system.
Observations of galaxies other than Milky Way soon followed with Charles Messier and
William Herschel’s catalogues of ‘nebulae’. These sources had a fuzzy appearance and were
clearly different to point-like stars, but their nature and distance were unknown. Immanuel
Kant suggested with extraordinary insight in his workUniversal Natural History and Theory
of the Heavens of 1755 that they are similar to the Milky Way but that early telescopes could
not resolve their constituent stars because they are too distant. The question of nebulae
continued for more than 100 years, culminating in the 1920s with a Great Debate that
charged the astronomical community. On one side, Harlow Shapley argued that nebulae
are diffuse gas clouds residing within the Milky Way. On the other, Heber Doust Curtis
followed Kant and maintained that nebulae lie beyond our Galaxy. In his view, the Universe
contained many nebulae, of which the Milky Way is simply one example. The Great Debate
thus raised profound existential and philosophical questions about the size of the Universe
and our place within it.

Edwin Hubble’s observing Cepheid variables with the 100-inch telescope at the Mount
Wilson Observatory settled the debate. The intrinsic luminosity of Cepheid variables is
related to the period of their variability, so they can be treated as ‘standard candles’ and
their luminosity and apparent brightness can be compared to measure distance (Leavitt
1908; Leavitt & Pickering 1912). Hubble found that Cepheid variables within nebulae are
separated from Earth by millions of light years and thus confirmed that nebulae lie beyond
the confines of our Galaxy (Hubble 1925, 1926). He later compared the distance of nebulae
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2 Chapter 1. Introduction

with their Doppler redshifts and showed that more distant objects have larger recession
velocities, a relationship now known as Hubble’s law (Hubble 1929; Hubble & Humason
1931). Hubble’s law tells us that the Universe is expanding, or in other words that the
Universe was smaller in the past than it is today and that it must have a beginning. And thus
Science told its own ‘creation’ story.

Hubble’s work marks the beginning of extragalactic studies. He continued to observe
galaxieswith the 100-inch telescope andmade the first attempt at categorising their properties
with his ‘tuning fork’ diagram (Hubble 1936, and see Fig. 1.1). This diagram separates
early-type galaxies on the left (denoted E) from late-type galaxies on the right (denoted S).
Early-types do not exhibit clear internal structure, and they appear as flattened ellipses on
the sky plane, with their flattening quantified by the ellipticity n = 1 − 1/0, where 0 and
1 are the lengths of the semi-major and semi-minor axes, respectively. E0 galaxies have
n = 0 and appear perfectly circular, whilst E7 galaxies have have n = 0.7 and are most
flattened. Late-types, on the other hand, are flattened into a disc, contain a central bulge, and
display clear spiral features. Moving from left to right across the late-type population, the
prominence of the central bulge decreases and the spiral arms become less tightly wound.
The late-type population is further divided into galaxies that do (denoted SB) and do not
(denoted S) contain a central stellar bar. Lenticulars (denoted S0) sit at the centre of the
tuning fork and represent an intermediate class of galaxies. They contain a distinct bulge
and disc, but lack the spiral features of late-types.

By design the tuning fork is only "descriptive and entirely independent of any theory"
(Hubble 1926), but the nomenclature ‘early’ and ‘late’ conveys Hubble’s implicit bias for an
evolutionary pathway from left to right in the diagram. This evolution is similarly suggested
by the diagrams alternative name: the Hubble Sequence of Galaxies. Subsequent work has
challenged this simplistic view, and as I show in Section 1.3, the true pathway appears to be
in the reverse direction.

The technological advances of modern telescopes have transformed our view of galaxies,
and we can now directly probe all phases of baryonic matter, including stars, interstellar
medium (ISM) gas in its molecular, atomic and ionised forms, and the gas that permeates
the hot halo. Large surveys are recording these properties for an unprecedented number of
galaxies. The Sloan Digital Sky Survey (SDSS, York et al. 2000) has astonishingly achieved
photometric imaging for 357 million objects, and spectroscopy for 1.6 million objects,
930,000 of which are galaxies (Smee et al. 2013). Furthermore, the advent of integral field
spectroscopy (IFS) surveys is enabling spatially resolved studies of galaxy properties. The
first integral field units (IFUs) observed only one galaxy at a time (SAURON de Zeeuw et al.
2002, ATLAS3D Cappellari et al. 2011a, and CALIFA Sánchez et al. 2012), but modern
instruments are simultaneously targeting many galaxies and thereby recording the properties
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Figure 1.1: The Hubble tuning fork (Hubble 1936). On the left, early-type galaxies are ordered E0
through E7 in order of increasing ellipticity (i.e. flattening). S0 lenticulars represent an intermediate
class of bulge plus disc galaxies that do not host spiral arms. On the right, normal (top prong) and
barred (bottom prong) late-type galaxies are ordered from left to right in order of decreasing bulge
fraction and tight winding of the spiral arms. Figure from Hubble (1936).

of ∼ 10, 000 objects on kpc scales (MaNGA Bundy et al. 2015, and SAMI Bryant et al.
2015). Astronomers are leveraging the power of these large statistics to study the overall
galaxy population in great detail and with high accuracy.

IFS surveys have encouraged a revision of the Hubble tuning-fork. Rather than classify-
ing galaxy structure by morphology, recent studies have used spatially resolved observations
to directly study the stellar kinematics of galaxies and to classify them using the dimension-
less spin parameter _, a kinematic parameter that separates fast rotators which are supported
against gravitational collapse by rotation (i.e. large _) and have a prominent stellar disc,
from slow rotators which are pressure-supported (i.e. small _) and do not have a prominent
stellar disc (e.g. Emsellem et al. 2007, 2011; Fogarty et al. 2015; Cappellari 2016; Graham
et al. 2018; Wang et al. 2020). This updated view is summarised by the ‘comb’ morpho-
logy diagram (Cappellari et al. 2011b, and see Fig. 1.2). The key insight is that unlike in
the Hubble tuning fork, the fast rotator early-type and lenticular galaxies are kinematically
comparable to late-type galaxies.

In this chapter I review the key processes that regulate the formation and evolution of
galaxies, and which may result in the different classes of galaxies discussed above. I focus
on the quenching process, which is the subject of this thesis. In Section 1.1 I discuss the
growth of structure, from density perturbations in the early Universe to massive virialised
systems of gas and dark matter. In Section 1.2 I discuss star formation. In Section 1.3 I
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Figure 1.2: The ‘comb’ morphology diagram (Cappellari et al. 2011b). Early-type and lenticular
galaxies are shown edge-on to emphasise that fast rotators are morphologically similar to late-type
spiral galaxies (i.e. discy isophotes and large intrinsic flattening), whilst slow rotators are a distinct
class (i.e. boxy isophotes and small intrinsic flattening). The fast rotator early-types are presented
as a parallel sequence to the spirals, with the prominence of the central bulge decreasing from left to
right for both populations. Solid lines connect galaxies of the same classification, whilst the black
dashed line connecting E4 and E5 galaxies reflects the fast rotator-slow rotator dichotomy. Spirals
with depleted gas reservoirs, ‘anaemic spirals’, are denoted by the letter A. Figure from Cappellari
et al. (2011b).

describe the bimodality of galaxy properties and introduce the quenching paradigm. Finally,
in Section 1.4 I review common quenching mechanisms, with a particular focus on mass
quenching in the context of the cooling catastrophe problem.

1.1 Theory of Galaxy Formation in a Cosmological Context

�CDM Cosmology

Gravity is primarily responsible for the growth of structure in the Universe. Our most
accurate description of gravity, Einstein’s theory of general relativity (Einstein 1916), states
that space-time is curved by the presence of matter and that the gravitational ‘force’ is a
consequence of this curvature - i.e. ‘matter tells space-time how to curve, and space-time
tells matter how to move’. The Einstein field equation is simplified under the assumption of
the cosmological principle, which holds that the Universe is both homogeneous and isotropic
on large scales, a geometry that is captured by Friedmann-Robertson-Walker metric (Misner
et al. 1973). The resulting Friedmann equations (Friedmann 1922) describe the time-
dependence of the scale factor 0(C) and show that the expansion/contraction of the Universe
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is determined by its spatial curvature and total energy density.
The standard cosmological model, ΛCDM, decomposes the energy density of the Uni-

verse into three components: matter (which includes baryonic matter and dark matter),
radiation and dark energy. Contrary to the technical definition of baryons from the Standard
Model of particle physics, the term baryons in cosmology includes leptons and simply refers
to matter that is visible. Dark matter, on the other hand, does not interact with electromag-
netic radiation and cannot be directly observed. The relative contribution of each component
to the total energy density is inferred using a range of techniques, including precise studies
of the cosmic microwave background (CMB, Hinshaw et al. 2013; Planck Collaboration
et al. 2020) and the redshift-brightness relation of Type-Ia supernovae (Riess et al. 1998,
2016). There is broad consensus that baryonic matter accounts for less than ∼5 per cent of
the energy density in the Universe, and that the remaining ∼95 per cent is due dark matter
and dark energy, the nature of which is unknown.

Dark matter plays a key role in the growth of structure in the Universe, and although
it is not visible in the literal sense, its gravitational influence on nearby baryonic matter
can be observed. This was first achieved by Fritz Zwicky’s noticing that the velocity
dispersion of galaxies in clusters is larger than expected from a naive application of the
virial theorem accounting only for the luminous baryonic mass (Zwicky 1933). Without
invoking alternative theories of gravity, this implies that clusters contain matter which is
not luminous - i.e. dark matter. Gravitational lensing provides an independent method for
measuring the mass of clusters, and here too the estimated total mass exceeds the baryonic
mass (e.g. Taylor et al. 1998). On the galaxy scale, the rotation curves of spiral galaxies
flatten at large galactocentric radii, A . This is inconsistent with the fall expected by the
mass in stars and gas (e.g. Rubin & Ford 1970; Bosma 1978; Rubin et al. 1980) and is
explained by dark matter with the following density profile: d(A) ∝ A−2. Dark matter is also
a key component of hydrodynamic cosmological simulations that reproduce the observed
flat rotation curves, where it accounts for ∼ 90 per cent of the total galaxy mass (e.g. Lovell
et al. 2018).

The seeds of structure formation are inhomogeneities in the early Universe. General
relativity fails at times prior to the Planck time 10−43 s, so the origin of these perturbations
is not known. Nonetheless, they are thought to arise during a period of rapid expansion
called inflation (Guth 1981). At first, the Universe is hot and ionised. Photons and electrons
are coupled by Thomson scattering, and the mean free path is short, such that photons
and the cosmic plasma are in thermal equilibrium. As the Universe expands and cools,
electrons and ions recombine to form neutral hydrogen and helium atoms, and the Universe
transitions to being optically thin. Photons are then free to travel relatively undisturbed
from the surface of last scattering to the present epoch. These photons are observed as the
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CMB, which is the earliest possible image of the Universe, beautifully capturing its structure
∼ 380, 000 years after the Big Bang. In accordance with the cosmological principle, the
CMB is almost perfectly isotropic, but it does show small temperature perturbations at the
level of X)/) ∼ 10−5, with corresponding density perturbations of approximately the same
size.

Dark matter decouples from the hot plasma prior to recombination. Its perturbations are
then free to grow under the action of gravity without pressure support from radiation. Jeans
studied the growth of perturbations in the linear regime (X ≡ Δd/d � 1) and showed that
the condition for stability is determined by the balance of self-gravity and internal pressure
(or random motions for collisionless fluids, Jeans 1902). This criterion is expressed via the
Jeans length _J and the corresponding Jeans mass "J:

_J =

√
c22

s
� d

(1.1)

"J =
c5/2

6�3/2
23

s
d3/2 (1.2)

where 2s is the sound speed (or the velocity dispersion in the case of collisionless fluids)
and d is the mean density of the system (the Universe in this case). Perturbations on spatial
scales larger than _J (or equivalently with masses larger than "J) grow exponentially as the
internal pressure provides insufficient support against the attractive force of gravity. In an
expending Universe the Hubble drag offers additional support against gravitational collapse,
and perturbations grow algebraically and more slowly as X ∝ C=. This linear Jeans analysis
fails when overdensities reach X ∼ 1. They then decouple from the Hubble flow and collapse
to form virialised dark matter halos.

The growth of structure in ΛCDM occurs bottom-up - i.e. low mass halos form first,
and subsequently high mass halos form through mergers, as well as through the accretion
of diffuse dark matter. This is known as hierarchical growth. The evolution of dark matter
inhomogeneities is studied using dark matter-only cosmological simulations, in which the
Universe is modelled as a finite box with periodic boundary conditions, which is justified
by the cosmological principle. Dark matter in these simulations is distributed in a cosmic
web containing elongated structures called filaments, vast empty regions called voids, and
dark matter halos (e.g. Springel et al. 2005b, and see Fig. 1.3). The cosmic web resembles
closely the observed distribution of galaxies in large surveys such as SDSS (Blanton et al.
2003a) and the 2dF Galaxy Redshift Survey (2dFGRS, Colless et al. 2001). This major
success of ΛCDM is yet further evidence of the reality of dark matter and its crucial role in
structure formation.
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Figure 1.3: A I = 0 snapshot of the distribution of dark matter in the Millenium simulation (Springel
et al. 2005b). Bright and dark colours represent overdense and underdense regions, respectively.
The dark matter is distributed in a cosmic web structure, containing dense nodes called halos,
dense elongated structures called filaments, and nearly empty regions called voids. Figure from the
Millenium simulation.

Gas Accretion and Cooling

After recombination baryonic matter is free to fall without pressure support from Thomson
scattering into the potential wells of preexisting dark matter structures, and baryonic per-
turbations ‘catch up’ with dark matter perturbations. Dark matter is thus responsible for the
rapid growth of baryonic perturbations from X ∼ 10−5 observed in the CMB to X ∼ 200 of
present-day virialised systems. Baryonic gas is collisional and is therefore shock heated to
the halo’s virial temperature as it falls into the dark matter potential well and accelerates
beyond the sound speed. Thermal pressure stabilises the gas against gravitational collapse,
so the subsequent formation of galaxies depends strongly on dissipative processes and the
efficiency of gas cooling (Binney 1977; Rees & Ostriker 1977; Silk 1977; White & Rees
1978). This defines two gas accretion regimes: the cold mode and the hot mode.

Gas cooling is efficient when the cooling timescale Ccool is shorter than the dynamical
timescale Cdyn. In this regime the hot gas looses pressure and collapses to the centre of the
dark matter halo. The pressure can be neglected in extreme cases where Ccool � Cdyn (i.e. the

https://wwwmpa.mpa-garching.mpg.de/galform/virgo/millennium/
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cooling efficiency is very high). This is known as the cold mode, where the gas falls to the
centre of the halo without any shock heating. The cold mode is prevalent in hydrodynamical
simulations in low mass systems at all redshifts, and at high redshift where cold narrow
streams of high density gas with short cooling times feed the most massive objects located
at nodes in the cosmic web (Birnboim & Dekel 2003; Kereš et al. 2005; Dekel et al. 2013).

The hot mode describes the Ccool > Cdyn regime, where the gas does not cool efficiently
and is stabilised against gravitational collapse. This criterion can be expressed as a function
of halo mass "vir, and simulations predict that the hot mode dominates for local systems
with "vir & 1012 M� (Birnboim & Dekel 2003; Kereš et al. 2005; Dekel et al. 2013). A
number of works have argued that this mass-dependent transition from cold mode to hot
mode accretion could have a significant impact on the evolution of galaxies and in particular
on the stellarmass to halomass ratio inmassive systems (White&Frenk 1991; Cattaneo et al.
2006; Dekel & Birnboim 2006; Birnboim et al. 2007). I discuss this further in the context of
galaxy quenching in Section 1.4, but I note here that this picture is overly simplistic. Indeed,
the gas density in halos is expected to vary with radius, and although gas at the virial radius
may satisfy the Ccool > Cdyn criterion, gas closer to the halo centre will be more dense, cool
more efficiently and be accreted via a cold flow.

1.2 Star Formation

Giant Molecular Clouds

Gas accreted to the halo centre is the fuel for star formation. The Jeans mass introduced in
equation 1.2 can be rewritten for an isothermal gas cloud as "J ∝ )3/2/d1/2, where ) and d
are the temperature and density of the cloud, respectively. Thus, the cooling of hot gas clouds
is an essential step in the star formation process. Whilst fine-structure atomic transitions
such as [CII] can cool the gas to temperatures of several 10 K (Dalgarno & McCray 1972;
Spitzer 1978; Krumholz 2014), the efficacy of atomic cooling decreases sharply below
∼ 102 K. Molecular rotational transitions, on the other hand, cool efficiently to temperatures
below ∼ 30 K. Clouds of molecular gas are thus a key ingredient for forming stars. This
is empirically supported by high resolution observations of giant molecular clouds (GMCs,
typical mass 105−6 M�) within the Milky Way which show that stars typically form in their
coldest (∼ 10 K) and most dense (∼ 104 − 106 cm−3) central regions, known as dense cores
(e.g. Schneider et al. 2013).

Observing molecular gas is difficult because the most abundant molecule, H2, does not
have a permanent electric dipole and can only undergo quadrupole transitions, and because
it has a low moment of inertia. The resulting excitation temperature of H2 rotational
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transitions is high (∼ 510 K for J=2→0) and greatly exceeds the temperature of GMCs.
Carbon monoxide (CO) is the next most abundant molecule. The CO J=1→0 transition
has an excitation temperature of ∼ 5 K, which is easily excited by collisions with other
molecules in the cloud, the overwhelming majority of which will be with H2. CO emission
is thus a good tracer of the molecular phase (Bolatto et al. 2013; Heyer & Dame 2015). The
transition is optically thick at the typical densities of GMCs, so the line luminosity depends
on the source brightness temperature, the line-width, and the surface area of the observed
clouds. The CO line luminosity can be written in terms of the observed flux as follows:

! ′CO = 3.25 × 107 (CO Δa a
−2
obs �

2
L (1 + I)

−3 (1.3)

where ! ′CO is the luminosity in K km s−1 pc2, (CO Δa is the integrated line flux in Jy km s−1,
aobs is the observed frequency in GHz, and �L is the luminosity distance in Mpc (Solomon
& Vanden Bout 2005). The mist model, which assumes that cloudlets (i.e. substruc-
tures) are non-overlapping and that the mass function of cloudlets is relatively constant
across GMCs (Dickman et al. 1986), relates the total luminosity to the mass of molecu-
lar gas as follows: "H2 = UCO!

′
CO, where the standard Milky Way conversion factor is

UCO = 4.3 M� (K km s−1 pc2)−1. It is important to note that UCO decreases with increasing
metallicity. This is for two reasons: firstly, the abundance of carbon and oxygen decreases
with decreasing metallicity; and secondly, the CO molecules are photodissociated deeper
into GMCs as the metallicity decreases (Bolatto et al. 2013).

Stellar Nurseries

A GMC does not collapse into a single massive star, but rather the cloud fragments (e.g.
Bate 2009) and forms a group of coeval stars known as open clusters. The initial mass
function (IMF) describes the distribution of stellar masses immediately after a burst of
star formation. Its functional form is empirically determined by counting the number and
measuring the brightness of individual stars within MilkyWay open clusters (Salpeter 1955;
Scalo 1986; Kroupa 2001; Chabrier 2003). The luminosity of a main sequence star scales
with its mass as ! ∝ "4, and assuming the fuel available for nuclear fusion scales linearly
with mass, the corresponding lifetime is given by C ∝ "/! ∝ "−3. High mass stars are
therefore much more luminous, shorter lived, and hotter than their low mass counterparts.
The mass-luminosity relation is used to convert the observed brightness distribution of stars
within open clusters into a mass distribution, and a correction factor is applied to account
for the stars that have already died. IMFs are generally bottom-heavy (e.g. Salpeter 1955)
and others are relatively top-heavy (e.g. Chabrier 2003), with low mass stars dominating
the mass budget of both types. IMFs are typically assumed to follow a power law for masses
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above 1 M�:
d#
d"
∝ "−= (1.4)

where d# is the number of stars in the mass interval [", " + d"] and = is positive (e.g.
= = 2.35 for a Salpeter 1955 IMF). Determining the shape of the IMF in galaxies beyond
the Milky Way is difficult since low mass stars and their spectroscopic signatures generally
appear too faint to be observed, and consequently the important question of the IMF’s
universality is unsettled (e.g. Elmegreen et al. 2008; van Dokkum & Conroy 2010).

The star formation rate (SFR) is measured via spectral features that are sensitive to
young stars and by assuming an IMF (Kennicutt, Jr. 1998; Kennicutt & Evans 2012; Calzetti
2013; Madau & Dickinson 2014). The HU emission line produced by HII regions is a direct
tracer of the number of ionising photons with wavelengths shorter than the Lyman limit
912Å. These photons are produced only by massive, hot O and B stars that have lifetimes of
approximately 10 Myr, so the HU luminosity indicates the number of young massive stars.
The relative number of young low mass stars is then given by the IMF. Kennicutt & Evans
(2012) report the following calibration for the HU-SFR relation assuming a Kroupa (2001)
IMF:

log
(

SFR
M� yr−1

)
= log

(
HU

erg s−1

)
− 41.27. (1.5)

where the HU luminosity is the intrinsic luminosity corrected for extinction by dust (Draine
2003; Calzetti et al. 2000). Common alternative probes of SFR include the UV continuum
luminosity which directly traces emission from young blue stars, and the infrared luminosity
which traces dust grains heated by the UV continuum. The strength of the 4000Å break
which measures absorption at wavelengths bluer than 4000Å also correlates well with SFR
(Brinchmann et al. 2004; Bluck et al. 2020a, and see Chapter 2), but I note that it is more
accurately thought of as a tracer of stellar age.

Empirical Star Formation Relations

The close relationship between star formation and gas is parameterised by the Schmidt-
Kennicutt law (SK, Schmidt 1959; Kennicutt, Jr. 1998):

log(ΣSFR) = U + V log(Σgas) (1.6)

where ΣSFR is the star formation rate surface density and Σgas is the total gas mass surface
density (i.e. atomic and molecular), both averaged over the discs of star forming galaxies.
The observationally determined slope V ≈ 1.4 (Kennicutt, Jr. 1998; Leroy et al. 2008) is
commonly understood by considering gas clouds of density d collapsing with negligible
pressure support under their own self-gravity on the free-fall timescale (Cff ∝ 1/√d). Star
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formation in these clouds should occur at a rate given by dsfr ∝ dgas/Cff ∝ d1.5, which is in
close agreement with the empirical SK law.

Star forming galaxies lie on the global star forming main sequence (SFMS, Brinchmann
et al. 2004; Renzini & Peng 2015, and see Fig 1.4) which relates SFR to the total stellar
mass "★ as follows:

log(SFR) = U + V log("★). (1.7)

where the slope V is typically found to lie in the range 0.6-1.0 (Speagle et al. 2014). It is useful
to define the specific star formation rate sSFR = SFR/"★ as a crude parameterisation of a
galaxy’s star formation history, comparing its SFR today with its previous time-integrated
SFR. The specific star formation rate decreases with "★, but it has been argued that this is
driven by the increasing bulge-to-totalmass ratios �/) with"★ and that sSFR is independent
of mass (i.e. V ∼ 1) when considering only disc mass "D - i.e. SFR/"D (Abramson et al.
2014).

High redshift star forming galaxies also lie on a SFMS. Its normalisation U increases
until I ∼ 2 (Bell et al. 2005; Daddi et al. 2007; Elbaz et al. 2007; Whitaker et al. 2012, 2014;
Speagle et al. 2014), such that the typical SFR of a galaxy at fixed "★ decreases by a factor
of ∼ 30 from I ∼ 2 to the present day (Daddi et al. 2007). This radical suppression coincides
with a decrease in cosmic star formation rate density (Madau & Dickinson 2014, and see
section 1.4) and is likely caused by reduced accretion of gas from the circumgalactic medium
(CGM) and intergalactic medium (IGM). This scenario is consistent with the SFMS’s small
scatter (∼ 0.2 − 0.3 dex Speagle et al. 2014), which suggests that disruptive mergers are
overall less important than smooth secular processes for growing galaxies.

Our discussion so far has focused on global star formation laws, but the conversion
of gas into stars is fundamentally a local process that is governed on spatially resolved
scales (e.g. Murray 2011; Krumholz 2014; Schinnerer et al. 2019; Bluck et al. 2020a).
Local star formation laws are now achieved through combining data from IFUs and sub-mm
interferometerswithmatched kpc-scale spatial resolution. TheALMA-MaNGAQUEnching
and STar formation (ALMaQUEST) project is one of the first and largest resolved studies to
systematically investigate local galaxies exhibiting the full range of star formation activity
(Lin et al. 2020). Lin et al. (2019) use a sample of star-forming ALMaQUEST galaxies to
calibrate three resolved relationships: the resolved SK law (rSK, ΣSFR − ΣH2 Bigiel et al.
2008; Leroy et al. 2008; Bolatto et al. 2017), the resolved star forming main sequence
(rSFMS, ΣSFR − Σ★ Wuyts et al. 2013; Cano-Díaz et al. 2016; Hsieh et al. 2017; Ellison
et al. 2018), and their own newly defined resolved molecular gas main sequence (rMGMS,
ΣH2 − Σ★), where ΣSFR, ΣH2 and Σ★ are the resolved extensions to the SFR, molecular
gas mass and stellar mass surface densities, respectively. They find that the rMGMS has
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Figure 1.4: The distribution of SDSS galaxies in the SFR-"★ plane, with the SFR and "★ estimates
taken from Brinchmann et al. (2004) and Mendel et al. (2014), respectively. The black contours
reflect the number density of galaxies in the plane, where the upper density peak corresponds to
the star forming main sequence and the lower density peak contains quenched galaxies. The solid
magenta line shows the fit to the star forming main sequence from Renzini & Peng (2015) and the
dashed magenta line marks the minimum of the bimodal density contours. The hexagons are colour
coded by themean logarithmic offset from themain sequenceΔSFR, and the solid black line indicates
the median SFR in bins of "★. This shows that low mass galaxies are predominantly star forming
whilst high mass galaxies are predominately quenched. The transition mass is "★ ∼ 1010.5 M�.
Figure from Bluck et al. (2020b).

a stronger correlation coefficient and a tighter scatter than the rSFMS (see Fig. 1.5) and
argue that the rMGMS and rSK are the fundamental relationships, whilst the rSFMS and by
extension the global SFMS are caused by the confounding variable ΣH2 and are therefore
incidental. This scenario makes intuitive sense, as there is no simple reason to expect the
current SFR to depend on M★ at fixed gas mass.

1.3 Galaxy Bimodality

Galaxy surveys such as SDSS and 2dF grant astronomers access to the properties of statist-
ically significant sample of galaxies. Two of the simplest properties are the galaxy colours
and absolute magnitudes (i.e. luminosities), but examining the distribution of galaxies
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Figure 1.5: The relationship between the spatially resolved SFR surface density (ΣSFR), the spatially
resolved stellar mass surface density (Σ★) and the spatially resolved molecular gas surface density
(ΣH2 ) for 14 star forming galaxies from theALMAaQUEST survey. Each black data point corresponds
to a single spaxel, and the coloured contours show the density of spaxels projected onto the 2D planes.
The rSFMS has the largest scatter and the weakest correlation coefficient, which suggests that the
rSK and rMGMS relationships are most fundamental. Figure from Lin et al. (2019).

in the colour-magnitude plane (or equivalently colour-mass plane) reveals an intriguing
bimodality that defines two distinct populations. One population called the ‘blue cloud’
contains galaxies with relatively low luminosities/masses and blue colours. By contrast,
the other population called the ‘red sequence’ contains galaxies with relatively high lu-
minosities/masses and red colours (Strateva et al. 2001; Blanton et al. 2003b; Baldry et al.
2004, 2006; Schawinski et al. 2014, and see Fig. 1.6 which shows the distribution of local
galaxies in the colour-mass plane). As we have seen, young stellar populations shine blue
whilst old stellar populations shine red. This suggests that blue cloud galaxies have recently
experienced an episode of star formation whilst red sequence galaxies have little or no recent
star formation.

Metallicity and dust absorption also influence galaxy colour. This is partially accounted
for by dust correcting the observed colours as in Fig. 1.6, but the full triple degeneracy
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Figure 1.6: The colour-mass plane, where the colours have been corrected for dust extinction. The
top left panel shows the distribution of all galaxies and reveals the clear bimodality between red
sequence galaxies in the upper density peak and blue cloud galaxies in the lower density peak.
The right panels show the distribution of early-type (top row) and late-type (bottom row) galaxies.
Early-type galaxies dominate the red sequence and late-type galaxies dominate the blue cloud, but
there exists a significant overlap, such that blue early-types and red late-types are observed. The
green lines in each panel bound the green valley region, which is commonly thought to host galaxies
transitioning form the blue cloud to the red sequence. In each panel, the black purple lines and
colouring reflects the density of galaxies in the plane, increasing from low density in white to high
density in red. Figure from Schawinski et al. (2014).

between stellar age, metallicity and dust extinction is best avoided bymeasuring SFR directly
rather than relying on galaxy colours as a proxy for star formation activity. The bimodality
is reflected in the SFR-"★ plane (see Fig. 1.4), where we observe the population of ‘star
forming’ galaxies lying on the SFMS discussed in the previous section and a population
of ‘quenched’ galaxies with comparatively low SFR lying significantly below the SFMS
(Brinchmann et al. 2004; McGee et al. 2011; Wetzel et al. 2012; Renzini & Peng 2015).
Moreover, quenched galaxies have larger D4000 and stronger blamer absorption features,
indicating that their stellar populations are generally older than those of star forming galaxies
(e.g. Kauffmann et al. 2003b, and see Chapter 2). This demonstrates that the bimodality
in the colour-magnitude diagram is primarily due to a fundamental difference in the star
formation histories of blue cloud and red sequence galaxies, and not due to any differences
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in metallicity or dust absorption.
It is natural to suppose that galaxies evolve from the blue cloud to the red sequence

and not vice versa for two reasons. First the intuitive argument that today’s massive red
sequence galaxies must have appeared blue in the past when their stars were young. Second
the empirical argument that the bimodality extends to at least I ∼ 2 (Noeske et al. 2007;
Santini et al. 2009; Brammer et al. 2009, 2011; Whitaker et al. 2011), and that the number of
red sequence galaxies has increased since whilst the number in the blue cloud has remained
relatively constant (Bell et al. 2004; Faber et al. 2007; Ilbert et al. 2010). These arguments
suggest that there is somemechanism or set of mechanisms that act to suppress star formation
within galaxies. I review theoretical ‘quenching’ mechanisms in the next section.

The bimodality in colour and star formation activity is reminiscent of the bimodality in
galaxy structure alluded to by the Hubble tuning fork and the comb diagram (Figs. 1.1 and
1.2). Indeed, observations reveal two classes of galaxies with radically different morphology
and kinematics: there exists both ‘rotation-dominated’ galaxies that have small Sérsic index
(nSérsic), small �/) , large ordered to disordered kinematic ratios (+/f), and large _; as well
as ‘dispersion-dominated’ galaxies that have large nSérsic, large �/) , small +/f and small _
(Cappellari et al. 2007; Emsellem et al. 2007; Driver et al. 2006; Cameron et al. 2009;Wuyts
et al. 2011). There appears to be a deep connection between the bimodality in structure and
the bimodality in star formation activity. This is succinctly expressed by the ‘morphology-
colour’ relation, which claims that star-forming galaxies are generally rotation-dominated or
‘disc-dominated’ and late-type, and quenched galaxies are generally dispersion-dominated
or ‘bulge-dominated’ and early-type (Cameron & Driver 2009; Gadotti 2009; Cappellari
et al. 2011a; Bell et al. 2012; Lang et al. 2014; Omand et al. 2014; Bluck et al. 2014,
2016). The terms ‘early’ and ‘late’ are thus misnomers. In fact, early-types represent a
later evolutionary stage than their late-type counterparts. Despite the wealth of support for
the morphology-colour relation, there are a number of blue early-types and red late-types
(Schawinski et al. 2014, and see Fig. 1.6), as well as a large population of passive, rotation-
dominated galaxies. Thus, there is no unique mapping from morphological classification to
star forming classification .

There is a third region in the colour-magnitude diagram known as the green valley
(GV). Galaxies in the GV have intermediate properties and the majority are thought to be
transitioning from being blue and star forming to red and passive (Martin et al. 2007; Wyder
et al. 2007; Schawinski et al. 2014). The relatively low number of galaxies in the GV region
is interpreted as evidence for a rapid transition through the GV and/or there being a low
rate of galaxies leaving the SFMS, but a recent analysis by Schawinski et al. (2014) that
accounts for morphology shows that blue early-types and blue late-types may have different
evolutionary pathways and timescales. Early-types are rare in the GV and are therefore
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consistent with a rapid transition, but late-types span the full range of colours (see Fig.
1.6), which suggests a slower transition. Moreover, although both galaxy types have similar
D − A colours, early-types are significantly more blue than late-types when assessed via their
#*+ − D colours. Schawinski et al. (2014) use the fact that #*+ − D traces more recent
star formation than D − A to show that early-type galaxies are consistent with quenching on
timescales shorter than 250 Myr, whilst late-type galaxies experience a more gradual decline
in star formation activity on timescales greater than 1 Gyr. These timescales are consistent
with the ejection and starvation scenarios introduced in the next section.

1.4 Theoretical Quenching Mechanisms

Our discussion in Section 1.2 highlighted molecular gas as the necessary fuel for star
formation. Thus, any successful theory of galaxy quenching must be effective at reducing
the gas content of galaxies and/or suppressing the efficiency of its conversion into stars. A
number of theoretical mechanisms satisfy these criteria, but it is not currently clear which
mechanism is most important for quenching galaxies. This is one of the key outstanding
questions in the field galaxy evolution and indeed it is the focus of this thesis.

Studying the relationship between star forming activity and independent galaxy para-
meters is a common avenue for constraining quenching mechanisms. These parameters are
categorised in the parlance of Peng et al. (2010, 2012) as mass quenching parameters, which
relate to internal galaxy properties and processes, and environmental quenching parameters,
which relate to external galaxy properties and processes. The fraction of objects that are
quenched in galaxy surveys increases with both stellar mass (as shown in Fig. 1.4) and
the density of the local environment, such that star forming blue cloud galaxies generally
have smaller stellar masses and/or reside in less massive halos in underdense environments,
whilst quenched red sequence galaxies generally have larger stellar masses and/or reside in
massive halos in overdense environments (Baldry et al. 2006; Peng et al. 2010, 2012; Woo
et al. 2013).

A seminal analysis by Peng et al. (2010) showed that mass quenching and environmental
quenching are separable effects that act independently. Mass quenching dominates at the
high mass end ("★ > 1010 M�) where galaxies are quenched regardless of their local
environment, and environmental quenching dominates in dense environmentswhere galaxies
are quenched regardless of their stellar mass. It is important to note that the correlations
between the red fraction with stellar mass and local environment alone do not uniquely
constrain the relative importance of quenching mechanisms. Rather, the correlations are
consistent with a number of theoretical mechanisms and one must study a wide range of
galaxy parameters to break this degeneracy and identify the culprit responsible for quenching
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galaxies.

Environmental Quenching

The spatial distribution of galaxies is largely influenced by the underlying distribution of dark
matter, an example of which is shown in Fig. 1.3. Galaxies consequently occupy a variety
of local environments, ranging from almost empty voids to high density clusters containing
thousands of galaxies. Dressler (1980) first demonstrated the profound influence of local
environment on observed galaxy properties through the morphology-density relation, where
early-types and late-types are preferentially found in high and low density environments,
respectively. Galaxy environment is also related to galaxy colour and star forming activity
as discussed above (e.g. Kauffmann et al. 2004; Balogh et al. 2004; Weinmann et al. 2006),
as well as to gas content, where galaxies in dense environments have depleted gas reservoirs
(Boselli et al. 2014).

A number of theoretical mechanisms explain the dependence of star formation and gas
content on local environment, many of which simultaneously account for the morphology-
density relation. These mechanisms focus on interactions between galaxies and their local
environment, including neighbouring galaxies and the intracluster medium (ICM). Galaxies
within clusters, for example, experience small tidal perturbations during high speed encoun-
ters with neighbouring galaxies, which leads to their gas being less gravitationally bound.
The integrated effect of many high speed encounters is known as ‘harassment’ and removes
gas and stars, thereby quenching star formation. The stars that remain are heated and have
larger velocity dispersion, which is important for the morphological transformation of late-
types to early-types in high density environments (Farouki & Shapiro 1981; Moore et al.
1996, 1998). Furthermore, a satellite galaxy experiences a ram pressure force as it traverses
the ICM, and ‘ram pressure stripping’ occurs when this force exceeds the gravitational bind-
ing force (Gunn & Gott, J. Richard 1972). This effect is observed directly, for example in
the Virgo cluster where the ISM of spiral galaxy NGC 4522 is stripped and forms a trail
behind the stellar disc (Kenney et al. 2004, and see Fig. 1.7). Harassment and ram pressure
stripping remove the ISM gas and therefore cause rapid quenching. An alternative mechan-
ism, ‘strangulation’, leaves the ISM intact but removes the hot gas surrounding satellites by
either tidal forces or ram pressure stripping. The galaxy subsequently evolves as a closed
box and quenches on Gyr timescales after star formation consumes the ISM (Larson et al.
1980; Balogh et al. 2000; van den Bosch et al. 2008; Weinmann et al. 2009).

Environmental quenching has a less significant impact on central galaxies (i.e. the most
massive halo in a group) than on satellite galaxies (i.e. the remaining galaxies in a group)
(Peng et al. 2012), but only because centrals occupy less dense environments than satellites



18 Chapter 1. Introduction

Figure 1.7: Ram pressure stripping of spiral galaxy NGC 4522 in the Virgo cluster of galaxies. The
black contours trace neutral atomic hydrogen and the background R-band image traces the galaxy’s
stellar component. NGC 4522’s motion to the south east through the ICM produces a ram pressure
force that ejects gas from the stellar disc, leaving a neutral gas trail to the north west. Figure from
Kenney et al. (2004).

at fixed stellar mass (Wang et al. 2018). A recent work by Bluck et al. (2020b) refines
the central-satellite quenching dichotomy and demonstrates that environmental quenching
dominates only for low mass satellites, and that it plays a subdominant role in quenching
centrals and high mass satellites, where mass quenching is most important. It is there-
fore important to note that the environmental quenching mechanisms mentioned above are
unlikely to dominate the quenching of the mostly massive galaxies analysed in this thesis
("★ & 1010 M�).

Mass Quenching

Mass quenching mechanisms relate to internal galaxy processes and are most active in
massive galaxies. It is important to discuss the quenching of massive galaxies in their
cosmological context and to recall that they do not evolve as closed box systems. Indeed
the vast majority of baryons in massive systems reside in hot halos (Lin et al. 2003; Fabian
et al. 2006; McNamara & Nulsen 2007). These baryons have temperatures ) & 107 K
and are expected to cool via thermal bremsstrahlung emission on timescales shorter than
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1 Gyr. As mentioned in Section 1.1, cooling is most efficient towards the halo centre
where the gas density peaks, and there exists a cooling radius where the cooling timescale
and dynamical timescale are equal. Within the cooling radius one naively expects cooling
flows to form and the subsequent triggering of dramatic episodes of star formation (Fabian
2012). The inconsistency of this theoretical expectation with the observed suppression of
star formation, the low stellar mass to halo mass ratios in massive galaxies (e.g. Baldry et al.
2006; Peng et al. 2010; Moster et al. 2010), as well as the observation that 90 per cent of
cosmic baryonic matter remains unprocessed through stars despite the intense star formation
predicted from cooling flows (Fukugita & Peebles 2004; Shull et al. 2012), is known as the
‘cooling catastrophe’ problem (e.g. Binney & Tabor 1995; Ruszkowski & Begelman 2002).
The cooling catastrophe problem remains a key theoretical challenge of galaxy quenching
and astrophysics/cosmology more broadly.

Various mass quenching solutions to the cooling catastrophe problem have been pro-
posed, all of which invoke an additional heating mechanism to offset the cooling. Three
prominent mechanisms are as follows: 1) heating from supernovae feedback (e.g. Cole et al.
2000; Henriques et al. 2019), 2) virial shock heating (e.g. Dekel & Birnboim 2006; Woo
et al. 2013), and 3) heating from active galactic nuclei (AGN) feedback (e.g. Croton et al.
2006; Bower et al. 2008; Hopkins et al. 2008).

The first mechanism posits that the energy released during the life-cycle of the star
formation process, particularly during the supernovae phase, could keep the gas in the halo
hot. This scenario is known as stellar feedback. One clear advantage of this scheme is
that it offers a direct and natural explanation for the strong correlation between stellar mass
(which is a tracer of previous star formation and number of supernovae) and quenching in
the mass quenching scenario (e.g. Baldry et al. 2006; Peng et al. 2010, 2012). However,
this is not a viable mechanism for keeping galaxies quenched since high mass quenched
galaxies are simply not forming stars and therefore do not host Type-II supernovae. Type-Ia
supernovae could still play a role in heating the halo gas, but the energy released by these
binary systems alone is insufficient to keep the halo gas hot in massive systems (e.g. Croton
et al. 2006; Bower et al. 2008). There is an alternative stellar feedback quenching scenario
in which supernovae and stellar winds drive massive outflows and remove cold gas from
the galaxy (Dekel & Silk 1986). This mechanism, however, is only effective in low mass
systems for which the outflows have velocities exceeding the escape velocity (Chisholm et al.
2017; Henriques et al. 2019). Moreover, although this mechanism can eject the ISM gas
and quench star formation in the short term, it fails to solve the cooling catastrophe problem
and is therefore incapable of keeping galaxies quenched on long timescales.

The virial shock heating paradigm for quenching argues that cold gas flows are shock
heated as they enter halos more massive than 1012 M�, which keeps the halo hot and prevents
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the accretion of gas onto the galaxy (Dekel & Birnboim 2006). This is supported by the
observation that quenching is more closely related to halo mass than stellar mass (Woo
et al. 2013; Bluck et al. 2016). However, Bluck et al. (2016) show that parameters relating
to the black hole (i.e. bulge mass "B and stellar velocity dispersion f) are in fact more
fundamentally correlated with galaxy quenching than the mass of the halo. This suggests
that virial shock heating is not the most important mechanism for keeping the halo hot.

The greater importance of parameters related to the black hole mass, rather than the
stellar mass or halo mass, supports a scenario in which galaxies quench via feedback from
AGN (e.g. Wake et al. 2012; Bluck et al. 2016, 2021). AGN feedback plays an important
role in modern theories of galaxy evolution so I discuss this mechanism in detail.

AGN Feedback

The orbits of stars and gas in the central regions of galaxies reveal a gravitational potential
that is dominated by a dark central massive object, most likely a supermassive black hole
(SMBH). The strongest evidence comes from the Milky Way where the proper motions of
individual stars can be used to constrain the SMBH mass ("BH ≈ 4 × 106 M★, Schödel
et al. 2002; Genzel et al. 2010), but SMBHs are ubiquitous within massive galaxies and
they typically have masses in the range log("BH/M★) ∼ 6 − 10 (Kormendy & Richstone
1995; Magorrian et al. 1998; McLure & Jarvis 2002; McLure & Dunlop 2004; O’Neill et al.
2005; Kormendy & Ho 2013; The Event Horizon Telescope Collaboration et al. 2019). Our
understanding of the growth of SMBHs is currently limited, but they are broadly thought to
evolve from the remnants of population III stars or from the direct collapse of gas (Volonteri
2012). An accretion disc forms as matter with finite angular momentum collapses towards
the black hole, and viscous forces within the accretion disc convert gravitational potential
energy into thermal energy, heating the disc to temperatures greater than 105 K (Pringle &
Rees 1972; Shakura & Sunyaev 1976). The growth of SMBHs thus radiates large amounts
of energy from galaxy centres, which are known as active galactic nuclei or AGN (Salpeter
1964; Zel’dovich & Novikov 1964). Quasi-stellar objects or quasars are the most powerful
AGN and have bolometric luminosities ! ∼ 1045 − 1048 erg s−1, thus outshining their host
galaxies (Schmidt 1963; Lynden-Bell 1969).

Assuming fairly modest accretion efficiencies (∼10 per cent), the energy emitted during
the growth of the black hole far exceeds the typical binding energy of galaxies, and is
therefore potentially capable of greatly influencing galaxy evolution (Sotan 1982; Silk &
Mamon 2012; Bluck et al. 2011; Fabian 2012). Even a small fraction of the black hole’s
energy is capable of a profound effect on the evolution of the host galaxy, such as the
suppression of star formation. Yet we require a framework that couples the energy radiated
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by AGN to the host in order to fully describe their coevolution. In simulations, this energy
couples to the galaxy through two broad modes: the high Eddington ratio ‘quasar mode’,
and the low Eddington ratio ‘radio mode’.

Quasar-mode feedback is violent and drives massive, extended (up to ∼30 kpc) outflows
into the galaxy, which some have argued are capable of depleting the ISM of its gas reservoir
and shutting down star formation (e.g. Springel et al. 2005a; Di Matteo et al. 2005; Hopkins
et al. 2008; Fabian 2012; King & Pounds 2015). These multi-phase outflows are observed
both locally and at high redshift (e.g Maiolino et al. 2012; Cicone et al. 2014, 2015; Fluetsch
et al. 2019). The primary driving mechanism responsible for outflows has been greatly
debated, with some advocating for an energy-conserving blast-wave scenario (e.g King &
Pounds 2015) and others favouring direct radiation pressure (Ishibashi et al. 2018). Efficient,
energy-driven winds were supported by early observations (Feruglio et al. 2010; Cicone et al.
2014, 2015; Fiore et al. 2017), but recent works (Feruglio et al. 2017; Bischetti et al. 2019;
Fluetsch et al. 2019) have suggested that the ejectivemode of outflowsmay not be as effective
as initially thought and that they may be either energy-driven with modest coupling with the
galaxy ISM as also suggested by some models (Costa et al. 2014; Gabor & Bournaud 2014;
Roos et al. 2015; Hartwig et al. 2018) or radiation-pressure driven. Most importantly, many
of these galactic outflows are observed to have velocities below the escape velocity (Fluetsch
et al. 2019), so the efficacy of the quasar mode for removing gas from the halo is doubted. In
addition, although recent models and simulations have shown that shocking through outflows
may inject thermal energy into the CGM, quasar events are rare, so the quasar mode is likely
ineffective at keeping the halo hot and preventing the cooling catastrophe problem over Gyr
timescales.

The solution to the cooling catastrophe problem necessitates a steady heating mech-
anism that continually prevents the gas from cooling. Radio-mode feedback achieves this
requirement (e.g. Croton et al. 2006; Dekel & Birnboim 2006; Fabian et al. 2006; Bower
et al. 2008; Cattaneo et al. 2009; Ciotti et al. 2010; Weinberger et al. 2017; Nelson et al.
2019; Zinger et al. 2020). Here, the AGN injects lower levels of energy into the halo on large
circumgalactic scales throughout the growth of the black hole, which offsets the cooling and
prevents further accretion of gas onto the galaxy. Rather than the rapid shutdown in star
formation implied by the kinetic/ejective quasar mode, the thermal radio-mode suggests a
delayed form of feedback, and I often refer to it as ‘preventative-mode’ feedback in this
thesis. This quenching scenario is in good agreement with the observed difference in metal-
licity between star forming and passive galaxies, which indicates that galaxies quench when
they are starved of their gas supply (Peng et al. 2015; Trussler et al. 2020).

It is difficult to directly observe this process given the low luminosity of the preventative
mode, but the observed cospatial radio emission and X-ray cavities in galaxy clusters shows
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Figure 1.8: The MS0735.6_7241 cluster. The X-ray emission shown in blue reveals large cavities
or bubbles in the hot halo gas. The bubbles are spatially coincident with radio lobes (shown in red)
which contain synchotron-emitting relativistic electrons. This is commonly interpreted as evidence
of the central black hole driving radio jets and injecting energy into the CGM. Figure fromMcNamara
et al. (2009).

the preventative-mode in action (Fabian 2012; McNamara et al. 2009; Hlavacek-Larrondo
et al. 2012, 2013, 2015, and see Fig. 1.8). Furthermore, the AGN feedback paradigm is
consistent with the following empirical results: a) the tight correlations between "BH and
host galaxy properties; b) the close relationship between the redshift evolution of the cosmic
star formation rate density and the black hole accretion rate density; c) the discrepancy
between the halo mass function and galaxy mass function at the high mass end; and d) the
prominence of AGN in the GV.
a) "BH−host galaxy scaling relations:
The SMBHmass correlates with many properties of the galaxy bulge/spheroidal component.
These include the luminosity of the bulge, the mass of the bulge, and an even tighter
correlation with the central stellar velocity dispersion "BH ∝ fU, where U ∼ 4 − 5 and the
intrinsic scatter is ∼ 0.3 dex in "BH at fixed f (Magorrian et al. 1998; Gebhardt et al. 2000;
Ferrarese & Merritt 2000; Haring & Rix 2004; McConnell et al. 2011; McConnell & Ma



1.4. Theoretical Quenching Mechanisms 23

2013; Kormendy & Ho 2013; King & Pounds 2015; Saglia et al. 2016). These relationships
cannot be driven by the SMBHs gravitational influence on the bulge since the typical sphere
of influence A ≡ �"BH/f2 is less than 10 pc, which is at least two orders of magnitude
smaller than the aperture within which f is measured. Nonetheless, the tight correlations
suggest that the SMBH and galaxy bulge/spheroidal component are causally connected.

There have also been attempts to explain the scaling relations acausally. Jahnke &
MacCiò (2011) argue that the scaling relations are reproduced via mergers between galaxies
with uncorrelated SMBH and stellar masses, rendering the relation as a purely statistical
outcome. In this scenario galaxy mergers are responsible for simultaneously feeding the
bulge and the SMBH (e.g. Hopkins et al. 2008; Di Matteo et al. 2005; Springel et al. 2005a)
without any causal mechanisms coupling the two components.

Interestingly, the merging scenario is a possible explanation for the morphology-colour
relation discussed in Section 1.3, where mergers are the initial cause of both the morpho-
logical transition from late-type to early-type and the subsequent quenching of galaxies
through AGN. It is important to note, however, that the merger-driven quenching scenario
is similarly consistent with other mechanisms. In particular, galaxy mergers could lead to
elevated star formation and supernovae feedback (e.g. Cole et al. 2000; Henriques et al.
2019), halo growth and virial shock heating (e.g. Dekel & Birnboim 2006; Woo et al. 2013),
and increased kinematic stabilisation of the galaxy disc by the galaxy bulge. In this final
‘morphological quenching’ scenario the galaxy bulge induces tidal torques and increases
the velocity dispersion, which stabilises the disc against gravitational collapse (e.g. Martig
et al. 2009).
b) Evolution of the star formation rate density and black hole accretion rate density:
The cosmic star formation rate and the black hole accretion rate (BHAR) densities share
a similar history. They increase from the Big Bang until cosmic noon at I ∼ 2 and have
since decreased until the present day (Lilly et al. 1996; Madau et al. 1996; Hopkins 2004;
Shankar et al. 2009; Bouwens et al. 2012; Kormendy & Ho 2013; Heckman & Best 2014;
Delvecchio et al. 2014; Madau & Dickinson 2014; Aird et al. 2015, and see Fig. 1.9). The
close connection between SFR density and BHAR density suggests that star formation and
the activity of AGN are linked across all redshifts. This is consistent with the following three
scenarios: the growth of black holes influences star formation (i.e. AGN feedback); star
formation influences the growth of black holes (i.e. stellar feedback); or a third confounding
effect simultaneously influences the growth of black holes and star formation. The third
scenario is consistent with our discussion of the evolving SFMS in Section 1.2, where we
saw that its normalisation has decreased by a factor of ∼ 30 since cosmic noon (Daddi
et al. 2007). The accretion of gas from the cosmic web was elevated at high redshift since
the Universe was overall more dense, and this enhanced accretion could simultaneously be
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Figure 1.9: The history of the cosmic star formation rate density (dashed red line) and black hole
accretion rate density (solid black line). The orange and blue points are measurements of the star
formation rate density based off of UV and infrared observations, respectively. The black hole
accretion rate density is scaled by an arbitrary factor of 1500 so that it can be compared with the star
formation rate density. Both the cosmic star forming and black hole accretion activity peak at cosmic
noon I ∼ 2 which suggests that the two processes are causally related. Figure from Aird et al. (2015)

driving the increased star formation activity (Bouché et al. 2010) and growth rate of black
holes.
c) The discrepancy between the halo mass function and stellar mass function:
The distribution functions of the present-day galaxy population are shaped by all physical
processes that have previously occurred. Any viable model of galaxy evolution must there-
fore be successful at reproducing their behaviour. The stellar mass function is one such
distribution and it is well described by a Schechter function Schechter (1976) as follows:
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where " is the stellar mass, q(")d" is the number of galaxies per unit volume in the mass
range [", " + d"], and "∗ ∼ 5 × 1010ℎ−2 M� is a characteristic mass at the knee of the
distribution, below which q(") follows a power law with U ∼ −1.1 and above which it
follows an exponential cutoff (Cole et al. 2001; Bell et al. 2003).

One may naively expect the mass fraction of baryons in halos to be given by the cosmic
baryonic mass fraction, and the fraction of these baryons in stars (a measure of the efficiency
of star formation) to be independent of halo mass. In this scenario the stellar mass function
and the halo mass function have similar functional forms. The twomass functions in practice
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Figure 1.10: The stellar mass function from Bell et al. (2003) and the halo mass function from the
Millenium simulation (Springel et al. 2005b) multiplied by the cosmic baryonic fraction 5b ∼ 0.16.
The ΛCDM model predicts too many galaxies at the high and low mass ends. These discrepancies
are commonly explained by AGN and supernova feedback, respectively. Figure from Mutch et al.
(2013)

exhibit radically different behaviour, and the stellar mass function is suppressed relative to
the halo mass function at both high and low masses (e.g. Silk & Mamon 2012; Bower
et al. 2012; Kormendy & Ho 2013, and see Fig. 1.10). Put simply, a model in which the
stellar mass function follows the halo mass function predicts too many high and low mass
galaxies. This result is emphasised in the stellar-to-halo mass relation (SHMR), where the
stellar-to-halo mass ratio of galaxies in small and large halos is suppressed relative to that
of galaxies in intermediate mass halos (Guo et al. 2010; Moster et al. 2010).

As already discussed, the discrepancy at the low mass end is often attributed to stellar
feedback from stellar winds and supernovae. These feedback effects, however, do not have
a significant influence on massive galaxies with deep gravitational potential wells. The
steep decline in the stellar mass function for high mass galaxies is most often explained in
terms of AGN feedback. These galaxies typically have more powerful AGN that can exert
a greater influence on their host’s stellar population and thereby suppress star formation
(Silk & Mamon 2012). Indeed, the inclusion of AGN feedback in cosmological simulations
successfully reproduces the downturn in the stellar mass function at the high mass end (e.g.
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Croton et al. 2006; Bower et al. 2012; Torrey et al. 2014; Henriques et al. 2019).
d) AGN in the green valley:
Galaxies hosting AGN are preferentially found in the GV region of the colour-magnitude
diagram (Nandra et al. 2007; Schawinski et al. 2007, 2010; Fabian 2012; Sánchez et al.
2018). As discussed in Section 1.3, GV galaxies are commonly thought to be transitioning
from the blue cloud to the red sequence (i.e. quenching), and hence the prominence of AGN
in this region suggests that they play an important role in galaxy quenching.

1.5 Thesis Aims and Outline

In this thesis I study galaxy quenching from an observational perspective. In particular, I
analyse and compare the properties of star forming, green valley, and quenched galaxies to
constrain theoretically motivated quenching mechanisms discussed in the previous section
and ultimately to understand why galaxies stop forming stars.

In Chapter 3 I constrain the relationship between molecular gas and star formation in GV
galaxies thought to be in the quenching stage of galaxy evolution. This study is designed to
constrain quenching pathways and to answer the following question:

1) What is the radial distribution of gas fraction and star formation efficiency in the
green valley? Do galaxies transition from the star forming main sequence to the
quenched population because they lack molecular gas or because they are inefficient
at converting gas into stars?

To answer this questions I study seven GV galaxies on kpc scales by resolving the molecu-
lar gas content using 12CO(1-0) observations obtained with NOrthern Extended Millimeter
Array (NOEMA) and Atacama Large Millimeter Array (ALMA), and their star formation
rate and stellar mass using spatially resolved optical spectroscopy from the Mapping Nearby
Galaxies at Apache Point Observatory survey (MaNGA). I increase the sensitivity to mo-
lecular gas and star formation relative to previous works by performing a radial stacking of
both data sets, thereby avoiding biases against strongly quenched regions.

Constraining the quenching pathway (i.e. gas removal or reduced star formation ef-
ficiency) is important, but it does not directly differentiate between specific theoretical
quenching mechanisms (e.g. virial shock heating or AGN feedback). In Chapter 4 I aim to
tackle this question explicitly and identify the culprit for the shutdown of star formation by
studying the relationship between galaxy kinematics and quenching in the local Universe. I
will focus on the following questions:

1) Which kinematic property of galaxies is most fundamentally connected with and is
the best predictor of galaxy quenching?
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2) How do the relative importances of different parameters for galaxy quenching relate
to theoretical quenching mechanisms?

To answer these questions I build a 2D inclined rotating disc model to estimate the kinematic
properties of ∼ 2000 MaNGA galaxies, which is the largest homogeneous kinematic sample
to date. I leverage the power of a random forest analysis and partial correlation analysis to
break degeneracies between highly correlated galaxy parameters and thereby differentiate
between those that are fundamentally connected with galaxy quenching and those whose
connection with galaxy quenching is merely incidental.

Motivated by the evidence for preventative AGN feedback from the kinematic study,
in Chapter 5 I explore the viability of directly observing the hot halo gas around massive
galaxies. I will tackle the following questions:

1) Is there evidence for halo heating around massive powerful quasars?
2) What is the optimal observing strategy for detecting the hot halo gas around massive

galaxies predicted by cosmological simulations incorporating AGN feedback?
To answer these questions I analyse a deep ALMA observation attempting to detect the
Sunyaev-Zel’dovich (SZ) signal aroundHE0515-4414, themost luminous radio-quiet quasar
at I ∼ 2. I improve on a previous analysis by searching for the signal in the visibility plane
rather than the image plane, where it is difficult to properly estimate the uncertainties. I
compare this observation to the SZ signal predicted by the fable cosmological simulation
for a similar object, and simulate observations of this same object using different ALMA
observing setups.
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Data and Initial Analysis

In this thesis I makes extensive use of observational data from two classes of telescope. In
particular I analyse interferometric data from the ALMA and NOEMA, and IFS data from
the MaNGA survey. I review the working principles behind these instruments and the initial
analysis of their data in this chapter.

2.1 Interferometry

The angular resolution \res of a single dish telescope with diameter � is given by
\res = 1.22_/�, where _ is the observing wavelength. This relationship has severe im-
plications at the relatively long wavelengths of radio and submillimeter astronomy. Indeed,
at a frequency of 100 GHz even a large telescope with a diameter of 50 m can only achieve
an angular resolution of ∼ 10 arcsec, which is ineffective for resolving distant galaxies.

Interferometers avoid this resolution limit. Rather than observing with a single dish
antenna, they multiply and time average the signals from pairs of antennae and thereby
synthesise a telescope with a very large effective ‘diameter’. I first illustrate this principle
using a simple two-element interferometer observing a distant point source (see Fig. 2.1).
The two antennas are separated by the baseline length � and point in the pointing direction
\ clockwise from the zenith. Electromagnetic radiation from a distant point source arrives
at the interferometer as a planar wavefront, shown with a dashed line. This wavefront
first arrives at the right antenna (antenna 2) before travelling a further distance � sin \ and
arriving at the left antenna (antenna 1). Thus, the electric fields received by antennas 1 and

29
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Figure 2.1: A simple two-element interferometer. The wavefront represented by a dashed line must
travel a further distance � sin \ before reaching the leftmost antenna (i.e. antenna 1), where � is
the separation between antenna 1 and antenna 2. The time delay g8 added to antenna 2 shifts the
phase-centre from the zenith to the pointing direction. The signals from antenna 1 and antenna 2 are
multiplied and time averaged in the correlator to produce the output visibility measurements. Figure
from Thompson et al. (2017).

2 at time C are given by

�1(C) = � exp(−8l[C − � sin(\)/2]) �2(C) = � exp(−8lC) (2.1)

where � is the amplitude of the electric field strength, l = 2ca and a is the observing
frequency, and 2 is the speed of light. The correlator, which multiplies and time averages
these signals, outputs a visibility given by

+ (�, :) =< �∗1 (C) �2(C) >= �2 exp(−8:� sin(\)) (2.2)

where the wavenumber : = l/2 = 2c/_, and _ is the observingwavelength. The response of
the interferometer is thus described by a set of fringes on the sky whose peaks are separated
by angle _/�. This defines the angular resolution, and hence interferometers with large
�/_ are built to combat the resolution limit of single dish telescopes.
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The response of the two-element interferometer to a two dimensional spatially extended
source is found by integrating equation 2.2 over the full extent of the emission. Under the
assumption of small field imaging and shifting the phase centre to the pointing direction by
introducing a time delay to antenna 1 as in Fig. 2.1, this reduces to the following expression:

+ (D, E) =
∬

�a (;, <) exp(−2c8(D; + E<)) d; d< (2.3)

where ; and < represent angles measured in the sky plane, D and E are baseline lengths
in units of the observing wavelength in directions parallel to ; and <, and �a (;, <) is the
sky surface brightness in direction (;, <) (Thompson et al. 2017). Thus, the response of an
interferometer is given by the van Cittert-Zernike relation (also known as the measurement
equation), where the visibility function corresponds to the Fourier transform of sky surface
brightness. The sky surface brightness is found from the visibility function+ (D, E) by taking
the following inverse Fourier transform:

�a (;, <) =
∬

+ (D, E) exp(2c8(D; + E<)) dD dE. (2.4)

Interferometric observations thus decompose the sky brightness as a sum of sinusoids with
a range of spatial frequencies. The amplitude of the complex visibility function + (D, E)
quantifies the brightness of each spatial frequency, whilst the phase describes where each of
the spatial frequencies is located on the sky.

Antennae separated by the baseline vector (D, E) are sensitive to emission on spatial
scales ∼ 1/

√
D2 + E2. Thus, short baselines are sensitive to emission on large scales whilst

long baselines are sensitive to emission on small scales. An interferometer capable of
perfectly mapping the sky brightness must therefore sample the full (D, E) plane. Real
interferometers, however, host a finite number of antennae, and although their sampling of
the (D, E) plane is much improved thanks to the Earth’s rotation, they only sample a fraction
of the plane given by:

+sample(D, E) = ((D, E)+ (D, E) (2.5)

where ((D, E) is the sampling function, which has value one where data are recorded and
zero otherwise. The inverse Fourier transform of the measured visibilities no longer returns
the true sky brightness and instead it gives the dirty map �obs

a = �a (;, <) ∗ (SB), where SB
is the Fourier transform of ((D, E) and is known as the synthesised beam or dirty beam.
In producing the dirty map the visibilities can be weighted equally (natural weighting),
which enhances the point source sensitivity at the expense of angular resolution, or weighed
inversely proportional to the local sampling density in the (D, E) plane (uniform weighting),
which enhances the angular resolution at the expense of point source sensitivity. The Briggs
et al. (1999) robust parameter allows for a continuous variation between these two weighting
extremes.
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The convolution with the dirty beam introduces artificial structure to the observed sky
brightness map. Deconvolution is thus a critical step in the imaging process. However,
deconvolution is a challenging procedure without a unique solution. To see this, recall that
interferometers are insensitive to emission on scales larger (smaller) than those probed by
its shortest (longest) baseline, and hence they cannot distinguish between sky brightness
distributions that only differ on these large (small) scales. This leaves an infinite set
of �a (;, <) that are consistent with the observed visibilities. Deconvolution algorithms
attempt to break this degeneracy by making reasonable assumptions about �a (;, <). The
clean algorithm (Högbom 1974), for example, models the sky brightness as a collection of
independent point sources. First, it treats a fraction of the flux in the brightest pixel of the
observed dirty map as a clean component (i.e. real emission) and adds it to a clean map. It
then subtracts the clean component convolved with the dirty beam from the dirty map. The
algorithm repeats these two steps until the dirty map looks like random noise, and finally it
convolves the clean map by the clean beam, which is found by fitting a single 2D Gaussian
profile to the central lobe of the dirty beam.

Imaging is often seen as the gold-standard in astronomy. However, it is important to
remember that interferometers do not measure the sky brightness directly, but rather they
measure visibilities. It is therefore more natural to analyse interferometric data in the
visibility plane, and I explore this concept further in Chapter 5.

The Atacama Large Millimeter/submillimeter Array (ALMA)

ALMA is an interferometric array consisting of the 12-m Array, which hosts 50 antennas
with a 12 m diameter, and the Atacama Compact Array (ACA), which hosts 12 antennas
with a 7 m diameter. The array is located on the Chajnantor plateau in Chile at an elevation
of 5000 m above sea level, which provides the transparent and stable atmosphere crucial
for effective observations. The 12-m Array provides up to 1225 simultaneous baselines,
ranging from 15 m to 16.2 km, which for the observed frequency range 84 GHz (band 3) to
950 GHz (band 10) gives sensitivity to emission on spatial scales ranging from ∼ 30 arcsec
to ∼ 0.02 arcsec.

The NOrthern Extended Millimeter Array (NOEMA)

NOEMA is located in the south of the French Alps at an altitude of 2560 m. It hosts
10 antennas with a diameter of 15 m and is sensitive to emission in the frequency range
71 − 276 GHz. The 45 baselines extend up to 750 m, which gives a maximum angular
resolution of ∼ 0.3 − 1 acrcsec depending on the observing frequency. NOEMA is clearly
less powerful than ALMA, but it is the most advanced instrument operating in the Northern
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Hemisphere. Indeed, only two of the seven MaNGA survey galaxies analysed in Chapter 3
are visible from the Southern Hemisphere with ALMA.

2.2 Integral Field Spectroscopy (IFS)

Large spectroscopic surveys such as SDSS have measured the properties of millions of
galaxies, including their stellar mass, star formation rate and chemical composition (York
et al. 2000). The sheer size of SDSS encouraged a paradigm shift in the study of galaxy
evolution and enabled astronomers to study the local galaxy population with unprecedented
statistical significance. However, this came at the expense of coarse information for each
galaxy. Indeed, the SDSS 3 arcsec aperture gathers light only from the central regions of
galaxies, and hence it is blind to regions offset from the galaxy centre, and to the spatial
distribution of galaxy properties. These single-aperture measurements are thus particularly
ineffective for studying galaxy kinematics and, more broadly, spectroscopic structure inside
galaxies. Long-slit spectroscopy partially overcomes this limitation. The light arriving at
each position along a 1D slit is dispersed in the direction perpendicular to the slit length,
and a series of spectra are measured. This approach is an improvement on single-fibre
observations, but it is still limited to measuring galaxy properties along one dimension. It is
possible to incrementally move the slit and thereby achieve spectra for each position within
the galaxy, but this is both technically challenging since the atmospheric seeing varies with
time, and it is a slow process. At the same time, slitless spectroscopy is not useful for
spatially resolving individual galaxies since the spectra from different regions within the
galaxy would overlap.

IFS is the modern solution for achieving full spectroscopic sampling of a galaxy
(de Zeeuw et al. 2002; Cappellari et al. 2011a; Sánchez et al. 2012; Bundy et al. 2015;
Bryant et al. 2015). IFUs sample and divide the galaxy emission into a 2D spatial grid.
They then feed the light from each pixel (i.e. sample) to a spectrograph which disperses
the light onto a detector. The measured spectra are combined and organised into a 3D
cube, which has two perpendicular spatial dimensions (R.A. and Dec) and one wavelength
dimension (see Fig. 2.2). The 3D data cube can be understood either as multiple images
of galaxies at different wavelengths, or as multiple spectra of galaxies at different spatial
pixels, commonly known as spaxels. IFS thus provides spatially resolved information about
a galaxy’s gas and stellar properties. Crucial for our work in Chapter 4, the redshifts of the
spectra in each spaxel are directly related to the stellar and gas velocity fields, and hence to
galaxy kinematics more broadly. These benefits of IFS data have revolutionised the field of
extragalactic astronomy.
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Figure 2.2: A 3D data cube depiction of NGC 4650A observed with the Multi Unit Spectroscopic
Explorer (MUSE, Bacon et al. 2010), an IFU. The data cube contains a series of images of the galaxy,
each at incrementally offset wavelengths. Figure from https://www.eso.org/public/images/eso1407a/,
credited to the ESO and MUSE consortium, R. Bacon, and L. Calçada.

Mapping Nearby Galaxies at Apache Point Observatory survey (MaNGA)

MaNGA is an IFU galaxy survey targeting 10,000 galaxies in the redshift range
0.01 < I < 0.15 (Bundy et al. 2015; Yan et al. 2016).a The MaNGA IFU system is moun-
ted on the SDSS 2.5 m telescope at the Apache Point Observatory (Gunn et al. 2006) and
contains 17 IFUs on a single SDSS plate. The IFUs vary in size, but they each contain spec-
troscopic fibres arranged in a hexagonal configuration. The field of view (FOV) diameter
of the IFUs depends on the IFU size, and ranges from 12 arcsec for IFUs composed of 19
fibres, to 32 arcsec for IFUs composed of 127 fibres (see Fig. 2.3). This range of diameters
enables the MaNGA survey to map a large sample of galaxies out to at least 1.5 Re. Indeed,
the IFU systems are chosen to match the size of galaxies, such that intrinsically small and
distant galaxies are observed with small IFUs (Drory et al. 2015).

The fibres are fed to the Baryon Oscillation Spectroscopic Survey (BOSS) spectro-
graphs, which span the wavelength range 3600−10000Åwith an average spectral resolution
R ∼ 2000. Each fibre has a diameter of 2 arcsec, which exceeds the typical observational
seeing at the Apache Point Observatory (∼ 1.5 arcsec, Law et al. 2015). The hexagonal
arrangement of fibres is therefore incapable of Nyquist sampling the point spread function

ahttps://www.sdss.org/dr15/manga/

https://www.eso.org/public/images/eso1407a/
https://www.sdss.org/dr15/manga/
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Figure 2.3: Images of the MaNGA IFUs. The IFUs are hexagonal arrangements of spectroscopic
fibres. Each SDSS plate contains five 127-fibre, two 91-fibre, four 61-fibre, four 37-fibre, and two
19-fibre IFUs used for science, as well as twelve 7-fibre IFUs used for spectroscopic calibration. In
total there are 1423 fibres per plate. Figure from Bundy et al. (2015).

(PSF). Moreover, flux is not received between the fibres, and hence the IFU is not uniformly
sensitive to the sky across the FOV. These issues are overcome by placing the IFU at three
dither positions on the galaxy during an observation (Law et al. 2015). The data reduction
pipeline (drp, v2.4.3 is used in this thesis Law et al. 2016)b converts the spectra from the
fibres at each dither position into reduced data cubes with 0.5 arcsec spaxels and a spatial
resolution of 2.5 arcsec (Law et al. 2016; Yan et al. 2016).

MaNGA survey galaxies are chosen to have a flat number density distribution in stellar
mass with log(M★/M�) > 9.0 (Wake et al. 2017). The flat distribution was chosen so that
galaxy properties could be studied as a function of stellar mass in an unbiased fashion. Low
mass galaxies are of course more common than high mass galaxies, so the flat distribution
is achieved by imposing a mass dependent redshift limit on the survey and observing high
mass galaxies within a larger volume. The survey consists of the following two samples: the
primary sample, which observes galaxies out to 1.5 Re and contains two thirds of MaNGA
galaxies, and the secondary sample, which observes galaxies out to 2.5 Re and contains the
remaining one third of MaNGA galaxies.

In practice, as detailed in Wake et al. (2017), the MaNGA survey galaxies are selected
from an enhanced version the NSA catalogue (Blanton et al. 2011) of nearby galaxies
(I ∼ 0.055) based on the SDSS DR7 sample (Abazajian et al. 2009). The MaNGA survey
redshift range is extended to I < 0.15 in order to target massive galaxies and achieve a
large population of galaxies with a flat mass distribution. I summarise the properties of the
MaNGA survey in Table 2.1.

The selection criteria are not expected to bias our later results. This is true for Chapter
3 since we confirm that the seven green valley galaxies analysed are representative of the

bhttps://www.sdss.org/dr15/manga/manga-pipeline/

https://www.sdss.org/dr15/manga/manga-pipeline/
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Table 2.1: MaNGA survey properties, taken from Bundy et al. (2015).

Sample size 10,000

Mass Range "★ > 109 M�
Redshift Range 0.01-0.15

Radial Coverage Primary 1.5 Re

Secondary 2.5Re

Wavelength Coverage 3,600-10,000Å

Spectral Resolution (FWHM) 120-190 km s−1

Angular FWHM 2.5 arcsec

overall massive green valley population, both in terms of their colours and age of their stellar
populations. Similarly, in Chapter 4 we perform differential analysis of star forming and
quenched galaxies, rather than analysing the overall population. Thus it is not a concern, for
example, that the flat MaNGA stellar mass function is biased towards higher masses than
the true galaxy stellar mass function. Indeed, the random forest analysis we employ requires
equal number of star forming and passive galaxies, and hence it is not concerned with the
nature of the mass function at all. It simply requires a sample of star forming galaxies and a
sample of quenched galaxies.

In this thesis I utilise the publicly available data release 15 (Aguado et al. 2019), which
contains ∼ 4500 galaxies. This is the largest spatially resolved spectroscopic sample of local
galaxies, and it is therefore a powerful data set for studying galaxy quenching. I make use
of three catalogues: the drp as mentioned above, the data analysis pipeline (dap, v2.2.1
Westfall et al. 2019; Belfiore et al. 2019)c, and pipe3d (v2.4.3 Sánchez et al. 2016)d. Both
the dap and pipe3d catalogues estimate galaxy properties using spectral energy distribution
(SED) fitting to spectroscopy.

Spectral Fitting

Spectral fitting is used to infer the stellar and gas properties of galaxies from optical-NIR
spectra. The method was first developed for deriving global properties from integrated
spectra, but it is used in this thesis with MaNGA data to study galaxies on spatially resolved
scales. Specifically, the estimates from the dap and pipe3d are found using spectral fitting,
and in Chapter 3 we perform our own spectral fitting analysis in annular bins to investigate

chttps://www.sdss.org/dr15/manga/manga-analysis-pipeline/
dhttps://www.sdss.org/dr15/manga/manga-data/manga-pipe3d-value-added-catalog/

https://www.sdss.org/dr15/manga/manga-analysis-pipeline/
https://www.sdss.org/dr15/manga/manga-data/manga-pipe3d-value-added-catalog/
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galaxy properties as a function of galactocentric radius. In this section I briefly review the
principles behind the spectral fitting procedure.

The ISM is ionised by photons with energy � > j, where j is the ionisation potential
(13.6 eV in the case of atomic hydrogen). The photoionised gas is probed via recombination
and collisionally excited emission lines. Recombination lines are produced as electrons bind
to ions and decay to lower energy levels. Hydrogen is the most abundant species in the ISM,
and hence it has the strongest recombination lines, of which the Balmer series is observed in
the optical. The electronic cascades can occur via electric dipole transitions, so the Balmer
lines are permitted, occurring spontaneously with high probability. Collisionally excited
emission lines are excited via collisions with thermal electrons, and in the low density regime
of ISM gas, the excited electrons can decay spontaneously to the de-excited state and emit a
photon. The common collisionally excited lines in the optical such as [Sii]_6717,6731 and
[Oiii]_4959,5007 are forbidden since they do not have an associated electric dipole transition
and are significantly less likely than permitted lines to spontaneously occur. Together, the
recombination and collisionally excited emission lines are used to characterise the ISM
and the galaxy more broadly, including but not limited to the following properties: the
temperature and density of the ISM gas by comparing the strengths of emission lines from
a single species; the chemical abundance, either directly once the electron temperature is
known or using strong line calibrators (Pagel et al. 1992; Pettini & Pagel 2004; Curti et al.
2017; Maiolino & Mannucci 2019); the attenuation due to dust by comparing intrinsic and
observed line ratios, such as HU/HV (Draine 2003; Calzetti 2001); and the star formation
rate via the intrinsic HU flux (as described in Chapter 1). Most important for this thesis,
emission lines indicate the presence of photoionised gas, and hence star forming galaxies
have stronger emission lines than quenched galaxies (see Fig. 2.4). However, gas can also be
ionised independently of star formation (e.g. through AGN and/or shocks), and diagnostics
such as the Baldwin-Phillips-Terlevich (BPT) andWHANdiagrams are commonly employed
to determine the dominant source of ionisation (Baldwin et al. 1981; Veilleux & Osterbrock
1987; Cid Fernandes et al. 2011).

The stellar properties are determined both via the shape of the stellar continuum and
the strength of stellar absorption features. As discussed in the previous chapter, the shape
of the stellar continuum is influenced by both stellar metallicity and age, where metal-poor
and star forming galaxies have bluer colours (i.e. an excess of flux at short wavelengths)
than metal-rich and quenched galaxies. This age-metallicity degeneracy (Worthey 1994;
Conroy 2013) is largely mitigated through stellar absorption features that are independently
sensitive to age and metallicity (Kauffmann et al. 2003a; Bruzual & Charlot 2003; Conroy
2013). Focusing first on stellar age, I highlight two important tracers: the 4000Å break and
the Balmer absorption lines. The strength of break in the continuum at 4000Å increases
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Figure 2.4: Two examples of stacked spectra. The blue spectrum is found by stacking low mass
galaxies, whilst the red spectrum is found by stacking high mass galaxies. Relative to the red
spectrum, the blue spectrum has an excess of flux at short wavelengths (i.e. a bluer continuum),
strong emission lines, a small D4000, and weak stellar absorption features. The blue stack thus
contains lower metallicity and more actively star forming galaxies than the red stack. The prominent
emission and absorption features are labelled in blue and red respectively. Figure from Bundy et al.
(2015).

with stellar age due to a decrease in the number of hot blue stars and the onset of metal-line
blanketing approximately 1 Gyr after a burst of star formation. At earlier times hot stars
multiply ionise the metals and thus weaken the break. The Balmer absorption features,
particularly HXA, trace intermediate age A-type stars that are cool enough to leave hydrogen
in a neutral state but hot enough such that hydrogen = = 2 state is sufficiently populated to
absorb a significant number Balmer series photons. Switching to metallicity, notable tracers
include the Fe andMg absorption features, for which the strength of the absorption increases
with metallicity.

I show example spectra in Fig. 2.4 to demonstrate the principles discussed in previous
two paragraphs. The blue spectrum found by stacking low mass galaxies has a relatively
blue continuum, hosts strong emission lines, has a weak 4000Å break and weak absorption
features. It thus describes metal-poor galaxies hosting active star formation. The red galaxy
found by stacking high mass galaxies, by contrast, exhibits a relatively red continuum, lacks
emission lines, has a strong 4000Å break, and hosts strong stellar absorption features. It
thus describes metal-rich and quenched galaxies.

The stark difference between the two spectra in Fig. 2.4 is key to the spectral fitting
procedure. Observed galaxy spectra are modelled as a linear sum of templates, some of
which model the gas emission lines and others model the stellar continuum and absorption
features. The emission line templates are typically a series of Gaussian profiles with one
Gaussian profile per emission line, though sometimes multiple Gaussian profiles are needed
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to model kinematically distinct components such as outflows and the broad-line region
surrounding AGN (e.g. Gallagher et al. 2019). The central velocity and the velocity
dispersion of emission lines from a single kinematic component are generally tied, but the
flux of each emission line is free to vary.

The stellar templates, on the other hand, are a series of theoretical galaxy spectra
describing a population of fixed age and fixed metallicity stars. These spectra are known
as simple stellar populations (SSPs), and they are constructed using a library of empirically
observed and theoretical stellar spectra, together with age-dependent stellar isochrones from
stellar evolution models, and an assumed IMF (Bruzual & Charlot 2003; Conroy 2013).
SSPs of different ages and metallicities have spectra with different spectral shapes and
absorption feature strengths. Spectral fitting algorithms find the linear combination of SSPs
that is most consistent with the stellar spectrum. The flux contributed by each SSP to the
overall spectrum can be converted into a mass using a mass-to-light ratio, and hence the age
distribution of stars for a given spectrum (i.e. the star formation history) can be estimated
(Conroy 2013). The total stellar mass is given by the time integral of the star formation
history, and the mass of stars in SSPs younger than ∼ 10 Myr probes star formation on
timescales equivalent to HU (as discussed in Chapter 1).
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What Drives Galaxy Quenching?
Resolving Molecular Gas and Star

Formation in the Green Valley

This chapter is adapted from ‘What drives galaxy quenching? Resolving molecular gas and
star formation in the green valley’, Brownson S., Belfiore F., Maiolino R., Lin L., Carniani
S., 2020, MNRAS, 498, L66.

3.1 Introduction

Data from IFU surveys is enabling spatially resolved studies of the physics governing galaxy
quenching. For example, outside-in quenching models (e.g. ram-pressure stripping, Kenney
et al. 2004 and see Fig. 1.7) can be tested against inside-out models (e.g. quasar mode
feedback fromAGN, e.g. Fabian 2012) by resolving the spatial distribution of star formation.
One such study of spatially resolved star formation demonstrated that massive galaxies lying
in the GV region of the colour-magnitude diagram host central low-ionisation emission-line
regions (cLIERs, Belfiore et al. 2017). These cLIER galaxies form stars in their outer discs,
but their central emission is dominated by old stellar populations, indicating a lack of recent
star formation. Belfiore et al. (2018) found that, although the quenching is most extreme in
the central regions, star formation is suppressed at all radii, and hence quenching does not
simply occur inside-out.

In Chapter 1 I introduced ALMaQUEST as one of the first studies to combine IFU and
interferometric data to study the conversion of gas on local, spatially resolved scales (Lin
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et al. 2020). Specifically, in Fig. 1.5 I showed three scaling relationships from Lin et al.
(2019): the resolved Schmidt-Kennicutt law (rSK, ΣSFR − ΣH2 Schmidt 1959; Kennicutt, Jr.
1998; Bigiel et al. 2008; Leroy et al. 2008; Bolatto et al. 2017), the resolved star formingmain
sequence (rSFMS, ΣSFR − Σ★ Wuyts et al. 2013; Cano-Díaz et al. 2016; Hsieh et al. 2017;
Ellison et al. 2018), and their own newly defined resolved molecular gas main sequence
(rMGMS, ΣH2 − Σ★). These scaling relations benchmark the properties of star forming
galaxies, and hence offsets from them can be used to quantify quenching on kpc-scales.

In this chapter we investigate quenching of star formation by comparing the distribution
of molecular gas and star formation in a sample of seven massive GV galaxies thought to
be transitioning from the blue cloud to the red sequence (Martin et al. 2007; Wyder et al.
2007). Five galaxies were selected to lie in the GV in #*+ − A colours (4 < #*+ − A < 5),
to have large central 4000Å breaks (indicative of the old central stellar populations found
in bulges), not to host a Seyfert AGN, and to have axis ratios larger than 0.5 to avoid strong
inclination effects. The large selected central 4000Å breaks are representative of massive
("★ > 1010 M�) GV galaxies, lying within 1f of the population mean. In practice, the five
galaxies were selected from a random sample of all MaNGA galaxies that can be viewed
from NOEMA and that satisfy the above criteria. We also reanalyse two of the three GV
galaxies from the Lin et al. (2017) ALMaQUEST pilot study, omitting their third since it
hosts Seyfert AGN emission. The three galaxies analysed in their pilot study were drawn
randomly from the sample of massive galaxies lying in the green valley. We have checked
that they also satisfy all of the selection criteria listed above. This work uses a larger sample
size than the pilot study, and performs a radial stacking analysis to avoid biases due to
non-detection of either SFR or molecular gas tracers. We assume a Kroupa (2001) IMF
and ΛCDM cosmology throughout this chapter, with H0 = 70 km s−1 Mpc−1, ΩM = 0.3 and
ΩΛ = 0.7.

3.2 Data

3.2.1 MaNGA integral field spectroscopy

The GV galaxies analysed in this chapter were observed as part of the MaNGA survey
introduced inChapter 2. We analyse the data both spaxel-by-spaxel and in bins of deprojected
radius, generated using the position angles and inclinations from the NASA-Sloan catalogue
(Blanton et al. 2011), derived from SDSS photometry. The spaxel-by-spaxel analysis is used
to obtain an initial view of the data (as shown in Fig. 3.1) and to obtain the velocity field
used to stack spectra in radial bins. We describe the stacking analysis in detail below since it
forms the basis of our results. The spaxel-by-spaxel analysis follows roughly the same steps.
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We first recenter and coadd the spectra (taken from the drp, v2.4.3 Law et al. 2016) of
spaxels in bins of width 0.25 Re using the HU velocity field from the dap (v2.2.1 Westfall
et al. 2019; Belfiore et al. 2019). We construct a grid of 72 SSP templates spanning 12 ages
(0.001 to 15 Gyr) and six metallicities ([Z/H] = -2.0 to 0.0) using the pegase-hr code (Le
Borgne et al. 2004) together with the Elodie v3.1 stellar library (Prugniel & Soubiran 2001;
Prugniel et al. 2007), and then use penalised pixel fitting (ppxf, Cappellari & Emsellem
2004; Cappellari 2017) to simultaneously fit the gas and stellar emission whilst assuming a
Calzetti et al. (2000) attenuation curve. We refit the spectra after adding noise, producing
a distribution of 1000 estimates for the emission line fluxes and the mass in each SSP
template. We have checked that the HU fluxes obtained in this way are consistent with
those obtained by summing the individual spaxel flux estimates from the dap. The HU flux
is corrected for dust extinction using the theoretical case B Balmer ratio (HU/HV = 2.87)
and the Calzetti et al. (2000) attenuation curve with '+ = 4.05. ΣSFR is derived from the
extinction-corrected HU flux using the Kennicutt & Evans (2012) calibrations for a Kroupa
(2001) IMF (see Section 1.2) for spectra classified as star-forming in the [Sii]_6717,31/HU
([Sii]/HU) versus [Oiii]_5007/HV ([Oiii]/HV) BPT diagram (Baldwin et al. 1981; Veilleux&
Osterbrock 1987). We have checked that the radial and spaxel-by-spaxel BPT classifications
are consistent; less than 10 per cent of the spaxels in LIER radial bins are star forming.

The stellar mass surface density, Σ★, is estimated from the average reconstructed star
formation history in each spaxel, defined as themeanmass over allMC runs in each age slice.
We correct Σ★ for the mass fraction returned to the ISM. In regions which are BPT-classified
as LIER we also use the SSP analysis to test for the presence of young stars. We define ΣSFR

in LIER regions as the average rate of star formation in the last 10 Myr, consistent with the
star formation timescale probed by HU (Kennicutt & Evans 2012). We define a conservative
sensitivity limit to young stars using the 10th percentile of spatially resolved sSFR for all
annular fits with non-zero weights for young stars: log(sSFR/yr−1) ∼ −12. We choose an
sSFR limit, rather than ΣSFR, since the sensitivity to young stars is affected by the total mass
budget. The sensitivity limit is combined with Σ★ to place constraining upper limits on ΣSFR

in annuli lacking evidence of recent star formation.

3.2.2 CO(1-0) data

12CO(1-0) observations have been performed for a sample of five galaxies using NOEMA,
introduced in Chapter 2. Each galaxy was observed for ∼ 5.5 hr total on-source time in two
array configurations: C (observed June-July 2017, typically with 10 < precipitable water
vapor (PWV) < 15mm) and D (observed April 2018, typically with 5 < PWV < 10mm).
Data reduction and imaging are performed using the gildas software packages clic and
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mapping. The absolute flux calibration at ∼ 100 GHz is typically precise to better than
∼10 per cent. Dirty cubes with channel widths of 10.7 km s−1 are produced using natural
weighting and cleaned down to the 1f noise level using the Högbom deconvolving algorithm
(Högbom 1974). The beam sizes are generally well-matched to the the MaNGA PSF, except
for 8604-12701 whose beam size is slightly larger due to a pointing error during the April
2018 observations (see Table A.1). 8604-12701’s wide (3.1 arcsec) 0.25 Re radial bins
ensure that the stacked NOEMA and MaNGA data probe similar spatial scales, so we do not
attempt to match the resolution in this galaxy.

The 12CO(1-0) flux in each pixel is estimated by integrating across the set of adjacent
channels that maximises the signal-to-noise ratio (SNR), where the noise level is given by
the root-mean-square flux of channels more than ∼ 350 km s−1 offset from the emission line
centroid. The flux in spaxels with SNR below five is set to the 5f detection limit. We show
an example of the maps obtained in this way in Fig. 3.1.

We base the analysis in this chapter on radially-stacked profiles. In particular, we
use the HU velocity field from the dap to coadd the NOEMA spectra of spaxels within
annular bins of width 0.25 Re, and we measure the line flux by integrating across the
channels above the 1f noise level. Recentering the 12CO(1-0) emission line ensures that
the coadded spectrum has a single peak rather than a double-horned profile and increases
the SNR of the emission (See Fig. A.3). A standard Milky Way CO-to-H2 conversion factor
UCO = 4.3 M� (K km s−1 pc2)−1 is used to calculate the H2 mass surface density (ΣH2)
(Bolatto et al. 2013).

We follow the same analysis procedure for the two galaxies observed by ALMA and
previously presented in Lin et al. (2017) (see bottom two rows of Table A.1).

3.3 Results

Quenching is the suppression of star formation (often quantified by sSFR = ΣSFR/Σ★, with
‘quenched’ regions having sSFR ∼ 10−12 yr−1, consistent with the population of passive
galaxies) and can occur because of a reducedmolecular gas content, often quantified in terms
of gas fraction fgas = ΣH2/Σ★, and/or star formation efficiency SFE = ΣSFR/ΣH2 , where

log(sSFR) = log(SFE) + log(fgas). (3.1)

In this framework, a reduction in SFE probes quenching through inefficient conversion of
gas into stars while low fgas signifies quenching through a depleted gas reservoir. We note
that sSFR, SFE, and fgas denote spatially resolved quantities unless otherwise stated.

In Fig. 3.1 we show maps of SFE and fgas for galaxy 8550-12704. We show maps
obtained by deriving physical properties on a spaxel-by-spaxel basis purely for display
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Figure 3.1: Resolved maps of galaxy 8550-12704. a) SDSS g,r,i composite images. b) BPT
classification, where blue, red and yellow correspond to star-forming, Seyfert and LIER, respectively,
and the ellipse represents the MaNGA PSF. c) ΣSFR estimated using the HU flux and full spectral
fitting. d) Σ★ from spectral fitting. e) ΣH2 from NOEMA 12CO(1-0) observations, with the ellipse
in the lower left corner representing the synthesised beam. f) sSFR. g) fgas. h) SFE. The magenta
hexagon in all panels represents the MaNGA field of view (FoV). Hatching in panels c, d and f
indicates regions with no evidence of recent star formation, either in emission lines or young SSP
templates, where we use our sSFR detection limit to constrain ΣSFR.
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purposes. All the results presented later in this section are based on binning in radial annuli.
Fig. 3.1 demonstrates the centrally-suppressed sSFR typical of GV galaxies, and a central
decrease in both fgas and SFE. The other six galaxies show qualitatively similar trends (see
Appendix A.2).

3.3.1 Radial Profiles

Fig. 3.1 highlights the limitations and challenges of a fully resolved analysis: we obtain
a biased view of the galaxy by restricting our analysis to pixels where one of the two key
tracers (SFR or "H2) is well-detected. For example, low-fgas regions may be hidden in Fig.
3.1 because of molecular gas non-detections. We therefore derive radial profiles based on
the annular-averaged spectra described in the previous section to get a comprehensive view
of GV galaxies.

Fig. 3.2 shows radial profiles of sSFR, fgas and SFE for the galaxies in our sample.
The radial bins have widths of 0.25 Re, which corresponds approximately to the sizes of the
MaNGA and NOEMA beams. 7977-3704 is an exception, where 0.25 Re only corresponds
to half the size of the NOEMA/MaNGA beam. The radial bins in this galaxy are therefore
not independent, and the profiles are better viewed as moving averages.

sSFR profiles are consistent with previous GV studies (e.g. Spindler et al. 2018; Belfiore
et al. 2018): the sSFR shows a clear decrease moving from the outer to the inner regions,
most of which is driven by the increase in Σ★ in the central regions. We also find that
the SFE shows a radial gradient, being lower at smaller galactocentric distances. This
suggests that the decreasing sSFR is not only due to a stellar bulge. Rather, star formation
is being suppressed. In agreement with Lin et al. (2017), we observe reduced gas fractions
in the central regions of GV galaxies with respect to their outskirts. The reduction is very
significant (1 dex on average), except in 7977-12705. In this galaxy the central star formation
is at least partially driven by a large gas reservoir.

It is difficult to infer the full extent of any central suppression in SFE since our sSFR
detection limit leads to ΣSFR upper limits which are not strongly constraining in the high
Σ★ central regions. In fact, the central SFE upper limits are consistent with a relatively flat
profile as well as a rapidly decreasing efficiency at small radii. Nonetheless, star formation
tends to be less efficient at small galactocentric radii, and this effect compounds the reduction
of fgas to leave central regions quenched i.e. sSFR ∼ 10−12 yr−1.

Assuming a metallicity-dependent UCO conversion factor in the presence of a metallicity
gradient would reduce the measured central gas densities, thereby steepening radial profiles
of fgas whilst flattening those of SFE. In the outer star-forming regions, where the gas phase
metallicity can be measured using standard diagnostics (here we use the O3N2 calibration
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Figure 3.2: Radial profiles of sSFR (panel a), fgas (panel b) and SFE (panel c) for each galaxy and the
sample mean (solid blue profiles). Many of the central annuli have no sign of recent star formation,
so we use the log(sSFR/yr−1) ∼ −12 detection limit. The ΣH2 radial profiles in panel d) show that
central suppression of fgas is not driven by a depleted gas reservoir.

from Pettini & Pagel 2004), the metallicity profiles are flat (8.6 < 12+ log(O/H) < 8.8) with
1f scatter smaller than 0.05 dex for all seven galaxies. Assuming the metallicity profiles
remain flat in the LIER regions, where the metallicity cannot be directly measured, we
expect UCO variations smaller than ∼ 0.1 dex using the metallicity-dependent conversion
factor adopted in Sun et al. (2020). This is insufficient to alter the trends shown in Figs. 3.2
and 3.3.

3.3.2 What is driving the reduced sSFR in GV galaxies?

We have shown that fgas and SFE vary within GV galaxies and that both effects drive
reductions in sSFR. The key goal of this work, however, is to investigate the transition from
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Figure 3.3: Radial profiles of offsets from the main sequence relationships presented in Lin et al.
(2019): Offsets from the rSFMS (ΔrSFMS; panel a), rMGMS (ΔrMGMS; panel b) and rSK (ΔrSK;
panel c). All offsets are calculated in logarithmic space and are therefore dimensionless. Panel d,
ΔrMGMS − ΔrSK, compares offsets from the rMGMS and rSK to rank the two drivers.
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the star-forming main sequence to the GV, and understand why GV galaxies form fewer stars
than their star-forming counterparts. We therefore examine offsets from three relationships
connecting Σ★, ΣSFR and ΣH2 in MS galaxies on kpc scales, i.e. the rSFMS, rMGMS and
rSK (Lin et al. 2019, and see Fig. 3.3). We correct for the different IMF used in Lin et al.
(2019) (Salpeter) when calculating the offsets.

GV galaxies lie below the rSFMS at all radii, but the difference is largest inside 0.5 Re,
where the LIER regions form stars ∼100 times more slowly than star-forming regions. This
is partially explained by offsets from the rMGMS: for the same Σ★, the gas fraction is slightly
reduced in the disc but ∼10 times lower in the inner bulge (relative to the gas fraction found
in typical annuli in star-forming galaxies). These offsets are at least partially driven by the
growth of the central bulge and may not be associated with a change in the gas content
of the disc. We also observe offsets from the rSK, and a mild radial trend. In particular,
the efficiency of forming stars relative to normal star-forming galaxies also decreases with
decreasing galactocentric radius. As with profiles of SFE, much of the suppression lies
below the detection limit. Nonetheless, we demonstrate that the efficiency of star formation
at the centre of GV galaxies is generally three times lower than expected from the rSK, and
some galaxies are up to 10 times less efficient. This confirms that the offset from the rSFMS
is not only caused by the growth of the central bulge and that star-formation is suppressed
at the centres of GV galaxies.

The bottom row in Fig. 3.3 compares offsets from the rMGMS and rSK relationships
and enables a ranking of the two drivers: which is more significant for quenching star
formation? Neither factor dominates beyond ∼ 0.6 Re, and we conclude that changes in the
gas reservoir and efficiency are equally responsible for reduced star formation in the disc.
Offsets from the rMGMS appear to dominate in the central regions, but the full extents of
the corresponding offsets from the rSK are unconstrained. We are therefore unable to rank
the two drivers in these regions.

We review the offsets from the rMGMS and rSK for all annuli in Fig. 3.4. The majority
of data points lie in the bottom left quadrant with suppressed gas reservoirs and star-forming
efficiencies. Small galactocentric radii have significantly suppressed gas fractions and star
formation efficiencies, but the upper limits on ΔrSK highlight our inability to identify the
dominant mechanism. Whilst these data points generally lie below the 1:1 line where
suppression of the gas reservoir dominates, our data is also consistent with the remarkable
scenario in which GV galaxies are predominately quenched through reduced SFE.
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Figure 3.4: A comparison of offsets from the rMGMS and rSK for all annuli in the sample, colour-
coded by galactocentric radius. The ΔrMGMS = ΔrSK line is shown in orange.

3.4 Summary and Discussion

We investigated the spatial distribution of molecular gas and star formation on kpc scales
within GV galaxies. We find that both fgas and SFE drive quenching. In particular, they are
roughly equally responsible for quenching star formation in the outer disc. We are unable
to determine the dominant mechanism in the central, strongly quenched regions, because of
the difficulty to measure low levels of star formation, below roughly log(sSFR/yr−1) ∼ −12;
but the data demonstrates that both fgas and SFE certainly contribute.

Our analysis is consistent with the results of global studies in which SFE and fgas both
regulate sSFR (Saintonge et al. 2011b,a, 2017; Huang & Kauffmann 2014; Piotrowska et al.
2020; Zhang et al. 2019). Although fgas is the main driver of offsets from the global MS
(Saintonge et al. 2012), the distribution of galaxies in the SFR − M★ plane also depends
on variations in SFE (Saintonge et al. 2016). Our resolved analysis is consistent with fgas

driving quenching in the central regions of GV galaxies, but we have not ruled out a scenario
in which SFE is significantly suppressed and is the main cause of quenching.

A number of mechanisms may reduce the central fgas. The simba hydrodynamical
simulation requires an AGN ejective mode to reproduce the central suppression in sSFR
observed in GV galaxies, a success other simulations like illustris and eagle have not
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yet achieved (Appleby et al. 2020). However, quenching in simba is driven by fgas in
inner regions and SFE in the outskirts. This is inconsistent with our findings. From an
observational perspective, whilst it is natural to invoke large scale AGN-driven outflows to
expel gas and reduce fgas (Maiolino et al. 2012), molecular outflow velocities are generally
found to be below the escape velocity, therefore raising doubts about their quenching ability
(Fluetsch et al. 2019). Furthermore, much of the suppression in fgas is driven by the large
central bulge rather than reduced gas content (Fig. 3.2 panel d). Radial profiles ofΣH2 tend to
increase slightly with decreasing galactocentric radius. This may point towards preventive,
rather than ejective feedback. Star-forming galaxies, with their centrally elevated ΣSFR, will
subsequently build up their central Σ★, decreasing fgas. Thus centrally suppressed fgas may
simply be a consequence of star formation in a galaxy starved of its gas supply.

AGN may also suppress SFE by injecting thermal energy directly into the ISM and
supporting molecular clouds against gravitational collapse. Magnetic fields and turbulence
may provide alternative sources of pressure support (Federrath & Klessen 2012). Finally,
the galaxies in our sample have prominent bulges, which may support the disc against
gravitational instabilities and suppress SFE (Martig et al. 2009).

James et al. (2009) discuss the possibility of bars sweeping out ‘star formation deserts’,
often accompanied by excess star formation at the centre of the bar. 7977-12705 and 7990-
12704 show the clearest evidence of bars in our sample, and both have the largest central
sSFR (Fig. 3.2). Whilst these central regions have SFE consistent with the other five
galaxies, they have increased fgas, supporting a scenario in which bars encourage the inflow
of gas towards a galaxy’s centre (Regan & Teuben 2004).

It is tempting to assess the two drivers, fgas and SFE, by comparing their correlations
with sSFR (Lin et al. 2017; Ellison et al. 2020a). This approach runs into two potential
issues. Firstly, it relies on constraining all parameters (sSFR, fgas and SFE) throughout the
galaxy. Lin et al. (2017), on the other hand, only consider star-forming regions that have
emission line and 12CO(1-0) fluxes exceeding the detection limits. This biases the results
towards less quenched regions. Though we have improved the analysis by constraining all
radii, some measurements of SFE are upper limits that cannot trivially be included in a
correlation analysis. Secondly, the three derived parameters share common variables: sSFR
and SFE both include a ΣSFR term, and sSFR and fgas both include a Σ★ term. Strong
correlations are therefore to be expected. In fact, the strength of the correlation increases as
the confounding measurements become more noisy, and hence correlation analyses should
be treated with caution.

Summarising, we have demonstrated that both fgas and SFE are important for quenching
in seven GV galaxies. In the near future it would be interesting to perform a radial analysis
of the ALMaQUEST sample, which now contains 46 galaxies. The relatively large sample
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size would allow the study of secondary correlations, such as the role of stellar mass on the
spatially resolved gas and star formation within galaxies. We note that the ALMaQUEST
team has already performed a spaxel-by-spaxel analysis and they similarly find that both fgas

and SFE are suppressed in GV galaxies (Ellison et al. 2021). However, our radial stacking
analysis would avoid their non-detection of molecular gas and star formation in strongly
quenched regions, which are after all the most interesting regions for our science goals.
HCN observations will also be forthcoming, aimed at directly investigating the true site of
star formation: dense molecular gas (Gao & Solomon 2004).
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What drives galaxy quenching? A deep
connection between galaxy kinematics

and quenching in the local Universe

This chapter is adapted from ‘What drives galaxy quenching? A deep connection between
galaxy kinematics and quenching in the local Universe’, Brownson S., Bluck A., Maiolino
R., Jones G., submitted to MNRAS

4.1 Introduction

In the previous chapter we examined the two possible quenching pathways. In particular,
we investigated whether galaxies quench because they lack the gas required for star form-
ation (i.e. suppressed fgas) or because they are inefficient at converting gas into stars (i.e.
suppressed SFE), and we found that both pathways play a role. However, knowledge of
this alone does not reveal the primary mechanism responsible for quenching, and as we
discussed in Chapter 3, a number of different mechanisms are consistent with suppression
of fgas and SFE.

The fundamental goal of this thesis is to understand the culprit (i.e. primary mechan-
ism) responsible for quenching galaxies and hence the bimodality in star forming activity.
Nonetheless, any successful theory of galaxy evolution must also be able to explain the
bimodality in morphology/structure introduced in Chapter 1. It is therefore reasonable and
tempting to look for mechanisms that are simultaneously capable of quenching galaxies

53



54 Chapter 4. A Kinematic Study of Quenching

0=3 transforming them from being rotation- to dispersion-dominated, thereby producing a
natural explanation for the morphology-colour relation.

One such scenario introduced in Chapter 1 invokes galaxymergers as a plausible pathway
for triggering the morphological transition, and simultaneously feeding the growth of the
central supermassive black hole, which could quench the galaxy through feedback from an
AGN (e.g. Hopkins et al. 2008; Di Matteo et al. 2005; Springel et al. 2005a). This scenario
is empirically supported by the tight relationship between black hole mass ("BH) and bulge
properties, such as the mass of the galaxy bulge ("B) and stellar velocity dispersion (f) (e.g.
Ferrarese &Merritt 2000;McConnell et al. 2011; McConnell &Ma 2013; Saglia et al. 2016;
Kormendy & Ho 2013), where more dispersion-dominated galaxies have larger black holes.
They have therefore experienced more feedback fromAGN over their lifetimes and are hence
more likely to be quenched. Nonetheless, we note that the merging scenario is similarly
consistent with quenching via supernovae feedback (e.g. Cole et al. 2000; Henriques et al.
2019), halo growth and virial shock heating (e.g. Dekel & Birnboim 2006; Woo et al. 2013),
and morphological quenching (e.g. Martig et al. 2009).

Previous studies have used a range morphological parameters to constrain different
quenching mechanisms (e.g. Peng et al. 2010, 2012; Wuyts et al. 2011; Bell et al. 2012;
Bluck et al. 2016, 2021). These morphological parameters are derived using photomet-
ric/spectroscopic observations which trace the light distribution of galaxies. This approach
faces a number of critical challenges. Firstly, morphological parameters are waveband de-
pendent (Bluck et al. 2019). The Sérsic index, for example, is more centrally concentrated in
the A-band, which traces old stars in the galaxy bulge, than in the #*+ , which traces young
stars in the galaxy disc. SED fitting is often used to overcome this waveband dependence and
to derive mass-based (rather than light-based) parameters, such as �/) , but this approach
has its own unique challenges. In particular, SED fitting depends on key assumptions, such
as the adopted IMF, the SSP library, and the star formation history (e.g. Conroy 2013; Lower
et al. 2020).

Additionally, photometric/spectroscopic measurements are not sensitive to all phases of
matter in the galaxy (i.e. stellar, gas, dust and dark matter). The dark matter component is
of course invisible. It is possible to observe the gas in multiple phases (e.g. Saintonge et al.
2016; Piotrowska et al. 2020; Brownson et al. 2020; Lin et al. 2020), but this is a major
observational challenge and is only economically feasible for relatively small galaxy samples.
Finally, galaxy morphology only indirectly traces the fundamental structure of galaxies.
Low �/) disc-dominated galaxies are often assumed to be rotation-dominated, and high
�/) bulge-dominated galaxies are assumed to be dispersion-dominated, but morphological
parameters do not truly describe the degree of ordered and disordered motion at all. In fact,
they are mere proxies that simply quantify the light or mass associated with a disc or bulge
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structure.
Kinematic studies of galaxies, on the other hand, directly probe the motion of gas/stars

and are sensitive to the fundamental physics of gas/stellar orbits. Indeed, the kinematics
of any single component (stellar, gas or dark matter) traces the total mass budget and is
therefore a probe of the galaxy’s gravitational potential in virialised systems. Galaxy kin-
ematics thus enable astronomers to derive fundamental physical quantities that are consistent
with the language of, and can be compared directly with, theoretical models. Kinematic
measurements also provide a more accurate quantification of galaxy structure that could
be used to refine the morphology-colour relation. For example, the dimensionless spin
parameter, _, which is a proxy of the angular momentum, has been particularly effective
at identifying and cleanly separating rotation-dominated (or ‘fast rotator’) and dispersion-
dominated (‘slow rotator’) galaxies (e.g. Emsellem et al. 2007, 2011; Fogarty et al. 2015;
Cappellari 2016; Graham et al. 2018; Wang et al. 2020). Cappellari et al. (2011b) show that
two thirds of rotation-dominated early-type galaxies with large _ are wrongly classified as
photometric spheroids, particularly when they are viewed face-on. This highlights the need
for kinematics to accurately constrain galaxy structure.

There is already strong empirical evidence for a close connection between galaxy kin-
ematics and star formation. Wisnioski et al. (2015), for example, show that the star forming
main sequence consists mostly of rotation-dominated galaxies since at least cosmic noon. In
the local Universe, Wang et al. (2020) explore the variation of _ in SFR-"★ plane, and find
that star forming galaxies on the main sequence generally have larger _ than the quenched
galaxies significantly below it. It is important to note, however, that there exists both
quenched and star forming fast rotators, so the fast and slow rotator dichotomy is already
known not to be a unique classifier of star forming state.

There is also explicit evidence for galaxy kinematics being more predictive of quenching
than morphology. In particular, the best morphological predictor of galaxy quenching is the
mass of the bulge (Bluck et al. 2014), but its kinematic counterpart, the velocity dispersion,
is even more effective at separating the star forming and quenched populations (Wake et al.
2012; Teimoorinia et al. 2016; Bluck et al. 2016, 2020a,b, 2021). The success of f over "B

as the best known predictor of quenching motivates the need for a full kinematic study that
replaces all morphological galaxy properties with their kinematic counterparts. We note
that Graham et al. (2018) show that f is also effective at separating fast rotators and slow
rotators classified using _. The velocity dispersion may therefore be effective at explaining
both the morphological and star formation bimodalities, and is a promising parameter for
understanding the morphology-colour relationship.

As discussed in Chapter 2, MaNGA is the largest IFU survey to date (Bundy et al. 2015).
MaNGA can be used to estimate many galaxy properties (e.g. the metallicity, surface mass
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density and star formation rate density) on spatially resolved kpc scales, but we focus on
its estimates of the line-of-sight velocity and line-of-sight velocity dispersion, which can be
used to model galaxy kinematics.

There exists a number of powerful kinematic modelling codes (e.g. van der Hulst et al.
1992; Krajnovic et al. 2006; Davis et al. 2013; Sellwood & Spekkens 2015; Di Teodoro &
Fraternali 2015; Neeleman et al. 2021). Some of these are 2D codes which model the line-
of-sight velocity (e.g. van der Hulst et al. 1992; Krajnovic et al. 2006; Sellwood & Spekkens
2015), but the most sophisticated models are 3D fitting codes, which model the entire data
cube containing a gas emission line and thereby simultaneously achieve estimates of the
integrated light (moment-0), line-of-sight velocity (moment-1) and line-of-sight velocity
dispersion (moment-2) (e.g. Davis et al. 2013; Di Teodoro & Fraternali 2015; Neeleman
et al. 2021). In this study, we directly compare the properties of star forming and quenched
galaxies. It is therefore essential that we achieve effective kinematic modelling for a large
sample of both star forming and quenched systems. Quenched galaxies do not emit strong
emission lines (e.g. Brinchmann et al. 2004; Piotrowska et al. 2020; Bluck et al. 2020a), so
we are forced to model their stellar rather than gas kinematics. Furthermore, gas kinematics
are more subject to non-virialised motions such as inflows and outflows. Unfortunately,
there does not yet exist a 3D kinematic code that takes a data cube containing spatially
resolved spectra of the stellar continuum and absorption features and simultaneously fits it
with an SSP library and a kinematic model. It would be highly interesting to develop a 3D
code of this kind, but it is beyond the scope of this work.

In this work we develop our own 2D kinematic code (i.e. separately modelling moment-
0, moment-1 and moment-2) which models fast rotators as inclined rotating discs, and
incorporates the most important features of the latest 3D fitting codes. In particular, our
model carefully incorporates the effect of beam smearing, which in this work is due to the
PSF of ground based observations with the SDSS telescope. We account for the beam
smearing effect both to model the moment-1 map and to correct the observed moment-2
maps for the observed velocity dispersion artificially induced by differential disc rotation
(e.g. Bosma 1978; Begeman 1987; Lelli et al. 2010; Di Teodoro & Fraternali 2015). Our
accounting of the beam smearing effect makes use of previously determined moment-0
maps, which are not affected by the moment-1 or moment-2 maps to leading order. Our
2D kinematic model thus considers all of the moment-0, moment-1 and moment-2 maps,
and deals with the most important challenges of advanced 3D kinematic models, whilst still
being suitable for modelling stellar kinematics, which is essential for this quenching study.

We use the model to update common morphological parameters and derive kinematic
estimates that are fundamentally connected to the physics of stellar orbits, such as the
mean specific angular momentum and the mean specific kinetic energy. We exploit the
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size of the MaNGA survey to achieve these estimates for 1862 galaxies, which is the
largest homogeneous kinematic sample to date. We validate our kinematic estimates against
traditional kinematic scaling relations such as the Tully-Fisher (Tully & Fisher 1977) and
Faber-Jackson scaling relations (Faber & Jackson 1976), as well as against their traditional
morphological counterparts.

Our goal is to understand which of the kinematic parameters is most connected with
galaxy quenching. Of course, many galaxy properties are inter-correlated, so we exploit
a random forest analysis, which is a powerful tool for extracting information on the inter-
connection of parameters in highly complex and non-linear data sets, complemented with
a partial correlation analysis to break these degeneracies and identify the galaxy property
which is most fundamentally effective at separating star forming and quenched galaxies.
Finally, we compare the importance of the different parameters to place powerful new
constraints on theoretically motivated quenching mechanisms.

This chapter is structured as follows. In Section 4.2, we introduce the data used in
this work. In Section 4.3, we describe and validate our 2D kinematic model. In Section
4.4, we perform a statistical analysis to identify the kinematic parameters that are important
for quenching. In Section 4.5, we interpret our results and discuss the importance of the
kinematic parameters in the context of different quenching mechanisms. Finally, in Section
4.6, we summarise our key findings. We also include various appendices. We assume
a ΛCDM cosmology throughout this chapter, with H0 = 70 km s−1 Mpc−1, ΩM = 0.3 and
ΩΛ = 0.7.

4.2 Data

4.2.1 MaNGA, DAP and Pipe3D

In this chapter, we use two publicly available MaNGA catalogues: the dap (v2.2.1 Westfall
et al. 2019; Belfiore et al. 2019) and pipe3d (v2.4.3 Sánchez et al. 2016). Both catalogues
provide spatially resolved estimates of the line-of-sight (LOS) stellar velocity and velocity
dispersion, but we choose the dap as our primary source because it employs a binning scheme
that is more appropriate for this work. More specifically, the dap uses the Voronoi-binning
algorithm to achieve a signal-to-noise threshold required for spectral fitting (Westfall et al.
2019). This algorithm enforces a roundness criterion which prevents spatial bins, commonly
referred to as voxels, from becoming elongated (Cappellari & Copin 2003). pipe3d similarly
bins spaxels to achieve a signal-to-noise threshold, but it deliberately omits the roundness
criterion, so that voxels are elongated along isophotes, preserving the shape of the underlying
galaxy (Sánchez et al. 2016). In this work, we model the LOS stellar velocity of rotating
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galaxies, which is a strong function of azimuthal angle in the galaxy plane (see Section
4.3.1). Binning along isophotes blurs the azimuthal structure of the stellar velocity, making
it more difficult to accurately model the kinematics. Indeed, our kinematic model described
in the next section regularly fails to fit the pipe3d kinematics of galaxies that are clearly
rotating and have dap kinematics that are consistent with the model. The dap is therefore
more suited to this kinematic study.

A number of the dap maps have PSF sized ‘holes’ towards the galaxy centre that
lack estimates of the stellar velocity dispersion. These central regions, where the stellar
velocity dispersion peaks, are critical for this work, so we fill the holes with estimates
taken from pipe3d. We have checked that the dap and pipe3d are consistent by comparing
their estimates of the average velocity dispersion measured within 1 Re for all galaxies in our
sample. The two estimates arewell correlated (dPearson = 0.91), and a linear fit comparing the
velocity dispersions measured by dap against pipe3d (gradient m = 1.08 ± 0.01, intercept
c = 25.1 ± 2.2 km s−1 and scatter about the relation RMSE = 33.9 km s−1) is broadly
consistent with the 1-1 relation. We note that ∼95 per cent of galaxies do not contain a hole,
and when present, the holes represent only a small fraction of the spaxels in a single map.
We are therefore confident that our use of pipe3d in these regions does not introduce a bias
or affect our key results.

We also use pipe3d for its estimates of the stellar mass surface density, Σ★, which is
not provided in the dap data release. pipe3d assumes a Salpeter (Salpeter 1955) IMF so we
convert the estimates to the Chabrier (Chabrier 2003) IMF assumed in this work by using
the standard conversion logΣSalpeter

★ = logΣChabrier
★ − 0.22.

4.2.2 SDSS ancillary data

MaNGA galaxies are drawn from the SDSS parent sample, so they have a wealth of ancillary
data. We use the following data in this work. First, we use the NSA-Sloan catalogue (Blanton
et al. 2011) for its estimates of Sérsic index (nSérsic), photometric axis ratio ((1/0)phot),
photometric position angle (PAphot), and global stellar mass ("★) for a Chabrier (2003)
IMF. The stellar masses are found via SED fitting to SDSS photometry. Second, we use the
MPA-JHU catalogue for its estimates of the global SFR. These are calculated using emission
lines where possible, and via the strength of the 4000Å break otherwise (Brinchmann et al.
2004). We convert the SFR estimates to the Chabrier (2003) IMF. Finally, we identify
and exclude galaxies with a spectroscopic companion closer than 100 kpc in projection and
500 km s−1 in the LOS (Patton et al. 2016), post-merger galaxies (Thorp et al. 2019), as well
as galaxies with a companion in the IFU and galaxies that are visually interacting with a
companion that does not have spectroscopic information (private communication from M.
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D. Thorp). We restrict our focus to isolated galaxies in this work, since interactions disturb
galaxy kinematics and contradict the assumption of virialisation (which is important for
many of our subsequent analyses).

We require that the MaNGA galaxies in this work are present in each of the above
catalogues with good measurements of the relevant parameters. Additionally, we restrict
our focus to galaxies with log(M★/M�) > 9.8. This cut is chosen for two reasons: first,
our focus is on intrinsic galaxy quenching which dominates at high mass, rather than
environmental quenching which dominates at low mass; second, the kinematics of low
mass galaxies are more difficult to model since they have lower stellar velocity and velocity
dispersion, as prescribed by the virial theorem. Moreover, the stellar continuum in low
mass galaxies is much weaker and therefore the stellar kinematics are much more difficult
to trace. These cuts, together with our removal of mergers and close encounters, return a
sample of 2637 galaxies, which is the largest homogeneous sample used in a joint study
of kinematics and quenching. 1862 of these have data of sufficient quality for effective
kinematic modelling as we show in the next section.

4.3 Galaxy kinematics

The dap catalogue contains estimates of the spatially resolved LOS stellar velocity (moment-
1) and LOS stellar velocity dispersion (moment-2). We use spatially resolved stellar kin-
ematics rather than spatially resolved gas kinematics, which are also provided by the dap,
since this study compares star forming and quiescent galaxies and the latter do not have
significant emission lines. In this section, we use these estimates to derive and validate a
set of physically motivated global kinematic parameters, before assessing their relevance
for predicting galaxy quenching in Section 4.4. Briefly, this section is structured as follows:
first, we describe our detailed kinematic model of galaxy rotation (Section 4.3.1); second,
we introduce an alternative, simplistic method for modelling galaxy rotation, which we use
only when the full kinematic model fails (Section 4.3.2); third, we define and determine the
set of global kinematic parameters, which is the key output of this section; and finally, we
validate the kinematic parameters by comparing them to well established kinematic scaling
relations and their traditional morphological counterparts (Section 4.3.4).

4.3.1 2D Kinematic Model

In this section, we fit the moment-1 maps taken from the dap with a 2D idealised inclined
rotating disc model, which assumes that galaxies are rotators and that their stellar orbits are
axisymmetric. We briefly discuss the following key advantages of the inclined disc model
for our work: it is effective at modelling rotators and is able to identify non-rotators; it is
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the most simple model capable of describing galaxy rotation; it can be used to model stellar
kinematics; and it is consistent with previous kinematic and photometric measurements.

We are not suggesting that all galaxies display kinematics that can be modelled as
inclined rotating discs. On the contrary, although we will demonstrate the models efficacy
for the majority of systems analysed in this work, many galaxies have kinematics that are
plainly inconsistent with ordered rotation. We are merely attempting to fit all galaxies with
the inclined rotating disc model, understanding fully that it will fail for galaxies that are
not rotating and hence do not have a clear axis of angular momentum. The spirit of this
approach is to ask the following question: which galaxies are kinematically consistent with
the inclined disc model? The answer to this question constrains a galaxy’s kinematics and
is able to distinguish rotators from non-rotators.

There exists a variety of alternative models that are commonly used to describe galaxy
kinematics, such as tilted ring models, as well as those that account for the finite thickness
of the kinematic disc (e.g. van der Hulst et al. 1992; Krajnovic et al. 2006; Davis et al.
2013; Sellwood & Spekkens 2015; Di Teodoro & Fraternali 2015; Neeleman et al. 2021).
These models are powerful but they are similarly incapable of modelling the kinematics
of non-rotators. They are also significantly more complex than the inclined rotating disc
model, often having many more model parameters. Indeed, the inclined rotating disc model
is the simplest conceivable model capable of describing galaxy rotation, with the minimum
number of free parameters. Despite this simplicity, we will demonstrate that it achieves a
successful fit for the vast majority of our galaxy sample, and returns kinematic estimates that
are in good agreement with previous kinematic studies. Alternative methods therefore have
little room to ‘improve’ the kinematic estimates. In general, more complex models have
greater flexibility and are more likely to fit noise in the data. An equally good fit obtained
using these models is therefore less impressive, and indeed less credible. We therefore select
the inclined rotating disc model on the basis of Occam’s razor.

We note that the inclined rotating disc model is a 2D kinematic model. We cannot use 3D
fitting codes that simultaneously model data cubes containing gas emission lines (e.g. Davis
et al. 2013; Di Teodoro & Fraternali 2015; Neeleman et al. 2021), since quenched galaxies
do not have strong emission lines. We are therefore forced to use stellar kinematic maps to
model the kinematic properties of both star forming and quenched galaxies in this quenching
study. To our knowledge, there does not yet exist a 3D kinematic fitting code that analyses
data cubes containing the stellar continuum and absorption features, and simultaneously fits
a simple stellar population library as well as a kinematic model. Developing such a code is
beyond the scope of this work, so we adopt the next best option, which is a 2D kinematic
model that accounts for the most significant challenge in kinematic modelling - namely, the
effect of beam smearing (e.g. Bosma 1978; Begeman 1987; Lelli et al. 2010; Di Teodoro &
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Fraternali 2015). In particular, we account for the effect of PSF convolution when modelling
the moment-1 map, and we use the moment-1 model to correct the moment-2 map for the
effect of differential disc rotation.

Previousworks have successfullymodelled themoment-1maps of IFUdatawith inclined
rotating disc models. Indeed, Barrera-Ballesteros et al. (2018) use an even simpler inclined
rotating disc model with fewer free parameters than that introduced in the next section, and
are nonetheless able derive estimates consistent with the Tully-Fisher relationship (Tully
& Fisher 1977). In Section 4.3.4, we similarly cross-validate our kinematic model against
alternative kinematic estimates and photometric measurements. In particular, we show that
the 2D inclined rotating disc model is consistent with the dimensionless spin parameter
which is a well established classifier of a galaxy’s kinematic state that is commonly used to
separate fast rotators from slow rotators (Cappellari 2016), as well as an alternative simplistic
kinematic model that relies on the ‘histogram technique’, and Sérsic index. Additionally,
we show that our derived kinematic parameters are consistent with the Tully-Fisher (Tully
& Fisher 1977) and Faber-Jackson (Faber & Jackson 1976) scaling relations. These checks
are rigorous tests of our 2D inclined rotating disc model, and they support our use of the
kinematic estimates in the study of galaxy quenching.

4.3.1.1 Inclined rotating disc model

We briefly orient the reader with the model geometry. In Fig. 4.1 we show a schematic
representation of an inclined rotating disc projected onto the sky-plane coordinate system
(Gsky, Hsky), which has the same orientation as the familiar (R.A.,Dec) coordinate system,
with Gsky increasing from right to left and Hsky increasing from bottom to top. The disc is
assumed to be infinitesimally thin, but we note that to first order, the finite thickness of a
disc (or its non-zero velocity dispersion) does not influence its moment-1 map. The disc is
circular by construction, but its projection in the sky plane is an ellipse, with semi-major
axis, 0, semi-minor axis, 1, and ellipticity, n = 1 − 1/0. The geometry of this projection
is determined by the disc’s inclination angle, inc, and position angle, PA. The inclination
angle is the angle between the normal to the disc and the LOS vector, and is given by
cos(inc) = 1/0. Face-on discs have inc = 0◦ and appear circular in the sky plane, whilst
edge-on discs have inc = 90◦ and appear as infinitesimally thin straight lines oriented along
the semi-major axis. The length of the semi-minor axis decreases with inclination, but the
length of the semi-major axis, the axis about which the disc is inclined, remains unchanged.
The semi-major axis length is thus equal to the disc radius. We define PA as the angle
between the Hsky direction and the semi-major axis, increasing anticlockwise.

It is easiest to describe inclined disc rotation in the plane of the disc (Gdisc, Hdisc), where
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Figure 4.1: The disc geometry. This particular disc is inclined by 45◦ about the semi-major axis and
has position angle PA = 45◦, where PA is the angle of the semi-major axis measured anti-clockwise
from the Hsky direction. Left Panel: The disc is colour coded by the distance from the disc centre,
measured in the disc plane and normalised by the semi-major axis. The purple contours trace lines
of constant A/0. Left Panel: The disc is colour coded by the azimuthal angle measured relative to
the semi-major axis in the disc plane. On each panel, ‘0’ and ‘1’ mark the length of the semi-major
and semi-minor axes, respectively.

Hdisc is the disc-plane coordinate along the major axis and Gdisc is the disc-plane coordinate
along the minor axis. The coordinates (Gdisc, Hdisc) and (Gsky, Hsky) are related using the 2D
transformation matrix:(

Gdisc

Hdisc

)
=

(
cos(PA)/cos(inc) − sin(PA)/cos(inc)

sin(PA) cos(PA)

) (
Gsky

Hsky

)
(4.1)

The 1/cos(inc) terms in the transformation matrix deprojects the coordinates from the face-
on sky-plane to the inclined disc-plane, and the remaining terms correspond to the standard
rotation matrix in 2D. The disc is axisymmetric by design, so we adopt the familiar plane
polar coordinate system (A, \):

A =

√
(Gdisc − Gdisc,2)2 + (Hdisc − Hdisc,2)2 (4.2)

\ = arctan
(
Gdisc − Gdisc,2

Hdisc − Hdisc,2

)
(4.3)

where (Gdisc,2 , Hdisc,2) are the coordinates of the disc centre in the disc plane. Note, the
sky-plane disc centre, (Gsky,2 , Hsky,2), can be found using the inverse of equation 4.1. The
key insight from equations 4.1, 4.2 and 4.3 is that the (A, \) coordinates are strong functions
of inc and PA. The radial and azimuthal variance of the disc properties can therefore be used
to determine the disc geometry. Returning to Fig. 4.1, we show the radial and azimuthal
structure of our schematic representation of a inclined disc. In the left panel, we colour code
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the disc by A/0, which is the radial distance measured from the disc centre, normalised by the
radius of the disc (i.e. the semi-major axis). Due to the inclination of the disc, pixels along
the minor axis are closer to the sky-plane origin than pixels along the major axis with the
same value of A/0. In the right panel, we colour code the disc by \, which is the azimuthal
angle measured anti-clockwise from the major axis in the disc plane. It is important to stress
that due to projection effects, this angle is not the same as the azimuthal angle measured in
the sky plane.

We now use the inclined disc geometry to describe galaxy rotation. We seek a rotation
curve in which the circular speed of stars increases linearly with galactocentric distance out
from the galaxy centre, and plateaus at larger radii. This is consistent with the first-order
behaviour of orbits distributed on spatial scales probed by the MaNGA survey (e.g. Puech
et al. 2008; Andersen & Bershady 2013). Indeed, we later visually inspect every fit in our
sample and rarely find rotation curves whose large radius behaviour deviates significantly
from a flat line. The hyperbolic tangent (tanh) function is one example of a function that
increases and subsequently flattens, and hence we parameterise the rotation as follows:

+c(A) = +max × tanh
(
A

A2

)
(4.4)

where+2 (A) is the circular speed of the stars in the disc,+max is the amplitude of the rotation
curve, and A2 is a kinematic lengthscale describing the steepness of the rotation curve. We
note that there are other functions, such as arctan, that exhibit similar behaviour to the
tanh function and could likely be used successfully to model the kinematics. The exact
parameterisation, however, is not important. We merely require a function that captures the
behaviour of the rotation, which as we will show, the tanh model achieves.

The stars orbit with speed +2 (A) in the \ direction, but MaNGA is sensitive only to the
LOS component of the circular velocity vector. The LOS component is given by

+LOS(A, \) = +sys ++max × tanh
(
A

A2

)
cos(\) sin(inc) (4.5)

where +sys is the systemic velocity. This equation has a relatively simple form, but it is
important to stress that the A and \ coordinates are functions of four observed geometric
parameters: the coordinates of the disc centre (two coordinates), the inclination angle, and
the position angle. The LOS velocity is thus a complex non-linear function whose radial
and azimuthal structure is mathematically related to, and can therefore be used to determine,
the disc geometry. As an example, the cos(\) term models the gradients commonly seen
in the LOS velocity maps of rotating galaxies. As a galaxy rotates, stars on one side of the
kinematic centre recede from the observer and have redshifted spectra, whilst stars on the
opposite side approach the observer and have blueshifted spectra. Stars along the minor
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axis (with \ = 90◦), which separates the blueshifted and resdshifted regions, traverse the
sky plane with +LOS = 0. This azimuthal structure can be used to determine the geometry
of the disc, assuming perfectly circular rotation.

The LOS velocity also has an explicit dependence on inclination through the sin(inc)
term in equation 4.5. Edge-on discs have circular velocity vectors lying in the plane of the
galaxy and observer, while circular velocity vectors of face-on discs lie in the sky plane,
and +LOS = 0 throughout the disc, rendering it impossible to determine their kinematics.
We note that the sin(inc) term is applied equally to all stellar orbits, regardless of their
A and \ coordinates. It is therefore apparently degenerate with +max in equation 4.5. This
degeneracy is broken by the dependence of A and \ on inclination, as detailed in equations
4.2 and 4.3. Hence, inc can be uniquely constrained by the radial and azimuthal structure of
+LOS. Once inc is known, +max can be estimated via the amplitude of the rotation curve.

Equation 4.5 describes the true LOS stellar velocity structure of an inclined rotating
disc, referred to as the intrinsic LOS velocity hereafter. However, we must account for two
observational effects introduced by MaNGA and the dap before the model can be used to
effectively analyse real galaxy data.

The first observational effect is beam smearing, caused by MaNGA’s modest, 2.5 arcsec
spatial resolution. MaNGAdoes notmeasure a galaxy’s true surface brightness, � (Gsky, Hsky),
also referred to as the moment-0 map. Instead, it measures the convolution of � (Gsky, Hsky)
and the PSF. The dap’s moment-1 maps are derived from this PSF convolved brightness,
hence they correspond to the typical intrinsic LOS stellar velocity within PSF sized regions,
rather than within individual spaxels. We model this effect as follows:

+
model,spaxel
LOS (Gsky, Hsky) =

(+LOS(Gsky, Hsky)� (Gsky, Hsky)) ∗ PSF
� (Gsky, Hsky) ∗ PSF

(4.6)

where ∗ represents a convolution. We now use the (Gsky, Hsky) coordinate system since we
are discussing observed, rather than intrinsic, properties. We take empirical, reconstructed
PSF models from the drp (v2.4.3 Law et al. 2016). To describe equation 4.6 in words, the
model LOS velocity in spaxel X is given by the average LOS velocity of all other spaxels in
the map, with each spaxel weighted by its surface brightness and the amplitude of the PSF.
Spaxels separated by less than ∼ 1.25 arcsec from X, where the PSF amplitude is large,
contribute significantly to this average, whilst distant spaxels, where the amplitude of the
PSF is approximately zero, have negligible effect. The PSF thus blurs the LOS velocity
structure, such that neighbouring spaxels have similar values.

Equation 4.6 shows that we require a model of the moment-0 map and an observed PSF
to constrain the moment-1 model. One could treat � (Gsky, Hsky) as a free parameter in the
model, and simultaneously fit the moment-0 and moment-1 maps. We chose not to adopt
this approach since beam smearing is a second order effect. Reasonable prior measurements
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of the moment-0 maps should therefore suffice, and we adopt the following two estimates:
model photometric A-band Sérsic profiles taken from the NSA catalogue (Blanton et al.
2011), and 6-band flux maps taken from the dap. We generally favour the Sérsic models
since they estimate a galaxy’s intrinsic light profile, whereas the dap flux maps are PSF
convolved and Voronoi binned. PSF convolved profiles are shallower than their intrinsic
counterparts, and Voronoi binned profiles have coarse internal structure. Nonetheless, as
we discuss later in this section, we do adopt the dap moment-0 maps for a number of fits.

The second observational effect is Voronoi binning. The dap bins neighbouring spaxels
to reach an SNR of 10 per wavelength channel in the 6-band (Westfall et al. 2019). This
is required to achieve reliable estimates of the stellar properties. All spaxels within a voxel
share the same estimates, including that of the LOS stellar velocity, +obs,voxel

LOS . Throughout
this chapter, the superscript ‘obs’ refers to observed data, in this case taken from the dap.
Voronoi binning thus sacrifices spatial resolution for increased sensitivity. In order to
account for the impact of the data being Voronoi binned, we Voronoi bin the model by
calculating the light-weighted average of +model,spaxel

LOS within each voxel. More specifically,
the model LOS velocity in a particular voxel is given by

+
model,voxel
LOS =

∑
+

model,spaxel
LOS �spaxel∑

�spaxel (4.7)

where the sum is across all of the spaxels within the voxel. Voxels composed of only a
single spaxel thus have +model,voxel

LOS = +
model,spaxel
LOS . The Voronoi binned model, Vmodel,voxel

LOS ,
is now in a form consistent with the dap (+obs,voxel

LOS ), so the two values can be compared to
determine the kinematics of MaNGA galaxies.

To summarise the model, Vmodel,voxel
LOS is the LOS velocity of an inclined rotating disc

model, after convolution with the PSF and binning into voxels. Thus, in full generality,
Vmodel,voxel

LOS depends on the following seven free parameters: the disc centre (xsky,c, ysky,c),
inclination (inc), position angle (PA), maximum rotation velocity (+max), systemic velocity
(+sys), and kinematic lengthscale (A2). The model also depends on prior measurements of
the PSF and a Sérsic model of the surface brightness. Our goal now is to determine the
values of these parameters that best describe the kinematics of MaNGA galaxies.

4.3.1.2 Kinematic fitting

The model we have introduced is highly non-linear, so we use a non-linear least squares
minimisation python package, lmfit (Newville et al. 2014)a, to fit the dap moment-1 maps.

ahttps://doi.org/10.5281/zenodo.11813

https://doi.org/10.5281/zenodo.11813
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We adopt the trust region reflective algorithm to minimise the j2 statistic, defined as follows:

j2 =
∑ (

Vmodel,voxel
LOS − Vobs,voxel

LOS

XVobs,voxel
LOS

)2

(4.8)

where XVobs,voxel
LOS is the uncertainty on Vobs,voxel

LOS taken from the dap. The weighting of this
statistic is subtle. Voronoi binning ensures that XVobs,voxel

LOS varies modestly within a dap
map, so the relative weighting of voxels in equation 4.8 is roughly uniform. The weighting,
however, is also implicitly affected by the varying size of voxels. Bright regions require
fewer spaxels to reach the 6-band SNR threshold and therefore contain more voxels per unit
area. The j2 statistic is thus weighted towards regions with high 6-band flux per spaxel.
This reflects a fundamental observational constraint, where one has greater confidence in
the measurements of bright regions.

We improve the time efficiency of fitting by bounding the parameters within reasonable
limits and using photometric parameters from the NSA catalogue to motivate an initial guess
of their kinematic counterparts. In particular, we use the photometric position angle, PAphot,
and the photometric major and minor axis lengths for our initial guess of PA and inc (via
arccos((1/0)phot)), respectively. We also use our alternative, simplistic kinematic model for
an initial guess of +max (see Section 4.3.2).

We test the model performance on mock galaxy data in Appendix B.1. The tests
demonstrate the model’s ability to recover+max of true inclined rotating discs, with accuracy
better than 25 per cent, provided the data passes the following ‘data quality cuts’: more than
five PSF beams along the kinematic major axis; more than 25 voxels along the kinematic
major axis; and inc ∈ [25, 80]◦. The typical performance, however, is far better than this
25 per cent upper limit. Indeed, the model accuracy for a simulated galaxy with the average
data quality of the galaxies in our sample (i.e. ∼ 9 PSF beams along the major axis, ∼ 55
voxels along the major axis, and an inclination of ∼ 55◦) is ∼ 3 per cent. Data passing these
cuts can meaningfully be tested for their consistency with the inclined rotating disc model.
The model should recover the kinematics of a genuine inclined rotating disc in this regime,
so a failed fit would evidence inconsistency with the model. It is more difficult to interpret
the fits of data failing the data quality cuts. The model is unable to accurately recover
the kinematics of a genuine inclined rotating disc in this regime, so a failed fit cannot be
uniquely attributed to a lack of disc rotation, and could equally be the result of inadequate
data quality.

MaNGA galaxies with dap maps failing the data quality cuts must be removed from
the sample to account for the above noted limitations. The data quality cuts are defined
using the kinematic major axis and inc, which are unknown prior to a successful fit. It
is therefore non-trivial to identify the galaxies that must be removed. Once again, we
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rely on the photometric properties as a crude proxy, removing all galaxies with less than
five PSF beams and/or 25 voxels along the photometric major axis, as well as all galaxies
with arccos((1/0)phot) > 80◦ or arccos((1/0)phot) < 25◦. These constitute our final cuts,
reducing the sample size by ∼30 per cent, and leaving a kinematic sample of 1862 galaxies
that can meaningfully be tested for their consistency with the inclined rotating disc model.

A galaxy’s observed photometric axis ratio, (1/0)phot, depends on both its inclination
angle and intrinsic axial ratio (see Cappellari 2016). At fixed inclination angle, a galaxy
with a bulge and/or a finite, non-zero thickness will appear more round (i.e. have larger
(1/0)phot) than a galaxy that is perfectly thin. Hence, arccos((1/0)phot) is really a lower
limit of the true inclination angle, with equality only in the case of an infinitesimally thin
disc. Local disc galaxies have low intrinsic axial ratios (1/0intrinsic ∼ 0.2, Oh et al. (2020))
and are reasonably assumed to be thin, with arccos((1/0)phot) acting as a good proxy of their
inclination. Spheroids, by contrast, have large intrinsic axial ratios (1/0intrinsic ∼ 0.7, seeAp-
pendix B.2), rendering arccos((1/0)phot) an often significant underestimate of inclination.
The arccos((1/0)phot) < 25◦ cut therefore removes a greater fraction of spheroids than discs.
We have tested the effect of this bias by repeating our analysis with arccos((1/0)phot) < 25◦

spheroids kept in the sample, on the grounds that their large (1/0)phot is more likely a con-
sequence of their large intrinsic axial ratios than their being genuinely face-on. We confirm
that the key results of this chapter are stable to this test in Appendix B.5.2, demonstrating
that the arccos((1/0)phot) < 25◦ cut does not introduce a consequential bias.

4.3.1.3 Assessment of quality of fits

We attempt to fit all 1862 galaxies that pass the data quality cuts, and adopt a two stage
approach for assessing the quality of each fit. The first stage imposes a set of quantitative
cuts. We require all of the parameters to be estimated within their limits (i.e. not to have
reached their bounds) and their uncertainties to be well determined (i.e. not NaN). We also
seek a natural statistic to quantify the success of a fit. The reduced Chi-squared (j2

red) is
commonly employed, but it is only sensitive to the absolute offset between the data and
model, without comparing this offset to the magnitude of the data. It thus treats fits of
a fast rotator and slow rotator with the same j2

red equally, despite the slow rotator having
a significantly larger relative offset due to its low Vobs,voxel

LOS . An alternative statistic is the
average relative offset between the data and model, defined as follows:〈

|+model,voxel
LOS −+obs,voxel

LOS |
|+obs,voxel

LOS |

〉
. (4.9)

The main drawback of this statistic is that it suffers from a bias towards regions with low
Vobs,voxel

LOS , such as the kinematic centre and voxels along the minor axis, where the relative
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offset tends to infinity.
Having highlighted the flaws of two natural statistics, we define a compromise statistic

as follows:

[residual =

∑ | (Vmodel,voxel
LOS − Vobs,voxel

LOS

)
/ XVobs,voxel

LOS |∑ |Vobs,voxel
LOS / XVobs,voxel

LOS |
(4.10)

In words, [residual is the weighted average absolute deviation between the data and model,
normalised by the weighted average value of the data, such that low values of [residual are
associated with good fits. The weighting is given by the inverse of XVobs,voxel

LOS , which imposes
a greater penalty on discrepancies between the data and the model in regions where the data
are measured with high confidence.

We compare the residual statistic with our visual assessment of the fits (see next para-
graph) and identify [residual = 0.15 as the value above which a fit is more likely to be visually
classified as ‘failed’ than ‘passed’. The [residual statistic is not rigorous, however, and we
place a greater emphasis on the visual classification. We therefore choose a slightly larger
value of [residual = 0.2 for the quantitative cut, which is the value above which fits are more
than twice as likely to be visually classified as ‘failed’ than as ‘passed’. We stress that every
fit has been visually examined to ensure that failed fits are identified. The [residual cut is
only included as an extra layer of quality assurance and has a minimal effect on our sample,
failing just ∼ 5 per cent of the fits that we visually classified as ‘passed’.

We visually inspect the fits in the second stage of quality assurance. We describe this
process with reference to Fig. 4.2, which shows four example galaxies whose kinematics
are well fit by the inclined rotating disc model. For each fit, we show six panels: the SDSS
6, A, 8 composite image; the moment-2 map from the dap (fobs

LOS); the moment-1 map from
the dap (Vobs,voxel

LOS ); the best fitting inclined rotating disc moment-1 model (Vmodel,voxel
LOS );

the residuals map (Vobs,voxel
LOS − Vmodel,voxel

LOS ); and the position-velocity (PV) diagram, which
plots the circular velocity (rather than LOS) as a function of galactocentric radius. All four
of these well fit galaxies exhibit the following features: the Vobs,voxel

LOS map clearly shows
ordered rotation, with redshifted stars on one side of the kinematic centre and blueshifted
stars on the other; the Vmodel,voxel

LOS and Vobs,voxel
LOS maps are visually consistent; and the residual

map shows no evidence of excess structure missed by our kinematic model. We verify the
quality of the fit in the PV diagram, where all four galaxies show rotation profiles that are
consistent with the smooth ‘S’-shape typical of rotation-dominated systems (see equation
4.4). Furthermore, we show the residuals normalised by XVobs,voxel

LOS in the lower panel and
confirm that they lack radial structure and are consistent with random noise. The three
lead authors independently assessed the quality of 250 fits against these visual requirements
(rating them ‘pass’ or ‘fail’) and unanimously agreed on the verdict in over 90 per cent of
cases. The lead author subsequently reviewed the remaining ∼ 1600 fits.
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Figure 4.2: Four examples of successful kinematic modelling, showing low Sérsic index galaxies
in the top two rows and high Sérsic index galaxies in the bottom two rows. In each row, from left
to right, panel a: The SDSS 6, A, 8 composite image with the MaNGA hexagonal FoV overlaid in
magenta. Panel b: The observed (LOS) stellar velocity dispersion map taken from the dap. The
red ellipse represents the MaNGA PSF. Panel c: The observed moment-1 map taken from the dap.
Panel d: The model moment-1 map, shown as observed (i.e. in sky coordinates, and with PSF
convolution and voxel binning). The black iso-velocity contours represent the estimated intrinsic
LOS velocity - i.e. without convolution by the PSF and binning into voxels. Panel e: The model
residuals, defined as the difference between the data and the model. Panel f, upper: The data (black
points) and model (solid red line) now shown in the PV plane - i.e. circular stellar velocity versus
galactocentric distance from the kinematic centre. The estimated intrinsic circular stellar velocity
(i.e. without convolution) is shown in blue. Panel f, lower: The residuals (Data −Model, as before)
in the PV plane, normalised by the uncertainties on the observed LOS stellar velocity estimates from
the dap. The dashed red lines indicate ±1f deviations. For each galaxy, we report the MaNGA
PlateIFU, nSérsic, stellar mass, +max, which has a typical error of ∼ 3 per cent, and [residual, which is
small (less than 0.2) for these well fit galaxies. These examples demonstrate the inclined rotating
disc model’s success in fitting the kinematics of a range of galaxy types, both in terms of Sérsic index
and "★.
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Fig. 4.2 demonstrates the model’s success over a wide range of galaxy types (see
Appendix B.3 for more examples). In particular, the model is able to fit both low Sérsic
index photometric discs (as expected) as well as high Sérsic index photometric spheroids
in some cases. This result is striking given the simplicity of our kinematic model. We
especially highlight the low residuals and note that this is likely because we are using stellar
(rather than gas) velocity maps, which are less affected by non-virialised motions such as
inflows and outflows. In other words, the stellar systems are highly relaxed. Of course,
the model fails for galaxies that are not rotating, but its success in describing fast rotator
photometric spheroids validates our methodology of attempting to fit the kinematics of all
galaxies (i.e. not only photometric discs). We further validate this success against alternative
methods in Appendix B.5.2. As recognised previously, there is a multitude of alternative
models used in the literature, but we note that thick disc models that account for the non-zero
velocity dispersion (i.e. 3D fitting codes) would not seriously impact the moment-1 maps
and rotation curves, and tilted ring models are mostly useful for modelling warps in discs,
which are not the focus of this chapter. These alternative models are also significantly more
complex and have little room to decrease the residuals with respect to those shown in Fig.
4.2. Occam’s razor thus identifies inclined disc rotation as the preferred kinematic model.

We primarily use Sérsic profile moment-0 maps from the NSA catalogue in equations
4.6 and 4.7 since they model the intrinsic brightness profiles, whilst the dap moment-0 maps
are PSF-convolved and Voronoi binned. However, there are a number of high Sérsic index
galaxies (typically nSérsic > 4) whose kinematic fits are visually improved by adopting the
dap flux maps. More specifically, assuming the Sérsic model for these galaxies returns fits
that underpredict |Vobs,voxel

LOS | towards the galaxy centre, with a characteristic squiggle in the
PV diagram (see Fig. B.7, for example). The fits returned by assuming the dap moment-0
maps for these galaxies do not have this issue so we adopt them as the preferred fits. We
recognise that the dap moment-0 maps are shallower and less centrally peaked than the true
intrinsic brightness profiles, which could lead to inaccurate model parameters. We therefore
repeat the analysis in this chapter, adopting the simplistic kinematic model introduced in the
next section for the ∼ 400 galaxies that show this characteristic squiggle in the PV diagram,
and confirm that the key results are stable to this test in Appendix B.5.2.

4.3.1.4 Corrected velocity dispersions

Moment-1 models from successful fits (in addition to the moment-0 models and PSF) can
be used to correct moment-2 maps from the dap for the impact of differential disc rotation
and beam smearing. We describe this effect in more detail in Appendix B.4 and simulate
it as a function of +max, inc and A2 . We find that the induced LOS velocity dispersion in
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the central kpc (finduced
LOS ) for inclined fast rotators with steeply rising rotation curves can

exceed 100 km s−1, causing significant overestimates of the intrinsic LOS velocity dispersion
(fintrinsic

LOS ) in the central region. This is a dramatic effect, but it represents the worst case
scenario. For the galaxies analysed in this work, we find thatfinduced

LOS is typically∼ 50 km s−1,
and the typical fractional error on themeasured dispersion caused by differential disc rotation
is 10 per cent. The effect of differential disc rotation is thus generally modest in our sample.
Nonetheless, we rigorously correct for it. Unlike Bluck et al. (2016), we cannot mitigate the
effect by restricting our focus to face-on objects, since our kinematic model is only valid for
galaxies with inc > 25◦. In this work, we use the kinematic model to estimate finduced

LOS , and
we calculate fintrinsic

LOS as follows:

fintrinsic
LOS =

√(
fobs

LOS

)2
−

(
finduced

LOS

)2
(4.11)

where fobs
LOS is the LOS velocity dispersion estimate reported by the dap.

Estimating finduced
LOS requires a reliable kinematic fit of the ordered rotation, so equation

4.11 cannot be used to correct the moment-2 maps of galaxies that are inconsistent with the
inclined rotating disc model. We note that finduced

LOS is likely to be small in these galaxies
since they generally lack strong velocity gradients (i.e. they do not appear to be rotating).
Furthermore, they tend to be spheroidal galaxies with large fobs

LOS, and the difference between
the fintrinsic

LOS and fobs
LOS at fixed f

induced
LOS decreases with increasing fobs

LOS, as shown in equation
4.11. These compounding effects ensure that any overestimation of the velocity dispersion
in galaxies that we fail to fit is likely to be small and to have little influence on our key
results.

The velocity dispersion correction completes our detailed kinematic model, so we take
a moment to summarise the methodology. Kinematic models generally have three outputs:
moment-0, moment-1 and moment-2. 3D fitting codes aim to fit an entire data cube
containing an emission line, but this formalism cannot yet be applied to model the stellar
continuum and absorption features, as outlined in Section 4.1. We therefore have to estimate
the three moments independently. Equations 4.6 and 4.7 show that moment-1 is strongly
influenced bymoment-0, and equation 4.11 shows thatmoment-2 is dependent onmoment-1,
so it is crucial that we conduct our modelling in the following order: first, we take preexisting
estimates of moment-0; second, we use moment-0 to determine moment-1 via an inclined
rotating disc model; and last, we use moment-0 and moment-1 to correct moment-2 for that
induced by differential disc rotation. This approach ignores any backward steps in which
higher order moments are used to constrain lower order moments, such as the simultaneous
use of moment-1 and moment-2 to constrain the kinematic centre. We note that these steps
are second order effects, and emphasise that our model includes the dominant, first order
dependencies between moment-0, moment-1 and moment-2, as outlined above. Crucially,
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beam smearing is the most significant observational challenge to accurately modelling the
moment-1 map, and we rigorously account for this effect even though we have a 2D model.
Additionally, we make a fair comparison of the data and the model under the same Voronoi
binning scheme.

4.3.2 Simplistic kinematic model

We find that ∼ 30 per cent of the galaxies passing the data quality cuts have kinematics
that are inconsistent with inclined disc rotation. In this section, we present an alternative,
simplistic method for estimating their kinematics.

The goal of the simple method is to achieve approximate constraints on the rotation of
galaxies that are inconsistent with the inclined disc rotation model. The majority of the
galaxies that we cannot fit with the inclined rotating disc model are slowly rotating, and
knowledge of this alone is sufficient for our study of galaxy quenching. Thus, the simple
method is designed not to give a precise estimate of +max, but to constrain +max sufficiently
such that it can be compared with the velocity dispersion to identify a galaxy as a slow
rotator or fast rotator. Indeed, we will show that different formulations of the simple method
achieve relatively tight bounds on the rotational state of galaxies, and that our scientific
results are unchanged regardless of the formulation of the simple method.

Previous works have adopted the ‘histogram technique’, typically used to determine
kinematics from HI linewidths (Catinella et al. 2012), to measure the maximum rotational
velocity in IFU data (e.g. Cortese et al. 2014; Barat et al. 2019; Oh et al. 2020). In this
approach, +Simple

max is given by
+

Simple
max =

+95 −+5
2 sin(inc) (4.12)

where V95 and V5 are the 95th and 5th percentiles of the histogram of voxel LOS stellar
velocities within 1.5 Re. Note, we use the 95th and 5th percentiles, rather than the 90th and
10th that are typically used, since we consider the histogram of voxel LOS velocities, which
are less noisy than their spaxel counterparts.

The denominator in equation 4.12 requires an estimate of the kinematic inclination angle.
Previous works have approximated this angle using the photometric axis ratio (i.e. taking
inc = arccos((1/0)phot)), but the finite thickness of galaxies ensures that arccos((1/0)phot) is
in fact a lower limit of the true inclination, underestimating the true value given by equation
B.1. Adopting this estimate in equation 4.12 therefore achieves an effective upper limit on
+

Simple
max . This effect is more significant for galaxies with large intrinsic axial ratios, so we

treat photometric discs and photometric spheroids separately in the simple method.
Disc galaxies have low intrinsic axial ratios (Catinella et al. 2012; Bluck et al. 2014;

Cortese et al. 2014; Oh et al. 2020). They can thus be treated as thin, with arccos((1/0)phot)
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Figure 4.3: A direct comparison of the full kinematic model and the simple method for discs that
have good kinematic fits. Left panel: Comparing the two estimates of +max, with VFit

max estimated
using our full kinematic model shown on the x-axis, and the bias-corrected +Simple

max estimated using
our simplistic method with inc = arccos((1/0)phot) shown on the y-axis. Right panel: Comparing
the two estimates of the mass weighted average circular velocity within 1 Re, + (see equation 4.14),
with the full kinematic model estimates shown on the x-axis and the bias-corrected simple method
shown on the y-axis. For both panels, linearly spaced density contours are shown with blue shading
and magenta lines, and we display the bias, which is zero by design, and the root mean square error
(RMSE) of residuals from the black 1-1 line. Both sets of estimates are highly correlated with low
scatter. Note, the best fit lines do not perfectly intersect the peaks of the density contours since the
distributions are not symmetric.

used as a reasonable proxy of their inclination angles. We compare the simple method and
the full kinematic model for galaxies that have a disc (nSérsic < 3) and are well modelled as
inclined disc rotators, corresponding to 85 per cent of the discs in our sample. We find that
+

Simple
max found using arccos((1/0)phot) to approximate inc underestimates VFit

max taken from
the full kinematic model, with Bias = −25.3 km s−1. We correct for this small bias and in
the left panel of Fig. 4.3 we show the bias-corrected estimate of +Simple

max on the y-axis and
VFit

max on the x-axis. The consistency between the two estimates is striking; they are highly
correlated with low scatter. The simple method is only used in this work for nSérsic < 3
galaxies that do not have a good kinematic fit. We cannot meaningfully compare+Simple

max and
VFit

max for these galaxies, but we trust the bias-corrected simple method on the grounds that
they are not systematically different to the ∼ 85 per cent of discs that we show in Fig. 4.3.
In other words, we assume that all discs are rotation-dominated systems. This assumption
may be overly simplistic, but the simple method is only used for 15 per cent of discs and is
unlikely to have a significant influence on our results.

It is important to stress that the two +max estimates in Fig. 4.3 are found using radically
different methodologies. One fully models the kinematics, whilst the other assumes that
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the kinematic and photometric geometries are equivalent. The good agreement between
the two estimates for discs thus acts an important check on our kinematic modelling and
builds confidence in our estimates. After all, significant disagreement would suggest that
our estimates of inc from the kinematic model and arccos((1/0)phot) differ greatly, which
we know to be false for discs (Catinella et al. 2012; Bluck et al. 2014; Cortese et al. 2014;
Oh et al. 2020). Furthermore, the strength of the consistency between the two estimates
advocates for equation 4.12 as a simple and efficient method to estimate the kinematics of
discs from IFU data, though we caution against this approach for high nSérsic galaxies.

The treatment of photometric spheroids (nSérsic > 3) is more challenging since they have
large intrinsic axial ratios, rendering arccos((1/0)phot) an imperfect proxy of inclination.
Estimating the true inclination of photometric spheroids requires complex Jeans modelling,
which is beyond the scope of this work, is probably infeasible with the quality MaNGA
data, and still requires a number of assumptions (e.g. axisymmetry) to solve the relevant
equations. Instead, we try four different estimates of inc and examine their influence on our
key results. First, we use arccos((1/0)phot), which provides an upper limit on +Simple

max , as
explained earlier in this section. Second, we assume the galaxies are perfectly edge-on with
inc = 90◦, which provides a lower limit on+Simple

max . We note that the first twomethods provide
maximally wrong solutions, in the sense that we know+Simple

max can be no larger (smaller) than
the upper (lower) limit, but they are nonetheless relatively constraining. Given our restricted
focus to galaxies with arccos((1/0)phot) > 25◦, the limits bound +Simple

max to within a factor
of ∼ 2.5, which corresponds to an uncertainty of ∼ 0.1 dex. In the third approach, we adopt
a crude intermediate estimate of inc = 60◦, unless the galaxy has arccos((b/a)phot) > 60◦,
in which case we employ inc = arccos((1/0)phot) as a known lower limit. We try inc = 60◦

since this is the mean angle when viewing galaxies isotropically in 3D space.
The fourth approach estimates inc in a Bayesian fashion. We derive the prior distribution

of the intrinsic axial ratios of photometric spheroids in Appendix B.2, and calculate inc for
each spheroid in our sample by comparing the mean of this distribution with (1/0)phot (see
equation B.1), unless (1/0)phot is less than the mean intrinsic axial ratio, in which case
we assume the galaxy is viewed edge-on (i.e. inc=90◦). Of course, not all galaxies have
intrinsic axial ratios equal to the mean of the distribution, but this approach gives the correct
inclination angle on average across the sample. By considering the width of the intrinsic
axial ratio distribution, we estimate the error on +Simple

max to be ∼ 20 − 30 per cent (see
Appendix B.2). This is a significant improvement on the bounds imposed by the first and
second approach discussed in the previous paragraph.

We do not know which of the four methods to calculate inc produces the most accurate
+

Simple
max estimates for photometric spheroids. Any comparison of+Simple

max againstVFit
max similar

to that performed for discs in Fig. 4.3 would be futile, since we apply the simple method
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to photometric spheroids that are not well fit by our model. These galaxies (mostly slow
rotators) are generally different to those that we can fit (mostly fast rotators), as evidenced by
their different spin parameters (shown later in Fig. 4.4), and indeed the failure of a rotating
disc model to capture their moment-1 kinematics. Any consistency (or lack thereof) between
+

Simple
max with VFit

max for spheroids that we can fit, therefore, cannot be reasonably extrapolated
to the spheroids that we fail to fit. Instead, we adopt the theoretically motivated methodology
(i.e. comparing the intrinsic axial ratio distribution with (1/0)phot) as our fiducial approach,
and repeat the analysis in this chapter with each of the remaining three inc estimates. We
confirm that our key results are robust in Appendix B.5.2.

We extend themethodology of equation 4.12 to derive spatially resolved circular velocity
estimates by rearranging equations 4.4 and 4.5 as follows:

+
Simple
c (A) =

+LOS(A, \) −+sys

cos(\) sin(inc) (4.13)

where \ is the angle measured anticlockwise from PAphot in the plane with inclination angle,
inc, and we estimate +sys as the median LOS stellar velocity within 1 Re. Voxels close to
the photometric minor axis have \ ∼ 90◦. The function cos(\)−1 is steep in this regime and
tends asymptotically to infinity, so even small errors on \ can cause very large errors on
+

Simple
c . We therefore only calculate +Simple

c in voxels that are more than 30◦ offset from the
minor axes, and rely on our assumption of axisymmetry when deriving global parameters
in the next section. As in equation 4.12, we adopt inc = arccos((1/0)phot) for discs, and
employ four different estimates of inc for photometric spheroids: inc = arccos((1/0)phot),
edge-on (inc = 80◦), inc = 60◦, and our theoretically motivated estimate. We define edge-on
here as inc = 80◦, rather than inc = 90◦, since \ is not defined for true edge-on systems.
The values of sin(90◦) and sin(80◦) differ by only ∼ 1 per cent, so we make this pragamatic
choice to achieve a well defined lower limit for +Simple

c . Though somewhat arbitrary, 80◦ is
chosen for consistency with our removal of arccos((1/0)phot) > 80◦ galaxies in the previous
section.

We compare the estimates of+ , defined in the next section as the mass weighted average
of +c (see equation 4.14) and found using the resolved extension of the simple method and
the full kinematic model, for disc galaxies that are well modelled as inclined rotating discs.
We find that +Simple underestimates +Fit, with Bias = −24.2 km s−1. We correct for this
small bias, and in the right panel of Fig. 4.3 we show the bias-corrected+Simple on the y-axis
and +Fit on the x-axis. We emphasise that both estimates are found using radically different
methodologies. Indeed, the inclined disc model is far more complex than the simple method,
most notably in its accounting for the effect of beam smearing. Nonetheless, we find that
+Simple and +Fit are highly correlated with low scatter. We highlight the good consistency
of these independent estimates as a success of our kinematic modelling.
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4.3.3 Kinematic parameters

We study the global quenching of galaxies in this work. We do not examine the relationship
between spatially resolved kinematics and quenching, since previous works have found that
the shutdown of star formation is governed primarily by processes that affect galaxies as
a whole, rather than processes that operate on local scales within galaxies (Bluck et al.
2020a,b). Moreover, it is natural and sensible to start with the more simple problem of
global quenching before examining quenching on spatially resolved scales. In this section,
we define and estimate the following global kinematic parameters that we use in later sections
to study quenching: the average circular velocity (+), the average velocity dispersion (f),
the ratio of ordered to disordered velocity (+ /f), the average specific kinetic energy (E:),
the average specific angular momentum ( 9), the dimensionless spin parameter (_), and the
dynamical mass ("D). We also include the stellar mass ("★) given its prominence in the
quenching literature (e.g. Baldry et al. (2006); Peng et al. (2010, 2012)).

Although theMaNGA survey is designed to map galaxies out to 1.5 Re, we find a number
of galaxies whose annuli beyond 1 Re are only partially mapped. We therefore measure the
global parameters (except the dimesnionless spin parameter) within 1 Re,kin to ensure that all
galaxies have data measured on the same spatial scales, where 1 Re,kin is the locus of points
separated by 1 Re from the kinematic centre, measured in the plane of the kinematic disc.
The geometry of the kinematic disc is specified by the kinematic model when we have a good
fit, and is defined using the simple method otherwise - i.e. utilising the photometric model
geometric parameters. The 1 Re,kin annulus is identical to the 1Re annulus for a perfectly thin
disc in which the photometric and kinematic centres are co-spatial, but they differ slightly
for galaxies that have large intrinsic axial ratios and/or unequal kinematic and photometric
centres. We adopt the 1 Re,kin annulus rather than its photometric counterpart to measure the
global parameters, since it reflects the underlying structure and the assumed axisymmetry
of galaxy kinematics. As we will show, the dimensionless spin parameter is instead defined
over voxels (rather than spaxels) within 1Re (rather than 1 Re,kin) for consistency with the
literature (Emsellem et al. 2007; Cappellari 2016; Graham et al. 2018).

The stellar mass weighted average circular stellar velocity is defined as follows:

+ =

∑(Σ★ · +c)∑(Σ★) (4.14)

where Σ★ is the stellar mass surface density taken from pipe3d, and +c is the estimated
circular velocity of a given spaxel. Unless otherwise stated, the sums in this section are
defined over all spaxels within 1 Re,kin. Equation 4.14 gives the average circular velocity
of stellar orbits. Large values of + relate to galaxies in which the stars orbit at high
speed. This occurs in galaxy discs, where young stars form, so it is reasonable to expect
a relationship between + and the level of star formation within galaxies, and perhaps with
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galaxy quenching. We have investigated parameterising the orbital speed using +max rather
than + , and found that our key results are independent of this choice. We opt for + since its
definition is more consistent with the other parameters in our set.

The mass weighted average stellar velocity dispersion is similarly defined:

f =

∑(Σ★ · √3fLOS)∑(Σ★) (4.15)

We use fLOS = f
intrinsic
LOS when we have a good kinematic fit, and fLOS = f

obs
LOS otherwise,

on the grounds that the correction defined in equation 4.11 is small for slow rotators. The
factor of

√
3 converts the LOS velocity dispersion to the total dispersion in 3D space, with

the implicit assumption that the velocity dispersion vector is isotropic. We recognise that the
dispersion vector is generally anisotropic (Cappellari 2016), but modelling this anisotropy
would require a full treatment of the Jeans equations. Furthermore, although the assumption
of isotropy is invalid for individual galaxies, it is reasonable on average since our sample
contains ∼ 2000 galaxies with a wide range of orientations. The assumption of isotropy thus
does not introduce a systematic bias. Previous works have identified a strong relationship
between galaxy quenching and velocity dispersion (Wake et al. 2012; Bluck et al. 2016,
2020a,b), though they often define dispersion within the central kpc. We define f within
1 Re,kin for consistency with the other parameters in our set, but we have confirmed that our
results hold for both definitions. This is expected since radial profiles of stellar velocity
dispersion are relatively flat in photometric spheroids, and are of low value everywhere
(though with a steeper gradient) in photometric discs (Bluck et al. 2020a).

We quantify the ratio of ordered to disordered velocity as follows: + /f. The ratio
of the ordered to disordered velocity, + /f, is the kinematic analogue of the disc to bulge
mass ratio (�/�). Prominent spheroidal structures have frequently been associated with
galaxy quenching (Wuyts et al. 2011; Bell et al. 2012; Bluck et al. 2014; Omand et al. 2014;
Morselli et al. 2017; Pandya et al. 2017), not least because of the common understanding
that discs are mostly blue whilst spheroids are mostly red under the morphology-colour
connection (e.g. Cameron & Driver 2009; Gadotti 2009; Cappellari et al. 2011a; Bell et al.
2012; Lang et al. 2014; Omand et al. 2014; Bluck et al. 2014, 2016). Nonetheless, �/� is a
crude descriptor of a how spheroidal a particular galaxy is, and merely compares the mass
of stars associated with the apparent photometric bulge and disc. Indeed, Lilly & Carollo
(2016) show that a ‘bulge’ can be reproduced in a model of pure disc galaxies in which the
disc scale length increases with time, where the inner excess of mass simply reflects the stars
formed in the disc at earlier epochs, and has no relation to a genuine bulge or spheroidal
component. The ratio of ordered to disordered velocity, on the other hand, cleanly separates
spheroidal and disc galaxies by focusing on their fundamental kinematic difference: discs
are rotation-dominated (high+ /f), whilst spheroids are dispersion-dominated (low+ /f).
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We note that + /f is expected to decrease through two distinct pathways: first, through
violent mergers of galaxies with misaligned angular momentum vectors (e.g. Barnes &
Hernquist 1996; Hopkins et al. 2010); and second, through secular dynamical processes that
induce internal instabilities (Kormendy & Kennicutt 2004).

We define two parameters that are fundamentally connected to the physics of stellar
orbits: the average specific kinetic energy and the average specific angular momentum of
the stars. The average specific kinetic energy is defined as follows:

E: =
KE
"★

=
1
2
· +2

rms (4.16)

where KE is the total kinetic energy of the stars within 1 Re, and+rms is the root mean square
total velocity of the stars within 1 Re (Cappellari 2016), considering both the ordered and
disordered components. Formally, +rms is given by:

+rms =

√√√∑ (
Σ★ ·

(
+2

c + 3f2
LOS

))∑ (Σ★) . (4.17)

The galaxies in our sample do not show signs of a recent merger or interaction with a
companion galaxy, so we assume that they are virialised. The specific kinetic energy of
their stellar orbits is thus related to the specific gravitational potential energy via the virial
theorem, as follows:

qG = −2E: . (4.18)

The specific gravitational potential energy is technically the mean mass-weighted gravita-
tional potential experienced by the stellar system, and it depends on a galaxy’s dynamical
mass, which includes all components of mass - i.e. stellar, gas, and dark matter. Indeed, at
fixed gravitational radius and virial parameter, more massive systems have more negative
qG and therefore larger E: . We choose not to estimate the dynamical mass this way, since
the gravitational radius and virial parameter are largely unknown.

The average specific angular momentum is defined as follows:

9 =

∑(Σ★ · A · +c)∑(Σ★) (4.19)

where A is the distance of a spaxel (in kpc) from the kinematic centre in the galaxy plane.
Similar to + , 9 is expected to be large in galaxies with a significant stellar disc, and could
therefore be related to galaxy quenching. The specific angular momentum builds on + by
accounting for the spatial distribution of the rotation, such that it distinguishes between
galaxies with rotation on large and small spatial scales.

We include the dimensionless spin parameter, _, since it is commonly used in the
literature as a crude classifier of a galaxy’s kinematic state. The advantage of this parameter
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is that it does not rely on a parametric model of the ordered rotation, and is measured directly
using the observed LOS velocity as follows:

_ =

∑(� · A · |+obs,voxel
LOS |)∑ (

� · A ·
√
+LOS

2 + f2
LOS

) (4.20)

where we take F as the 6-band flux of a particular voxel from the dap. Unlike equations
4.14-4.19, the sums in equation 4.20 are defined over voxels (rather than spaxels) within 1Re

(rather than 1 Re,kin) for consistency with the literature (Emsellem et al. 2007; Cappellari
2016; Graham et al. 2018). Emsellem et al. (2007), in particular, warn of the strong evolution
of_with radius, sowe follow thewell established definitionwithin 1Re. Graham et al. (2018)
simulate the effect of beam smearing and correct their observed _ parameters accordingly.
We have implicitly corrected for the effect of beam smearing on velocity dispersion by using
fLOS = f

intrinsic
LOS in the denominator of equation 4.20 where possible. We note that both _

and+ /f quantify the degree of ordered to disordered motion, but _ accounts for the spatial
distribution of the kinematics. Thus, _ and + /f are related in a similar way to 9 and + .

We briefly mentioned the challenges of measuring the dynamical mass via the virial
theorem. We circumvent these issues by considering galactic dynamics, rather than ener-
getics. Stellar orbits trace the total mass within the orbital radius under the assumption of
a simple spherical geometry by Newton’s first Theorem. Indeed, the mass outside of the
orbital radius has no influence on their trajectories. We use our kinematic model to estimate
the dynamical mass within 1 Re,kin as follows:

"D = +
2
rms,1Re ·

'4

�
=

(
+2

c,1Re
+ 3f2

LOS,1Re

)
· '4
�

(4.21)

where G is the gravitational constant, and the subscript 1 Re makes explicit that the average
is taken over spaxels in a thin elliptical annulus at 1 Re,kin with total width 0.25 Re,kin,
rather than over all the spaxels within 1 Re,kin. Equation 4.21 is derived by balancing
the gravitational force at 1 Re,kin with the centrifugal force. This highlights one of the
key advantages of a kinematic study of galaxy quenching. The dynamical mass tracks all
components of mass, including baryonic (stellar as well as gas in all phases) and dark matter.
Mass estimates from spectroscopy or photometry, however, are waveband dependent, often
tracking only a single phase of mass, and are fundamentally insensitive to the dark matter.
Nonetheless, we also include in our parameter set an estimate of the total stellar mass, "★,
taken from the NSA catalogue. We adopt the total mass, rather than the mass within 1 Re,kin,
given its frequent use in the literature. In the next section, however, we do briefly consider
the total mass within 1 Re,kin, which is simply found by summing Σ★ estimates from pipe3d
within an aperture of the same size.
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4.3.4 Tests: Kinematic scaling relations and connection to morphology

The ultimate goal of this work is to study the relationship between the parameters derived
in the previous section and galaxy quenching. Before deploying them in this novel context,
we validate the parameter set against well established scaling relations, as well as traditional
estimates of galaxy kinematics and morphology.

4.3.4.1 The (_, n) plane

In Fig. 4.4 we show the (_, n) plane, which has traditionally been used to separate galaxies by
kinematic type (Emsellem et al. 2007, 2011; Fogarty et al. 2015; Cappellari 2016; Graham
et al. 2018; Wang et al. 2020). In each panel we show _ on the y-axis and n = 1 − (b/a)phot

on the x-axis. The colour coding, which varies from panel-to-panel, will be discussed later
in this section. We first focus on the distribution of our galaxy sample in the plane shown
with brown density contours, and examine its relation to theoretical predictions and previous
observations.

The (_, n) plane reveals two kinematic populations. First, we identify the population of
fast rotators. These galaxies have large _ and the brown density contours show that they are
distributed consistently with the theoretical prediction for rotators with anisotropy parameter
X < 0.7nintr, where nintr is the intrinsic ellipticity (Cappellari et al. 2007). To see this, we
include the magenta line which is the prediction for a X = 0.7nintr rotator viewed edge-on,
and the black dotted lines which are the tracks of these same galaxies with fixed intrinsic
ellipticity as they are viewed at decreasing inclination angle, reaching (_, n) = (0, 0) for
face-on systems. For comparison, we show in lime green the theoretical prediction for
edge-on isotropic rotators (Binney 2005) and note that many galaxies have _ below this
line, which shows that their flattening cannot be entirely explained by rotation and that it
must be due partially to velocity anisotropy. Second, we identify the population of slow
rotators. These galaxies have small _ and n and lie in the slow rotator region parameterised
by Cappellari (2016), which is bounded by two red lines in the lower left corner of each panel
in Fig. 4.4. The key point is that our sample includes both fast rotators and slow rotators,
thus spanning the full range of kinematic states. We note the lack of galaxies with n < 0.1,
which is a direct consequence of our removing all galaxies with arccos((1/0)phot) < 25◦ in
Section 4.3.1. In Appendix B.5.2 we show that this cut does not influence our key results.

In the top row of Fig. 4.4 we compare the dimensionless spin parameter with two
alternative kinematic classifiers of galaxy type. In the upper left panel, we colour code the
(_, n) plane by the fraction of galaxies with velocity maps that are visually suggestive of
rotation. This classification is different to our inspection of the fits in Section 4.3.1. Here,
we are not concerned with the quality of the fit per se, but with answering the following
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Figure 4.4: The (_, n) plane. For all panels, the green line is the prediction for an edge-on isotropic
rotator (Binney 2005), and the magenta line is the prediction for an edge-on rotator with anisotropy
parameter X = 0.7nintr (Cappellari et al. 2007). The black dotted lines show how galaxies lying on
the magenta line with a fixed intrinsic ellipticity appear as they are viewed at decreasing inclination
angle - i.e. from edge-on to face-on. The red lines in the lower-left corner of each panel mark
the slow rotator region (Cappellari 2016), and linearly spaced brown contours depict the density of
galaxies in the plane. We compare kinematic classes defined using the (_, n) plane to our kinematic
model in the top row, and to photometrically determined galaxy parameters in the bottom row. Upper
left panel: The hexagons are colour coded by the fraction of galaxies that are visually determined
to show ordered rotation. Slow rotator-classified galaxies often don’t appear to be rotating, whilst
almost all fast rotator-classified galaxies show visual evidence of rotation. Upper right panel: The
hexagons are colour coded by the fraction of galaxies that are well fit by our kinematic model. We are
able to fit fast rotators but not slow rotators, and our ability to fit fast rotators increases with _. This
good agreement between our kinematic model and the (_, n) plane is a clear success of our method.
Lower left panel: The hexagons are colour coded by the mean "★. The most massive galaxies tend
to be slow rotators, whilst the least massive galaxies are discy fast rotators. Lower right panel: The
hexagons are colour coded by the mean Sérsic index. This panel highlights the connection between
kinematics and morphology: high Sérsic index galaxies are generally slow rotators and low Sersic
index are fast rotators. Yet there is a considerable population of high Sérsic index fast rotators,
rendering the Sérsic index parameter an imperfect proxy of galaxy kinematics.
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question: which of the dap LOS velocity maps exhibit velocity gradients that are typical of
galaxy rotation? Answering this question for a specific galaxy is somewhat subjective, but
the general distribution of these galaxies in the (_, n) plane is striking. Almost all galaxies in
the fast rotator region show clear visual evidence of rotation, whilst those in the slow rotator
region often do not appear to be rotating. This consistency check is not surprising, since
the dimensionless spin parameter and our visual inspection are both measurements made
directly on the observed data, but it does demonstrate the dimensionless spin parameter’s
success as a scalar, non-parametric quantity capable of classifying galaxies.

In the upper right panel, we colour code the (_, n) plane by the good fit fraction, which
is the fraction of galaxies whose kinematics are consistent with the inclined rotating disc
model. This parameter varies significantly in the plane, such that galaxies in the slow rotator
region are inconsistent with the inclined disc rotation model, whilst those in the fast rotator
region show good consistency, with the fraction of well fit fast rotators increasing with _.
In other words, our model is able to describe the kinematics of fast rotators, but not of slow
rotators. Consistency (or lack thereof) with the inclined rotating disc model is therefore
a powerful way to constrain a galaxy’s kinematic type. We stress that the (_, n) method
for classifying galaxies is independent of our kinematic modelling. The good agreement
between the two approaches is thus a clear success of our method.

In the bottom row of Fig. 4.4, we compare the dimensionless spin parameter with two
common galaxy properties measured from photometric data. In the lower left panel, we
colour code the (_, n) plane by the total stellar mass, "★. We find that the most massive
galaxies tend to lie in the slow rotator region, whilst fast rotators have have low-intermediate
"★. Overall, the stellar mass decreases with increasing _ and n , such that the least massive
systems dominate the upper-right region of the (_, n) plane (Graham et al. 2018). This result
is consistent with the relationship between "★ and galaxy morphology, where less massive
systems are generally more discy (Bernardi et al. 2010; Thanjavur et al. 2016; Bluck et al.
2019).

The total stellarmass,"★, includesmass in the bulge andmass in the disc, and is therefore
a measure of the total galaxy rather than its morphology. In the lower right panel, we colour
code the (_, n) plane by nSérsic to directly compare galaxy kinematics and morphology. The
Sérsic index probes the concentration of a galaxy’s brightness profile, such that galaxies with
a prominent bulge typically have nSérsic > 3, whilst disc galaxies typically have nSérsic < 2,
with intermediate bulge plus disc systems occupying the range 2 < nSérsic < 3. To first order,
Fig. 4.4 shows good agreement between nSérsic and galaxy kinematics. Galaxies with high
nSérsic are mostly located in the slow rotator region, whilst those with low nSérsic are mostly
located in the fast rotator region. In other words, photometric discs tend to be fast rotators
and photometric spheroids tend to be slow rotators. This result supports the extensive use of



4.3. Galaxy kinematics 83

Figure 4.5: A direct comparison between galaxy kinematics andmorphology. Left panel: Comparing
_ and nSérsic. Middle panel: Comparing+ /f fromour kinematicmodellingwith nSérsic. Right panel:
Comparing + /f with _. In each panel, we display the gradient (m), intercept (c), root mean square
error (RMSE) of linear regression fits (ODR) to the relations, and show the best fit and ±1f scatter
lines with solid and dashed black lines respectively. We also report the Pearson correlation coefficient
(d). Linearly spaced density contours are shown with blue shading and magenta lines. Note, the best
fit lines do not generally intersect the peaks of the density contours since the distributions are not
symmetric. The morphological and kinematic parameters are well correlated, but there is significant
scatter about the best fit relationships. In particular, we observe both rotation-dominated as well as
dispersion-dominated galaxies at all values of nSérsic and _, which demonstrates that although useful
on average, Sérsic index and _ are imperfect proxies of a galaxy’s kinematic state.

nSérsic to separate the two galaxy types. The relationship is imperfect, however, and we find
a significant population of high nSérsic photometric spheroids in the fast rotator region of
the (_, n) plane. This second order effect is one of the key motivations of this work, where
we attempt to study galaxy evolution through direct probes of galaxy kinematics, without
relying on imperfect morphological proxies such as nSérsic. We note that these direct probes
of galaxy kinematics can be used to derive relevant physical quantities (as in Section 4.3.3)
which can be compared directly with models in the future.

We have considered three independent means of galaxy classification: crude non-
parametric kinematics (_), detailed kinematic modelling, and morphology (nSérsic). We
quantify the relationship between these methodologies in Fig. 4.5. In the left panel, we
compare _ on the y-axis with nSérsic on the x-axis. This plot shows the same behaviour as the
lower right panel of Fig. 4.4, albeit whilst ignoring any dependence on n . The dimensionless
spin parameter and nSérsic are well correlated, such that nSérsic is a relatively good predictor
of _ on average, but there is a large scatter about the best fit relationship. Sérsic index
alone is thus inadequate for fully constraining a galaxy’s kinematic state. In particular, we
reiterate that although most high nSérsic galaxies are slow rotators, there exists a considerable
population of high nSérsic fast rotators with _ > 0.2. In the middle panel, we compare the
kinematic state determined by+ /f from our kinematic modelling on the y-axis with nSérsic

on the x-axis. There is a clear negative correlation between the two parameters, such that
spheroidal galaxies are dispersion-dominated whilst disc galaxies are rotation-dominated.



84 Chapter 4. A Kinematic Study of Quenching

Nonetheless, nSérsic is an imperfect proxy of our kinematic modelling, and we find a wide
range of + /f at fixed nSérsic. Finally in the right panel, we compare our two independent
methodologies for modelling kinematics: our full kinematic model (expressed via + /f)
and the dimensionless spin parameter, _. We find that + /f is very strongly correlated
with _ (d = 0.83), which shows that our kinematic modelling is consistent with traditional
methods of characterising galaxy kinematics. Nonetheless, there exists a relatively wide
range of + /f at fixed _, which demonstrates the benefit of our 2D kinematic model for
constraining the kinematic state of galaxies. We note that this scatter is expected given
the difference in complexity between the kinematic model and _. The dimensionless spin
parameter makes no attempt to model the inclination of the kinematic disc and does not
account for the significant effect of beam smearing.

Despite the above mentioned limitations of nSérsic and _, we stress that overall Fig. 4.5
shows good consistency between the three approaches and a clear bimodality in all of the
parameters, such that slow rotators generally have low _, large nSérsic and low + /f, whilst
fast rotators generally have large _, low nSérsic and large + /f. Sérsic index and _ are well
established classifiers of galaxy type, so we highlight this result as a success of our kinematic
modelling.

4.3.4.2 Stellar mass-kinematics scaling relations

There are a number of kinematic scaling relations that have a long precedent in the literature
(Tully&Fisher 1977; Faber& Jackson 1976) and it is important to test that they are consistent
with our kinematic estimates. In Fig. 4.6 we show galaxy kinematics as a function of stellar
mass, and report gradients and intercepts of the well established scaling relations, as well as
the scatter about the best fit lines, with all of the best fit lines determined using orthogonal
distance regression (ODR). We compare our gradients to results from Aquino-Ortíz et al.
(2020), which were also calibrated using IFU data from the MaNGA and CALIFA surveys
(Aquino-Ortíz et al. 2018), though we do not compare intercepts, since these are highly
dependent on a number of assumptions, such as the IMF, the assumed templates used in
SED fitting, and the spatial scale over which "★ is determined.

In the left panel we show the M★ −Vmax relation, commonly known as the Tully-Fisher
(TF) relation (Tully & Fisher 1977), with "★ on the y-axis and +max on the x-axis. The
TF is generally associated with disc galaxies, so we only consider those with nSérsic < 2.
There is a strong positive correlation between +max and "★, with low scatter. The gradient
of the best fit line is in relatively good agreement with those of Aquino-Ortíz et al. (2018)
(m = 3.3) and Aquino-Ortíz et al. (2020) (m = 3.2), and is consistent with Avila-Reese et al.
(2008) within the scatter (m = 3.7), whom Aquino-Ortíz et al. (2020) compare with. In the
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Figure 4.6: Kinematic scaling relations. Left panel: The TF relation for disc galaxies (i.e. Sérsic
index less than two). Middle panel: The FJ relation for spheroidal galaxies (i.e. Sérsic index greater
than three). Fast rotator spheroidal galaxies lie above the FJ relation and skew the contours, further
highlighting the limitations of Sérsic index as a proxy of galaxy kinematics. Right panel: The
new Mass-Velocity (MV) relation, which is shown for all morphological galaxy types (i.e. all Sérsic
indices). In each panel, we display the gradient (m), intercept (c) and root mean square error (RMSE)
of linear regression fits (ODR) to the relations, and show the best fit and ±1f scatter lines with solid
and dashed black lines respectively. We also report the Pearson correlation coefficient (d). Linearly
spaced density contours are shown in all panels. The MV relation is tighter (i.e. it has lower RMSE)
and has a higher Pearson correlation strength than either of the TF and FJ relations.

middle panel, we examine the "★ − fobs
LOS for nSérsic > 3 photometric spheroids, with "★

on the y-axis and fobs
LOS on the x-axis, where fobs

LOS is the linear average of the observed LOS
velocity dispersion. This relationship is referred to as the Faber-Jackson (FJ) relation (Faber
& Jackson 1976). Note, we do not mass-weight the average or correct the velocity dispersion
for the effect of differential disc rotation to enable a fair comparison with Aquino-Ortíz et al.
(2018, 2020). We observe a strong positive correlation between "★ and fobs

LOS, with scatter
similar to the TF. The slight offset between the peak of the density contours and the best fit
line is caused by a population of high + /f galaxies lying above the FJ relationship. We
have checked that the offset disappears if we restrict our focus to galaxies with low + /f.
The inclusion of high + /f galaxies in the nSérsic > 3 sample highlights the limitations of
using Sérsic index to select genuine dispersion-dominated spheroids. Once again, we find
good consistency with Aquino-Ortíz et al. (2018) (m = 3.2) and (Aquino-Ortíz et al. 2020)
(m = 3.1). We emphasise that the good agreement between our kinematic estimates and
these well established TF and FJ scaling relations is an important check on our method, and
builds confidence in our kinematic parameter set.

The total velocity of discs is dominated by ordered rotation, whilst the total velocity of
spheroids is dominated by disordered rotation. This motivates the common exclusion of
spheroids (discs) from the TF (FJ). We seek an extension of the TF and FJ relations that
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includes both galaxy types. The underlying physics of the TF and FJ is the virial theorem,
so a natural progression is the relationship between the total velocity (both disordered and
ordered, i.e. +rms and recall its definition in equation 4.17) and stellar mass, which we call
theMass-Velocity (MV) relation. In the right panel of Fig. 4.6, we compare stellar mass on
the y-axis with +rms on the x-axis. In this diagram, photometric spheroids and photometric
discs form a single population, in which "★ is highly dependent on +rms, with low scatter.
We note that there is a slight offset between spheroids and discs in this plane, such that discs
have larger "★ /+rms than spheroids, which is likely a consequence of spheroids being more
compact than discs at fixed mass (van der Wel et al. 2014). We have neglected this effect in
our first order application of the virial theorem, and do not consider the gravitational radii
or the virial parameters of individual galaxies. Nonetheless, this offset is small, and we find
that the MV relation is tighter and has a higher Pearson correlation strength than both the
TF and FJ, which is impressive given its application to the full range of galaxy types.

Summarising, the analysis in this section confirm that our kinematic measurements are
reliable and indeed even more effective than the simpler alternatives from the literature.

4.3.4.3 Dynamical mass vs stellar mass

In Fig. 4.7, we examine the relationship between dynamical mass and stellar mass, with
the former derived via equation 4.21. In the left panel we show "D on the y-axis and the
stellar mass measured within 1 Re,kin by integrating Σ★ from pipe3d (M★(< Re,kin)) on the
x-axis. We first use M★(< Re,kin) since it is measured on the same spatial scale as "D.
As expected, we find a strong positive correlation between the two mass estimates, such
that galaxies with larger stellar mass have larger dynamical mass. Dynamical mass traces
all components of mass, including stellar, gas (molecular, neutral and ionised) and dark
matter, so we expect "D to exceed M★(< Re,kin). The significant offset from the red 1-1
line confirms this expectation and is a success of our kinematic modelling.

In the right panel, we compare "D on the y-axis with the total stellar mass ("★) on
the x-axis, which is the more common definition of stellar mass in the literature. We note
the strong positive correlation and consistency with the red 1-1 line within the scatter. We
reiterate that the two mass estimates are calculated on different spatial scales, so there is no
expectation for "D to exceed "★. Our finding that "D and "★ are consistent within their
scatter leads to the valuable empirical rule of thumb that the total stellar mass can be used
as a proxy for the dynamical mass within 1 Re,kin, with uncertainty ∼ 0.2dex.

We fit the relationships between stellar and dynamical mass using straight lines in Fig.
4.7, but there is some suggestion of a varying gradient, such that more massive systems have
a larger dynamical mass to stellar mass ratio, "D /"★. We do not explore this feature in
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Figure 4.7: A comparison of our dynamical mass estimates, calculated within 1 Re,kin, and stellar
mass estimates taken from the Pipe3D and the NSA catalogues. Left panel: A comparison of
dynamical mass and the stellar mass estimated within 1 Re,kin by integrating the Pipe3D stellar mass
surface density maps. The two mass estimates are therefore compared on the same spatial scales.
The estimates are strongly correlated with low scatter, and the dynamical mass consistently exceeds
the stellar mass, as expected. Right panel: A comparison of the dynamical mass and total stellar
mass. Again, the two estimates are highly correlated with low scatter, but the offset is now reduced.
Coincidentally, the data are consistent with the red 1:1 line within the scatter, which shows that the
total stellar mass can be used as a rough proxy of the dynamical mass within 1 Re,kin. In each panel,
we display the gradient (m), intercept (c) and root mean square error (RMSE) of linear regression
fits (ODR) to the relations. We also report the Pearson correlation coefficient (d). We show the
best fit and ±1f scatter lines with solid and dashed black lines respectively, and we show the 1:1
relationship in solid red.

detail, but we note that it is reminiscent of the well known SHMR, where the stellar mass of
galaxies in large halos is suppressed (Guo et al. 2010; Moster et al. 2010), which is generally
attributed to AGN feedback (Silk & Mamon 2012).

4.4 Results

In this section, we explore the connection between galaxy kinematics and quenching using
the global kinematic parameter set derived and validated for 1862 MaNGA galaxies in the
previous section. This set comprises the following quantities: the average circular velocity
(+), the average velocity dispersion (f), the ratio of ordered to disordered velocity (+ /f),
the average specific kinetic energy (E:), the average specific angular momentum ( 9), the
dimensionless spin parameter (_), the dynamical mass ("D), and the stellar mass ("★),
which is included for comparison to the kinematic measurements.
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Figure 4.8: The star forming/quenched classification scheme. Left panel: The global star forming
main sequence for SDSS galaxies (I < 0.085), with linearly spaced density contours shown in black.
The solid magenta line is the Renzini & Peng (2015) fit to the main sequence, and the dotted magenta
line marks the minimum of the ΔSFR histogram, 1 dex below the main sequence (see right hand
panel). The hexagons are colour coded by their logarithmic offset from the main sequence, ΔSFR,
which cleanly separates the star forming galaxies in the upper density peak from the passive galaxies
in the lower density peak. Note, SFR of many passive galaxies is strictly an upper limit set at
log(sSFR / [yr−1]) = −12. Right panel: The 1D distribution of ΔSFR for SDSS galaxies. The
dotted magenta line marks the minimum of the bimodal distribution at ΔSFR = −1 dex. The star
forming, green valley and quenched regions are shown in blue, green and red, respectively. In the
legend, we quote the number of star forming, green valley and quenched MaNGA (i.e. rather than
SDSS) galaxies analysed in this study.

4.4.1 Star forming and quenched classification

Wemust first define the star forming and quenched populations. Themost common approach
is to consider the distribution of galaxies in the local SFR−"★ plane, and to define galaxies
that lie on the SFMS as star forming and those that have SFR considerably offset below
the SFMS as quenched or passive. This definition of quenching is favoured over those that
consider SFR or specific star formation rate (sSFR = SFR/"★) alone, since SFR and sSFR
are ambiguous classifiers of star forming state. This is a consequence of the observed tight
relationship between SFR and "★ with exponent less than unity, such that both SFR and
sSFR of typical star forming galaxies depend on "★ (Renzini & Peng 2015). Thus at fixed
SFR (or sSFR), there exists both star forming galaxies lying on the SFMS and quenched
galaxies lying significantly below it.

We construct the classification scheme using a statistically robust and representative
sample of SFR and "★ estimates for galaxies drawn from the SDSS, which is the parent
sample of MaNGA. In the left panel of Fig. 4.8 we show the distribution in the SFR − "★
plane of ∼ 250, 000 SDSS galaxies with redshift I < 0.085. We apply the redshift cut for
consistency with Renzini & Peng (2015), who used these data to characterise the SFMS,
but we note that this cut is approximately the same as the redshift range in our sample. The
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black linearly spaced density contours are strongly bimodal; star forming galaxies reside in
the upper density peak, whilst quenched galaxies reside in the lower density peak. We show
the best fit to the SFMS from Renzini & Peng (2015) in solid magenta and note its explicit
form:

log
(

SFRMS

M� yr−1

)
= 0.76 × log

(
"★

M�

)
− 7.64. (4.22)

The uncertainty on the linear coefficients is ∼1-2 per cent (Renzini & Peng 2015). The
best fit line tracks the ridge of the star forming density contours, as expected given the
consistency of the sample selection between Fig. 4.8 and Renzini & Peng (2015).

We define a galaxy’s offset from the SFMS as follows, as in Bluck et al. (2014, 2016):

ΔSFR = log(SFR) − log(SFRMS). (4.23)

We emphasise thatΔSFR is the logarithmic offset from themain sequence, such that a galaxy
with ΔSFR = −1 dex is forming stars at a rate 10 times slower than typical star forming
galaxies of the same mass. We colour code hexagonal bins in the SFR−"★ plane by ΔSFR
and note that all star forming galaxies in the upper density peak have ΔSFR ∼ 0 (coloured
blue), whilst all quenched galaxies in the lower density peak have ΔSFR < −1 dex (coloured
red). The offset from the main sequence thus unambiguously separates star forming and
quenched galaxies.

In the right panel of Fig. 4.8 we show the distribution of ΔSFR for SDSS galaxies. This
1D distribution emphasises the bimodalidy of star forming and quenched galaxy properties.
We observe a peak atΔSFR = 0 dex, corresponding to the population of star forming galaxies
lying on the SFMS, and a second peak at ΔSFR = −1.8 dex, corresponding to the population
of quenched galaxies with significantly reduced levels of star formation. It is important
to note that Brinchmann et al. (2004) calculate SFR using a combination of emission line
diagnostics and D4000 where possible, and that they fix sSFR of quenched galaxies with
low SNR emission lines at log(sSFR / [yr−1]) = −12, which is strictly an upper limit.
The peak at ΔSFR = −1.8 dex is therefore slightly misleading, and the true distribution is
more accurately thought of as a long tail tending to SFR=0, or ΔSFR = −∞ dex. Thus,
quenched galaxies typically form stars more than ∼ 100 times lower than their star forming
counterparts at fixed mass. The aim of this work is to understand the cause of this dramatic
suppression in star formation.

We use the distribution of ΔSFR to build a quantitative classification of star forming and
quenched systems. The dottedmagenta line in the right panel of Fig. 4.8marks theminimum
of the 1D density distribution, at ΔSFR = −1 dex. This boundary effectively separates the
star forming and quenched peaks. Galaxies with intermediateΔSFR ∼ −1 dex are commonly
referred to as green valley galaxies and are thought to be in the process of quenching (Wyder



90 Chapter 4. A Kinematic Study of Quenching

et al. 2007; Martin et al. 2007; Schawinski et al. 2014). Green valley galaxies cannot be
uniquely associated with either of the star forming or quenched populations, so we partition
the ΔSFR distribution into the following three regimes:

1) Quenched/Passive (Q/Pa): ΔSFR < −1.3 dex
2) Green Valley (GV): −1.3 dex < ΔSFR < −0.7 dex
3) Star forming (SF): ΔSFR > −0.7 dex

We have checked that our results are not strongly dependent on the precise values of these
cuts. We mark the star forming, green valley and quenched regions of the ΔSFR distribution
in blue, green and red, respectively. The introduction of the relatively wide green valley
buffer region (0.6 dex) allows us to unambiguously classify galaxies in the ΔSFR ∼ 0 dex
peak as star forming and galaxies in the ΔSFR ∼ −1.8 dex peak as quenched.

4.4.2 General relationship between star formation and kinematics

In this sub-section, we begin to explore the dependence of galaxy quenching on kinematics.
We visualise the data and present simple quantitative analyses, before adopting rigorous
statistical techniques in Sections 4.4.3 and 4.4.4.

In Fig. 4.9, we collapse the SFR − "★ plane into a 1D problem, and compare ΔSFR
on the y-axis with the parameter being investigated on the x-axis. We established ΔSFR as
an effective classifier of star forming state in the previous section, so this figure should be
interpreted as a direct comparison of quenchingwith our kinematic parameter set. Hexagonal
bins are coloured blue in the star forming region and red in the quenched region. The bimodal
distribution of galaxies is visible in each panel, where we observe a density peak both at high
and lowΔSFR. We are looking for parameters that are effective at separating these two peaks
along the x-axis. The perfect parameter would completely separate the two populations,
such that at each x-axis coordinate, all galaxies are either star forming or quenched. Of
course, no single parameter is able to perfectly predict a galaxy’s star forming state, but Fig.
4.9 does show a range of behaviour that can be used to rank the parameters.

In the upper left panel, we observe the star forming density peak at low f and the
quenched density peak at high f, and the two density contours show little overlap when
compared with other panels. Indeed, we do not observe star forming systems with f >

300 km s−1. This suggests that f is closely related to galaxy quenching. Contrast this
behaviour with the lower right panel, where the star forming and quenched density contours
overlap significantly. Thus, + seems unrelated to galaxy quenching, and knowledge of it
alone adds minimal information about a galaxy’s star forming state.

A visual analysis of Fig. 4.9 attempts to rank the importance of each parameter for
galaxy quenching by comparing the absolute separation along the x-axis of the density
contours in each panel. This simple approach, however, is flawed since the parameters have
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Figure 4.9: The relationship between star forming state, as expressed by ΔSFR, and each of our
kinematic parameters. In each panel, linearly spaced density contours are shown in black, and
the boundary between the star forming (coloured blue) and quenched (coloured red) populations at
ΔSFR = −1 dex is shown with a dotted magenta line. The panels are arranged from left to right and
top to bottom in order of decreasing ΔSF |Q. Parameters with large ΔSF |Q separate the star forming
and passive populations along the x-axis and are likely associated with quenching, whilst parameters
with low ΔSF |Q show degeneracies across the two populations (i.e. both star forming and passive
galaxies existing at fixed parameter) and are not associated with quenching.

different dynamic ranges. We must first normalise the absolute separation of each parameter
by its variability to make a fair comparison, which we achieve by introducing the following
parameter (similar to Bluck et al. (2020a)):

ΔSF |Q =
med(X)Q −med(X)SF

IQR(X) (4.24)

where med(X)Q is the median value of parameter - for the quenched population, med(X)SF

is the median value of - for the star forming population, and IQR(-) is the interquartile
range of parameter - for the full population, including both star forming and quenched
galaxies.

We report ΔSF |Q in each panel of Fig. 4.9 and arrange the panels in order of decreasing
ΔSF |Q, from left to right and top to bottom. Of all the parameters, the star forming and
quenched systems differ most in terms of their average velocity dispersion. This is our
first quantitative evidence of f’s significant role in galaxy quenching. The ΔSF |Q statistic
shows that other parameters are also effective at predicting quenching. Indeed, E: has ΔSF |Q

similar to that of f, and six of the eight parameters have ΔSF |Q > 0.5. Although these
six parameters separate the star forming and quenched populations, we stress that both f
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and E: have larger ΔSF |Q than "★. This shows that galaxy kinematics are more effective at
predicting quenching than a photometric measurement of stellar mass.

There are two parameters, however, with significantly lower ΔSF |Q that seem totaly
unrelated to quenching: + and 9 . Interestingly, these are the only two parameters that are
completely independent of velocity dispersion; the stellar mass is related to f by the viral
theorem, and all other parameters have an explicit dependence on velocity dispersion, as
outlined in Section 4.3.3. It is important to note that+ and 9 relate to the galaxy disc, where
ordered stellar motion with high angular momentum dominates. Discs are also commonly
the site of molecular gas and active star formation, so one may naively expect galaxies that
have massive discs (i.e. large + and 9) to be star forming. Nonetheless, we find a number of
these galaxies in the quenched population, which shows that quenching is governed not by
properties of the disc, but rather by properties of the kinematic bulge/spheroidal component,
as quantified by the average velocity dispersion. Thus, star formation and quenching appear
to be distinct physical phenomenon. We note that this result is in close agreement with
previous photometric studies that show that bulge mass (the photometric analogue of f)
is more important than disc mass (the photometric analogue of + and 9) for predicting
quenching (Lang et al. 2014; Bluck et al. 2014, 2021). In fact, bulge mass is more predictive
of quenching than parameters that consider both the disc and bulge mass (i.e. "★ and
�/"★). The good agreement between the insights obtained via kinematics and photometry
suggest strongly that galaxy quenching is governed by the central bulge region rather than
the galaxy disc.

The distribution of ΔSFR demonstrates that the star forming state of galaxies is bimodal.
Indeed, the variation of ΔSFR within the star forming and quenched populations is small
relative to the two orders of magnitude difference in ΔSFR between the two peaks in Fig.
4.8. Moreover, the ΔSFR values in the quenched population are often upper limits, and
hence the study of galaxy quenching is more concerned with the classification of a galaxy
(i.e. star forming or quenched) rather than its specific value of ΔSFR. We introduce a
machine learning algorithm in the next section and perform a rigorous statistical analysis to
study the classification of galaxies. Combined, our qualitative analysis and simple metric
ΔSF |Q suggest that f is the best parameter for predicting quenching, so we expect the more
sophisticated techniques to have at least vaguely similar results.

4.4.3 Random forest analysis

In this section, we use a random forest classifier to quantify the importance of each parameter
in the quenching process. We repeat the analysis in Appendix B.5, where we conduct the
following tests: removing satellite galaxies from the sample to focus exclusively on centrals;
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trying different versions of the simple method, as outlined in Section 4.3.2; only analysing
galaxies that have good fits, without using the simple method at all; using the simple method
for all galaxies, even for those that have a good kinematic fit; only trusting fits that are
successful when assuming the Sérsic flux map; and finally, testing the role of differential
measurement uncertainty. We confirm in advance that the key results of this section are
completely stable to all of these tests.

4.4.3.1 Random forest method

A random forest is a machine learning algorithm that is able to identify non-linear features
in multidimensional data that are useful for classification. The algorithm is trained using
data that has previously been classified with ‘truth’ labels (i.e. ‘training data’), and in most
applications, the trained random forest is then used to predict the classification state of new,
unseen data. In our work, we train a random forest to identify features in our parameter
set (+, f, + /f, E: , 9 , _, "D, and "★) that are useful for predicting the star forming
state of a galaxy, i.e. star forming or quenched. Our goal is not to use the trained algorithm
to predict the star formation state of new galaxies that do no yet have ΔSFR estimates, but
rather to compare the relative importance of each parameter in the classification scheme.

We briefly review the methodology of the random forest algorithm, and we refer the
interested reader to Bluck et al. (2020b) for a full discussion. A random forest consists
of a number of individual decision trees that ask a series of binary questions to categorise
data. The input data for each decision tree is found by bootstrapped random sampling with
return, so each decision tree in the random forest produces subtly different results. This
encourages the algorithm to learn general features of the data, rather than those that are
unique to a particular sample. Each fork in a decision tree tests the validity of a simple
inequality statement relating to a single parameter. As an example, a decision fork in our
work may ask ‘does the galaxy have f > 220 km s−1?’ This fork would split the galaxies
into two groups, or nodes: those that have f > 220 km s−1 and those that do not. Starting
from the top of the tree at the parent node with the full sample of training data, the random
forest algorithm identifies the criterion that maximises the reduction in impurity, which is
quantified using the Gini coefficient. Put simply, the Gini coefficient of a node gives the
probability of a random sample being labelled inaccurately if it is labelled in accordance
with the distribution of samples in the node. This decision fork then splits the sample into
two nodes, where the process is repeated. The key point is that at every node the algorithm
identifies the parameter that is best at separating the two classification states of the data. This
could continue indefinitely until the final nodes, leaf nodes, contain pure samples of the two
classification states (either all quenched or all star forming in our case), but we terminate



94 Chapter 4. A Kinematic Study of Quenching

the random forest before it achieves these pure leaf nodes to prevent overfitting. Impure leaf
nodes, containing at least one object of each classification state, are classified by the modal
truth value of their training data. We can then use the trained algorithm to classify new data,
where the classification of a particular object is given by the mean classification of its leaf
node across all of the trees in the forest.

There are alternative machine learning algorithms that could be used for this work, but
we choose the random forest algorithm since it has a transparent and simple methodology
for mapping multidimensional features of the data into a classification state. At each node,
the random forest selects the parameter that is best at separating the two classification states.
In other words, it identifies the most competitive parameter at every level in a decision tree.
We can quantify the reduction in Gini coefficient that is associated with each parameter in a
tree and average across all trees in the forest to find the relative importance of each parameter
in the overall classification scheme. The parameter with the largest relative importance is
responsible for the greatest reduction of impurity in the data. The random forest algorithm is
thus not only an effective predictive tool, but also a powerful system for objectively ranking
the importance of features in multidimensional data.

We perform the random forest classification using the randomforest-classifier from
the scikit-learnb python package. We remove green valley galaxies from our sample in this
section due to their ambiguous classification, and randomly select two equally sized samples
of star forming and quenched objects. We note that keeping the green valley galaxies in
the sample, and simply classifying those with ΔSFR < −1 dex as quenched and those with
ΔSFR > −1 dex as star forming, does not have a significant impact on our results. It is
important that the data have equal numbers of star forming and quenched galaxies to ensure
that the algorithm is not biased towards learning the features of only one galaxy type. We
construct the largest possible balanced sample of 1494 galaxies, containing 747 star forming
and 747 quenched objects, and split it into two equally sized training and testing samples.
Our random forest has 250 trees per forest, and we allow each tree to have a maximum of
250 nodes.

We perform the random forest analysis with max-features set to ‘All’c, which allows
each fork in the decision tree to consider all of the parameters when choosing the optimal
split to reduce the Gini coefficient. We fine-tune the min-samples-leaf parameter, reducing
it as far as possible to improve the algorithm performance without inducing overfitting. We
use the area under the receiver operating curve parameter, AUC, to quantify the performance
of the algorithm, and compare the relative performance of the algorithm in classifying the
training and testing data sets via the difference in their respective AUC values, ΔAUC =

bhttps://www.scikit-learn.org
cFormally, this is achieved by settingmax-features to ‘None’within the randomforest-classifier function.

https://www.scikit-learn.org


4.4. Results 95

AUCTraining − AUCTesting. A large value of ΔAUC confirms that the model is significantly
better at describing the training data, which it has seen, than the testing data, which it has
not seen. This suggests that the algorithm is learning pathologies unique to the training
data rather than true features of the galaxy population, an effect known as overfitting. The
likelihood of overfitting increases as we allow the algorithm to form increasingly small leaf
nodes. We therefore decrease min-samples-leaf as far as possible whilst ensuring that the
algorithm performs similarly for the training and testing data, as quantified by our constraint
ΔAUC < 0.02. We find an optimal min-samples-leaf value of 40.

The random forest returns a single scalar value quantifying the relative importance of
each parameter. We repeat the analysis 10 times to estimate its uncertainty. In each run, we
choose a new random sample of 1494 galaxies containing equal numbers of star forming and
quenched objects, and redefine the training and testing sample. We take the mean relative
importance of each parameter across the 10 runs as the typical value, and the standard
deviation of the relative importance as the typical uncertainty. We similarly use the 10
runs to calculate the typical performance of the model and its uncertainty. The final trained
model has a testing performance AUCTesting = 0.92 ± 0.01, which is commonly considered
to be outstanding (Teimoorinia et al. 2016). This impressive performance suggests that the
parameters investigated in this chapter contain the vast majority of the information required
to predict the star forming state of a galaxy. In other words, it seems that our parameter set
is not missing measurements that are crucial to predict quenching.

4.4.3.2 Random forest results

In Fig. 4.10 we show the relative importance of each parameter for predicting the star
forming state of galaxies. We organise the parameters along the x-axis in order of decreasing
relative importance and include a random variable for scale. The random variable, which is
completely disconnected from galaxy quenching by design, is the clear loser with relative
importance consistent with zero, as expected. The competitive nature of the random forest
enables us to quantitatively compare parameters that were visually similar in Fig. 4.9.

Once again, we find that f is the most important parameter for predicting quenching.
The average velocity dispersion is followed by the dimensionless spin parameter, the average
specific kinetic energy, the total stellar mass, the dynamical mass, the ratio of ordered to
disordered stellar orbital velocity, the average specific angular momentum, and finally the
average circular velocity. The excess of the importance of f relative to all of the other
parameters is striking. Indeed, f is at least 10 times more important than any other
parameter in the set, and f is classified as the most important parameter with confidence
level greater than 20f. This analysis thus shows that, when available, the average velocity
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Figure 4.10: A random forest classification to quantify the relative importance of kinematic paramet-
ers for predicting the star forming state of galaxies. We arrange the parameters along the x-axis in
order of decreasing relative importance, and we include the relative importance of a random variable,
Rdm, for scale. The black error bars indicate the scatter in the relative importances across ten boot-
strapped random training sets. The Spearman rank correlation strength between each parameter and
the most important parameter, the average velocity dispersion, is printed above each bar to highlight
the strong correlations within the parameter set. We report the AUC values for the training and
testing sets, both of which are greater than 0.9, which is commonly considered to be outstanding.
The random forest analysis clearly shows that f is overwhelmingly the most important parameter for
predicting galaxy quenching, and all other parameters are relatively insignificant.
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dispersion is overwhelmingly the best parameter at separating star forming and quenched
galaxies in the MaNGA data set.

The remaining parameters play a marginal role in predicting the star forming state of
galaxies. Onemight naively expect parameters that consider both the ordered and disordered
components of the velocity to have the best predictive power. After all, they include the
same information as f as well as extra information about the ordered rotation. The reduced
predictive power of E: , _ and + /f relative to f, however, shows that adding information
about the ordered stellar motion actually 342A40B4B the predictive power, and is akin to
adding noise. The noise-like nature of ordered motion for predicting quenching is supported
by the poor performance of + and 9 in the random forest, which have relative importances
only marginally better than the random parameter. This once again demonstrates that
parameters that relate exclusively to the disc properties have little predictive power.

Fig. 4.10 builds on this and shows that galaxy quenching is not strongly dependent on
the ratio of ordered to disordered motion either, as expressed by both _ and + /f. This
is consistent with previous photometric studies that find that the total mass of galaxies (i.e
bulge mass plus disc mass) and the bulge to disc mask ratio are less predictive of quenching
than bulge mass alone (Lang et al. 2014; Bluck et al. 2014, 2016). The good agreement
between galaxy kinematics and morphology counters the commonly held view that disc
galaxies are star forming and spheroids are quenched. In fact, the key parameters in galaxy
quenching relate to the central regions of galaxies - i.e. the average velocity dispersion in
kinematic studies and the bulge mass in photometric studies.

We remind the reader that the dimensionless spin parameter is measured independently
of our kinematic modelling. Thus even if our kinematic modelling is unsuccessful (which
we have rigorously tested against in Section 4.3.4), the enhanced predictive power of f
relative to _ conclusively demonstrates that it is the absolute level of velocity dispersion
that is important for predicting quenching, not the relative levels of ordered and disordered
velocity. Nonetheless, we have tested the stability of the conclusions of the random forest
analysis in Appendices B.5.2 and B.5.3. These tests assess whether our results could be
caused by inaccurate measurements of + . We find that the results are stable to different
estimates of+ (i.e. using different versions of the simplistic method, analysing only galaxies
that have a good fit, and using the simplistic method for galaxies, even those that have a good
fit), and that no feasible level of uncertainty on our measurement of + could have wrongly
led to our concluding that f is the most important parameter.

Moreover, we recognise that we have allowed the random forest to consider all of the
parameters at each decision fork and that this approach is generally more susceptible to bias
than versions of the random forest algorithm that consider only a subset of the parameters
at each decision fork. The above mentioned tests of Appendices B.5.2 and B.5.3 are thus
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an important check, and they demonstrate that the result in Fig. 4.10 is not caused by
the random forest interpreting pathologies in our kinematic parameter set. We have also
repeated the random forest analyses with max-features set to ‘Sqrt’, which allows each fork
in the decision trees to consider only a random sample of the square root of the number of
parameters when choosing the optimal split for reducing the Gini coefficient. Unlike the
analysis in Fig. 4.10, f is often unavailable to the decision forks, so the random forest gives
increased importance to secondary parameters that are correlated with f (Piotrowska et al.
2021). However, the key result is unchanged and f is once again identified as the most
important parameter for quenching.

Our kinematic parameters display strong inter-correlations. To see this, we report
the Spearman rank correlation coefficient of each parameter with f, the most important
parameter in our set, above each bar in Fig. 4.10. The power of our random forest
analysis with max-features set to ‘All’ lies in the way it simultaneously compares all of
our kinematic parameters and evaluates their importance for predicting quenching in a
competitive framework. Thus, although a parameter such as the specific kinetic energy is
highly correlated with the velocity dispersion and therefore is a good predictor of quenching,
the random forest recognises that f is the fundamental parameter and that the additional
knowledge of E: does little to improve the predictive power.

4.4.4 Correlation analysis and quenching angle

In this section, we perform a correlation analysis to identify the most important parameter
for quenching. This approach complements the random forest and explicitly addresses any
concerns about inter-correlated variables raised in the previous section.

We quantify the degree of correlation using the Spearman rank correlation coefficient.
The Spearman rank correlation coefficient between two variables, X and Y, is given by
the Pearson correlation coefficient between the order statistics of X and Y. We adopt the
Spearman rank correlation rather than the Pearson correlation, since the Pearson correlation
is a measure of the linear relationship between two variables, which is not appropriate for our
highly non-linear data. A strong correlation coefficient suggests an association between two
variables, such that Y changes as X changes, but it does not necessarily imply a fundamental
relationship. This is particularly true in multidimensional data with high degrees of inter-
correlations, such as the data in this work. For example, parameters X and Y may appear
to be highly correlated simply due to their both having strong correlations with a third,
confounding parameter, Z.

We introduce the partial correlation coefficient to assess the influence of confounding
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variables. The partial correlation coefficient is defined as follows:

d�,� |� =
d�,� − d�,� d�,�√
1 − d2

�,�

√
1 − d2

�,�

(4.25)

where d�,� is the Spearman rank correlation coefficient between parameters A and B. The
partial correlation coefficient, d�,� |� , is the degree of correlation between A and B whilst a
third parameter, C, is held constant. A significant d�,� |� thus rules out the possibility that
the confounding parameter C is the cause of the correlation between A and B.

One may worry that there might be a confounding variable that is not part of our
parameter set. Of course, we cannot use the partial correlation analysis to test for an
unknown confounding parameter, but we note that this issue holds for any parameter set that
we may choose to define, regardless of its size and breadth of quantities. We thus do not
consider it further, and we remind the reader that we have chosen a broad set of physically
motivated kinematic parameters that have a high AUC value in the random forest. Together,
they are thus able to predict the star forming state of galaxies with outstanding accuracy, and
the partial correlation analysis in this section aims to identify any key confounding variables
within our highly effective parameter set.

In Fig. 4.11 we show the correlation strength between f and ΔSFR in light red shaded
bars, and the correlation strength between the remaining parameters and ΔSFR with light
blue shaded bars. The light red shaded bar is repeated for each of the remaining parameters,
which will be useful for the partial correlation analysis. The velocity dispersion is treated
differently to the other parameters since it is the most important parameter for predicting
quenching in the random forest analysis. The uncertainty on each bar is given by the
standard deviation of 100 estimates of the correlation using bootstrapped random sampling
with return, and the y-axis is oriented with increasingly negative correlation strength from
bottom to top, such that the height of a bar above the x-axis correlates with the degree of
quenching (i.e. negative ΔSFR). We use _−1,

(
+
)−1,

(
9
)−1 and f /+ , rather than _, + ,

9 and + /f, so that all of the light shaded bars have the same orientation. We note that
this does not impact the magnitude of the correlations. Focusing only on the light shaded
bars, it is clear that f is the parameter that is most correlated with quenching. This is
consistent with our earlier result that velocity dispersion is the most important parameter
for classifying quenched objects, but it is important to note that the correlation strength
between ΔSFR and f is only ∼ 30 per cent larger than the correlation strengths between
ΔSFR and the following five parameters: _, + /f, "★, E: and "D. In fact, the average
circular velocity, + , and the average specific angular momentum, 9 , are the only parameters
that have negligible correlation strengths with ΔSFR. Once again, this demonstrates that
quenching is not connected to the ordered rotation of galaxies.
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Figure 4.11: Full and partial correlation analysis of galaxy quenching. Correlation strengths are
shown on the y-axis, and the parameter set is arranged along the x-axis in groups of two, comparing
the performance of each parameter to that of the average velocity dispersion. The y-axis is inverted
such that taller bars represent stronger positive correlations with quenching. The black error bars
indicate the scatter in correlation strengths across 100 bootstrapped random samples. We show the
full correlation strength between each parameter and ΔSFR using light shaded bars. The solid bars
show the partial correlation strengths between the parameter in question and ΔSFR, whilst holding
the second parameter in the pair fixed. The pairings are arranged in order of decreasing partial
correlation strength with quenching, at fixed velocity dispersion. Quenching is more correlated
with velocity dispersion (both full and partial correlation strengths) than with any other parameter.
Furthermore, the correlation strengths between ΔSFR and the secondary parameters are significantly
reduced when f is held constant, showing that the correlations are mostly spurious and do not reflect
fundamental relationships. Note, the light shaded bars (i.e. correlation) are sometimes hidden (i.e.
for + and 9). This occurs when the partial correlation is equal to or larger than the full correlation.

The parameters in our set have strong inter-correlations, so we must perform a partial
correlation analysis to check for the influence of confounding variables. In Fig. 4.11, we
compare the correlations of each parameter with ΔSFR at fixed f. We choose to fix the
velocity dispersion since it has the strongest correlation withΔSFR and is the most important
parameter for quenching in the random forest analysis. For each parameter, - , we show
the partial correlation strength between ΔSFR and f at fixed - in solid red bars, and the
partial correlation strength between ΔSFR and - at fixed f in solid blue bars. We order the
parameters along the x-axis in order of decreasing height of the solid blue bars - i.e. in order
of decreasing positive correlation strength with quenching at fixed f.

The difference between the full and partial correlations is striking. Holding a parameter,
- , fixed has little effect on the correlation between ΔSFR and f, as seen by the relatively
small difference in height between the light shaded and solid red bars. This suggests that
the strong relationship between velocity dispersion and ΔSFR is genuine and is not driven
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by a confounding variable in our parameter set. The strength of the correlations between
the remaining parameters and ΔSFR, on the other hand, is significantly reduced when f is
fixed. This shows that the bulk of the relationship between these parameters and quenching
is not genuine, but is caused by the confounding variable f. Comparing the heights of the
solid red and solid blue bars, the partial correlation between f and ΔSFR at fixed - exceeds
the partial correlation between - and ΔSFR at fixed f by at least ∼ 10 times the typical
uncertainty on the correlation strengths. This highly statistically significant result is clear
evidence that the velocity dispersion is the parameter in our set that is most connected with
galaxy quenching, and that the relationship between the other parameters and quenching is
incidental rather than fundamental.

The partial correlation analysis in Fig. 4.11 is consistent with Bluck et al. (2020b) who
study galaxy quenching using the same partial correlation technique in the SDSS. Both
analyses find that the average velocity dispersion is more important than parameters related
to the mass of a galaxy (parameterised by "D and "★ in this work, and halo mass, "H,
and "★ in Bluck et al. (2020b)) and whether a galaxy is rotation- or dispersion-dominated
(parameterised by + /f and _ in this work, and the ratio of bulge to total mass, �/) in
Bluck et al. (2020b)). We note that Bluck et al. (2020b) compared f, a kinematic parameter,
with �/) and "★, photometric parameters. One may have wondered whether f performed
best in Bluck et al. (2020b) because it is closely related to the physics of stellar orbits,
whilst the photometric properties, �/) and "★, are only proxies of physical, kinematic
quantities. We have directly addressed this concern by studying quenching using a set of
consistent, physically motivated kinematic parameters, and we find that f is still the most
important parameter with high significance. The good agreement between the kinematic
and photometric analyses strongly supports a quenching scenario which is closely connected
to f.

It is striking to note that at fixed f, stellar mass is the least correlated with ΔSFR in Fig.
4.11. Thus, contrary to the common ‘mass quenching’ paradigm (Baldry et al. 2006; Peng
et al. 2010, 2012), stellar mass is not the fundamental parameter for galaxy quenching. We
point out that "★ is estimated from SDSS photometry (Blanton et al. 2011), so the poor
predictive power of stellar mass for quenching cannot be attributed to any possible flaws in
our kinematic modelling. Indeed, it is inconceivable that we could have accidentally and
erroneously modelled the kinematics in a way that artificially returns estimates of f that are
more predictive of galaxy quenching than stellar mass. The significantly superior predictive
power of f over "★ is thus genuine and points to a new ‘velocity dispersion quenching’
paradigm (see also Wake et al. 2012; Bluck et al. 2016).

We note that the correlation between f and ΔSFR is reduced by a factor of ∼ 2 when
holding E: fixed. Again, this is because E: and f are so strongly correlated. The key point,
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however, is that the correlation between f and ΔSFR at fixed E: is significantly larger than
the correlation between E: and ΔSFR at fixed f, showing that f is more important than E: .

4.4.4.1 Visualising the statistical results

We visualise the partial correlation analysis in Fig. 4.12. In each panel we show the
distribution of galaxies in the (- , f) plane with black contours, and colour code hexagonal
bins by their mean ΔSFR. The colour gradients run parallel to the y-axis, such that the
optimal path for transitioning from the star forming to the quenched population of galaxies
is in the direction of increasing f. We formalise this visual assessment using the ‘quenching
angle’ (Bluck et al. 2020a), which is given by:

\Q = arctan
(
dJSFR,- |f
dJSFR,f |-

)
. (4.26)

\Q is the optimal angle to traverse the (- , f) plane for decreasing ΔSFR, or in other words,
for quenching galaxies. A value of \Q = 0◦ suggests that quenching is best achieved by
changing f and that quenching is independent of - , whilst a value of \Q = 90◦ suggests
that quenching is best achieved by changing - and that quenching is independent of f. An
intermediate value of \Q = 45◦ suggests that the optimal path changes - and f in equal
measure, and hence that both parameters are equally important for quenching galaxies. We
report \Q in each panel, and organise the panels from left to right and top to bottom in order
of decreasing |\Q |. The magenta arrow in each panel points in the optimal direction for
quenching. All of the quenching angles are small and the quenching arrows align closely
with the y-axis direction. This is yet further evidence that the average velocity dispersion is
the most important parameter for quenching.

The largest quenching angle occurs in the top left panel comparingf and_. Nonetheless,
the quenching angle is significantly smaller than 45◦. The (_, f) plane shows that whilst
_ is good at separating slow rotators (density peak at small _) from fast rotators (density
peak at large _), it is ineffective at separating star forming and quenched galaxies. Indeed,
there exists both star forming and quenched fast rotators that have similar values of _. These
galaxies, however, differ greatly in terms of f, where the quenched fast rotators have large
f and the star forming fast rotators have small f. The average velocity dispersion is thus
more effective than the dimensionless spin parameter at predicting a galaxy’s star forming
state. This result is consistent with Wang et al. (2020) who found that there exists both fast
rotators and slow rotators below the SFMS, and that one needs to combine the kinematic
classification (i.e. fast rotator or slow rotator) with "★ to constrain the star forming state of
a galaxy.

The quenching angle offers further proof that f is the fundamental parameter in the
random forest. We demonstrate this by considering the dependence of quenching on the
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Figure 4.12: Visual representation of the correlation analysis. In each panel, the average velocity
dispersion is shown on the y-axes and a second variable from the parameter set is shown on the
x-axis. The hexagonal bins are colour coded by ΔSFR, and linearly spaced density contours are
shown in black. Colour gradients generally run parallel to the y-axis, suggesting that this is the
optimal direction for quenching galaxies. The quenching angle, \Q, quantifies this effect, and the
magenta arrows point in the optimal direction. The uncertainty is calculated as the standard deviation
of 100 estimates of \Q using bootstrapped random sampling with return. All quenching angles are
significantly smaller in magnitude than 45◦, demonstrating that the average velocity dispersion is
the best predictor of galaxy quenching, and most quenching angles are ∼ 0◦, demonstrating that the
secondary parameters are related to quenching only due to their correlation with average velocity
dispersion.

specific kinetic energy, the parameter that is most correlated with f, but the argument
applies to all of the panels in Fig. 4.12. In the (E: , f) panel, we see that quenched
galaxies have both large E: and large f, and the black contours emphasise the high degree
of correlation between the two parameters. Nonetheless, the quenching angle is able to break
this degeneracy. Indeed, the quenching angle is 2◦, which confirms that increasingE: at fixed
f has no effect on the star forming state of a galaxy. In other words, increasing the specific
kinetic energy does increase the likelihood of a galaxy being quenched, but only because of
the corresponding increase in f. The average velocity dispersion is thus the fundamental
parameter for quenching. We highlight that under the assumption of virialisation, E: is
related to the gravitational potential energy and total energy of a galaxy’s stellar system.
The success of f over E: thus shows that it is not the total energy of the system that is
important for quenching, but the magnitude of this energy that is contained in a disordered
state.



104 Chapter 4. A Kinematic Study of Quenching

A full correlation is analogous to a random forest which only considers a single variable
to predict the star forming state of a galaxy, without comparing its effectiveness with that of
any other parameters. A partial correlation is analogous to a random forest withmax-features
set to ‘All’, since both approaches explicitly compare the importance of different parameters.
This explains the good agreement between the random forest and partial correlation analysis,
where both analyses overwhelmingly identify f as the most important parameter, and _ as
the second most important parameter.

The importance of the disordered component of the energy over the total energy requires
a physical explanation. We briefly note that f is strongly related black hole mass, "BH (e.g.
Ferrarese & Merritt 2000; McConnell et al. 2011; McConnell & Ma 2013; Kormendy &
Ho 2013; Saglia et al. 2016), which traces the total energy released by the black hole during
its growth (e.g. (Sotan 1982; Silk & Mamon 2012; Bluck et al. 2011; Fabian 2012)). This
energy injection may play a significant role in quenching galaxies .

In the bottom row of Fig. 4.12 we compare the role of f and galaxy mass (as expressed
by "★ and "D) in determining quenching. We find quenching angles that are close to zero,
showing that at fixed f, galaxy quenching is almost independent of mass. This result is
striking given the prevalence of the view that mass is responsible for quenching, in the so
called ‘mass quenching’ paradigm (Baldry et al. 2006; Peng et al. 2010, 2012). We note
that mass is highly related to quenching when f is not held fixed, as shown by the full
correlations in Fig. 4.11. Thus, massive galaxies do tend to be more quenched, but this
result is merely a consequence of the correlation between galaxy mass and the true predictor
of quenching, average velocity dispersion (see also Wake et al. 2012; Bluck et al. 2016,
2020a,b).

The (+ , f) plane explicitly compares the importance of ordered and disordered stellar
orbits in galaxy quenching. We consider three regimes for the quenching angle: \Q ∼ 0◦

would suggest that quenching is most correlated with the average velocity dispersion, which
relates to the galaxy bulge/spheroidal component; \Q ∼ 45◦ would suggest that quenching
is determined by + /f, which quantifies how discy or spheroidal a galaxy is; \Q ∼ 0◦

would suggest that quenching is most related to the ordered rotation of stars, which relates
primarily to the galaxy disc. The small quenching angle thus confirms that quenching is
largely independent of the disc properties or the size of the disc relative to the bulge. In
fact, it is the absolute value of the velocity dispersion, or properties of the bulge/spheroidal
component, that is important for determining the star forming state of a galaxy. In Appendix
B.5.3, we use a random forest analysis to rule out the possibility that f is more correlated
with quenching than + only because of differential measurement uncertainty. We find that
there is no feasible way for differential measurement uncertainty to drive this result and that
the weak performance of+ is genuine - i.e. the ordered velocity of stellar orbits is not useful
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for predicting quenching.
Once again, we emphasise that this result is consistent with previous studies that have

used photometric bulge-disc decompositions to show that bulge mass is more important
than disc mass, total stellar mass, or the ratio of bulge to disc mass for predicting quenching
(Lang et al. 2014; Bluck et al. 2014, 2016). Our kinematic study has further tested this
picture by using quantities that relate to the fundamental physics of bulges (i.e. velocity
dispersion) and discs (i.e. circular velocity). The kinematic parameters which describe
the stellar orbits trace all components of mass in a galaxy, unlike the bulge mass and disc
mass which correspond exclusively to the mass of the stellar system. Finally, the kinematic
estimates are free from a number of assumptions, such as the IMF, stellar templates and star
formation history assumed in SED fitting. Nonetheless, the good agreement between the
two approaches clearly shows that quenching is not connected to the galaxy disc, but rather
it is related to the central, bulge region of galaxies.

In summary of this sub-section, we have demonstrated that the relationships between the
secondary parameters in our set and galaxy quenching are mostly incidental, and that they
largely disappear when the velocity dispersion is held constant. Thus, f is the parameter
that is truly important for galaxy quenching. This is consistent with the results of the random
forest in Section 4.4.3. In the next section, we will discuss the physical implications of these
findings. In particular, we will argue that our results are consistent with quenching due to
historic, or integrated, feedback from AGN.

4.5 Discussion

The analysis in Section 4.4 shows that the average stellar velocity dispersion is better at
predicting galaxy quenching than all of the following parameters: the circular velocity,
the ratio of ordered to disordered velocity, the specific kinetic energy, the specific angular
momentum, the dimensionless spin parameter, the dynamical mass, and the stellar mass.
All of the kinematic parameters are measured as the stellar mass weighted average within
1 Re. In this section, we discuss the strong performance of f and weak performance of
other parameters in the context of different quenching mechanisms and previous results. It
is important to note at the outset that the strong correlation between f and quenching does
not imply that the velocity dispersion is somehow the cause of galaxy quenching, but rather
that any viable quenching mechanism must be able to explain the dominance of f in our
analysis.

It is important to note that the absolute level of velocity dispersion is a better predictor
of galaxy quenching than parameters that compare the relative magnitudes of the ordered
and disordered velocity - i.e. + /f and _. This result is consistent with morphological
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studies of galaxy quenching which show that the mass of the galaxy bulge is more effective
at separating star forming and quenched galaxies than the bulge-to-total mass ratio (�/))
(Lang et al. 2014; Bluck et al. 2014, 2021). Together, the weak performance of �/) ,
+ /f and _ challenges the existence of a deep connection between galaxy morphology and
quenching (e.g. Cameron & Driver 2009; Gadotti 2009; Cappellari et al. 2011a; Bell et al.
2012; Omand et al. 2014), and favours a ‘dispersion-colour’ or ‘bulge-colour’ relationship
rather than a ‘morphology-colour’ relationship. In other words, the common notion that
‘elliptical galaxies are red and spiral galaxies are blue’ is a little misleading. Amore accurate
summary is that ‘galaxies with a prominent bulge are red and galaxies without a prominent
bulge are blue’.

More generally, the weak performance of+ /f, _, E: , and "D shows that knowledge of
the disordered component of the stellar orbits alone is more useful for predicting quenching
than knowledge of both the ordered and disordered components of the stellar orbits, grouped
together. In other words, adding information about the ordered component dilutes the
predictive power of the disordered component, and is similar to effectively adding noise.
This is confirmed in our random forest analyses, where parameters that only consider the
ordered rotation are no more important for predicting quenching than a random variable.
This result may seem surprising since the ordered rotation relates to the galaxy disc where
stars form. It demonstrates that galaxy quenching is not governed by the same processes
that regulate star formation. Quenching is an entirely different process that is regulated
by distinct physical mechanisms that are largely independent of the galaxy disc. This is
consistent with Bluck et al. (2020a) who demonstrate that star formation is governed by
local processes whilst quenching is fundamentally a global process, which implies that star
formation and quenching are (counter-intuitively) distinct phenomenon.

We begin our focus on the average velocity dispersion by noting that the virial theorem
relates f to "D/A6, where A6 is the gravitational radius. Thus, f is related to the mass
density of galaxies, which has long been associated with galaxy quenching (e.g. Kauffmann
et al. 2003b; Brinchmann et al. 2004; Franx et al. 2008; Wuyts et al. 2011; Wake et al. 2012;
Cheung et al. 2012; Fang et al. 2013; Bluck et al. 2014, 2021). Lilly & Carollo (2016) argue
that this close connection between galaxy quenching and themass density need not be causal,
and that it may instead be an artefact of the ‘progenitor bias’. In this regime, the connection
betweenmass density and quenching is caused by the fact that the star forming progenitors of
today’s quenched galaxies stopped forming stars at earlier times, when galaxies were smaller
at fixed mass and therefore more dense (Trujillo et al. 2007; Buitrago et al. 2008; Newville
et al. 2014; van der Wel et al. 2014). In this framework, galaxies are not quenched because
of their high densities in any mechanistic sense, but rather the connection between galaxy
density and quenching is incidental, i.e. arising out of an a causal link to an independent
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factor.
The progenitor bias argument is a strong reminder of the potential risks of extrapolating

from a correlation to a causal relationship, but we do not consider it further as an explanation
here for four reasons. Firstly, galaxies in the green valley region of the SFR − "★ plane
are thought to currently be transitioning between the star forming and quenched populations
(Wyder et al. 2007; Martin et al. 2007; Schawinski et al. 2014), so the mass-size relation
will have had little time to evolve since the onset of quenching. The progenitor bias effect
therefore seems incapable of explaining the larger densities (parameterised by the mass of
the bulge and central velocity dispersion) of galaxies in the green valley (Bluck et al. 2016).
Secondly, Bluck et al. (2021) show that the strong relationship between galaxy density and
quenching is stable since at least I ∼ 2. The evolution of the mass-size relation prior to
cosmic noon is unknown, but it is likely to be less significant in the 4 Gyr between the Big
Bang and cosmic noon than the 10 Gyr between cosmic noon and the current epoch. The
progenitor bias argument is thus less credible for explaining the observed importance of
galaxy density for the quenching of galaxies at I ∼ 2, which importantly remains invariant
to I ∼ 0. Thirdly, the virial theorem relates the galaxy density to the total velocity of the
stellar orbits, and so it does not specify whether the motion of quenched systems should
be rotation-dominated or dispersion-dominated. In the progenitor bias scenario, therefore,
one would naively expect parameters that relate to the total velocity (i.e. E: and "D) to be
the most important for galaxy quenching. This prediction is inconsistent with our results.
More specifically, the progenitor bias cannot by itself explain the observed overwhelming
importance of the disordered component (i.e. f) over the ordered component (i.e. +) of
the stellar orbits. Finally, the progenitor bias argument does not suggest a physical cause
of galaxy quenching. Even in the progenitor bias scenario, we still require a mechanism
to explain why galaxies quench, why the baryons in galaxy halos remain hot despite their
losing energy via strong thermal bremsstrahlung emission (Fabian et al. 2006), and why 90
per cent of baryonic matter in the Universe does not reside in stars (Fukugita & Peebles
2004; Shull et al. 2012).

Morphological quenching is one possible causal quenching mechanism that is related
to f, where the presence of a central bulge stabilises the galaxy disc against gravitational
collapse and thereby quenches the galaxy (Martig et al. 2009). The strong prediction of
the morphological quenching scenario is that galaxies with larger bulges (or larger f) are
more likely to be quenched, which our results clearly support. Nonetheless, there are two
independent challenges to the morphological quenching framework. Firstly, galaxies do not
exist in isolation, and it is difficult to see how the morphological quenching scheme could
be stable to galaxy mergers. Galaxy interactions will likely disturb the stabilising influence
of the galaxy bulge and hence rejuvenate star formation, at least temporarily or periodically
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(which is not observed in quenched systems).
Secondly, the morphological quenching mechanism does not reduce the amount of

molecular gas in a galaxy. Instead, it quenches star formation by reducing the star formation
efficiency. One would therefore expect quenched galaxies to have large gas reservoirs,
but this is not observed and conversely we find that quenched galaxies have gas fractions
significantly lower than galaxies on the main sequence (e.g. Saintonge et al. 2016, 2017;
Piotrowska et al. 2020; Brownson et al. 2020; Ellison et al. 2020b, 2021). From another
perspective, morphological quenching cannot help to solve the cooling catastrophe problem
as it does nothing to offset the cooling due to thermal bremsstrahlung emission in massive
halos, and it is therefore similarly incapable of explaining why so little (only 10 per cent
(Fukugita & Peebles 2004; Shull et al. 2012)) of the baryonic matter resides in stars. Thus,
morphological quenching may be important for reducing the star formation efficiency within
galaxies, but we require an additional mechanism that reduces the gas fraction as well as the
cooling rate of gas in halos.

We now consider causal galaxy quenching mechanisms in the context of the cooling
catastrophe problem. In particular, we examine the consistency of our analysis with super-
novae feedback (e.g. Cole et al. 2000; Henriques et al. 2019), virial heating (e.g. Dekel &
Birnboim 2006; Woo et al. 2013), and AGN feedback (e.g. Croton et al. 2006; Bower et al.
2008; Hopkins et al. 2008).

Supernovae are unlikely to emit sufficient energy to keep massive halos hot (e.g. Cole
et al. 2000; Croton et al. 2006; Bower et al. 2008). This is particularly true in quenched
systems, which lack Type-II supernovae. The total stellar mass records the star formation
rate integrated over the lifetime of a galaxy, and it is therefore related to the number of,
and energy released by, supernovae (Bluck et al. 2020a). Under the supernovae feedback
solution to the cooling catastrophe problem, therefore, one would naively expect "★ to be
the strongest predictor of galaxy quenching. Yet, we find in the random forest and partial
correlation analysis that stellar mass is not effective at separating star forming and quenched
systems. Indeed, at fixed velocity dispersion, stellar mass is not correlated with quenching
at all within the uncertainties. This result is remarkable given the numerous studies focusing
on the correlation between "★ and quenching (Baldry et al. 2006; Peng et al. 2010, 2012).
This mass-quenching paradigm is clearly inconsistent with the data analysed in this work,
and hence the importance of f over "★ rules out supernovae feedback as a viable solution
to the cooling catastrophe problem.

Quenching by virial shock heating depends strongly on the mass of the halo (Dekel
& Birnboim 2006; Woo et al. 2013; Bluck et al. 2020a). Previous studies show a strong
correlation between halo mass and quenching, which is in fact stronger than the correlation
between stellar mass and quenching (Woo et al. 2013), but measurements of the central
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density of galaxies prove even more effective than halo mass (Bluck et al. 2014; Woo
et al. 2015). This result is extended to galaxy kinematics, where halo mass is only weakly
related to galaxy quenching at fixed stellar velocity dispersion (Bluck et al. 2016, 2020a).
This strongly suggests that quenching is caused not by halo shock heating, but rather by
some alternative mechanism connected with the velocity dispersion. We have not explicitly
included the halo mass in our analysis, but we note that the stellar mass and the dynamical
mass are implicitly related to the halo mass for galaxies that are not in dense groups or
clusters. Thus, one would naively expect "★ and "D to outperform f in the scenario where
virial shock heating is the solution to the cooling catastrophe problem. The clear dominance
of f over parameters related to the halo mass is thus consistent with previous works, and it
suggests that virial shock heating is not the primary mechanism responsible for quenching
galaxies.

The success of f in predicting galaxy quenching begs for a physical mechanism that is
related to the velocity dispersion. The "BH − f relationship is a tight relationship between
black hole mass and stellar velocity dispersion (e.g. Ferrarese & Merritt 2000; McConnell
et al. 2011; McConnell & Ma 2013; Kormendy & Ho 2013; Saglia et al. 2016). We note
that different versions of f are used in the literature for the "BH − f relation (e.g. the
average velocity dispersion measured within the central kpc or within 1 Re), but we find that
our key result is not dependent on the precise definition. Combined with our key result, the
"BH − f relationship shows that galaxies with larger black hole masses are more likely to
be quenched than galaxies with smaller black hole masses. This interpretation is consistent
with modern theoretical simulations of galaxy evolution, which require feedback from AGN
to quench galaxies (Schaye et al. 2015; Vogelsberger et al. 2014b,a; Weinberger et al. 2017;
Henden et al. 2018; Henriques et al. 2019; Zinger et al. 2020; Piotrowska et al. 2021).

We note that galaxy mergers are a possible cause of the "BH − f relationship. The
final angular momentum of a merged system is equal to the vector sum of the angular
momenta of each of the merging galaxies as well as the orbital angular momentum. Thus,
the merger of two galaxies with misaligned angular momentum vectors causes a decrease
in the total angular momentum of the merged system. This decrease in angular momentum
is compensated for by an increase in f, and the dissipation of energy leads to gas inflows
towards the centre of the galaxy. This creates spheroids from discs (e.g. Toomre & Toomre
1972), causes nuclear star bursts, and triggers energetic AGN feedback and black hole growth
(Hopkins et al. 2008). This is >=4 physical interpretation of the "BH − f relationship, but
we remain agnostic about the true origin of the connection between "BH and f in this work.
We simply note the empirical fact that galaxies with larger f host more massive dynamically
measured black holes, and look for quenching mechanisms related to "BH.

The black hole mass traces the total energy released during the black hole growth (e.g.
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(Sotan 1982; Silk & Mamon 2012; Bluck et al. 2011; Fabian 2012)) and is therefore related
to AGN feedback. AGN feedback comes in two flavours: the high Eddington ratio quasar
mode, and the low Eddington ratio preventative mode. There are a number of reasons
for favouring preventative-mode feedback over quasar-mode feedback as the mechanisms
responsible for quenching galaxies.

Firstly, quasar-mode feedback is a violent event that is more closely related to the rate
of accretion of gas onto the black hole (i.e. the rate of growth of the black hole, e.g. Di
Matteo et al. 2005; Hopkins et al. 2008; Maiolino et al. 2012). The energy released during
preventative-mode feedback, on the other hand, is related to the integrated black hole growth
rate over time (e.g. Croton et al. 2006; Bower et al. 2008; Fabian et al. 2006), or in other
words, the black hole mass (Bluck et al. 2020a). The prominence of f in our random forest
analysis and the existence of the "BH−f relationship therefore points to preventative-mode
feedback rather than quasar-mode feedback as the mechanism driving galaxy quenching. We
also note that violent quasar-mode feedback is a rare event. It is therefore unlikely to keep
the halo hot over long timescales and solve the cooling catastrophe problem. Preventative-
mode feedback, on the other hand, regularly deposits smaller levels of energy into the halo,
throughout the life of the galaxy. The preventative-mode could therefore keep the halo hot
and prevent the reaccretion of gas onto the galaxy over long timescales.

Secondly, Bluck et al. (2020a) show that galaxy quenching depends on global galaxy
properties rather than their local counterparts. Bluck et al. (2021) extend this idea and find
galaxy bulges and discs exhibit the same quenching behaviour. Of the two AGN feedback
scenarios, the global nature of galaxy quenching appears most consistent with preventative-
mode feedback. This is because quasar-mode feedback drives massive galactic outflows
(e.g. Maiolino et al. 2012; Cicone et al. 2014, 2015; Fluetsch et al. 2019) which are more
likely to influence the central bulge region rather than the outer disc. The accretion rate is
lower in the preventative-mode feedback paradigm, however, and the energy released does
not significantly influence the galaxy directly. Instead, it simply heats the halo and prevents
the accretion of pristine gas, which simultaneously starves the bulge and disc components
of gas in equal measure.

Finally, the ejection of gas in the quasar mode is expected to halt star formation on short
timescales, whilst the halo heating from preventative-mode feedback should not affect extant
gas in the galaxy disc and should therefore allow star formation to continue temporarily, even
after the accretion of pristine gas has stopped. It is possible to differentiate between these
rapid and delayed/preventative quenching scenarios by comparing the stellar metallicity of
star forming and quenched galaxies (Peng et al. 2015; Trussler et al. 2020; Bluck et al.
2020b). These studies find that star formation continues whilst the galaxy is starved of
pristine gas, which is in good agreement with the preventative-mode feedback paradigm.
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There is weak direct evidence of preventative feedback in Figs. 4.11 and 4.12. At fixed
f, galaxies with more prominent discs (i.e. larger _, 9 , +) have less negative ΔSFR and
are less quenched. The positive correlation between the prominence of the disc and ΔSFR
could be because galaxies with a significant disc have a larger extant gas supply and can
therefore continue forming stars after the onset of galaxy quenching. Galaxies without a
disc, on the other hand, which are likely to have undergone a recent merger, probably do
not have a large extant gas supply and will stop forming stars soon after the cessation of gas
accretion. It is important to recognise that these secondary partial correlations with _, 9 , +
are weak. We cautiously offer an explanation of their origin, but we reiterate the key result
that these correlations are significantly weaker than the partial correlations with f at fixed
_, 9 , or + . The true quenching mechanism is thus overwhelmingly related to f, which we
have explained in terms of preventative-mode AGN feedback.

We briefly comment on the poor predictive power of the specific angular momentum for
galaxy quenching in the context of AGN feedback. In the scenario in which galaxy mergers
drive the "BH −f relationship, one may naively expect 9 to be related to galaxy quenching,
since mergers tend to decrease the angular momentum of galaxies (e.g. Barnes & Hernquist
1996; Hopkins et al. 2010) and the subsequent dissipation of energy leads to inflows of gas
to the galaxy centre and the growth of the black hole. This reasoning is mistaken, however.
It is in fact the loss of angular momentum rather than the absolute level of the angular
momentum that is associated with mergers and the inflow of gas to the galaxy centre. In
other words, the growth of the black hole and consequently AGN feedback is related to the
decrease in 9 and not to the absolute value of 9 itself. Thus, although 9 is a highly interesting
physical quantity that is fundamentally connected to the dynamics of stellar orbits, it is not
related to galaxy quenching in the AGN feedback paradigm.

4.6 Summary

In this chapter we study the connection between galaxy kinematics and quenching
for 1862 galaxies taken from the MaNGA survey. The galaxies in our sample have
log(M★ /M�) > 9.8, show no evidence of a recent merger or interaction with a companion
galaxy, and pass the data quality cuts established in Appendix B.1 as necessary for effective
kinematic modelling - i.e. more than five PSF beams along the photometric major axis,
more than 25 voxels along the photometric major axis and 25◦ < arccos((1/0)phot) < 80◦.

First, we model the moment-1 maps of 70 per cent of galaxies, using an inclined rotating
disc model and carefully accounting for the effect of beam smearing where possible. We
use an alternative simplistic method, the ‘histogram technique’, for the remaining 30 per
cent of galaxies that are inconsistent with the inclined rotating disc model. Second, we
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use the moment-1 model to correct the moment-2 maps for the effect of differential disc
rotation. The estimates of the intrinsic rotational velocity and velocity dispersion are then
used to define the following kinematic parameters: the mean stellar mass weighted circular
velocity (+), the mean stellar mass weighted velocity dispersion calculated (f), the ratio
of ordered to disordered stellar orbital velocity (+ /f), the mean stellar mass weighted
specific kinetic energy (E:), which is also an accurate estimate of the gravitational potential
energy and the total energy of the system (under the assumption of virialisation), the mean
stellar mass weighted specific angular momentum ( 9), the dimensionless spin parameter
(_), and the dynamical mass ("D). All parameters are calculated within 1 Re,kin except _
which is calculated within 1Re. We add the global stellar mass ("★) to our sample given its
prominence in the quenching literature, which is used as a point of comparison to numerous
prior works (e.g. Baldry et al. (2006); Peng et al. (2010, 2012)).

We rigorously validate our kinematic model by testing its performance on synthetic
galaxy data, and by comparing its outputs to more traditional galaxy properties and scaling
relations. The key performance metrics/tests are as follows:

1) The inclined rotating disc model is able to recover the maximum rotation velocity
with a typical accuracy of 3 per cent for the data considered in this work (Appendix
B.1).

2) The success of our inclined rotating disc model is consistent with a galaxy’s classific-
ation as a slow rotator or fast rotator, as prescribed by its position in the (_, n) plane.
Thus, our model is able to accurately characterise the kinematic state of a galaxy.

3) Our kinematic parameters are broadly consistent with their morphological counter-
parts. For example, the ratio of ordered to disordered velocity is well correlated with
a galaxy’s Sérsic index. We note, however, that the morphological parameters are im-
perfect proxies of the kinematic variables, such that there exists a wide range of + /f
at fixed Sérsic index, including both discy and spheroidal galaxies. This motivates
the need for the full kinematic characterisation of a galaxy’s state in this quenching
study.

4) The kinematic estimates are consistent with the Faber-Jackson and Tully-Fisher re-
lations. We also define a new scaling relation, the Mass-Velocity relation, which
compares a galaxy’s stellar mass with the total velocity of the stellar orbits (i.e. con-
sidering both ordered and disordered motion). The Mass-Velocity relation is tighter
than both the FJ and TF relations, clearly indicating the improvement in information
content of our generalised approach.

5) We test different formulations of the kinematic model in Appendix B.5.2 and find that
our key findings are robust. In particular, we test four reasonable formulations of the
simple method for slow rotators and find no significant impact on our results, and
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we demonstrate that our results cannot be explained by any differential measurement
uncertainty across our kinematic parameters.

These tests on the accuracy of our kinematic parameters encourage their use in the study of
galaxy quenching.

In Section 4.4, we study the relationship between the kinematic parameters and the star
forming state of a galaxy, parameterised by its logarithmic offset from the SFMS, ΔSFR.
We perform a random forest analysis to identify the parameters that are best at separating
star forming and quenched galaxies. Our key findings are as follows:

1) The average velocity dispersion is the most important parameter for determining
whether a galaxy is star forming or quenched. Galaxies with f > 220 km s−1 are
mostly quenched, whilst galaxies with f < 220 km s−1 are mostly star forming. Note,
that these values of f are in 3D space - i.e.

√
3 times the LOS dispersion.

2) Parameters that relate exclusively to the disc, i.e. 9 and + , are not important in the
random forest. Thus, although disc properties are related to the SFR of star forming
galaxies, we find that quenching is governed by properties of the bulge/spheroidal
component, as parameterised by f. This shows that quenching is not simply the
inverse of the process of forming stars. It is an altogether different phenomenon
regulated through radically different galaxy properties.

3) Quenching is not constrained by properties that quantify whether a galaxy is rotation-
or dispersion-dominated, such as + /f and _. Thus, the commonly held view that
disc galaxies are star forming and spheroids are quenched is misleading. In fact, the
absolute level of the velocity dispersion is important for quenching, not relative levels
of velocity dispersion and ordered rotation.

4) We complement the random forest analysis with a partial correlation analysis. This
confirms that whenf is held constant, the other parameters are onlymarginally related
to quenching.

5) We emphasise that parameters that relate to the total mass and morphology of the
system (i.e. E: , "★, "D, + /f and _) show strong correlations with quenching, but
these correlations are almost entirely removed when f is held constant. Thus, we
agree with all prior ‘mass quenching’ and ‘morphology-colour’ works that parameters
related to mass and morphology are phenomenological related to quenching, but we
point out that this connection is merely a proxy of the true quenching mechanism,
and what really matters is the absolute level of disordered motion. Galaxies with low
levels of f are star forming and galaxies with high levels of f are quenched. However,
we note that there is a slight residual correlation between the secondary parameters
and ΔSFR at fixed f, where galaxies with larger ordered rotation, which have larger
discs, are more likely to have higher levels of star formation.
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We construct an argument for the physical origin of the clear connection between f
and quenching via the paradigm of AGN feedback. The average velocity dispersion is well
correlated with the black hole mass, "BH (e.g. Ferrarese & Merritt 2000; McConnell et al.
2011; McConnell & Ma 2013; Saglia et al. 2016), which traces the total energy released
by preventative-mode feedback during the growth of a black hole. In other words, our
analysis supports the scenario in which galaxies quench due to significant preventative-
mode feedback. This is consistent with theoretical predictions from numerical simulations
(e.g. Bluck et al. 2016; Davies et al. 2019; Terrazas et al. 2020; Zinger et al. 2020; Bluck
et al. 2020a; Piotrowska et al. 2021), and is explained physically by AGN injecting energy
into galaxy halos, keeping them hot and thereby preventing further accretion of gas and
halting star formation. This preventative feedback framework can also explain the secondary
relationships between quenching and properties of the disc at fixed f. Preventative feedback
schemes do not remove extant gas from galaxies, so galaxies with a significant (gas rich) disc
can temporarily continue to form stars from extant gas even after the accretion of pristine
gas is paused.

The data disfavours the following alternative quenching scenarios: quenching via super-
novae feedback, since "★ is less predictive of quenching than f; morphological quenching,
since + /f and _ are less predictive of quenching than f; and halo quenching, since "★,
"D and E: , as well as "H (Bluck et al. 2016, 2020a), are less predictive of quenching than
f.
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Detecting the halo heating from AGN
feedback with ALMA

This chapter is adapted from ‘Detecting the halo heating from AGN feedback with ALMA’,
Brownson S., Maiolino R., Tazzari M., Carniani S., Henden N., 2019, MNRAS, 490, 5134

5.1 Introduction

In Chapter 1 I introduced AGN feedback and presented indirect evidence for its role in
quenching galaxies. Furthermore, in the previous chapter we explored the connection
between galaxy kinematics and quenching, and found that the average velocity dispersion is
the best predictor of a galaxy’s star forming state. Combined with the empirical"BH−f, we
argued for a preventative feedback quenching scenario in which the energy released during
the growth of the SMBH is injected into the galaxy halo, keeping it hot and preventing
further accretion of gas onto the galaxy.

Observing the hot gas in the halo directly is difficult since its thermal bremsstrahlung
emission has a quadratic density dependence, rendering X-ray observations ineffective as
a probe for the large scale heating of diffuse gas. Whilst hot halos (and evidence for
preventative AGN feedback) are commonly observed in the X-rays in nearby massive galaxy
clusters (Fabian 2012; McNamara et al. 2009; Hlavacek-Larrondo et al. 2012, 2013, 2015,
and see Fig. 1.8), X-ray observations of the CGM of individual galaxies are much more
difficult. Moreover, X-ray diffuse emission associated with CGM or IGM gas suffers from
cosmological dimming as (1+ I)−4, making detection even more challenging at high redshift
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Figure 5.1: The thermal SZ effect. An incoming CMB photon (trajectory shown in red) interacts
with a high energy electron in the hot plasma (region shaded blue). On average the photon gains
energy through the interaction, and thus the photon departs the plasma at higher frequency (trajectory
shown in blue). Figure fromMroczkowski et al. (2019). Credited to J.E. Carlstrom, who adapted the
classic L. van Speybroeck SZ diagram.

where the bulk of star formation quenching and the peak of AGN activity is expected (as
shown in Fig. 1.9).

The Sunyaev-Zel’dovich (SZ, Sunyaev & Zel’dovich 1970, 1972) effect is an alternative
probe that is attracting increasing attention. It is a secondary CMB anisotropy that comes
in two varieties: kinetic and thermal. The kinetic SZ effect is the Doppler shifting of CMB
photons as they interact with a plasma moving with a non-zero peculiar velocity. The signal
is typically ∼ 1 order of magnitude weaker than the thermal effect, which we focus on in
this work.

The thermal SZ effect is the inverse Compton scattering of CMB photons as they
traverse hot ionised gas (see Fig. 5.1). The energy of the radiation field increases as
energy is transferred from high velocity electrons in the plasma to the CMB photons. Given
conservation of photon number, the average photon energy must increase, forcing a shift
of the overall CMB SED towards higher frequencies (Sunyaev & Zel’dovich 1972). This
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Figure 5.2: The thermal SZ effect distorting the CMB SED. The CMB photons gain energy when
they scatter off high energy electrons in the hot plasma, which shifts the CMB SED (dashed line) to
higher frequencies. Relative to the CMB SED, the observe SED (solid line) shows a decrement in
brightness (or equivalently intensity) in the low frequency Rayleigh-Jeans region and an increment
in brightness in the high frequency Wien region. Figure from Carlstrom et al. (2002).

energy boost leaves a frequency dependent signature in the SED: a decrement in brightness
in the Rayleigh-Jeans region and an increment in the Wien region, with the transition from
decrement to increment occurring at ∼ 218 GHz (see Fig. 5.2). The SZ effect should be
observable both above and below this frequency. However, it is difficult to uniquely associate
any observed positive continuum emission with the SZ increment since it could be easily
confused with other common sources of continuum emission, such as the thermal emission
from dust in galaxies. Negative continuum emission, on the other hand, is not observed
elsewhere in the universe and can be confidently attributed to the SZ effect.

A full mathematical treatment of the SZ effect including relativistic effects can be found
in Birkinshaw (1999), a review paper. We present a qualitative discussion here. The thermal
motions of the hot electrons are isotropically distributed, and hence to first order the average
energy gained by the CMB photons is null. To second order, however, the frequency change
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(i.e. energy boost) of a CMB photon in time interval ΔC is given by〈
PΔC ×

32 cos(\)2a
22

〉
(5.1)

where PΔC is the probability of a photon-electron interaction in time interval ΔC, 3 is the
thermal speed of the electrons, 2 is the speed of light, \ is the angle between the photon
and electron directions, a is the observed frequency, and the average is taken over \ for an
isotropic geometry. The probability of a photon-electron interaction in time interval ΔC is
given by PΔC = =efT2ΔC, where =e is the number density of electrons and fT is the Thomson
cross section. Thus, the incremental frequency shift can be written as follows:

da =
1
3
a=efT2ΔC

3:)e

<e22 (5.2)

where : is Boltzmann’s constant, <e is the electron rest mass, and )e is the temperature of
the electrons. Integrating this expression over the depth of the plasma along the line of sight
(or equivalently over the time for a CMB photon to traverse the plasma), we find the spectral
distortion Δ�SZ is given by

Δ�SZ
�CMB

= 6(G) 2(:)CMB)3
(ℎ2)2

H = 6(G) 2(:)CMB)3
(ℎ2)2

∫
=efT

:)e

<e22 d; (5.3)

where �CMB is theCMBSED, ℎ is Planck’s constant,)CMB is the temperature of theCMB (i.e.
∼ 2.7 K at the present day), G = ℎa/:)CMB and 6(G) represents the frequency dependence
of the SZ effect including a relativstic correcrtion (Birkinshaw 1999; Carlstrom et al. 2002),
and H is the Compton y-parameter defined in the final term. Crucially, the dependence
on the y-parameter demonstrates that the magnitude of the SZ decrement is sensitive to
the integrated pressure of the ionised gas and, therefore, to additional heating from AGN
feedback.

Equation 5.3 shows the two key advantages for using the SZ effect to study the hot halo
surrounding galaxies. Firstly, the magnitude of the SZ effect is proportional the electron
number density =e. Thus, the SZ effect is more sensitive to diffuse extended gas than thermal
bremsstrahlung (X-ray) emission, which has a quadratic density dependence and is therefore
more suited to observing dense central gas. Secondly, while the surface brightness of most
sources of emission decreases with increasing redshift as (1 + I)−4 (Calvi et al. 2014), the
observed brightness of the SZ effect is independent of redshift (modulo the intrinsic redshift
evolution of the heating processes). To see this, notice that Δ�SZ is proportional to �CMB

in equation 5.3. The CMB SED also suffers redshift dimming, and hence the intrinsic
SZ surface brightness increases with redshift as (1 + I)4. The observed SZ brightness
after redshift dimming is thus independent of redshift. This feature makes the SZ effect
an unbiased cosmic probe, allowing us to confidently search for and characterise feedback
physics at all redshifts.
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SZ signals have been detected in many galaxy clusters. Attempts have been made to
detect an SZ signal associated with the halo of individual galaxies, and possibly associated
with AGN/quasar heating, by stacking observations from single dish telescopes and space
observatories (Crichton et al. 2016; Soergel et al. 2017). However, the stacking analyses
(which use data with large beams on the sky) have been plagued by the difficulties of
disentangling any potential SZ signal from host galaxy mm-IR emission.

In this chapter, we investigate the use of interferometers to disentangle the negative SZ
signal and positive emission. Building on our discussion in Chapter 2, interferometers with
a range of baseline lengths should be able to disentangle these two components as they
are distributed on vastly different spatial scales. Indeed, interferometric observations have
exploited the range of spatial scales to remove contaminating sources for mapping the SZ
signals of galaxy clusters (Jones et al. 1993).

We analyse an archival ALMA band 4 observation of the most powerful radio-quiet
quasar known (HE0515-4414, Reimers et al. 1998) at the epoch of the peak of cosmic star
formation (I = 1.7) with the goal of exploring the detectability of the SZ signal associated
with the putative hot halo of this system. This quasar has also been observed with a long
exposure time with ALMA,making it a strong candidate for observing an SZ signal. We also
use the results of cosmological simulations to explore the optimisation of future observing
strategies for detecting the SZ with ALMA.

This chapter is structured as follows. In Section 5.2, we describe the observation and
subtraction of IR emission. We present the SZ emission in Section 5.3 and quantify the
significance of the result. We put the result in context in Section 5.4 by comparing it with
previous observations and the predictions from cosmological simulations. We then use
these simulations to advise optimal observational setups for future observations. Finally, we
summarise and conclude in Section 5.5. We assume a ΛCDM cosmology throughout this
chapter, with H0 = 70 km s−1 Mpc−1, ΩM = 0.3 and ΩΛ = 0.7.

5.2 ALMA observations and data reduction

HE0515-4414 was observed during ALMA cycle 4 in band 4 using the 12m array with a
total on-source time of 11.6 hours (Project code: 2016.1.00309.S, PI M.Lacy; Lacy et al.
2019). The quasar was observed between January and March 2017 across 14 execution
blocks (EBs) with the phase centred at the location of the quasar (R.A. = 05:17:07.63, Dec
= -44.10.55.5). The array included ∼45 antennas with a minimum baseline length of 15m
and maximum of 384m, producing a synthesised beam with size 3.2×2.3 arcsec2 and a
corresponding spatial resolution of ∼ 20 kpc at I ∼ 1.7.

The spectral set-up has a total bandwidth of 8GHz, with four spectral windows (SPWs)
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covering the band. The SPWs are centred at 133, 135, 145 and 147GHz, each with
128 channels covering a 2GHz band. The field of view (FoV) of the observation is thus
∼40 arcsec.

The data were calibrated using the ALMA pipeline in CASA 4.7.2 (McMullin et al.
2007); J0519-4546 was used as the phase calibrator, and J0538-4405 and Mars were used
as flux calibrators. This chapter considers projected baseline lengths on the scale of the
ALMA antenna diameters, 12m. The risk of shadowing is thus an important consideration,
particularly for observations tracking the source at low elevation. We note that the pipeline
flagged shadowed antennas with a tolerance level set to zero - i.e. the projected baseline
lengths were required to be larger than the sum of the radii of the antennas in each baseline.
We double checked that shadowed data were flagged and discarded. The observations
were proposed for with a required sensitivity of 4.7 `Jy beam−1 for the whole band. The
calibration yields an absolute flux uncertainty of ∼5 per cent at the observed frequency.a

5.2.1 Identification of emission sources

The observation was proposed to target SZ continuum emission. The SPWs were thus
chosen to be free from any spectral line emission. Indeed, no lines were seen in any of
the channels. Any potential SZ signal, however, may be contaminated by positive galactic
mm-infrared continuum emission, such as dust thermal, free-free and synchrotron emission.
HE0515-4414 also lies in the background of a I = 0.38 galaxy group (Bielby et al. 2016).
These sources are easily detectable in such deep observations. The field therefore contains
a number of emitting sources.

We channel averaged the data across the 128 channels in each of the four SPWs and
time averaged the data into 30 second intervals. This decreases the size of the data set
significantly, by a factor of ∼2000, without significant loss in uv-coverage. Although we
will focus on the analysis in the visibility plane, as discussed in the following sections, we
have also produced an image of the continuum emission using the CASA task tcleanwith the
the Högbom deconvolving algorithm (Högbom 1974). A natural weighting was employed
to maximise the sensitivity, albeit at the expense of reduced angular resolution. Such a
compromise is necessary and worthwhile in low SNR work. We also chose to use a single
Taylor coefficient in the spectral model due to the low SNR and relatively low fractional
bandwidth of 10 per cent.b The positive continuum emission is shown in Fig. 5.3, where an
RMS noise level of 3.8 `Jy beam−1 is reached. Five sources are observed with SNR larger
than three, with the central emission coming from HE0515-4414. Throughout this chapter,

aSee https://almascience.nrao.edu/documents-and-tools/cycle4/alma-technical-handbook for details of flux
calibration accuracy.

bSee https://casa.nrao.edu/docs/taskref/tclean-task.html for a discussion of suitable tclean parameters.

https://almascience.nrao.edu/documents-and-tools/cycle4/alma-technical-handbook
https://casa.nrao.edu/docs/taskref/tclean-task.html
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Figure 5.3: Clean, continuum image of HE0515-4414, the central source, and its environment -
hosting four contaminating positively emitting sources. This map, and all other maps presented in
this work, has no primary beam correction applied, and thus the rms noise level is uniform across the
FOV. The emission is attenuated by a factor of five at the edges. The ellipse in the lower left corner
denotes the synthesised beam size, and takes the same meaning for all future maps presented in this
work. Contours denote the ±3f levels, where the 1f level is at 3.8 `Jy beam−1.

we refer to the sources as A, B, C, D and E, as labelled in Fig. 5.3. From Fig. 5.3 alone, it
is clear that sources A, B and C are slightly resolved and should not be treated as point-like.

5.2.2 Subtraction of emission sources

Detecting the negative signal from an SZ field is complicated by the positive continuum
emission of the sources in the field. Thus the positive emission must be properly modelled
and/or removed before any SZ emission can be observed. We discuss the principles and
methodology behind the source subtraction procedure in this section. This assumes an
understanding of interferometric theory. We refer the reader to Chapter 2 for a full discussion
of the assumed concepts.
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5.2.2.1 Modelling in the Fourier Plane

Fitting a model to interferometric data is better done in the Fourier plane that in the image
plane. Indeed, the first interferometric observation of an SZ signal in galaxy clusters fitted
models directly to the visibility data (Jones et al. 1993). An accurate representation of the
sky brightness is required before model parameters can be inferred in the image plane. Yet,
incomplete sampling of the (D, E) plane implies that the resulting synthesised image is not
unique. As a result, estimating uncertainties on quantities inferred from the images is not
straightforward. Working in the visibility plane (i.e. fitting the visibilities) is a straightfor-
ward operation on the interferometric measurements which allows a direct computation of
uncertainties. One can fit amodel sky brightness distribution by finding its Fourier transform
and fitting model visibilities, +8Bmod(D, E), with the same (D, E) coordinates as the observed
data set, +8Bobs(D, E). Furthermore, the noise is better understood in the visibility plane.
Each visibility measurement has simple Gaussian noise associated with it. On the contrary,
the inverse Fourier transform in equation 2.4 produces correlated noise in the image plane,
thereby further complicating any fitting procedure in the image plane.

We expect short baselines to be sensitive to any spatially extended SZ emission. The
extended SZ emission is, however, resolved out by longer baselines. The difference in
the angular scales between extended and compact emission thus allows us to infer model
parameters in the (D, E) plane. The principle is most simply demonstrated by assuming a
narrow Gaussian profile for the galactic emission and a broad Gaussian profile for the SZ
emission in the image plane (Fig. 5.4). By the Fourier transform, the positive emission is a
broad positive Gaussian profile whilst the SZ emission is a narrow negative Gaussian profile
in the visibility plane. The Fourier transform is additive, therefore any SZ signal should be
detectable through a downturn in flux at the shortest baselines.

The difficulty with inferring model parameters in the visibility plane lies in finding
+8Bmod(D, E). Calculating +8Bmod(D, E) requires a number of computationally expensive
operations such as 2D Fourier transforms. These operations must be performed at every
iteration of the fitting procedure. More specifically, the process consists of modifying
the image plane parameters, computing the corresponding +8Bmod(D, E), running the fitting
procedure and iterating. The visibility plane approach thus quickly becomes slow. There are
functions built into CASA (uvmodelfit, for example) that allow users to fit sources, but these
are designed for CPUs and are thus inefficient for such complex fits. Moreover, uvmodelfit
has limited functionality and flexibility. GALARIO (Tazzari et al. 2018) is a new code
that makes use of GPUs and multiple CPU cores to compute synthetic visibilities quickly.
GALARIO allows users to choose the fitting procedure - in our case, a Bayesian MCMC
sampler. This freedom is not possible inside uvmodelfit.
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Figure 5.4: The top row shows three brightness profiles: a narrow, positive Gaussian signal (left),
a broad, negative Gaussian signal (centre) and the superposition of the narrow, positive and broad,
negative signals (right). The bottom row shows the response of an interferometer to each of these
profiles: a broad, positive Gaussian (left), a narrow, negative Gaussian (centre) and the superposition
of the broad, positive Gaussian (black, dotted) and narrow, negative Gaussian (black, dashed),
producing a downturn in flux at the shortest baselines (right). The brightnesses of the objects are not
physically motivated. They are amplified in order to demonstrate the response of an interferometer
to emission on different spatial scales. All the source profiles are symmetric, so the visibilities are
fully described by the real part. All sky brightnesses and corresponding Fourier transforms in this
figure are not primary beam attenuated.



124 Chapter 5. Detecting Quasar Halo Heating with ALMA

Aside from speed and flexibility, GALARIOoffers a furthermore fundamental advantage
to our work, which aims to fit many emission sources in the field, as in Fig. 5.3. The CASA
task DE<>34; 5 8C does not have the required functionality to fit these sources as it can only
fit simple sky brightness distributions, such as single Gaussians and point sources. Using
CASA, therefore, one would need to fit sources sequentially. This is not optimal since all
the sources in the primary beam contribute to the visibilities in ways that cannot be easily
separated. GALARIO allows us to fit any general sky brightness distribution to the data,
including multiple emission sources.

5.2.2.2 Noise determination and weights scaling

All fitting procedures require the uncertainties to be well known. Yet the accuracy of the
absolute scale of the default ALMA weights is uncertain.c This is of little concern when
working in the image plane since the image plane RMS noise level is determined by the
RMS scatter of the visibility points about the unknown true visibilities of the sky-brightness
distribution and the relative scale of the weights.

We needed to determine the absolute scale of the weights before attempting to infer any
model parameters. One expects the standard deviation of +8B(d) inside a narrow bin to
correspond to the absolute uncertainty, where d =

√
D2 + E2. We define a bin as between

d and d + dd. In practice, we require the bin width to be significantly smaller than the
scale on which +8B(DE38BC) varies in order to be considered ‘narrow’. We thus calculate
the statically correct weights as the reciprocal of the variance of the visibilities inside bins
of uvdistance. We note that this procedure is roughly equivalent to that of the CASA task
statwt. We compared the statistically correct weights with the mean of the default ALMA
weights inside these bins (Fig. 5.5). On average, the default ALMA weights are roughly
twice as large as the statistically correct weights. We therefore scaled the observed weights
by this difference, thus increasing the absolute scale of the uncertainty on the individual
visibility points by ∼

√
2.

5.2.2.3 Model Parameter Estimation

We used GALARIO to fit the observations with different brightness models. First, we used
the simplest model capable of reproducing Fig. 5.3, namely five point sources located at
the positions of the positive emission. The flux and positions of all the sources were free
to vary. This produced Gaussian-like marginalised posterior distributions, but there was a
clear excess in the residuals when viewed in the image plane at the locations of sources A,

cSee https://casaguides.nrao.edu/index.php/DataWeightsAnd Combination for a discussion of relative and
absolute weights.

https://casaguides.nrao.edu/index.php/DataWeightsAndCombination
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Figure 5.5: A comparison of the default ALMA weights with those calculated from the statistical
scatter of the visibilities. The default ALMA weights are clearly overestimated.

B and C. This is consistent with our initial inspection indicating that these three sources are
in fact resolved and cannot be modelled as simple point-like emission.

We therefore use a brightness model with the three resolved sources described as exten-
ded Gaussian profiles and the remaining two sources as point sources. The peak brightness
and FWHM of the Gaussian sources were free to vary. Note, we assumed symmetric Gaus-
sian profiles (i.e. minor axis = major axis) to reduce the number of free parameters in the
model. The positions of the point sources were fixed based on the results of the fit described
in the previous paragraph. The 1D marginalised distributions are described by good normal
probability distributions, indicative of a good fit. The width and peak brightness of the
resolved sources are correlated in the 2D marginalised posterior distributions. This is not
surprising as they are only marginally resolved and the total flux of the sources are degener-
ate in both peak brightness and width of the Gaussian emission. The model parameters are
summarised in Table 5.1. Note, we are able to determine angular extents of Gaussian profiles
much smaller than the synthesised beam through sensitivity to the tails of the emission.

We present the real and imaginary parts of +8Bobs(DE38BC) and +8Bmod(DE38BC) in Fig.
5.6. Overall, the model fits the long baseline data well, accurately following the oscillations
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Table 5.1: Median parameter estimates describing the positive emission and associated errors. The
superscripts and subscripts denote the 84th and 16th percentiles of the parameter 1D marginalised
posterior distributions respectively. The 1f uncertainty in the position parameters is ∼ 0.1 arcsec
for all sources. The positions of sources D and E were not free parameters in the model. These two
sources are point-like and thus have no meaningful FWHM. The flux densities are primary beam
corrected and are reported at an effective frequency of 140 GHz.

Flux Density FWHM R.A. Dec

(`Jy) (arcsec)

A 70.6+4.5−4.3 0.40+0.22
−0.14 05:17:07.61 -44.10.55.5

B 61.2+6.4−4.3 0.72+0.39
−0.37 05:17:07.73 -44.10.44.0

C 387.1+9.5−9.2 0.49+0.12
−0.12 05:17:08.93 -44.10.52.4

D 25.1+4.2−4.2 N/A 05:17:08.24 -44.10.51.4

E 34.9+10.1
−10.8 N/A 05:17:09.19 -44.11.00.9

in+8Bobs(DE38BC) produced by the offset positive emission, but there is a discrepancy between
the model and the data at the very shortest baseline (5-6 k_). We will examine this residual
emission in Section 5.3.2 and quantify its significance in Section 5.3.3. We note that there
is also some discrepancy between the model and the data in the range 80-120 k_. This
is probably due to inaccurate modelling of the positive sources’ extents, particularly in
modelling source C with a symmetric Gaussian profile. We examine this further in Section
5.3.1.

The Hermitian symmetry of visibilities forces the imaginary part to average to zero in
annuli of radial uvdistance. This limits the information that can be obtained from analysing
the imaginary part as a function of uvdistance. Significant non-zero imaginary parts are
only possible within radial annuli that are not sampled completely. This effect can be seen in
Fig. 5.6. We observe non-zero imaginary flux at the very shortest baseline, a uvdistance bin
that is not fully sampled. The imaginary component signals that the source structure is not
completely symmetric, but we cannot constrain this further when examining the visibilities
as a function of uvdistance. We note that the fluctuations in the imagianry part at longer
baselines are also caused by uneven sampling of uvdistance annuli.

We attempted to directly model the SZ absorption by fitting a negative, very broad
Gaussian. Unfortunately, this modelling does not provide well constrained results for the
absorption component, probably due to the fact that the SZ has a much more complex
structure (see Section 5.4.2 and e.g. Fig. 5.10). Indeed, cosmological simulations expect
the S-Z signal to have a multi-shell like structure which does not have a smooth radial profile,
and certainly not a simple Gaussian profile. Any attempts to fit the visibilities describing a
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Figure 5.6: The visibility measurements (black points) and best fitting model visibilities (red line)
describing the positive emission in bins of width 1 k_. The top and bottom panels show the real and
imaginary parts of the visibilities with error bars representing the standard error on the mean. The
long baseline data points have significantly larger uncertainties due to lower uv-coverage. The y-axis
scale is cropped to highlight oscillating visibilities caused by the positive emission in the field.

model SZ map from cosmological simulations presented in Section 5.4.2 with a Gaussian
structure using GALARIO were unsuccessful, both at low SNR, with noise at the same
level as the HE0515-4414 data, and very high SNR, with SNR increased by a factor of 20.
Crucially, the low SNR simulations demonstrate that the deviations from a Gaussian model
are detectable at the noise level in our data. GALARIO has of course comfortably fitted
other real Gaussian profiles, such as the three Gaussian positively emitting sources in this
work. The inability to fit any SZ emission with GALARIO thus implies that the SZ emission
has a more complex structure and does not detract from this work.
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5.3 Results

Our model did not include an SZ component. The SZ component is expected to be present
on scales much larger than the positive emission, so its features cannot have been accounted
for by any of the components in our model. Any SZ effect stronger than ALMA’s sensitivity
should therefore be apparent in the residuals. The residuals were found by subtracting the
model presented in Fig. 5.6 from the observed visibilities. In this section, we examine the
residuals in both the image and visibility plane.

5.3.1 Image Plane

Image plane residuals were produced inside CASA using tclean with natural weighting.
Again, this brings increased sensitivity at the expense of decreased angular resolution. Any
SZ signature would be highly resolved by the array, so this trade-off is well justified. Two
residualmapswere produced - onewithout any tapering applied and a secondwith a 10 arcsec
taper (Figs. 5.7 and 5.8). All tapering in this chapter is applied using the uv-taper parameter
inside CASA’s tclean. Tapering reduces the weights of higher spatial frequencies relative
to lower spatial frequencies. It is equivalent to smoothing the dirty beam and is used to
filter out signals on spatial scales smaller than the beam, thereby highlighting more extended
features. This amounts to artificially decreasing the angular resolution of the image.

The untapered image, Fig. 5.7, looksmostly like randomnoise. There is some suggestion
of residual positive emission, but all these features have SNR less than three. The appearance
of remnant low SNR features is to be expected given the observation’s high sensitivity. We
decided to make no further attempt to subtract these ‘sources’. We also note that there is no
sign of any over-subtraction at the positions of the sources in the model (i.e. there are no
holes in the brightness profiles at their locations).

The tapered residuals (Fig. 5.8) are more interesting. There is a 2f emission feature
at the location of source C. This is likely to be a consequence of modelling the source as a
symmetric Gaussian. The residual emission may thus arise from any asymmetry in source
C’s brightness profile. We remind the reader that symmetric Gaussian profiles were used
in order to reduce the number of free parameters in the model. The residual emission from
source C is the likely cause of the discrepancy between the data and the model at 80-120 k_ ,
as described in Section 5.2.2.3. However, more interestingly, we note the tentative detection
of a negative ‘bowl’ to the south west of the central quasar. A clean region was placed at the
location of this feature when producing Fig. 5.8. No other region was selected for cleaning.
This is at the same location as the dip claimed by Lacy et al. (2019) using the same data.
The latter claim this dip to be the direct detection of an SZ signal, SW of the quasar, at 3.5f
significance. In our analysis this feature has a slightly lower significance, 3.2f. This ‘bowl’
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Figure 5.7: Dirty, primary beam attenuated image after subtracting the best fitting positive emission
model. The untapered residuals have SNR less than three. Contours are taken from a corresponding
clean tapered (10 arcsec) image (in particular, Fig. 5.8) and are shown at 2, -2, and -3f, where the
1f level is at 7.8 `Jy beam−1.

has an integrated flux of -24.5 `Jy (vs -26 `Jy in Lacy et al. 2019). The small difference
with respect to Lacy et al. (2019) is likely a consequence of the combination of three factors:
1) we have performed the source fitting and subtraction in the uv plane (hence free from
cleaning and the Fourier transform issues discussed above), while Lacy et al. (2019) has
performed the source subtraction in the image plane; 2) we have subtracted five emission
sources, while Lacy et al. (2019) have subtracted only four emission sources; 3) we have
fitted three of them as resolved sources (as indeed inferred by GALARIO), while Lacy et al.
(2019) have fitted all sources as unresolved. However, this relatively small and off-centred
S-Z signal is likely to be tracing a localised heating and not the global signal associated
with the entire hot halo. We will therefore now focus on emission extended on larger scales
based on the UV plane analysis.

5.3.2 Visibility Plane

As with much of interferometric analysis, it is more instructive to look at the residuals in
the visibility plane. Fig. 5.6 clearly shows that the model fits the data well at long baselines.
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Figure 5.8: Clean, primary beam attenuated image of the residuals with a 10 arcsec taper applied.
The 3.2f hole to the southwest of the central quasar was treated as real and cleaned. Contours are
are shown at 2, -2, and -3f, where the 1f level is at 7.8 `Jy beam−1.

We therefore focus on the shorter baselines (DE38BC < 10 k_) in this analysis. This is where
we expect to see an SZ signal.

We present the residuals in Fig. 5.9 in bins of 1 k_. The residuals are consistent with
a blank field at all but the very shortest baselines, where we see flux in both the real and
imaginary components. This confirms the claim of Section 5.2.2.3: the model fits the data
well at long uvdistances but the visibilities at short uvdistance cannot be fully described by
the (positive) emitting sources in the model.

Symmetric, centred, extended, negative Gaussian signals exhibit in the visibility plane as
a negative dip in the real part at short baselines and have no flux in the imaginary part. Such
sources will therefore have no flux in the imaginary component when binned in annuli of
uvdistance regardless of the sampling density. Asymmetric sources, however, are described
by visibilities with non-zero imaginary parts. As explained in the previous section, however,
the Hermitian symmetry of visibilities forces the imaginary part to average to zero in radial
bins of uvdistance when the annulus is fully sampled. Crucially, the non-zero imaginary
component does not average to zero when the annulus is not well sampled, as in the shortest
baseline in Fig. 5.9 due to poor uv coverage. Thus the non-zero imaginary part shows that
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Figure 5.9: Residual visibilities for DE38BC < 50 k_, with bin size 1 k_. Residual flux is observed at
the shortest uvdistances.

the source is not symmetric, but the Hermitian symmetry of the visibilities makes it difficult
to describe this asymmetry in detail when viewed in bins of uvdistance. On the other hand,
the limited SNR prevents us from obtaining more information about the SZ structure and
geometry through full 2D fitting in the uv plane. We thus recognise that the imaginary
component indicates the presence of some asymmetry, but we are unable to deduce more
detailed information about the source structure and only attempt to place constrains on the
angular extent and total flux of the signal.

7430 channel and time averaged data points are contained in the leftmost bin in Fig. 5.9
(i.e. 5-6 k_). This corresponds to ∼ 1.5 × 107 measured visibilities (∼ 30000 independent
samples) for each of the real and imaginary components. We plotted the uv coordinates
of the visibilities inside that bin and observed over 50 uv-tracks. Furthermore, a simple
plot of baseline number vs uvdistance using CASA’s Plotms confirms that more than 20
antenna-antenna pairs have data at uvdistances less than 6 k_. We are thus confident that
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the large signal observed in Fig. 5.9 is not simply the result of a single, perhaps inaccurate,
antenna-antenna pair. For comparison, the second bin from the left (i.e. 6-7 k_) contains
51264 averaged visibilities. This order of magnitude increase in the number of baselines
explains the larger error bar in the smallest baseline bin.

We note that the negative signal revealed in the visibility plane is not the same as the
smaller and weak negative ‘bowl’ to the SW tentatively seen in Fig 5.8, at the ∼20 `Jy
level, and whose detection is also claimed by Lacy et al. (2019). The SW ‘bowl’ probably
represents a localised heating inside the global halo heating structure. It is therefore likely
to contribute to the asymmetric/complex structure described by the imaginary part of the
residual visibilities. The emission revealed in the visibility plane is on much larger scales,
∼ 30-40 arcsec (∼ 300 kpc), and much deeper (∼ 0.2 mJy). However, being so broad and
comparable with the ALMA primary beam, this feature is not easily seen in the image plane.

5.3.3 Significance

Quantifying the significance of the residuals depicted in the previous section is non-trivial.
One usually conducts a simple j2 analysis on the full data set, but such a test will be
ineffective at computing the significance of the short baselines residuals. This is because
the model fits the data well for almost all uvdistances (Fig. 5.6). Any global j2 test
will be dominated by the well fitted data, concealing the significance of data points with
DE38BC < 10 k_. We thus want to consider the j2 of the short baselines alone, without the
influence of the longer baseline measurements.

Such a test is complicated by the relatively low number of short baseline data points.
After time and channel averaging, we have only 18 data points (i.e. 34560 measured
visibilities) with DE38BC < 5.5 k_. Note, these are nine for the each of the real and imaginary
components. The two components of an interferometer are uncorrelated, so a data set of N
visibility measurements consists of 2N independent measurements (Thompson et al. 2017).
The significance of the residuals is dependent on the number of degrees of freedom (dof)
- number of averaged data points minus number of parameters, where the result is more
significant in a scheme with lower dof. Our positive emission model, however, has 17
parameters, leaving dof=1.

A binned reduced j2 (j2
red) test supports our previous claim: we find that the model

fits the data well (j2
red ∼1) for all but the very shortest baselines, where the j2

red ∼ 12.
The probability of achieving these j2

red values through random statistical fluctuations can
be found using the j2 cumulative distribution function (CDF). We find a 99.960 per cent
probability of a j2

red smaller than the smallest baseline bin j2
red, corresponding to a 3.35f

detection.
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Whilst the above analysis indicates the significance of the short baseline residuals, we
have not yet associated them with an SZ signal. We must show that these residuals could
not be the result of over/undersubtraction of the positive emission. For this, we consider
+8Bmod(D, E). The model visibilities, shown in Fig. 5.6, clearly demonstrate that we would
expect to see oscillating residuals at longer baselines too and overall a strongly positive real
part if the decrement was related to the positive emission. In fact, the first (positive) peak
in Fig. 5.6 is twice as strong as the ‘decrement’, and the flux at many longer baselines is
also similarly strong (and positive). We have already shown that significant residuals exist
only at the shortest baselines, and we have thus ruled out positive emission as a candidate
capable of explaining their production.

5.4 Discussion

In this section, we first compare our results to previous attempts at detecting an SZ signal
from AGN feedback and then compare the results to those expected from cosmological
simulations.

5.4.1 Comparison to Previous Work

Previous attempts at observing an SZ signal from single galaxies have been made using
single dish telescopes with low angular resolution. Crichton et al. (2016) conducted a
stacking analysis of radio-quiet quasars observed with the Atacama Cosmology Telescope
and Herschel in the redshift range 0.5-3.5 to derive the average mm-infrared SED. They
model the SED as a greybody dust spectrum together with an SZ component and claim
3-4f significance for the SZ contribution, with a flux dip of ∼ 0.1 mJy. They attribute ∼ 70
per cent of this signal to AGN feedback.

Soergel et al. (2017) focus on the degeneracies between the parameters describing
galactic dust emission and the SZ component that arise when modelling the mm-infrared
SEDs. They break this degeneracy by stacking Planck data of 100,000s galaxies at z<4
combined with higher frequency Akari data. They too report a SZ flux of ∼ 0.1 mJy, but
with only 1.6f significance. The dust parameters they find reduce the significance of the
Crichton et al. (2016) result. Furthermore, they argue that the ∼70% contribution of AGN
feedback to any SZ signal claimed by Crichton et al. (2016) is in conflict with predictions
from simulations. Hall et al. (2019) have recently built on the work of Crichton et al. (2016)
and explain the disagreement with Soergel et al. (2017) over the significance of the AGN
contribution to the total SZ signal in terms of the Planck (5-10 arcmin) and ACT (∼1 arcmin)
beam sizes. The contribution of the AGN averaged over a Planck beam may be small, but
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Hall et al. (2019) argue that the AGN heating is more concentrated and contributes as much
as 90 per cent of the SZ signal inside an ACT beam.

The advantage of our work with ALMA is clear. We completely bypass the issues
relating to dust and SZ parameter degeneracies by exploiting the difference in angular scales
between the two sources. Our signal is more significant and has a has a flux (∼ 0.2 mJy)
twice as large as those reported by Crichton et al. (2016) and Soergel et al. (2017). We
point out that this flux of 0.2 mJy has not been corrected for primary beam attenuation and
flux that may have been resolved out by the array. We infer a correction factor of 2.5 using
simulations in the following section, suggesting a total SZ flux of 0.5 mJy. This difference
in flux can be understood as follows. Our object is the most powerful radio quiet quasar
known at I ∼ 1.7. The characteristic luminosity of AGN has dropped since this epoch, thus
our object is one of the most powerful known quasars (Barger et al. 2005). The sample
used in Soergel et al. (2017) is composed, on average, by less extreme quasars, therefore we
expect a more modest heating and corresponding SZ signal.

As already mentioned, Lacy et al. (2019) (the team who proposed these ALMA ob-
servations) have conducted an independent analysis of the data set used in this work with
the same intention of recovering an SZ signal. They reach the same continuum sensitivity
in the image plane and subtract positive emission in the image plane (which is potentially
affected by cleaning issues and, more generally, by the undersampled Fourier transform
issues discussed above). They do not subtract the source C, but do remove all of the other
sources considered in our analysis by using a point source model for each of them, i.e.
assuming that all of the sources are unresolved. They note the inadequacy of the point
source model in the extraction of source C (we recall that our GALARIO analysis reveals
that two additional sources are resolved and leaving residuals if modelled as point sources).
On top of this we fit all sources simultaneously. However, the key difference between our
work and theirs is the (D, E) plane analysis. Lacy et al. (2019) restrict their attention to the
image plane. As in Fig. 5.8, they too report the excess of negative signal to the south-west
of the central quasar, claiming a 3.5f detection and concluding a ‘direct detection’ of the
SZ effect. The significance of this dip resulting from our analysis is 3.2f. We have been
more skeptical of this image plane analysis alone and have built on it with a more convincing
study of the visibility plane. Our visibility plane analysis has revealed a signal that is one
order of magnitude stronger (∼ 0.2 mJy) and much broader (on ∼30-40 arcsec, or ∼ 300 kpc
scale), close to the ALMA primary beam. This signal is therefore difficult to reveal through
a simple inspection of the residual images.
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5.4.2 Comparison with Simulations

We have used predictions from cosmological simulations for comparison with our results
and also to optimise the observing strategy of future observations. For this, we use the
results of the fable simulations (Feedback Acting on Baryons in Large-scale Environments,
Henden et al. 2018) to simulate observations of the SZ emission with ALMA.

Fable is a set of simulations that model AGN feedback through two modes: a quasar-
mode and a radio-mode. The quasar-mode is dominant at high redshift and is associated
with high Eddington ratios (Di Matteo et al. 2005; Springel et al. 2005a). It assumes that a
fraction of the BH’s energy couples thermally and isotropically to the surrounding gas. The
radio-mode, however, becomes prevalent at low redshift and more modest accretion rates
(Sĳacki et al. 2007). In this case, the AGN creates hot bubbles in the halo. Cosmological
simulations, such as Illustris, have successfully reproduced results such as the stellar mass-
halo mass relation described above by incorporating both modes in their models (Torrey
et al. 2014). Henden et al. (2018) have built on this work by introducing a duty cycle to
the quasar mode. Rather than injecting thermal energy continuously, the feedback energy is
accumulated over a 25Myr time period before being released in a single energetic event. This
overcomes problems of overcooling associated with early versions of Illustris and reduces
the need for an overly powerful radio mode, hence improving the agreement between the
simulation and observations.

We compare the real observation discussed in this chapter with simulated observations
of a similar object from the fable simulations. This object was chosen from the set of
‘zoom-in’ simulations of galaxy groups and clusters described in (Henden et al. 2018).
Considering only the central halo in each simulation to ensure no contamination from low-
resolution boundary particles, this object was chosen given its similarity to HE0515-4414
in terms of black hole mass (within a factor of two; "BH ≈ 4.3 × 1010 M� Lacy et al.
2019) and redshift. No property of the simulations other than the black hole mass and
redshift were considered during this selection process. The properties of the simulated
object are summarised in Table 5.2. The associated SZ surface brightness map as shown
in Fig. 5.10 is calculated using the SZ y-parameter maps from fable. The map suggests a
bright central core of emission surrounded by shell like structures. This is consistent with
AGN heating inflating hot buoyant bubbles, as described by radio mode feedback or through
energy injected by the AGN through winds. We simulate observations of the object using
the CASA task simobserve with 10 hours of on-source time and the same spectral setup
as in the real observation. The ALMA configuration is constantly changing with time as
individual antennas are moved. It is thus difficult to replicate simulated observations with
the exact same configuration used for observing HE0515-4414. Instead, we chose to observe
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Table 5.2: Some basic properties of the object from the fable simulations that we compare to
HE0515-4414. ¤"BH is the BH accretion rate and therefore acts as a proxy for the AGN luminosity.

"BH/1010M� ¤"BH/(M� year−1) "500/1013M� I

2.0 5.4 6.5 1.4

Figure 5.10: The SZ surface brightness associated with the simulated object described in Table 5.2,
calculated at 140 GHz. The simulation predicts that the SZ brightness is approximately radially
symmetric and does not evolve smoothly with increasing distance from the centre of the halo. This
makes modelling the SZ emission difficult, as noted in Section 5.2.2.3.

the simulated SZ maps using the most compact configuration from cycle 4 - C40-1.d In
practice, this array is slightly more compact than that used to observe HE0515-4414.

As with the real observation, we look at the simulated observation in both the image and
visibility plane. There is weak, low significance evidence (2f) for an extended negative
SZ signal in the image plane (Fig. 5.11). Simobserve outputs uniformly weighted visibility
measurements but sets their absolute scale arbitrarily to 1 Jy−2. We calculate the correct
scale for the visibility weights as in Section 5.2.2.2 and show the results in the visibility
plane (Fig. 5.12). The data is noisy, but the real part shows a similar form to that in
Fig. 5.9 - i.e. we see an decrease in flux at short baselines. The imaginary part is mostly

dSee https://almascience.nrao.edu/tools/casa-simulator for configurations.

https://almascience.nrao.edu/tools/casa-simulator
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Figure 5.11: Dirty, primary beam attenuated image plane representation of the simulated observation
for an object similar (in black hole mass and redshift) to HE0515-4414, showing an extended signal
with low significance. Contours are taken from a corresponding clean tapered (10 arcsec) image and
are shown at 2 and -2f, where the 1f level is at 8.8 `Jy beam−1.

consistent with zero. We note that, on average, the thermal energy is injected isotropically
by an AGN in fable, but in practice energy injection is observed to be anisotropic, both
when through winds/outflows and through radio-jets. As noted previously, the asymmetries
described by the imaginary component are lost when the annuli of constant uvdistance are
completely sampled. We highlight that the shortest baseline point in the real part of the
actual observation and simulated visibilities are consistent within the error. However, the
form of the downturn is made more clear in the simulated observations by the negative flux
in the second shortest baseline.

The quasar luminosities and black hole masses of the real and simulated objects are
similar. We thus expect them to have approximately equal SZ decrement magnitudes. The
analysis in this sections thus suggests that the simulations are accurately predicting the
strength of SZ signals from quasar hosts - the two measurements are consistent within the
error. We argue that that the SZmaps predicted from the fable simulations are consistent, in
terms of flux, with that seen with a real observation - a remarkable result given the complex
baryonic physics involved in these processes and the various potential uncertainties both in
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Figure 5.12: Visibility representation of the simulated observation for an object similar to HE0515-
4414.

the simulations and in the observations.
A comparison of the flux shown in Fig. 5.10 inside one primary beam with the smallest

baseline point in Fig. 5.12 allows us to estimate a correction factor for the the effects of
primary beam attenuation and resolving out of flux - i.e. flux that is distributed on scales
too large to be probed by the array. Indeed, integrating over the primary beam, we measure
a total flux of 0.5 mJy. We show that much of this ‘missing flux’ is recovered when probing
shorter baselines using Atacama Compact Array (ACA) in the next section. This suggests a
total SZ flux of 0.5 mJy fromHE0515-4414 after correcting for the primary beam attenuation
and the flux resolved out by the array (i.e. a correction factor of 2.5).

The small but real oscillations at longer baselines seen in Fig. 5.12 are noise-driven.
They are not a result of any real structure in the SZ signal. We have confirmed this
by examining simulated observations of the SZ field in the absence of noise. There are
clearly no issues relating to over/under-subtraction of other sources when analysing the
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simulations, so observing the oscillations here makes us fully confident in the GALARIO
source subtraction for our real observation - without worrying that the small oscillations
observed in Fig. 5.9 are due to poor source subtraction. We are confident that the oscillations
cannot be attributed to the positive emission for the arguments presented in Section 5.3.3, and
we can now confidently attribute the oscillations to noise rather than over/under-subtraction.

The simulations also complement our understanding in the image plane. We noted in
Section 5.3.1 that, whilst there may be some suggestion of an SZ decrement to the southwest
of the central quasar, the image plane case for an SZ detection is weak. There thus seems
to be a disconnect between the claimed detection in the visibility plane and the ambiguity
present in the image plane. The results of Figs. 5.11 and 5.12, however, support this
scenario. We observe a short baseline negative dip in flux in the visibility plane, but the
result in the image plane is weak. There is some excess of negative signal around the central
quasar, but it is only seen at the 2f level. This is simply because the SZ signal is on scales
too large to be visually confirmed in the image plane.

5.4.3 Optimising future observations

Simulating observations of fable fields also allows us to explore observing strategies that
would deliver a more significant detection of the SZ signal. We consider how much scaling
(‘amplification’) needs to be applied to the map in Fig. 5.10 for a conclusive detection of
an SZ signal in band 4. Such an amplification amounts to increasing the SNR, enabling
us to discriminate features associated with real signal from those arising from noise, and is
equivalent to increasing the integration time.

We begin by amplifying the SZ field used in the previous section by a factor of two
(Figs. 5.13 and 5.14), which is (in terms of SNR) equivalent to increasing the integration
time by a factor of four. The signal is detected in the image plane. The contours describing
the tapered map highlight the excess of negative signal around the central quasar with 4f
confidence. This is however only the central core of the SZ signal - the much more extended
emission predicted by the simulation is more easily seen in the visibility plane. Although
the very shortest baseline measurement is highly uncertain, the significance of the downturn
in flux in the real part at DE38BC < 10 k_ is increased relative to the simulations with no
amplification, as expected. We observe up to four bins outlining the form of the downturn
in the real part, whilst the imaginary part is consistent with noise. By comparing Figs. 5.12
and 5.14 and assuming that the simulation predicts the true SZ brightnesses, we have shown
that increasing the SNR by a factor of two is enough to conclusively detect HE0515-4414’s
SZ signal with ALMA. We therefore suggest that future observations of this quasar in band
4 should have ∼40 hours of on-source time (i.e. a factor of four increase) in order to clearly
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Figure 5.13: Dirty, primary beam attenuated image plane results for simulated observation of the
SZ field in Fig. 5.10 amplified by a factor of two. Contours are taken from a corresponding clean
tapered (10 arcsec) image and are shown at -2, -3 and -4f, where the 1f level is at 8.9 `Jy beam−1.

detect HE0515-4414’s SZ signature.
This work has so far focused on observations in band 4 at ∼ 140 GHz. The observation

of HE0515-4414 was proposed at this frequency since the peak of the SZ decrement is at
∼130GHz (Sunyaev & Zel’dovich 1972). We argue, however, that observations in band 3
(∼100GHz) would be better suited to making a detection. Despite the weaker SZ surface
brightness, band 3 offers two crucial advantages. Firstly, in band 3 the FOV (primary beam)
of ALMA is increased by 40 per cent. Fig. 5.10 predicts an extension of the SZ signal as
large as ∼50 arcsec. Increasing the FOV from ∼40 arcsec to ∼60 arcsec thus dramatically
increases the possibility of properly mapping the SZ signal. The second advantage relates to
the extent of the ALMA configuration in uvspace. The absolute separation of the antennas is
of course independent of the frequency, but we are exclusively concerned with the separation
of the antennas in units of wavelength. In these units, the band 3 configuration is ∼ 40 per
cent more compact than the same configuration observed with band 4. The band 3 array is
thus more sensitive to extended signals. More specifically, over 10 hours of integration, the
compact array used in these simulations has no visibilities with baselines under 5 k_ when
observed in band 4, yet there are almost 45000 measured visibilities recorded in the 4-5 k_
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Figure 5.14: Visibility plane results for the doubly amplified SZ field - showing a short baseline
downturn in flux and small noise-driven oscillations at longer baselines.

bin in band 3. To emphasise the point, the smallest baseline bin in these simulations in
band 4, 5-6 k_, has 2400 measured visibilities. The equivalent bin in band 3 has 67000.
We note that the number of visibilities in the bins should not be directly compared to those
discussed in Section 5.3.2 since the simulations were conducted using a single wide SPW
rather than 4 SPW for convenience. This increased theminimum frequency observed slightly
and thus reduces the sampling of the shortest baseline bins. The effect is consistent across
observations in band 3 and band 4 and therefore does not detract from the claim: band 3
offers increased sensitivity to signal on larger scales.

With the above benefits of band 3 in mind, we simulated observations of the same fable
field at 100GHz (Figs. 5.15 and 5.16). Comparing these results with those of band 4, the
SZ decrement is apparent in both planes even without any amplification. The form of the
downturn is clear in the four shortest baseline data points. As noted earlier, the intrinsic
brightness of the SZ emission is greater at 140 GHz than 100 GHz. Thus, whilst we recover
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Figure 5.15: Clean, primary beam attenuated map for a simulated observation in band 3, without
amplification. Contours are taken from a corresponding clean tapered (10 arcsec) image and are
shown at 2,-2, -3, -4 and -5f, where the 1f level is at 5.8 `Jy beam−1.

SZ emission with greater significance in band 3 because of the improved short baseline
uvcoverage, we do not expect to recover flux with larger absolute magnitude. Indeed, the
flux shown in Fig. 5.16 is slightly lower than that in Fig. 5.12 when comparing bins of
equivalent uvdistance. To aid this comparison, we remind the reader that the smallest bin
is 5-6 k_ in band 4 and 4-5 k_ in band 3. Whilst recalling consistency between the real
observation and predictions from simulations, we note the power of band 3 for use in a real
observation of HE0515-4414. We have thus demonstrated ALMAs improved sensitivity to
the extended signal at lower frequencies.

We can use the results of the band 3 simulations to inform the required integration
times for a real observation. The results of Fig. 5.16 show that the fable field without
amplification, and thus the source with SZ emission from HE0515-4414, is detectable with
∼10 hours of on-source time. We, therefore, conclude that band 3 is twice as sensitive to the
extended signal as band 4, requiring only ∼ 25 per cent of the integration time.

We have thus far been limited to observing visibilities on antenna separations greater
than 12m. We need a more compact array to probe uvdistances shorter than those discussed
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Figure 5.16: Visibility plane results for the SZ field observed in band 3. Note, we have removed a
data point describing visibilities with baselines in the range 3-4 k_ since it contained very few raw
visibilities, two orders of magnitude fewer than the bin describing 4-5 k_. It thus had a very large
uncertainty, with 1f spanning almost 0.5 mJy, and provided no useful information.

above. The ACA, also situated on the ALMA site, consists of twelve 7m antennas capable
of probing baselines nearly half the length of those probed by the 12m array. The obvious
drawback of the 7m array is its reduced collecting area due to a smaller dish size and number
of antennas. Much of this reduction in sensitivity can be compensated by long integration
times. Observing time with ACA is typically less competitive that with ALMA. Crucially,
the ACA can add valuable information about the visibility profile on very short uv distances
- does the downturn increase rapidly or plateau? We have simulated an observation of the
fable object with 100 hours of integration in band 3 using the ACA (Figs. 5.17 and 5.18).
The visibility plane confirms the benefits of the ACA. Firstly, the results are consistent
with those shown in Fig. 5.16, with both data sets detecting a negative dip on scales of
∼ 0.1 mJy in the 4-5 k_ bin. Secondly, the two shortest baselines points, with baselines less
than 4 k_, demonstrate that the visibility profile decreases sharply. The increase in flux at
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Figure 5.17: Clean, primary beam attenuated map for a simulated observation in band 3 using the
ACA, without amplification. Contours are drawn 2,-2, -3, -4 and -5f, where the 1f level is at
14 `Jy beam−1. Note the increase in the size of the primary beam of the ACA compared to that of
the 12m array.

short baselines confirms that the smallest baseline point in Fig. 5.12 is missing some of
the flux shown in the fable SZ map. We detect the SZ decrement with 5f confidence
in the image plane but with low angular resolution - the ACA’s large synthesised beam is
(16.5×12.3 arcsec2). Data from ALMA and ACA should be combined to characterise the
SZ emission on a range of spatial scales (Kitayama et al. 2016).
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Figure 5.18: Visibility plane results for the SZ field observed in band 3 with ACA, enabling us to
probe baselines shorter than 4 k_.

5.5 Summary

We have analysed a deep ALMA observation of the most luminous quasar at I ∼ 1.7 and
used GALARIO to isolate the SZ emission. We have considered the results of this work
in the context of previous attempts and in the context of cosmological simulations and
used predictions from these simulations to demonstrate ALMAs potential in this field. Our
conclusions are as follows:

1) We find evidence for a negative dip in flux at short baselines after subtracting the
positive emission from the HE0515-4414 visibilities. The significance of the SZ
detection is 3.35f.

2) We report a SZ flux of ∼ 0.2 mJy (∼ 0.5 mJy after applying a correction factor for
primary beam attenuation and flux resolved out by the shortest baselines) which is
larger than previous estimates based on stacking of single-dish data obtained through
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the stacking of 100,000s quasars. The quasar investigated in this work is more
luminous than the average of the objects in previous stacking analyses, so a stronger
SZ signal is expected.

3) The imaging data also reveal a 3.2f negative feature to the SW of the quasar, already
claimed by Lacy et al. (2019). This feature is one order of magnitude weaker than the
SZ signal revealed in the visibilities and on much smaller scales ∼ 10 arcsec. This
southwestern ‘bowl’ may indicate a local region subject to additional heating.

4) The short baseline visibilities of HE0515-4414 are consistent with those of a simu-
lated observation of a similar object from the fable cosmological simulations. This
demonstrates remarkable consistency between observations and cosmological simu-
lations.

5) The analysis of cosmological simulations confirms the power of the analysis in visibil-
ity plane over the image plane. Low SNR SZ emission can be seen as a negative dip in
flux in the visibility plane at short baselines before a clear negative hole appears in the
image plane. Moreover, the ‘hole’ seen in the image plane generally traces the central
core of the SZ, while the extended component is better detected in the visibilities.

6) We show that band 3 is more effective for detecting extended emission. This is due
both to the larger primary beam and better short baseline coverage. We also show the
power of the ACA for probing the steep increase in SZ signal at baselines shorter than
∼4 k_.

7) Our simulated observations show that a total of ∼40 hours and ∼10 hours of on-source
time are required for a clear detection in bands 4 and 3 respectively. Band 3 is thus
twice as sensitive to SZ emission than band 4. We argue that, combined with the
current data set, a further 30 hours of on-source time observing HE0515-4414 in band
4 or 7.5 hours in band 3 would be sufficient to make a clear detection of the SZ signal.

We have thus demonstrated ALMA’s clear potential for detecting SZ emission from
single galaxies. Future observations with the interferometer should enable astronomers to
probe feedback physics and begin constraining models.
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Summary and Outlook

6.1 Conclusions

In this thesis I have focused on constraining galaxy quenching from an observational per-
spective. Specifically, I characterised the spatially resolved molecular gas and star formation
within galaxies as they transition through the GV in Chapter 3; I studied the kinematic prop-
erties of star forming and quenched galaxies to identify the primary mechanism responsible
for quenching in Chapter 4; and I explored the viability of the SZ effect as a tracer of the
hot gas in galaxy halos to probe preventative AGN feedback in Chapter 5. In this section I
summarise the main conclusions with reference to the thesis aims set out in Chapter 1.

What is the radial distribution of gas fraction and star formation efficiency in the green
valley? Do galaxies transition from the star forming main sequence to the quenched
population because they lackmolecular gas or because they are inefficient at converting
gas into stars?
These are the questions that we tackled in Chapter 3 by analysing the spatially resolved
molecular gas and star formation within seven GV galaxies using submillimeter interfero-
metry and IFS, respectively. Previous works have analysed the data spaxel-by-spaxel and
are therefore insensitive to strongly quenched regions which contain little gas. Instead, we
performed a radial stacking analysis and thereby successfully constrained the gas content at
all radii.

Gas fraction and star formation efficiency are suppressed throughout the GV galaxies,
but radial profiles of both quantities show positive gradients, such that their suppression
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is greatest in the strongly quenched central regions. This is consistent with an inside-out
quenching scenario where quenching occurs first in the bulge region and subsequently in the
outer disc. One important caveat is that the galaxies we selected in Chapter 3 are massive
GV galaxies, which are generally cLIERS hosting quiescent central regions. Our sample is
therefore biased towards the inside-out quenching regime. By contrast, a recent analysis by
Bluck et al. (2020b) finds that low mass GV galaxies in dense environments are consistent
with outside-in quenching, where star formation is more strongly suppressed in the outer disc
than in the central bulge. Taken together, the analyses of Chapter 3 and Bluck et al. (2020b)
are consistent with a scenario in which mass quenching occurs inside-out and environmental
quenching occurs outside-in.

I rank the importance of fgas and SFE for quenching by comparing to the Lin et al. (2019)
scaling relations (see Chapter 1). Offsets from the resolved molecular gas main sequence
(rMGMS) and the resolved Schmidt-Kennicutt law (rSK) are comparable in the outer disc,
where we conclude that both drivers are equally important for galaxy quenching. In the
central regions ΣH2 is 10 times below the rMGMS and ΣSFR is at least three times below the
rSK. Crucially, ΣSFR is too low to be measured, and hence the central offsets from the rSK
are only constrained to upper limits. We consequently cannot rank the importance of fgas

and SFE for quenching the central regions and the data is consistent both with fgas- as well
as SFE-dominated quenching scenarios. Despite this limitation, the upper limits confirm
that SFE is reduced in the GV and that the central suppression in sSFR is not simply due to
a lack of gas or the prominent stellar bulge, but rather star formation is truly suppressed.

The suppression in SFE and fgas is consistent with a number of quenching mechanisms.
Star formation efficiency could be reduced bymagnetic, turbulent or thermal pressure support
in the ISM, as well as by morphological quenching where the galaxy disc is kinematically
stabilised against collapse. The central reduction in fgas is consistent with hydrodynamic
cosmological simulations where AGN remove gas, but we showed in Chapter 3 that fgas is
low due to the stellar bulge and that the molecular gas content (i.e ΣH2) is in fact elevated in
the central regions. Thus, the analysis does not require the removal of gas at all, and instead
it may indicate a preventative feedback scenario where a star forming galaxy is starved of its
gas supply and its centrally elevated ΣSFR leads to the central growth of Σ★ and thereby to
the suppression of fgas. It is thus clear that although the analysis in Chapter 3 constrains the
quenching pathway (i.e. reduced SFE and fgas), it does not identify the primary quenching
mechanism.

Which kinematic property of galaxies is most fundamentally connected with and is the
best predictor of galaxy quenching?
We investigated this issue in Chapter 4 by developing a 2D inclined rotating disc model
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and applyinh it to the stellar velocity maps of 1862 MaNGA galaxies. We corrected the
model for the effect of beam smearing, and we used the rotating disc model to correct the
velocity dispersion for the effect of differential disc rotation. Additionally, we used a simple
technique to characterise the rotational velocities of slow rotating galaxies that are not well
fit by our inclined rotating disc model. Using the kinematic model, we estimated the mean of
the following set of physicallymotivated kinematic parameters: themean velocity dispersion
(f), the mean rotational velocity (+), the ratio of rotational velocity to velocity dispersion
(+ /f), the mean specific angular momentum ( 9), the mean specific kinetic energy (E:),
the dimensionless spin parameter (_), and the dynamical mass ("D). We also included the
global stellar mass ("★) given its prominence in the quenching literature.

We used the random forest algorithm to search for the most predictive parameter of
quenching in this multi-dimensional and inter-correlated data set. The random forest over-
whelmingly identifies the average velocity dispersion f as the most important parameter,
such that galaxies with f greater (smaller) than 220 km s−1 are predominantly quenched
(star forming). Parameters related to the ordered motion of stars, by contrast, are irrelevant
for determining the star forming state of galaxies. Thus, quenching is regulated by kinematic
properties related to the bulge/spheroidal component and not by kinematic properties re-
lated to the galaxy disc. This is consistent with prior morphological studies, but it is now
confirmed more robustly through our kinematic analysis.

We complemented the random forest analysis with a partial correlation analysis which
directly tackles the strong inter-correlations in the data set. The secondary parameters are
only weakly related to quenching when f is held fixed. The average velocity dispersion,
by contrast, remains strongly related to quenching even when the secondary parameters are
held fixed. This clear asymmetry confirms that f is the fundamental parameter, within our
kinematic parameter set, in determining the quenched status of galaxies. Moreover, the
poor performance of parameters related to the total mass and galaxy morphology when f is
held fixed shows that their prominence in previous works is not fundamental, but rather it is
simply the result of their strong correlations with f.

How do the relative importances of different parameters for galaxy quenching relate
to theoretical quenching mechanisms?
The poor performance of the secondary parameters in the random forest and partial correla-
tion analysis relative to f rule out the following commonly discussed quenching scenarios.
Quenching via supernovae feedback is inconsistent with the poor predictive power of "★.
Quenching due to a morphological transition from discy to spheroidal is inconsistent with
the poor predictive power of + /f and _. This challenges the view of the morphology-
colour relation that ‘elliptical galaxies are red and spiral galaxies are blue’ and encourages
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the following reformulation: ‘galaxies with large f (i.e. with a prominent kinematic
bulge/spheroidal component) are red whilst galaxies with low f (i.e. without a prominent
kinematic bulge/spheroidal component) are blue. Finally, halo quenching is inconsistent
with the poor performance of parameters related to the mass of the system (i.e. "D, "★ and
E: , and most importantly halo mass from prior analyses).

We interpret the importance of f for quenching in the context of the tight "BH − f
relationship. We remain agnostic about the causal origins of this relationship and simply
use its empirical truth together with our key result to show that galaxies with high mass
black holes are mostly quenched whilst galaxies with low mass black holes are mostly star
forming. The mass of a black hole traces the total energy released during its growth, and
consequently the integrated effect of AGN feedback. We disfavour the quasar mode since
it is a rare event, and instead we favour preventative radio mode feedback which regularly
deposits lower levels of energy into a galaxy’s halo. The preventative mode is therefore
capable of keeping the halo hot and starving the galaxy of its gas supply over long time
scales.

It is important to note that the analysis in Chapter 4 is also consistent with the morpho-
logical quenching scenario in which large galaxy bulges (i.e. large f) exert tidal torques
and kinematically stabilise discs against gravitational collapse. Nonetheless, there are crit-
ical challenges to this narrative beyond our analysis. Most importantly, the morphological
quenching scenario does not prevent the cooling catastrophe problem, and hence it predicts
quenched galaxies to havemore gas than star forming galaxies. This is in direct contradiction
with observations (including our analysis in Chapter 3), so we conclude that morphological
quenching cannot be the key driver of quenching.

We recognise that preventative AGN feedback cannot cause the suppression in SFE dis-
cussed in Chapter 3 (although AGN feedback more broadly could reduce SFE, for example
by injecting thermal energy and turbulence into the ISM). It is thus possible that morpho-
logical quenching and AGN feedback complement each other, such that AGN feedback
solves the cooling catastrophe problem and morphological quenching makes star formation
less efficient. Nonetheless, we do not believe the two mechanisms are equally important
for quenching, but rather we see preventative AGN feedback as the dominant mechanism.
This is because galaxies will eventually quench without morphological quenching after they
exhaust their gas supply, but they will not quench without preventative AGN feedback since
they will continue to accrete gas from the halo until star formation rejuvenates.

Is there evidence for halo heating around massive powerful quasars?
We have explored this aspect in Chapter 5 by analysing a deep observation of the brightest
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radio-quiet quasar at cosmic noon (HE0515-4414) to search for the SZ emission tracing the
hot halo gas.

Looking in the image plane, there is tentative 3.2f evidence of a ‘bowl’ with integrated
flux -24.5 `Jy to the south-west of the quasar. The key result of this analysis however is that
the visibility plane is more effective for tracing the large scale heating, where the SZ signal
is visible as a negative dip in flux at short baselines. In the visibility plane there is 3.35f
evidence of heating on ∼ 300 kpc scales with a total integrated flux of ∼ 0.5 mJy. This total
signal is too broad to be observed in the image plane as it is similar in size to the primary
beam, but we suspect the south-western ‘bowl’ traces complex structure within the global
signal.

The data are consistent with simulated observations of a similar object in the fable
hydrodynamic cosmological simulation both in terms of total flux and spatial extent. Thus
although the reported ∼ 3f evidence in the image and visibility plane is inconclusive,
the remarkable consistency between observations and simulations suggests that ALMA is
capable of observing the large scale heating and hence that futuremore sensitive observations
could place tight constraints on theories of galaxy evolution.

What is the optimal observing strategy for detecting the hot halo gas around massive
galaxies predicted by cosmological simulations incorporating AGN feedback?
We further simulated observations of the same object from fable to explore the viability
of detecting the SZ signal with greater confidence. In band 4 at 140 GHz a total on-source
integration time of 40 hours is needed to clearly observe the downturn in the visibility plane.
In this setup the SZ signal is also visible in the image plane, but this only traces the central
peak of the SZ signal and does not trace the global signal which is on the scale of the
primary beam. In band 3 at 100 GHz, however, the primary beam is more extended and
the antennae array is more compact in (D, E) space. Simulations of the fable object at this
lower frequency require only 10 hours of on-source integration time to detect the SZ signal.
Band 3 is thus two times more sensitive to the hot halo gas than band 4. We stress that the
advantage of band 3 is not only that it detects the signal with greater sensitivity, but also that
it probes shorter baselines in (D, E) space and is therefore sensitive to heating on the largest
spatial scales.

The ACA is more compact than ALMA and is sensitive to signals on more extended spa-
tial scales. With only 12 7 m antennas, however, it requires integration times of ∼ 100 hours
to detect the SZ signal of the fable object. Observing for such long times would be ex-
pensive, but simulated observations with the ACA show that the visibility profile decreases
steeply at very short baselines. The ACA and ALMA are thus sensitive to the SZ signal on
different spatial scales, and hence future observations should combine data from both arrays
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to characterise the spatial distribution of the total SZ signal.

6.2 Future Work

Our analysis of molecular gas and star formation in the GV is limited by its including
only seven galaxies and by the modest angular resolution of MaNGA. We have discussed
increasing the sample size with the ALMaQUEST team by extending the radial stacking
methodology to their data. This would improve on prior ALMaQEUST spaxel-by-spaxel
analyses (Lin et al. 2017; Ellison et al. 2020a,b, 2021) by bringing sensitivity to the critical
strongly quenched central regions. Nonetheless, a sample size of 50 galaxies is still small,
and observing the 12CO(1-0) transition for thousands or even hundreds of galaxies would be
time consuming and expensive. Future analyses could experiment with alternative cheaper
estimates of gas content that trade-off the accuracy of 12CO(1-0) measurements for increased
statistics. These include using dust column densities with an assumed dust-to-gas conversion
factor as in Piotrowska et al. 2020, or by estimating the dynamical mass radial profiles in a
manner akin to the analysis in Chapter 4 and calculating the gas mass within annuli as the
difference between the dynamical mass and stellar mass.

Regarding resolution, star formation is governed by local physics on spatially resolved
scales (e.g. Murray 2011; Krumholz 2014; Schinnerer et al. 2019; Bluck et al. 2020a),
and indeed stars form in the dense cores of GMCs (Schneider et al. 2013). PHANGS is
leading the next generation of high resolution studies by recording the molecular gas and
star formation within star forming galaxies on spatial scales comparable with individual
GMCs (i.e. ∼ 100 pc) using ALMA, MUSE and HST. The survey is not targeting passive
galaxies, but the analysis of quiescent regionswithin star forming galaxies and in particular in
quiescent regions that containmolecular gas could place new constrains on our understanding
of star formation and possibly also quenching. For example, an early analysis by Schinnerer
et al. (2019) finds that 40 per cent of the sightlines at a resolution of ∼ 100 pc in PHANGS
host molecular gas without evidence of recent star formation. This may indicate a genuine
suppression in star formation efficiency, or more simply these sightlines may host GMCs
that have not yet collapsed.

We comment in Chapter 3 that the central suppression in fgas is dominated by the stellar
bulge rather than a genuine reduction in molecular gas content. Building on Abramson
et al. (2014) finding that sSFR defined in terms of disc mass is constant (i.e. SFR/"D,
and see Chapter 1), we would like to perform a bulge-disc decomposition of the seven GV
galaxies to explore ΣH2 normalised by the disc stellar mass surface density rather than the
total stellar mass surface density. This parameterisation of the gas fraction will likely show a
smaller (if any) central suppression, which could point to the scenario in which GV galaxies
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are quenching predominantly due to a suppression in SFE. Finally, future analyses should
extend to low mass satellite GV galaxies to test whether radial profiles of fgas and SFE are
consistent with the outside-in quenching scenario reported by Bluck et al. (2020b).

To our knowledge, the kinematic estimates from Chapter 4 form the largest spatially
resolved kinematic sample to date. They were calculated for the purpose of studying
quenching, but they bring significant legacy value and should be used for wide ranging
subjects in the field of galaxy evolution. The large sample of dynamical mass estimates
is particularly powerful, and we intend to explore longstanding scaling relations such as
the star forming main sequence and mass-metallicity relation in terms of dynamical mass
rather than stellar mass. Moreover, the kinematic parameter set can be compared directly
with hydrodynamic cosmological simulations to test our theoretical understanding of the
development of galaxy structure. Similar analyses are traditionally performed in terms of
galaxy morphology (e.g. bulge-to-total mass ratio and Sérsic index, Bottrell et al. 2017;
Dickinson et al. 2018; Bluck et al. 2019), but the outputs of simulations undergo significant
post-processing such as assigning SEDs to star particles and applying radiative transfer codes
before comparing with observations. Assessing galaxy structure in terms of kinematics
would circumvent these uncertain post-processing procedures by focusing directly on the
stellar orbits in simulations. Kinematic properties could be derived from the velocity fields
of stellar particles and compared directly with our estimates from theMaNGA survey, which
could highlight successes and failures of current galaxy evolution models.

Returning to our use of the kinematic estimates in Chapter 4, there is a growing consensus
that the stellar velocity dispersion is the most predictive parameter of galaxy quenching in
local galaxies. MUSE is capable of tracing stellar kinematics out to I ∼ 0.8 where the
most prominent stellar features are still within its 480 − 930 nm wavelength coverage, but
we would like to extend the analysis to the epoch of peak star formation rate density at
cosmic noon (i.e. I ∼ 2). Previous works have traced the gas kinematics at this epoch using
SINFONI and KMOS (Wisnioski et al. 2015; Übler et al. 2019), but the forthcoming launch
of JWST and first light at the ELT should introduce NIR IFS capable of resolving the stellar
kinematics of distant galaxies, which is necessary for an effective comparison of star forming
and quenched galaxies as outlined in Chapter 4. On global scales, the MOONS instrument
on the VLT will measure the integrated spectra of hundreds of thousands of galaxies out
to cosmic noon with high spectral resolution R ∼ 7000 (Cirasuolo et al. 2014; Maiolino
et al. 2020). This will enable astronomers to compare directly with analyses of local SDSS
data (e.g. Bluck et al. 2016) and ask whether the stellar velocity dispersion persists as the
most predictive global parameter of quenching since cosmic noon. On the theoretical side,
it would be interesting to follow the kinematics of galaxies in cosmological simulations as
they quench to better understand the morphology-colour relation.
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The effectiveness off for predicting quenching supports the preventative AGN feedback
quenching scenario, but we are still lacking conclusive (i.e. greater than 5f) smoking gun
evidence for its action in individual galaxies. Our previous successful 10 hour ALMA
proposal to observe the SZ signal around HE0515-4414 in band 3 was unfortunately not
observed due to technical issues with the observing setup and the outbreak of Covid-19.
We have reproposed for the data, and if successful, we expect to unambiguously confirm
the detection of the SZ signal and compare with the predictions from the fable simulation.
One of the proposed spectral windows was placed on the the 12CO(2-1) emission line which
is conveniently redshifted into band 3 at cosmic noon. The observation of this feature
will enable us to detect the presence of a molecular outflow with unprecedented sensitivity.
Indeed, this would be the deepest search for a 12CO(2-1) molecular outflow in any high
redshift quasar, and it will probe any outflow on large spatial scales not seen before - i.e.
hundreds of kpc. The detection of a molecular outflow would provide compelling evidence
that any localised SZ heating such as the observed ‘bowl’ to the south-west is AGN-driven.
Moreover, it will be possible to compare the outflow kinetic energy with the thermal energy
of the hot halo traced by the SZ signal. If the proposal is unsuccessful we would like to stack
ALMA archival data of quasars in band 3 that have long integration times. The resultant
stack would have an effective on-source time of tens of hours, and based off the analysis in
Chapter 5, we should be able to detect the integrated SZ signal.

In this thesis we have focused on searching for the dominant quenching mechanisms in
galaxies. To this end, we have identified preventative feedback as the primary mechanism
responsible for producing local quenched galaxies. However, there are two important caveats
to our approach. Firstly, we have focused on quenching towards the high mass end of the
stellar mass function - considering massive GV galaxies in Chapter 5, massive galaxies in
Chapter 4 to achieve effective kinematicmodelling, and amassive powerful quasar inChapter
5. Our analysis is therefore biased against environmental quenching mechanisms, as outline
in Chapter 1. Secondly, although we have looked for a dominant quenching mechanism, it is
likely that a range mechanisms shape the overall galaxy population. Indeed, we have already
recognised that preventative AGN feedback is incapable of explaining the suppression in
SFE reported in Chapter 3 and argued that this may be explained by kinematic stabilisation
of the disc. Moreover, in a poll taken at the 2020 Epoch of Galaxy Quenching meeting
at the Kavli Institute for Cosmology there was consensus that preventative AGN feedback
was the most important mechanism (particularly in massive galaxies), but a recognition that
mechanisms such as ram-pressure stripping, virial shock halo heating, and ISM heating
and turbulence also play a role in halting star formation. In the future the local population
of galaxies will be studied in ever increasing detail, and the extragalactic community will
advance from searching for a single primary mechanism to a more nuanced paradigm of
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characterising the regimes in which each mechanism discussed in Chapter 1 dominates.
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What Drives Galaxy Quenching?

Resolving Molecular Gas and Star
Formation in the Green Valley

A.1 Global Galaxy Properties

In Table A.1 we report the global galaxy properties as well as the interferometric beam size
and 1f noise level for each of the seven green valley galaxies. The global galaxy properties
"★, SFR and"H2 are found by integrating radial profiles of Σ★, ΣSFR and ΣH2 within 1.5 Re.
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Table A.1: Properties of the galaxies observed with NOEMA (top five rows) and ALMA (bottom two rows). Stellar masses, SFR and molecular gas masses are
calculated within 1.5 Re.

PlateIFU R.A. DEC Redshift Re log
(
"★

M�

)
log

(
SFR

M� yr−1

)
log

(
"H2
M�

)
Beam Size 1f noise

(kpc) (arcsec × arcsec) (mJy beam−1 channel−1)
7990-12704 17:29:56.64 58:23:50.68 0.02682 5.36 10.29 -0.48 8.98 (2.46 × 2.04) 0.80
8252-12702 09:42:07.39 48:09:17.54 0.03367 5.71 10.90 -0.51 9.08 (2.68 × 2.17) 0.73
8604-12701 16:23:32.74 39:07:15.91 0.03504 8.70 10.85 -0.11 9.42 (3.61 × 2.80) 1.10
8550-12704 16:28:14.01 40:18:49.84 0.03311 6.06 10.66 -0.15 9.38 (2.54 × 2.36) 0.78
8313-12705 16:10:43.81 41:08:54.82 0.03154 6.05 10.93 -0.13 9.44 (2.51 × 2.35) 0.81
7977-12705 22:11:34.27 11:47:45.24 0.02695 4.77 10.68 0.31 9.70 (2.80 × 2.36) 0.64
7977-3704 22:11:11.70 11:48:02.64 0.02702 2.16 10.21 -0.56 8.88 (2.64 × 2.34) 0.76
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A.2 Spatially Resolved Maps

In Figs. A.1 and A.2 we show spatially resolved maps similar to Fig. 3.1 for the remaining
six green valley galaxies analysed. The structure of the panels in each subfigure is explained
in the caption to Fig. 3.1.

A.3 Radially Binned 12CO(1-0) Spectra

In Fig. A.3 we show stacked 12CO(1-0) spectra within six 0.25 Re radial bins for each
of the seven GV galaxies. We first recenter the spectra within each spaxel using the HU
velocity field from the dap before coadding the spectra of spaxels within each radial annulus.
Recentering the spectra in each spaxel transforms the stacked line profile from a double-horn
profile (when stacking is performed without first recentering, shown in blue) to a single-peak
profile (when stacking is performed after first recentering, shown in orange) and increases
the SNR of the 12CO(1-0) flux within each channel. This effect is particularly clear for
galaxy 7977-12705. In each panel we show the SNR of total 12CO(1-0) line flux. The
8604-12701 [1.25, 1.50] Re bin is the only one with SNR below five and is removed from
the analysis.
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Figure A.1: Resolved maps of four GV galaxies. The plateIFUs are listed in the subfigure captions,
and the panels in each subfigure have the same structure as Fig. 3.1.
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Figure A.2: Resolved maps of two GV galaxies. The plateIFUs are listed in the subfigure captions,
and the panels in each subfigure have the same structure as Fig. 3.1.
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Figure A.3: Stacked 12CO(1-0) emission in radial bins of width 0.25 Re, with the radial bins [0, 0.25] Re shown in the top row and [1.25, 1.5] Re in the bottom row.
The blue spectra are achieved by coadding the spectra of the spaxels within each radial bin, whilst the orange spectra are found by recentering the spectra within
each spaxel (using the HU velocity field from the dap) before coadding. The shaded yellow areas represent the regions of the orange spectra used for estimating the
12CO(1-0) line flux. The dotted green lines mark the 1f scatter in the line-free channels. This is the noise level used to calculate the SNR.
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What drives galaxy quenching? A deep
connection between galaxy kinematics

and quenching in the local Universe

B.1 Testing the kinematic model on mock data

In this Appendix, we test the inclined disc rotation model on mock galaxy data. This serves
as a useful testing ground since the true kinematic parameters (such as Vtrue

max) are specified
when the mock data are created, and are therefore accurately known. We can compare the
estimated parameters from our kinematic modelling (Vest

max, in this example) with the true
values to determine the model accuracy.

The ability to fit a particular galaxy depends on two things: first, whether or not the galaxy
kinematics are truly consistent with inclined disc rotation; and second, the data quality, which
refers not to properties of the galaxy itself (e.g. the kinematic lengthscale), but to properties
relating to the observation. The tests in this Appendix focus on the second criterion and
are designed to find the minimum data quality required to accurately fit genuine inclined
disc rotators. We can confidently use the model to test galaxies that have data passing these
thresholds for their consistency with inclined disc rotation. A successful fit (i.e. one that
passes the quantitative cuts and visual inspection outlined in Section 4.3.1) would evidence
good consistency with inclined disc rotation and the model parameters could be trusted, but
an unsuccessful fit would evidence inconsistency, with unreliable model parameters. It is
more difficult to interpret the fits of galaxies that fail the data quality cuts, however, since an
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unsuccessful fit could be attributed to genuine inconsistency with inclined disc rotation as
well as insufficient data quality. We therefore only focus in this work on galaxies that have
data passing the data quality thresholds. We are fortunate that this includes a very large
number of galaxies (1862) with a highly diverse set of properties.

The data quality factors we consider are the number of PSF beams along the kinematic
major axis, the number of voxels along the kinematic major axis, and the kinematic inclin-
ation. We parameterise the first two effects along the major axis (rather than across the
whole map) for two reasons. Firstly, information along the major axis is more useful for
constraining galaxy kinematics than information along the minor axis, since Vobs,voxel

LOS = 0
for all voxels along the minor axis, regardless of their radial distance from the disc centre.
Secondly, the number of PSF beams and voxels along the major axis is independent of
inclination, the third data quality factor we consider. The number of PSF beams and voxels
within the whole map, however, is dependent on the semi-minor axis length, which is a
strong function of inclination. Note, one generally thinks of the inclination as a property of
the galaxy, but it really describes the orientation of an observer with respect to the galaxy,
and is thus better thought of as a property of the data. Indeed, the kinematic state of a
galaxy does not change with inclination. Contrast this with +max, which has a fundamental
influence on galaxy kinematics.

A fourth aspect of data quality is the average uncertainty of the observed LOS velocity
(X+obs

LOS). Formally, the model accuracy is dependent on the ratio of the rotation speed to
X+obs

LOS, which is loosely parameterised by + true
max / X+obs

LOS. This is understood by considering
a galaxy with X+obs

LOS > +
true
max. The velocity gradients in this regime will be dominated by

the noise, making it impossible to determine the true kinematics. Despite this intuitive
effect, we do not explore XVobs

LOS further, since it varies by only a few km s−1 across our
galaxy sample. This low variation is a consequence of Voronoi binning, which forces all
voxels to have similar 6-band flux SNRs, and consequently similar X+obs

LOS values. Variation
in + true

max / X+obs
LOS is therefore dominated by variation in + true

max, which is an intrinsic property
of the galaxy rather than a property of the data. In other words, the data quality aspect of
+ true

max / X+obs
LOS (i.e. X+obs

LOS) is approximately constant in the dap, so we do not explore its
effect on the model accuracy further.

We investigate the dependence of our model accuracy on data quality by taking a mock
galaxy with known kinematic parameters and creating 10000 realisations of the observed
data, where we vary the number of PSF beams along the major axis (by varying the size of
the PSF), the number of voxels along the major axis (by varying the size of the voxels), and
the inclination (which we vary between 0 and 90 degrees). We attempt to fit the kinematics
of each realisation, and calculate the fractional difference between + true

max and +est
true. In Fig.

B.1 we show the mean fractional difference (|Δ+max /+max |) as a function of the three data
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Figure B.1: Testing the kinematic model on mock data. The model’s ability to accurately recover
+ true

max is shown as a function of three data quality parameters: the number of PSF beams along the
major axis; the number of voxels along the major axis; and the inclination of the mock galaxy.
The rectangles in each panel are colour coded by the mean fractional error of the +max estimates,
|Δ+max /+max |, defined as the difference between the true and estimated values, normalised by the
true value. In order to achieve an accuracy of 25 per cent, our chosen threshold, galaxies must
have more than five PSF beams along the major axis, more than 25 voxels along the major axis,
and inclinations in the range [25, 80]◦. In this regime, the model is capable of estimating +max with
impressive accuracy, with a typical fractional error of ∼ 3 per cent.

quality parameters. The number of voxels along the major axis, which is a discrete variable
by construction, varies from panel to panel, and in each panel we show the number of PSF
beams along the y-axis and the inclination on x-axis.

The first thing to notice is the strong variation in |Δ+max /+max |with the three data quality
parameters, and the fact that the data quality parameters affect the model accuracy in unison.
For example, our ability to recover the kinematics of relatively face on objects worsens
as the number of voxels decreases. Nonetheless, we simplify the analysis by considering
each of the data quality properties individually, finding data quality thresholds that achieve
|Δ+max /+max | of lower than 25 per cent.

First, we consider the effect of the PSF in Fig. B.1. Decreasing the number of PSF
beams along the major axis decreases the spatial resolution of the data and hence the number
of independent data points. We find that |Δ+max /+max | increases significantly for mock data
with fewer than five PSF beams along the major axis. High redshift studies often fall below
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this threshold, but only ∼ 10 per cent of MaNGA galaxies with log(M★ /M�) > 9.8 have
fewer than five PSF beams along their photometric major axis, where we have used the
photometric major axis as a proxy of the kinematic major axis, which is unknown prior
to a successful kinematic fit. These galaxies are mostly observed with 12 arcsec diameter
IFUs, and are therefore more likely to be at relatively high redshift, and more massive by
Malmquist’s bias. We note that the removal of these galaxies, which are mostly quenched,
is unlikely to bias our key results, since a significant number of massive, quenched galaxies
remain in our sample (see for example Fig. 4.9).

Second, we consider varying the number of voxels along the major axis. The true
Voronoi binning scheme is more complex and adjusts the size of voxels locally in order to
meet a 6-band flux SNR threshold. In this test, however, we force all voxels to be square
and have the same size, and alter the number of voxels along the major axis by changing the
number of spaxels per voxel. Though imperfect, this crude approximation models the first
order effect of Voronoi binning. We note that our approach is more conservative than the true
Voronoi binning scheme, which is good for our purpose of finding the regime in which our
kinematic model is reliable. This is because the 6-band flux SNR is highest near the centre
of galaxies, which is also the region where the LOS velocity has the largest spatial gradients.
Unlike the Voronoi binning algorithm, our simplistic binning scheme unnecessarily bins
these high SNR regions and therefore loses more of the central information that is highly
constraining for modelling kinematics. Moving from left to right and top to bottom in Fig.
B.1, we note the clear decrease in model accuracy as the number of voxels along the major
axis decreases. Indeed, our model struggles to recover the kinematics of most mock galaxies
that have fewer than ∼ 10 voxels along the major axis. This is understood by considering
the limit of only one voxel, where all information of a velocity gradient is lost. The majority
of the (PSF beam, inclination) parameter space can be well modelled when there are more
than ∼ 25 voxels along the major axis. This cut removes only seven per cent of MaNGA
galaxies with log(M★ /M�) > 9.8 from our sample.

Finally, we consider the effect of varying the inclination. The LOS component of the
circular velocity is zero for face-on galaxies (equation 4.5), and its azimuthal structure is
compressed to spatial scales smaller than the PSF on the sky plane for highly inclined
systems. Fig. B.1 demonstrates our inability to accurately model the kinematics in both of
these regimes. Considering the top panels only (which have more than 25 voxels along the
major axis), we find that our model is able to recover the true kinematics of galaxies that
have inclination in the range [25, 80]◦.

We have so far focused on regimes where the model is not accurate. Fig. B.1, however,
also demonstrates the model’s success in vast regions of the parameter space, where it is
able to constrain + true

max with accuracy better than 25 per cent. More importantly, the average
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data quality of the MaNGA galaxies analysed in this work is ∼9 PSF beams along the major
axis, ∼55 voxels along the major axis, and an inclination of ∼ 55◦, and we note that + true

max

is constrained in this regime with a typical accuracy of ∼3 per cent. Furthermore, the
model’s behaviour is consistent with naive expectations: it is able to recover the kinematics
of galaxies with intermediate inclinations that are observed with good spatial resolution and
a large number of voxels, and fails otherwise. This rigorous test on the model’s performance
with simulated data encourages its application to real data from the MaNGA survey.

B.2 Spheroid Axial Ratios

We use an alternative simplistic method to constrain the kinematics of galaxies that pass the
data quality cuts but are inconsistent with the inclined rotating disc model. This is the case
for 30 per cent of the 1862 analysed in this work, the majority of which are consistent with
being slow rotators.

The simplistic kinematic method introduced in Section 4.3.2 requires an estimate of the
inclination. Rearranging equation 16 of Cappellari (2016), the inclination of a galaxy with
intrinsic axial ratio (1/0)int is given by

sin(inc) =

√√√√√√√√1 −
(
1
0

)2

phot

1 −
(
1
0

)2

int

(B.1)

The inclination of galaxies with (1/0)int ∼ 0 (i.e. thin discs) is therefore approximated by
inc = arccos((b/a)phot). In other words, we assume their axis ratios are purely a function
of the viewing angle. This approximation fails for galaxies that have large intrinsic axial
ratios (i.e. spheroids), so we require an estimate of (1/0)int to accurately determine their
inclinations.

Ideally, we would estimate (1/0)int for each galaxy individually and compare it to
(1/0)phot to calculate the inclination. Estimating (1/0)int on a galaxy-by-galaxy basis,
however, requires complex Jeans modelling, which is beyond the scope of this work. We
adopt an alternative strategy, and attempt to find the average (1/0)int of spheroids, before
using this average intrinsic value in equation B.1 to estimate the inclination. Of course, not
all spheroids will truly have (1/0)int equal to the average value, but this assumption will
act as a good starting point. Furthermore, as we show in this Appendix, the distribution of
(1/0)int for spheroids is relatively narrow, so the typical error introduced by our approach
is small.

In Fig. B.2 we show in red the observed distribution of (1/0)phot for SDSS spheroids
with log(M★ /M�) > 9.8, I < 0.1, and (1/0)phot < 0.9. The first two cuts are chosen
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Figure B.2: Estimating the distribution of the intrinsic axial ratios of spheroids. The red histogram is
the observed distribution of (1/0)phot for SDSS spheroids, considering only those with (1/0)phot <
0.9. The solid black line is the Gaussian distribution of (1/0)int that produces the best fitting model
distribution ((1/0)model

phot ) when viewed isotropically (black dashed line). This good fit can be used to
determine an inclination angle for spheroids that accounts for their large intrinsic axial ratios and is
correct on average, with a typical error of ∼ 20 − 30 per cent.

for consistency with the sample analysed in this work, and the latter is imposed since
the (1/0)phot > 0.9 region is underpopulated. This observational effect is understood by
considering a perfectly face-on galaxy, which is expected to have a photometric axis ratio
of one. In practice, the measured photometric axis ratio is reduced by foreground and
background emission, as well as non-axisymmetric structure in the galaxy’s light profile.
This bias is asymmetric at high (1/0)phot, since it is not possible to make these galaxies
appear more round. We therefore only consider spheroids with (1/0)phot < 0.9.

Our goal is to find the distribution of (1/0)int that is most consistent with the SDSS
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distribution of (1/0)phot. To do this, we parameterise the distribution of (1/0)int using
a single Gaussian and transform it into a model distribution of photometric axis ratios
((1/0)model

phot ). The transformation is achieved by randomly drawing objects from the dis-
tribution of (1/0)int, viewing each object with random angles drawn form the isotropic
distribution of viewing angles in 3D space, and calculating the corresponding photometric
axis ratios using equation B.1. We are thus able to find the distribution of (1/0)model

phot for
any model distribution of (1/0)int. We compare the model distribution of (1/0)model

phot with
the observed SDSS distribution of (1/0)phot, and use lmfit and j2 minimisation to find the
best fitting Gaussian distribution of (1/0)int.

In Fig. B.2 we show with a black dashed line the best fitting distribution of (1/0)model
phot

and note the good agreement with the distribution of (1/0)phot. In solid black we show
the best fitting distribution of (1/0)int, which has mean ` = 0.71 and standard deviation
f = 0.16. We note that the mean is slightly larger than the axial ratio of spheroids assumed
by Oh et al. (2020) (0.6), but the two values are consistent within 1 standard deviation.

We now use the best fitting distribution of (1/0)int to determine a typical error on the
estimated inclination. For a fixed value of (1/0)phot, we consider finding the inclination
using three different assumed values of (1/0)int in equation B.1. First, we adopt the value
one standard deviation less than the mean of the (1/0)int distribution, ` − f, and label
the corresponding value of the inclination, inc`−f . Second, we adopt the mean of the
(1/0)int distribution, `, and label the corresponding value of the inclination, inc`. Last, we
adopt the value one standard deviation greater than the mean of the (1/0)int distribution,
` + f, and label the corresponding value of the inclination, inc`+f . We note that the
correct value of the inclination, inctrue, will lie in the range [inc`−f , inc`+f] 68 per cent
of the time. By considering equation B.1 with fixed (1/0)phot, it is straightforward to show
that sin(inc`+f) ∼ 0.85 sin(inc`) and sin(inc`−f) ∼ 1.37 sin(inc`), where we have used
` = 0.71 and f = 0.16. The maximum velocity in the simple method is inversely related to
the sine of the inclination angle (see equation 4.12), so we estimate that this method gives
an average uncertainty on +Simple

max of approximately 20-30 per cent.

B.3 Example Fits

In this Appendix we show a number of example fits to demonstrate the performance of
the inclined disc rotation model. We include examples over a range of galaxy types (low,
intermediate and high nSérsic), and show both successful and failed fits. We also show an
example of a fit that is improved by adopting the dap flux map, rather than the Sérsic model.
All figures in this section have the same structure as Fig. 4.2, which we advise the reader to
re-examine prior to reading this section.
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Figure B.3: Examples of two successful fits of low nSérsic galaxies. This figure has the same structure
as Fig. 4.2. Both galaxies show strong velocity gradients, and the model residuals are small.
8996-12701 has arccos((b/a)phot) ∼ 70◦, demonstrating our model’s ability to fit the kinematics of
relatively inclined systems.

In Fig. B.3 we show two examples of good fits at low Sérsic index (nSérsic < 2). Disc
galaxies are generally considered to be rotation-dominated and thin in the local Universe
(Wisnioski et al. 2015; Übler et al. 2019), so good consistency with the model is expected.
Indeed, both galaxies exhibit clear velocity gradients consistent with simple ordered rotation,
and our model is able to recover their kinematics, with low residuals in both the sky plane
and the PV diagram. We also note the high inclination of galaxy 8996-12701, as shown in
the SDSS 6, A, 8 composite image. This galaxy has arccos((b/a)phot) ∼ 70◦, yet the model
is still able to accurately fit its kinematics. This is consistent with Appendix B.1, where
we demonstrated the model’s accurate performance for galaxies with inclination lower than
80◦.

In Fig. B.4 we show two good fits of galaxies with intermediate Sérsic index
(2 < nSérsic < 4). Galaxies in this regime are generally bulge plus disc systems. Indeed,
both galaxies in Fig. B.4 show a disc structure and a bright central peak in their SDSS 6, A, 8
composite images, as well as a clear increase in fobs

LOS towards the galaxy centre. Despite
this increase in disordered motion and morphological complexity, both galaxies have stellar
velocity maps with strong gradients that are well modelled by inclined disc rotation. We
note that there is a noticeable increase in the residuals in the PV diagrams for the nSérsic > 2
systems. This likely reflects the fact that these systems contain a bulge and have more
complex kinematics, which we make no attempt to model. However, the increase in the PV
residuals is small and the overall characterisation of the rotation curve in the PV diagram is
clearly still excellent.

In Fig. B.5, we show two examples of good fits of high Sérsic index galaxies (nSérsic > 4).
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Figure B.4: Examples of two successful fits of intermediate nSérsic galaxies. This figure has the same
structure as Fig. 4.2. The SDSS 6, A, 8 composite images show that these galaxies are bulge plus disc
systems. Nonetheless, the moment-1 maps still exhibit gradients that are consistent with inclined
disc rotation.

Galaxies in this regime are spheroidal and are generally dispersion dominated. Indeed,
both galaxies have large velocity dispersion when contrasted with their maximum circular
velocities. Nonetheless, they still have velocity maps that demonstrate ordered rotation,
and remarkably, our model is able to fit the rotational kinematics. This result validates our
approach of attempting to fit all galaxies in our sample with the inclined rotating disc model,
including dispersion-dominated spheroids. Both galaxies have kinematic lengthscales, A2 ,
that are spatially unresolved on scales smaller than the MaNGA PSF. This is evident in the
steeply rising unconvolved rotation curves shown in blue in Fig. B.5. We note that these
short kinematic lengthscales probably reflect the presence of a significant bulge component
(Noordermeer et al. 2007; Lelli et al. 2016, 2021), which is expected in these high Sérsic
index, concentrated galaxies.

Fig. B.6 shows two examples of failed fits. The first galaxy, 7990-12701, is a disc with
low nSérsic. Its velocity map does show a gradient, but it is inconsistent with the simple
ordered rotation of our inclined rotating disc model. Indeed, our model is sensitive to some
of the rotation, clearly identifying the receding and approaching sides of the galaxy, but it
is incapable of modelling the observed complex velocity structure. This is visible in the
residual map, where we observe residuals with the same magnitude as the observed rotation,
and in the PV diagram, where the data follows a rough ‘S’ shape with low significance. We
note 7990-12701’s strong bar and spiral arms in the SDSS 6, A, 8 composite image, which
may cause the kinematics to deviate from simple inclined disc rotation (Schinnerer et al.
2006). The second galaxy, 8982-6102, is a spheroid which lacks a clear velocity gradient
and is probably a slow rotator. Our model is therefore completely incapable of fitting the
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Figure B.5: Examples of two successful fits of high nSérsic galaxies. This figure has the same structure
as Fig. 4.2. The model is able to fit the ordered rotation even in these dispersion dominated systems.

Figure B.6: Examples of two failed fits, classified both visually and via the [residual statistic. This
figure has the same structure as Fig. 4.2. Galaxy 7990-12701 is rotating but does not display simple
ordered rotation, whilst 8982-6102 lacks any evidence of rotation and is likely a slow rotator. We
estimate the kinematics of both galaxies using the simple method, rather than the kinematic model.

kinematics, and produces high residuals in both the sky plane and PV diagram. Both fits
have [residual > 0.2, and are therefore considered failed fits by our visual and quantitative
requirements. We therefore model their kinematics using the simplistic method introduced
in Section 4.3.2. This method constrains the circular velocity without attempting to fit it
precisely.

In Fig. B.7 we show an example galaxy (9863-3703) whose fit is improved by using the
dap 6-band flux map in equations 4.6 and 4.7 rather than the Sérsic light profile. In the top
rowwe show the fit returnedwhen assuming the Sérsic light profile, and in the bottom rowwe
show the fit returned when assuming the dap 6-band flux map. We highlight the discrepancy
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Figure B.7: Example of a fit improved by adopting the dap flux map. The figure has the same
structure as Fig. 4.2. The top row shows the best fitting model when adopting the Sérsic brightness
profile, whilst the bottom row shows the best fitting model (of the same galaxy) when adopting the
flux map from the dap. The dap flux map fit removes the suppression of |Vmodel,voxel

LOS | caused by the
steep, centrally-concentrated Sérsic profile.

between the data and the model when the Sérsic light profile is assumed, where the model
underestimates |Vobs,voxel

LOS | in the central regions. As with most galaxies showing this effect,
9863-3703 is a high nSérsic galaxy, with a centrally peaked surface brightness profile. Any
slight error in the Sérsic model will therefore have a strong influence on the fit, particularly in
the central regions. Indeed, an overly bright galaxy centre (caused by overestimating nSérsic)
will dominate the PSF convolution in equation 4.6, causing neighbouring voxels to have
|Vmodel,voxel

LOS | similar to that of the central voxel, i.e. ∼ 0 km s−1. This central suppression
is observed in the Vmodel,voxrel

LOS map of Fig. B.7 (top row) and in the PV diagram, where
the model deviates from the data in the central region, producing the characteristic squiggle
mentioned in Section 4.3.1. Both effects are removed when the dap flux map is adopted in
the fit. This is because the dap flux map is shallower than the Sérsic profile, which prevents
the central region from dominating the PSF convolution. The dap flux map improves the
fit for ∼ 400 galaxies, though we note that the PV squiggle is generally smaller than that of
9868-3703, which has been chosen to highlight the effect.

We have investigated the possible degeneracy between the Sérsic and dap flux maps
in fitting the inclined rotating disc model. Galaxies that do not show a squiggle in the
PV diagram have +max estimates from both models that are consistent within ∼ 10 km s−1

on average. This includes galaxies of all Sérsic index, and suggests that any degeneracy
between the Sérsic and dap flux maps has only a small influence on the derived kinematics.
In other words, the dap flux map can be taken as a good proxy of the Sérsic profile for
our purposes, even though it is known to be shallower and less centrally concentrated than
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the true brightness profile since it is PSF convolved. This generally good agreement could
suggest that galaxies whose fits are significantly improved by adopting the dap flux maps
have inaccurate Sérsic profiles, and that it is better to use the dap flux map in these cases.
On the other hand, we recognise that the Sérsic profiles could be accurate and that the PV
squiggle is evidence of genuine inconsistency with the inclined rotating disc model, which
the dap flux map fits wrongly conceal. We therefore repeat the analysis in this work using
the simple method for all galaxies such as 9868-3703 that show the PV squiggle, rather
than adopting the dap flux map fit, and confirm that the results are stable to this test (see
Appendix B.5.2).

B.4 Sigma Correction

In this Appendix, we describe our methodology for estimating finduced
LOS , the velocity dis-

persion induced by differential disc rotation. This is required to find the intrinsic velocity
dispersion fintrinsic

LOS in equation 4.11. We use mock galaxy data to show how rotation induces
dispersion and to study the dependence of finduced

LOS on intrinsic galaxy kinematic properties.
In Fig. B.8 we show the intrinsic and observed kinematics of a mock galaxy. In panel a

we show the intrinsic LOS velocity map, which is the inclined rotating disc model by design,
and in panel b we show the galaxy’s surface brightness map, which is arbitrarily chosen to
have a Sérsic profile. We demonstrate the effect of differential disc rotation by considering
the central spaxel, but note that the following discussion applies equally to every spaxel in
the map. The central spaxel receives flux not only from stars at the galaxy centre, which
have LOS velocity +LOS = 0, but also from stars offset from the galaxy centre, which have
non-zero +LOS. In fact, the central spaxel receives flux from every star within the FOV,
but the flux received from a particular star depends both on its surface brightness and the
magnitude of the PSF response at the location of the star when the PSF is centred on the
central spaxel, as marked by the red circle in each of the maps in Fig. B.8. The galaxy centre
contributes the most flux to the central spaxel since it has the largest surface brightness and
the PSF response is maximal. Regions offset from the galaxy centre, by contrast, contribute
less flux since their surface brightness is lower than the galaxy centre and the PSF amplitude
is reduced. In panel c of Fig. B.8 we show the distribution of stellar velocities in this set up,
with the stellar velocity of each region weighted by the product of the brightness and the PSF
amplitude. This distribution is known as the line of sight velocity distribution (LOSVD).
The observed LOS velocity, Vobs

LOS, is given by the mean of the LOSVD, which is ∼zero, as
expected. In panel d we show the Vobs

LOS map, and note the blurring of this map relative to
the intrinsic +LOS map. This blurring is commonly referred to as beam smearing.

Our focus here is on the non-zerowidth of the LOSVD. The ordered rotation of the galaxy
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Figure B.8: Inducing velocity dispersion from differential disc rotation. From left to right, panel a:)
The LOS velocity map for a mock galaxy with a large kinematic inclination (60◦), a short kinematic
lengthscale relative to the MaNGA PSF (A2 = 2.5 arcsec), and a relatively large Vmax (350 km s−1).
The mock galaxy properties are deliberately chosen to induce a large velocity dispersion. Panel b:
The assumed light profile, with nSérsic = 1. Panel c: The central spaxel LOS velocity distribution
(LOSVD). This is the distribution of the LOS velocities of all stars, weighted by their surface
brightness and PSF response, with the PSF centred on the central spaxel. The LOSVD corresponds
to the emission/absorption line profile expected for spaxels with zero intrinsic velocity dispersion.
Panel d: The observed LOS velocity map, found by calculating the mean of the LOSVD in each
spaxel. This map is blurry relative to panel a, which is a well-known consequence of beam smearing.
Panel e: The induced velocity dispersion map, found by calculating the standard deviation of the
LOSVD in each spaxel. The induced dispersion is largest in regions with large velocity gradients,
as expected. The red ellipse in all maps represents the MaNGA PSF centred on the central spaxel,
shown for scale.

has thus induced a non-zero velocity dispersion. For MaNGA observations, this effect will
broaden the gas emission lines and stellar absorption features, leading to overestimates
of the intrinsic velocity dispersion. In the right panel of Fig. B.8, we parameterise this
broadening via the standard deviation of the LOSVD in each spaxel, finduced

LOS . As expected,
finduced

LOS is large in regions that have a significant +LOS gradient, such as the galaxy centre,
but is relatively small in regions where +LOS is slowly varying. Although this mock galaxy
was designed to demonstrate the phenomena, the large central finduced

LOS ∼ 100 km s−1 shows
the need to consider the effect of differential disc rotation in our analysis. To see this,
consider viewing an idealised inclined disc rotator which has no intrinsic velocity dispersion.
Fig. B.8 warns that the observed velocity dispersion could overestimate the true value
by ∼ 100 km s−1. This could potentially lead to our wrongly classifying some rotation-
dominated galaxies as dispersion-dominated.

We now explore the dependence of finduced
LOS on key galaxy properties. The induced LOS

velocity dispersion is driven by strong gradients in +LOS, so we analyse three properties:
+max, A2 , and inclination (expressed in terms of 1/0). We consider finduced

LOS measured within
the central kpc, but the general behaviour is independent of the spatial scale.

In Fig. B.9 we show the relationship between finduced
LOS and each of the galaxy parameters,

varying only one parameter at a time. In the left panel we show that finduced
LOS decreases with

increasing 1/0. As the galaxy appears more face-on, the LOS component of the velocity
decreases, thus decreasing the spread of +LOS within a PSF beam. In the middle panel
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Figure B.9: The univariate relationships between finduced
LOS measured within the central kpc and the

intrinsic kinematics of mock galaxies. In the legend of each panel we show the assumed values of
the two galaxy parameters held constant. The induced velocity dispersion decreases with increasing
inclination (left panel), decreases with increasing 1/0, or decreasing inclination, (middle panel), and
increases linearly with +max (right panel).

we show that finduced
LOS decreases with increasing A2 . This is easily understood in terms of

the steepness of the rotation curve. The rotation curve flattens as A2 increases, thereby
reducing +LOS gradients and consequently finduced

LOS . Finally, in the right panel we show
that finduced

LOS increases linearly with +LOS. This is expected, since +LOS of every spaxel
increases linearly with +max (see equation 4.5), causing the width of the LOSVD to increase
linearly. Reproducing the linear relationship between finduced

LOS and +max is thus a success of
our method.

We find that finduced
LOS can be as large as 150 km s−1 in the central regions, but only in

extreme galaxies that have large+max, steep rotation curves and small 1/0. This demonstrates
the need to correct the observed fobs

LOS estimates from the dap, but we note that these extreme
galaxies are rare in practice. In the left panel of Fig. B.10 we show the distribution of
finduced

LOS estimated for the MaNGA galaxies in our sample that have good kinematic fits, and
note that the typical value is ∼ 50 km s−1. In the right panel we show the distribution of the
fractional error of the observed LOS velocity dispersion caused by differential disc rotation,
and note that the effect is typically small (∼ 10 per cent) and is unlikely to have a significant
effect on our results. Nonetheless, we estimate finduced

LOS for all galaxies that are well fit by
our inclined rotating disc model, and calculate fintrinsic

LOS using equation 4.11.

B.5 Tests on the stability of the results

In this appendix, we make subtle changes to the random forest analysis to test the stability
of our key result that the average velocity dispersion is the most important parameter for
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Figure B.10: The effect of differential disc rotation in the central kpc of MaNGA galaxies that
are well fit by our inclined rotating disc model. Left panel: The distribution of the LOS velocity
dispersion induced by differential disc rotation. Right panel: The distribution of the fractional error
of the observed LOS velocity dispersion, expressed as a percentage. In both panels, we report the
mean value, `, and the standard deviation, RMSE. These histograms show that effect of differential
disc rotation is typically small in the MaNGA survey. We nonetheless correct for it using equation
4.11.

predicting galaxy quenching. In Section B.5.1, we test for the influence of environmental
effects by removing satellite galaxies and focusing exclusively on centrals; in Section B.5.2,
we test different implementations of the kinematic model; and in Section B.5.3, we test the
effect of differential measurement uncertainty.

B.5.1 Removing satellites

In this paper, we have explored the relationship between quenching and intrinsic galaxy
properties, but we have not considered the role of environment in halting star formation.
Peng et al. (2010) show that the fraction of quenched galaxies depends strongly on the
local galaxy overdensity, such that galaxies in dense environments are more likely to be
quenched. This environmental dependence is understood by invoking a number of physical
mechanisms that either remove gas from galaxies, such as ram pressure stripping and tidal
interactions, or prevent them from accreting further gas from the intergalactic medium, in
a process known as ‘strangulation’ (e.g. Larson et al. 1980; van den Bosch et al. 2008).
The relative importance of intrinsic and environmental effects depends on the location of a
galaxy within the cosmic web. Intrinsic galaxy properties constrain the quenching of central
galaxies, whilst environmental properties play a more significant role in the quenching of
satellites.

Despite the expected difference between centrals and satellites, we do not conduct full
separate analyses of the two galaxy types. This is because our sample contains only ∼ 350
galaxies classified as satellites in the Yang et al. (2007) catalogue, which is insufficient to
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perform a robust statistical study using the random forest algorithm. We therefore analyse
the full sample together, containing centrals and satellites, and leave any analysis of the role
of environment for later work. This decision is supported by Bluck et al. (2020b), who
show that environmental effects dominate galaxy quenching only in low mass satellites.
Indeed, they find that high mass satellites quench similarly to centrals, and of the parameters
considered in their analysis, central velocity dispersion is the best predictor of their star
forming state. Thus, the role of environment appears to dominate for only a small subset of
the overall galaxy population.

Nonetheless, one may worry that including these relatively rare low mass satellite
galaxies in our study could contaminate the overall population and distort our results. For
example, galaxy morphology is known to correlate with the local galaxy overdensity, such
that elliptical galaxies are more commonly found in dense environments (e.g. Dressler 1980;
Cappellari 2016). Parameters that are closely related to morphology, such as + /f and _,
may have overestimated relative importances due to their consistency with the star forming
states of satellites in our sample that are quenched via environmental effects. In fact, we
find that _ and f are the joint most important parameters in a random forest analysis that
only considers the ∼ 350 satellite galaxies, albeit with large uncertainties on the relative
importances. To control for this effect, we remove all satellites from the sample, as well
as all galaxies that lack a classification in the Yang et al. (2007) catalogue, and repeat the
random forest analysis for the remaining ∼ 1200 central galaxies.

In Fig. B.11 we show the results of the random forest analysis applied only to central
galaxies. Once again we show the relative importance of each parameter on the y-axis, and
order the parameters from most important to least important along the x-axis. The key point
is that the ordering of the parameters is identical to that in Fig. 4.10 within the uncertainties,
and that the average velocity dispersion is the most important parameter in both analyses.
The quenching of central galaxies is known not to depend on environmental parameters
(Bluck et al. 2020b), so the good agreement between Figs. B.11 and 4.10 confirms that our
key results about the overall galaxy population are not artificially induced by our omitting
environmental parameters from the study.

We stress that the test in this appendix does not constrain the behaviour of satellite
galaxies. It simply demonstrates that our focus on intrinsic galaxy properties is justified for
the overall galaxy population, and that our results are robust for the population of central
galaxies. A proper, statistically significant treatment of quenching in satellites would need
to consider both intrinsic and environmental parameters, but it is not feasible with these data
and would require more than ∼ 350 galaxies.
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Figure B.11: The random forest analysis applied only to central galaxies. Removing satellite galaxies
has no effect on the ranking of the parameters (compare with Fig. 4.10), and the average velocity
dispersion is still the best predictor of galaxy quenching.

B.5.2 Modelling the kinematics

In this section of the appendix, we test the stability of the results by considering alternative
formulations of the kinematic model. It is important to note that it is not possible to know
which, if any, of these formulations is truly correct. The spirit of this section is to try a range
of reasonable approaches and show that our results are not dependent on the choice.

B.5.2.1 Testing the simple method

In Fig. B.12 we repeat the random forest analysis following four formulations of the simple
method introduced for high Sérsic index galaxies in Section 4.3.2: adopting the inclination
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Figure B.12: The random forest analysis for different versions of the high Sérsic index simple
method. ‘Simple Method Intrinsic’ calculates the inclination by comparing arccos((1 / 0)phot)
with the typical intrinsic axial ratio of spheroids, ‘Simple Method Isotropic’ assumes inc=60◦
expected from isotropy, ‘Simple Method Photometric’ adopts inc = arccos((1 / 0)phot), and ‘Simple
Method Edge-on’ assumes the galaxies are approximately edge-on with inc=80◦. The ordering of
the parameters is consistent within the uncertainties for all runs, and average velocity dispersion is
consistently ranked the most important parameter. This confirms that the imperfect nature of the
simple method is not responsible for our key results.

found by comparing arccos((1 / 0)phot) with the intrinsic axial ratio of spheroids found in
Appendix B.2 (‘Simple Method Intrinsic’); adopting an inclination of 60◦, the viewing
angle expected for isotropy (‘Simple Method Isotropic’); adopting the inclination angle
inc = arccos((1 / 0)phot) (‘Simple Method Photometric’); and adopting an inclination of
80◦, which corresponds approximately to viewing galaxies edge-on (‘Simple Method Edge-
on’). The orderings of the parameters in Fig. B.12 are identical for all four variants within
the uncertainties, and f is consistently and overwhelmingly ranked the most important
parameter. This confirms that our key findings are not dependent on our precise prescription
of the simple method.

The consistency of the analyses in Fig. B.12 may seem surprising, but it important
to remember that these tests only affect the high Sérsic index galaxies that have a failed
fit, which corresponds to only ∼ 20 per cent of the total population. Furthermore, the
assumed value of the inclination varies across all four versions of the simple method between
a minimum value of 25◦, for the ‘Simple Method Photometric’ run applied to galaxies
that just pass our data quality cuts, and a maximum value of 80◦, for all galaxies in the
‘Simple Method Edge-on’ run. As specified in equation 4.13, this allows V to vary at
most by a factor of sin(80)/sin(25) ∼ 2.3. Though this variation is significant in absolute
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Figure B.13: The random forest analysis for different versions of the kinematic model. The ‘Good
Fits Only’ test only considers galaxies that have a successful kinematic fit, the ‘Simple Method Only’
test assumes the simple method for all galaxies and does not use the kinematic model at all, and
the ‘Sérsic Fits Only’ test does not use the dap 6-band flux map in the kinematic modelling. The
average velocity dispersion is consistently ranked the most important parameter for quenching, which
demonstrates that our key result is not dependent on the precise prescription of the kinematic model.

terms, it represents the worst case scenario and is still generally too small to enable the
misclassification of genuine slow rotators as fast rotators, and vice versa. Thus, regardless
of the exact prescription, the simple method captures the state of the ordered rotation with
accuracy sufficient for our scientific aims.

We note that the ‘Simple Method Edge-on’ run does not remove spheroids with
arccos((1 / 0)phot) < 25◦ on the grounds that their true inclination is greater than 25◦

and that their large (1 / 0)phot is simply a consequence of the large intrinsic axial ratios of
spheroids. The good agreement of this run with Fig. 4.10 demonstrates that our removal of
high axis ratio spheroids form the sample in the fiducial analysis does not have a significant
influence on the results.

B.5.2.2 Testing the kinematic model

In Fig. B.13 we show the random forest for three further tests of the kinematic model. The
key point is that the ordering of the parameters is the same for all three tests, and the average
velocity dispersion is consistently the most important parameter for predicting quenching.
Together, these tests assume different methodologies for estimating the kinematics, and
their consistency provides strong evidence that our key result is robust and is not strongly
dependent on the choices outlined in Section 4.3. We discuss the three tests in order.
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First, in the ‘Simple Method Only’ test, we do not use our kinematic model at all, but
rather we model the kinematics of all galaxies using the simple method. We remind the
reader that the simple method is entirely independent of the kinematic model estimates,
and indeed it is a far more simplistic, non-parametric method for constraining kinematics.
Nonetheless, the random forest identifies f as the most predictive parameter, thus providing
independent support for our key result. The consistency of this test with the fiducial run
demonstrates that the simple method is sufficiently accurate for studying galaxy quenching.

We note that we do not apply the bias-correction to the simple method for nSérsic < 3
galaxies (see Section 4.3.2) here since it could introduce an additional artificial distinction
between nSérsic < 3 and nSérsic > 3 galaxies. Instead, we treat all galaxies equally and use the
simple method without any bias-correction. We are not as concerned about introducing an
artificial distinction between nSérsic < 3 and nSérsic > 3 galaxies in the fiducial run, since the
bias-correction is only applied to the 15 per cent of discs that are not well fit by the inclined
rotating disc model and it is therefore unlikely to have a significant impact on the results.

Second, in the ‘Sérsic Fits Only’ analysis, we estimate the kinematics using either the
kinematic model with the Sérsic flux map or the simplistic method. In other words, we do
not include any galaxies whose kinematics are determined using the kinematic model and
adopting the dap 6-band flux as the moment-1 map. Instead, we resort to the simple method
when the kinematic model together with the Sérsic flux map returns a fit that exhibits a
squiggle in the PV diagram, as described in Section 4.3.1. We recognise that the dap
6-band flux map is not an accurate representation of the true surface brightness since it
is PSF convolved. Nonetheless, this test demonstrates that the 6-band flux is sufficiently
representative of the true surface brightness for the purposes of studying galaxy quenching.

Finally, in the ‘Good Fits Only’ test, we only consider galaxies that have a good kinematic
fit, and we remove the 30 per cent of galaxies that are inconsistent with the kinematic model
rather than resorting to the simple method. The ‘Good Fits Only’ test thus constitutes our
sample with the most reliable kinematic estimates. It is important to recognise that the
high accuracy of this sample comes at the cost of lacking genuine slow rotators, which
are fundamentally inconsistent with inclined disc rotation and consequently have failed fits.
Indeed, the distribution of galaxies for this sample in the (+ , f) plane is missing the large f,
small + galaxies seen in Fig. 4.12. Nonetheless, the random forest analysis of this sample
is consistent with the fiducial run. This demonstrates that it is not only slow rotators whose
quenching is dominated by f, but the quenching of fast rotators is also predicted best by
velocity dispersion. This emphasises the key advantage off over _ for predicting quenching.
The dimensionless spin parameter is effective at identifying quenched slow rotators, but it is
not particularly effective at separating star forming fast rotators and quenched fast rotators,
as shown in Fig. 4.9. The average velocity dispersion, on the other hand, is effective at
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Figure B.14: The correlation analysis applied only to galaxies that have a good kinematic fit. This
sample thus contains the most reliable kinematic estimates, and does not use the simple method at
all. This figure has the same form as Fig. 4.11. Even when slow rotators are removed, quenching is
more strongly correlated with velocity dispersion (as measured by both the full and partial correlation
strengths) than with any other parameter in the set.

separating star forming and quenched fast rotators, where fast rotators with large f are
generally quenched and fast rotators with small f are generally star forming.

In Fig. B.14, we reproduce the correlation analysis for the ‘Good Fits Only’ sample.
Once again, even in this sample of galaxies that does not contain slow rotators, we find that
the correlations between ΔSFR and parameters other than f, - , are mostly incidental and
vanish when f is held constant. The correlation strength between ΔSFR and f, on the other
hand, is largely unchanged when - is fixed, showing that the average velocity dispersion is
the fundamental parameter for quenching.

There is one subtle difference between Fig. B.14 and Fig. 4.11. Here in Fig. B.14,
(
9
)−1

and
(
+
)−1 are negatively correlated with quenching, such that galaxies with larger ordered

rotation are more likely to be quenched, but the corresponding full correlations are positive
in Fig. 4.11, such that galaxies with smaller ordered rotation are less likely to be quenched.
The change in sign of the correlation is caused by there being only fast rotators in Fig. B.14.
As shown in Fig. 4.12, fast rotators show a strong positive correlation between f and+ , and
between f and 9 . Thus, for fast rotators, when f is free to vary, galaxies with large + and 9
are more likely to be quenched simply because they have large f. This is not generally true
when slow rotators are included in the sample, since f and + are not strongly correlated
across the full population of galaxies. We briefly note that the correlation strengths change
sign in Fig. B.14 when f is held fixed, and we explain this result in terms of extant gas in
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the disc in Section 4.5.

B.5.3 Testing the effect of measurement uncertainty

In this section of the appendix, we investigate the effect of measurement error on the ran-
dom forest analysis. The predictive power of a parameter will decrease as its measurement
uncertainty increases, so one may wonder whether the success of velocity dispersion in
predicting quenching is caused by it being more precisely measured than parameters that
relate to the ordered velocity. We test this possibility by adding increasingly significant
random noise to our estimates of f in the random forest, essentially to mimic the possib-
ility of significant differential measurement uncertainty. It is important to note that the
random forest’s tolerance of differential measurement uncertainty decreases with increased
correlation between variables in the random forest. Indeed when the parameters exhibit
no inter-correlations, there is no level of differential measurement uncertainty that could
result in a secondary parameter (i.e. not the fundamental predictor) being crowned as the
most important parameter, since the secondary parameters are completely independent of
the fundamental parameter and are therefore akin to random noise.

In Fig. B.15 we show the results of a random forest analysis that considers only f,+ /f,
+ , and a random parameter. The analysis thus directly compares the ordered and disordered
velocity for their effectiveness at predicting quenching. The colour coding reflects the
standard deviation of Gaussian random noise that has been added to f, both in the f term
and + /f term. As the noise increases, the relative importance of f decreases and the
relative importance of + increases. This is expected, since the addition of noise washes
out some of the information within f that is useful for predicting quenching. Nonetheless,
we find that the average velocity dispersion is the most important parameter even when
its measurement uncertainty is increased by 150 km s−1, which is certainly larger than the
typical error on + . The typical fractional error on the LOS velocity dispersion in the dap is
∼ 10 per cent (Westfall et al. 2019), so we estimate a pessimistic error on f of ∼ 50 km s−1.
Thus, even if f is measured three times more accurately than + , we still find than velocity
dispersion is the most important parameter for predicting quenching.

It is important to stress that the test in Fig. B.15 should not be interpreted as evidence
that the estimates of+ have measurement uncertainty 150 km s−1 larger than that of f. This
narrative is entirely inconsistent with the rigorous tests of our kinematic estimates presented
in Section 4.3.4. Indeed, if the estimates of + truly had measurement uncertainty as large
as 150 km s−1, it would not be possible to recover the tight Tully-Fisher and Mass-Velocity
scaling relations shown in Fig. 4.6, which have scatter about the best fit line < 50 km s−1.
These tight scaling relations prove that the estimates of+ are physical and good, and that their
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Figure B.15: Testing the effect of measurement uncertainty on the random forest analyses. We add
Gaussian noise to the average velocity dispersion, both in the f term and + /f term, with standard
deviation of the Gaussian noise distribution specified by the colour coding in the legend. Our result
that average velocity dispersion is the most important parameter for predicting quenching is robust
even when we add measurement uncertainty as large as 150 km s−1 to f. We thus confirm that our
key results cannot be attributed to the possibility that f is measured with greater precision than the
other parameters in this study.

poor performance in the random forest is simply because they are not useful for predicting
quenching. We thus conclude that although the parameters in our analysis likely have a
range of measurement uncertainties, it is infeasible that these differential uncertainties are
artificially inducing our key results.

The test in Fig. B.15 shows that + becomes the most important parameter only when
the measurement uncertainty on f is increased by ∼ 150 km s−1. We note, however, that no
amount of measurement uncertainty results in + /f being the most important parameter.
Indeed, f has the largest relative importance when low levels of measurement uncertainty
are added to f, and + has the largest relative importance when high levels of measurement
uncertainty are added to f. These data thus conclusively rule out the scenario in which
+ /f is the most important parameter for predicting galaxy quenching.
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