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Abstract

On Security of Machine Learning

Ilia Shumailov

Recent advances in machine learning (ML) changed the world. Where humans used to

dictate the rules, now machines hoard data and make decisions. Although this change

has brought real benefits, it has automated a significant amount human-based interaction,

opening it up to manipulation. Research has established that machine-learning models

are extremely vulnerable to adversarial perturbations, and particularly to changes to

their inputs that are imperceptible to humans but force them to behave in unexpected

ways. In this dissertation we take a rather unorthodox approach to ML security, and

look at the current state of machine learning through the lens of computer security. As a

result, we find a large number of new attacks and problems lurking at the intersection

of systems security and machine learning. In what follows, we describe the current state

of the literature, highlight where we are still missing important knowledge, and describe

several novel contributions to the field. We find that some characteristics of the field make

current security methodology much less applicable, leaving modern ML systems vulnerable

to an extremely wide variety of attacks. Our main contribution comes in the form of

availability attacks on ML – attacks that target latency of inference or model training.

We also explain how there are plenty other intersections with the model environment that

could be exploited by an attacker. One important insight is that the inherent limitations

of ML models must be understood, acknowledged, and mitigated by compensating controls

in the larger systems that use them as components.
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Glossary

ASIC Application-Specific Integrated Circuit

Availability In the context of computer security, NIST defines availability as timely

and reliable access to and use of information. In the context of machine learning

availability can mean many di↵erent things, depending on the sub-context. Our

attacks on inference availability in Chapter 2 a↵ect response latency, while attacks

on training availability in Chapter 3 reduce the reliability of the training procedure

and the speed of its convergence. In general, availability refers to the accessibility

and reliability of a given process.

Backdoor In computer security, backdoors usually refer to vulnerabilities that were

deliberately left in a system by the developer so they could exploit it later. In the

context of machine mearning, backdoors refer to predefined behaviours hidden inside

a model that allow the attacker to control its behaviour by presenting a specific

trigger.

BIM Basic Iterative Method

Black-box A black-box setting refers to a setup in which an attacker has no access to the

internals of the system under attack. In the context of machine learning it usually

refers to a setting where the attacker has to develop attacks on their own models

running on their own infrastructure, hoping that the same attacks would work against

the target system. There is no universal definition though, and ‘black-box’ can have

slightly di↵erent meanings depending on the context.

CNN Convolutional Neural Network

Confidentiality In computer security, confidentiality refers to an obligation to protect

the secrets of others. In the context of machine learning, attacks on confidentiality

usually focus on inferring properties of the underlying data, model or the training

process.

CV Computer Vision



DPSGD Di↵erentially private SGD

FGSM Fast Gradient Sign Method

FPGA Field Programmable Gate Array

GA Genetic Algorithm

GNN Graph Neural Networks

Integrity In Computer Security integrity refers to a property of an object not to have been

altered since the last authorised modification. In the context of machine learning

the relevant alteration usually means manipulation of the decision process of the

model by changing the data sample given to it.

L-BFGS Limited-memory Broyden–Fletcher–Goldfarb–Shanno algorithm

ML Machine Learning

NLP Natural Language Processing

PGD Projected Gradient Descent

Poisoning In machine learning, poisoning refers to a setting where model behaviour is

controlled for a specific set of data points, in contrast to a backdoor where behaviour

is controlled for all possible datapoints with a specific trigger.

ReLU Rectified Linear Unit

SGD Stochastic Gradient Descent

SVM Support Vector Machine

Transferability In adversarial machine learning, transferability refers to a setting where

an attack example is developed on one model to later be used on another model.

White-box A white-box setting refers to a setup in which an attacker has access to all

the information required to understand and replicate the system. In the context

of machine learning it usually refers to access to the hardware, model architecture

and model parameters, along with a capability to run an unlimited number of trial

computations.



Chapter 1

Introduction

In 2022, computers are ubiquitous and are slowly changing every aspect of our life. Com-

puter chips have become the new gold, with the world experiencing shortages and supply

being a matter of strategic contention between America and China. The dual-use nature

of computer technology makes it a critical military resource too; sanctions following the

Russia – Ukraine war have led to Russia’s advanced munition manufacturing being stalled

for lack of components. The conflict has also pushed cybersecurity to the national media,

where all aspects of o↵ensive and defensive computer capabilities are being discussed.

Although cybersecurity is still largely discussed through the lens of classic attacks such

as bu↵er overflows and use-after-frees, many of the attacks of tomorrow will be di↵erent.

Machine learning holds out the prospect of changing how many industries operate, just as

traditional computers did in the last century. It enables computers to solve tasks that were

previously deemed unsolvable, such as computer vision, vehicle autonomy and emotion

recognition – all with minimal supervision. So we will need to understand what security

means for machine learning. To take just two examples, the car industry needs to know

how robust their pedestrian-detection models are, and the military needs to know what

warfare will look like when machine learning gets to guide weapons and direct the platforms

from which they are launched. These questions are clearly critical, yet we do not really

have an answer to either of them. In this thesis, we make some first steps towards un-

derstanding machine learning security and reason about it both theoretically and in practice.

Machine learning (ML) has revolutionised modern computer systems and as a result,

many more tasks are now fully automated and model-driven. Despite the impressive

performance of deep neural networks, it was quickly discovered that the underlying models

are extremely sensitive in that an attacker can find small, sometimes even imperceptible,

perturbations to control the behaviour of the underlying model. Figure 1.1 shows an

example of such an adversarial example – an input sample that is designed to force a

model to treat a bird picture as an automobile. (The tiny perturbations to the colour of

15



(a) (b) (c)

Figure 1.1: An example of an adversarial example against a neural network solving
CIFAR10 task. A picture in (a) is classified by a model as a bird, whereas if one were to
add a perturbation (b) to it, the same model would treat it as an automobile. Combined
(a)+(b) is shown in (c). Note that (b) is normalized to make it perceptible.

each pixel are amplified to make them visible in these images.)

This discovery led to birth of the field of adversarial machine learning, where we research

how to attack and defend ML models. At first this was mostly driven by research into

the underlying mathematics and constructing less sensitive functions e.g. by adversarial

training. Yet , this has surprisingly little e↵ect on the security of the larger systems in

which models are embedded, since the same models are still vulnerable to other attackers

and also su↵er from reduced utility. Using approximating functions that are less sensitive

does not necessarily make anything more or less secure in practice. An attacker is rarely

limited by perturbation size and may prefer seizing control of the model to keeping an

attack imperceptible according to some academic metric.

This realisation is lead to the creation of a new field – the security of machine learning –

where instead of looking at ML in isolation, we analyse it in the context of its environment,

dependencies and requirements. Work we have been doing over the course of the PhD

makes an early contribution to this literature, and in particular pioneers three new classes

of attacks and defences.

1.1 Related work

In this section we will cover the general concepts needed to understand the state of modern

machine learning models and how they interconnect with existing computer systems. Note

that we discuss more relevant related work in more detail in later chapters. We urge the

reader to keep in mind that while most machine learning models are expected to work on

average, security engineers study system manipulation in the presence of capable attackers

i.e. in the worst case scenario.

16



1.1.1 Machine learning

At time of writing, machine learning has grown to become a large and diverse field – its

techniques are now dominating data analysis everywhere from cooling datacenters1 to

protein folding [159]. Where previously humans had to encode information and hand-

craft features, neural networks acquire their own knowledge themselves [13], sometimes

even without supervision [100]; where previously if-statements were making decisions,

representation learning now governs more and more.

Most modern learning is powered by a number of breakthroughs: neural networks [119,

150, 125], back propagation2 [89, 151], and stochastic gradient descent (SGD) [149], in

the presence of large quantities of data and computing power . The first are functional

approximators that in the limit can get arbitrary precision [36, 74, 113]; the second and

the third are methods to train neural networks in a computationally feasible manner for

arbitrary setups [110] . In essence, back propagation allows us to di↵erentiate a loss function

with respect to the weights one layer a time in a chain, making training e�cient and

computationally feasible, with the result that neural networks are a viable tool for a very

wide range of pattern-recognition tasks.

To understand the intrinsic security problems it is important to understand the basic

building blocks of a modern machine learning pipeline.

1.1.2 Adversarial machine learning

ML is about teaching machines to solve problems. Problems here are defined as finding a

function f : X ! Y parametarised by ✓ that takes a given set of inputs x 2 X and produces

a given set of outputs y 2 Y : f✓(x) = y. ML attempts to find just such a function.

These functions can take many di↵erent forms. In this thesis we work with neural

networks, which are functions that are commonly represented as separate blocks (M in the

following case) that interact with one another:

f✓ = fM✓M (...f1✓1(f0✓0(x))). (1.1)

Here, ✓ is a combination of parameters of individual subfunctions {✓N , . . . , ✓0} also known as

layers. Two most commonly used types of neural networks are feedforward neural networks,

where each individual block is a linear function and convolutional neural networks, where

some layers contain convolutional elements. Usually, each layer is separated by some

non-linearity, referred to as an activation function. An example is the rectified linear unit

1https://deepmind.com/blog/article/deepmind-ai-reduces-google-data-centre-cooling-bill-40
2It is hard to attribute the invention to a single work, see https://people.idsia.

ch/~juergen/critique-turing-award-bengio-hinton-lecun.html and https://people.idsia.ch/

~juergen/who-invented-backpropagation.html for a discussion.
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(ReLU), famously designed after our brains [57]:

ReLU(x) = max (0,x). (1.2)

Given this functional parametrisation we turn to how one finds a well-performing ✓

parametrisation. The process of parameter searching is referred to as ‘training’, which is

done using a cost function L also known as a ‘loss’. The loss measures how well current

function parametrisation works for the underlying data distribution pdata:

L(✓) = Ex,y⇠pdata
L(f✓(x),y). (1.3)

For example, it is common to use a cross entropy distance between the true distribution

and the current output in classification tasks. To train a function, we need to compute an

update with respect to the parameters ✓ – in other words we try to find how to change ✓ to

reduce the error computed in Eq. 1.3. Often, computation of the error is not done over all

of the data sampled from pdata, but rather over a mini-batch k of a fixed size B:

L(✓) =
1

B

kB+BX

i=kB+1

L(f✓(xi),y). (1.4)

We now can compute the update r✓L(✓), also referred to as the gradient. We usually

compute the gradient of each individual layer one by one and use a chain rule with

back-propagation. Having computed it, we then update ✓i+1 = ✓i �r✓iL(✓i) and keep on

performing this operation until the desired error rate is achieved. Update over all the data

is referred to as Gradient Descent, while update over a randomly selected mini-batch of

size > 1 is called Stochastic Gradient Descent. We now turn to how we can attack models

f✓ using adversarial examples.

Adversarial examples are di↵erent yet similar datapoints x0 that result in a di↵erent

outcome of the function f(x0) = y0 and f(x) = y, where y0 6= y. Usually these are

formulated as f(x+ �) = y0, ||�||p < ✏ and are called epsilon-bounded attackers. The way

to read this is: can one find a change � to a datapoint x whose maximum size is ✏?

Adversarial examples are commonly attributed to two seminal papers explaining attacks

on SVMs [16] and neural networks [177] respectively. The idea is brilliantly simple: rather

then computing the loss with respect to the parameters r✓L, we compute it with respect to

the input x to find the change rxL required to manipulate the output of f✓(x+rxL(✓)).

Since their discovery in 2013, researchers have developed a large variety of similar attacks

that work in a very large number of di↵erent settings. For example, Papernot et al. removed

the need to perform attacks in the white-box setting, i.e. require direct access to the model to

compute the gradient, and showed how to perform attacks in a black-box setting i.e. with no

18
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Figure 1.2: A commonly used ML pipeline in practice. Despite being relatively simple,
in this thesis we demonstrate that an attacker can manipulate the ML model using other
parts of the overall system. This in turn illustrates, that security assessment of machine
learning should not be done in isolation, but rather should take into the account all stages
of the underlying pipeline.

direct access and no assumptions about the functional form of the model [140]. significantly,

it was discovered that attacks can be transferable i.e. attacks that work against one model

often work against another [185]. This is bad news for defenders, since it means that

attacks developed o✏ine may work against other models online, making attacks scalable.

Since then, other types of adversarial example have been discovered, targeting not only

Integrity [16, 177, 140], but also Confidentiality [184, 26, 188, 17]; the work reported in

this thesis added Availability [169, 168].

Figure 1.2 shows a generic ML pipeline as used in practice. Here, data is preprocessed

before being passed to the model; the model in turn produces outputs and normalises

them in some way; the outputs are then described using an explanation technique; the

results are visualised to the user; finally, all of the above is done using some hardware

and software platform. An attacker can hide in any part of this pipeline. We will now go

through each individual transition and describe the attacks that are known to a↵ect it.

Data: The data component of the pipeline presents one of the largest attack surfaces.

If the attacker can control what data are supplied to the model, they can practically

force the model to behave in almost any way they want. Such attacks are usually called

backdoors or poisoning attacks e.g. Gu et al. [63], but they do not stop there. Chapter 3

of this thesis also describes an attack that exploits the data supply chain by reordering

data to a↵ect model training [168].

Preprocessing: The preprocessing part of the pipeline presents another significant

attack vector. Recent work showed that an attacker can craft images that target downsam-
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pling in the preprocessing step [143], and it is clear that similar methods could work for

other transformations. In other work we hypothesise that any preprocessing steps bring

issues where model perception di↵ers from that of a human working with the same data [18].

An example of the attack could populate the input of NLP models with stopwords3, which

are removed for the ML model, but remain visible to humans working with the same data.

Model: Adversarial examples present the largest post-training attack vector on the

model itself. Models can be manipulated by maliciously chosen inputs to behave in

arbitrary ways in a variety of di↵erent settings, a↵ecting model integrity, confidentiality

and availability.

Output: Model outputs are often stored in a non-normalized unprocessed form to be

further propagated to other systems. No attacks have been proposed here as of yet, but

we hypothesise that this stage will become a source of vulnerability in the future.

Explanation: Algorithms used to explain machine learning have been shown to be

susceptible to attacks [39, 170]. These normally break the base assumptions behind the

explanation algorithm, and allow for manipulation of the explanations they provide.

Visualisation: BadCharacters [18] and Adversarial Preprocessing [143] are examples

of an attack against the visualisation part of the ML pipeline.

Hardware: Hardware has been targeted by a variety of attacks. For example, our

sparsity-based Sponge examples introduced in Chapter 2 show that an attacker can slow

down model computation by targeting hardware sparsity optimisations [169]; Rakin et al.

weaponized BitFlips in neural network execution to manipulate neural networks [145]; and

Boutros et al. showed how to exploit ML on shared FPGAs by draining voltage [19].

Whole-pipeline attacks: There has been only a handful of attacks that exploit the

pipeline as a whole, with our natural language Sponge examples being perhaps the most

prominent example because they do not require the pipeline to be di↵erentiable [169].

1.2 Defences and Detection

At the time of writing, we are still struggling to understand how to protect machine

learning. In many cases, we are still struggling to define what we are trying to defend in

the first place. Of current research directions, the most prominent may be adversarial

training [58, 196] – a technique that changes the training regime so as to incorporate known

adversarial examples in the training loop, thus exposing the model to the attack samples

before they come its way. Although it does help model sensitivity i.e. limits how ✏-bounded

attacks a↵ect the model performance, it has limited e↵ect on model security – adversarial

examples still exist, just outside of the ✏-volume 4. It is worth noting that adversarial

3Commonly used words that are removed as they carry little useful information
4In personal conversations with prominent people in the field of adversarial machine learning this

opinion is still unpopular – there exists a belief that adversarial examples could somehow be solved.
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training also introduces adversarial examples in its assumption of ✏-volumes [186], so the

fight against adversarial examples goes on.

Method Description Papers

Behavioural learning Learning what normal and adversarial behaviours are
[48, 137, 112, 108, 183, 123, 61, 192]
[70, 109, 38, 105, 71, 106, 114]

Enforcing behaviour Enforcing behaviour and detecting deviation [165, 166? , 162, 201, 70]
Data characteristics Characterising/Manipulating data to detect when properties di↵er [122, 183, 61, 70, 109, 105, 38, 106, 114, 69]

Characterisation of attacks (OpSec) Detecting attack specific behaviours
[28, 108, 183, 123, 61, 162, 192]
[201, 70, 109, 105, 38, 71, 106, 114]

Confidence discrepancies Detecting oddities in confidence distributions [48, 69, 70, 109, 105, 38, 71, 106]
Gradient manipulation Forcing gradient-based attacks to follow gradients into honeypots [162, 201]
Diversity and statistics Manipulating data or model(s) to detect statistical membership [61, 192, 70, 69, 109, 105, 38, 71, 106]
Information Hiding Detection relies on the information hidden from the attacker [165, 166? , 28, 162, 201]
Bayesian OOD Detection Bayesian approaches to using uncertainty for anomaly detection [97, 193, 116]

Table 1.1: Classification of di↵erent detection mechanisms in the current literature.

The second research direction is adversarial example detection, in which there has been

significant progress. Unlike adversarial training – which tries to answer the question of

data point class membership – detection tries to decide if it needs to make a decision at all.

There is some work highlighting the similarity of classification and detection [187], yet they

serve rather di↵erent goals. Where one tries to classify an individual datapoint, detection

aims to describe data space that bears semantic meaning – in its setting it is very close to

data shift detection [144]. Ideally a classifier should understand if datapoints shown to it

have semantic meaning, yet recent research moves in the opposite direction [69, 71].

At time of writing we can identify nine main approaches taken in to adversarial example

detection which we list in Table 1.1. Most of them try to learn what normal behaviour

looks like and detect deviation from it. This ‘normality’ can emerge from data, from a

model or even from attack behaviors. At the same time, there is a handful of detectors

that instead of learning some aspects if behaviour enforce them; the system we present in

the first chapter falls into this category.

1.3 Meta

Over the course of the PhD I have contributed to a (very) large number of papers. I have

met incredible students, supervisors and co-authors, and have seized many opportunities

to exchange ideas and write papers. Moreover, I visited three universities, supervised four

di↵erent courses for over 150 hours, taught more then 100 students and learned a great

deal from each single one of them. Below, in no particular order I list a few of the papers

I contributed to, including the papers where I took a lead (significant contributions are

marked with a *)5:

1. Towards Certifiable Adversarial Sample Detection

5I am absolutely grateful to the current state of the field, where I can collaborate, co-author and
exchange ideas across a range of topics.
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by Ilia Shumailov*, Yiren Zhao, Robert Mullins, Ross Anderson.

ACM CCS Artificial Intelligence and Security (AISec 2020)

(CHAPTER 1).

2. Sponge Examples: Energy-Latency Attacks on Neural Networks

by Ilia Shumailov*, Yiren Zhao, Daniel Bates, Nicolas Papernot, Robert Mullins,

Ross Anderson.

IEEE European Symposium on Security and Privacy (EuroS&P 2021)

(CHAPTER 2).

3. Manipulating SGD with Data Ordering Attacks

by Ilia Shumailov*, Zakhar Shumaylov, Dmitry Kazhdan, Yiren Zhao, Nicolas Pa-

pernot, Murat A. Erdogdu, Ross Anderson.

Conference on Neural Information Processing Systems (NeurIPS 2021)

(CHAPTER 3)

4. Towards More Robust Keyword Spotting for Voice Assistants

by Shimaa Ahmed, Ilia Shumailov*, Kassem Fawaz, Nicolas Papernot.

USENIX Security Symposium 2022.

5. Bad Characters: Imperceptible NLP Attacks

by Nicholas Boucher, Ilia Shumailov*, Ross Anderson, Nicolas Papernot, Ross An-

derson.

MR at Security and Privacy (S&P).

6. Markpainting: Adversarial Machine Learning meets Inpainting

by David Khachaturov, Ilia Shumailov*, Yiren Zhao, Nicolas Papernot, Ross Ander-

son.

International Conference on Machine Learning (ICML 2021).

7. Turning Up the Dial: the Evolution of a Cybercrime Market Through

Set-up, Stable, and Covid-19 Eras cybercrime

by Anh Viet Vu, Jack Hughes, Ildiko Pete, Ben Collier, Yi Ting Chua, Ilia Shumailov,

Alice Hutchings.

Internet Measurement Conference (IMC 2020).

8. Blackbox Attacks on Reinforcement Learning Agents Using Approximated

Temporal Information

by Yiren Zhao, Ilia Shumailov*, Han Cui, Xitong Gao, Robert Mullins, Ross Ander-

son.

Dependable and Secure Machine Learning (DSML 2020).
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9. Towards Automatic Discovery of Cybercrime Supply Chains

by Rasika Bhalerao, Maxwell Aliapoulios, Ilia Shumailov, Sadia Afroz, Damon

McCoy.

Symposium on Electronic Crime Research (eCrime 2019).

10. To compress or not to compress: Understanding the Interactions between

Adversarial Attacks and Neural Network Compression

by Yiren Zhao, Ilia Shumailov*, Robert Mullins, Ross Anderson.

Second Conference on Machine Learning and Systems (MLSys 2019).

I used the three top papers from this list as the basis for the three main chapters of

the PhD. For each of these papers, I did almost all of the work, where my co-authors

performed crucial supervisory roles in their respective fields. For all papers Ross Anderson,

Robert Mullins and Nicolas Papernot purely supervised. Yiren Zhao did minimal coding

for all three chapters and contributed to discussions; Dmitry Kazhdan helped with DPSGD

attacks on GNNs which never made it to the final version of the paper; Daniel Bates

did initial development of the hardware accelerator used in Chapter 2, which was later

changed by me; and both Zakhar Shumaylov and Murat A. Erdogdu helped develop the

proofs in Chapter 3 and the paper appendices.

The first chapter presents the first certifiable detection mechanism that I developed,

which enforces specific model behaviour and detects deviations from it with near-zero

overhead; chapters two and three cover availability attacks on test and training times

respectively – the first attacks of their kind to target latency aspects of modern ML.

Overall, my co-authors and I have made a number of contributions that had real-world

impact. First, we produced the first availability attack that can work against currently

deployed ML-as-a-Service. We showed that one does not require many assumptions to slow

down existent machine learning, and that one can do so in a black-box attack even over a

network. I have also contributed to a variant of the same attack that is imperceptible to

human eyes [18]. Second, we have shown that security of a machine-learning model can be

compromised by something as simple as reordering the data supplied to it [168]. Indeed,

an attacker in a black-box mode can even backdoor a model through data reordering.

Most interestingly, when we reported the attacks to the big tech firms they were not

sure what to do with them. For example, a prominent tech company dismissed our attacks

with the argument that they are neither security problems nor machine learning problems;

as they lie somewhere in between, neither their security team nor nor ML one wanted

to know. Nonetheless the attacks themselves are now listed in the MITRE ML attack

framework. It is becoming clear that a lot more needs to be done to understand and

counteract them6.
6https://github.com/mitre/advmlthreatmatrix/
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Finally, we consider this PhD to sound a warning about the cyberweapons of the future.

It is frightening how well modern ML works, despite very little human supervision. For

example, a Sponge attack launched against Microsoft Azure over a network caused signifi-

cant degradation of performance, with no components in the pipeline being di↵erentiable.

Noting Bruce Schneier’s vision of tomorrow’s AI warriors [155], we fear that automated

attacks on ML models and the systems that depend on them will form one basis of warfare,

with infinite capacity to learn and no remorse. We, as a society, need to rethink what it

means to wage war and what makes us human – this question is much deeper than just

following Asimov’s Laws of Robotics.
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Chapter 2

On Detection of Adversarial

Examples

Convolutional Neural Networks (CNNs) are deployed in more and more classification

systems, but adversarial samples can be maliciously crafted to trick them, and are becoming

a real threat. There have been various proposals to improve CNNs’ adversarial robustness

but these all su↵er performance penalties or have other limitations. In this chapter, we o↵er

a new approach in the form of a certifiable adversarial detection scheme, the Certifiable

Taboo Trap (CTT). This system, in theory, can provide certifiable guarantees of detectability

of a range of adversarial inputs for certain l1 sizes. We develop and evaluate several

versions of CTT with di↵erent defense capabilities, training overheads and certifiability

on adversarial samples. In practice, against adversaries with various lp norms, CTT

outperforms existing defense methods that focus purely on improving network robustness.

We show that CTT has small false positive rates on clean test data, minimal compute

overheads when deployed, and can support complex security policies.

2.1 Introduction

Convolutional Neural Networks (CNNs) give the best performance on visual applications

[5, 95, 147] and are now being used in safety-critical applications, including autonomous

vehicles [47], face recognition [157] and human action recognition [82]. However, as we

noted in the introductory chapter, perturbations can be crafted to trigger misclassifications

that are not perceptible by humans [58]. Researchers have demonstrated adversarial

samples that can exploit face-recognition systems to break into smartphones [25] and

misdirect autonomous vehicles by perturbing road signs [46]. These adversarial samples

can be surprisingly portable [140]. Samples generated from one classifier transfer to others,

making them a potentially scalable threat to real-life systems.

Since most of these attacks use neural network gradient information to generate
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perturbations [58], the obvious defense is to improve the networks’ classification robustness,

such as by training classifiers with adversarial images. Such adversarial training significantly

increases the performance of CNNs on adversarial samples but falls short in three ways.

First, it assumes the defender has prior knowledge of the attacks; second, the defense is

not certifiable; third, building a fully robust model is still an unsolved question [156]. In

this chapter, we look at a di↵erent defense strategy, namely adversarial sample detection.

Researchers have shown that many adversarial samples are detectable, and detection

methods can be built without prior knowledge of attacks [122].

Our first foray into this subject was the Taboo Trap detection scheme, whose focus is

on finding excited neurons driven beyond a pre-defined range by adversarial perturbations.

The basic idea was that you raise your child to be polite and well-spoken, but when

they go o↵ to school they rapidly learn some words that cause your mother to raise her

eyebrows! This taboo-breaking signals that the child has been exposed to some adversarial

samples in the playground. Building on this analogy, is it possible to train a DNN so that

certain outputs are avoided (‘taboo words’) or even certain intermediate activations (‘taboo

thoughts’)? The answer turns out to be yes, and we presented this work in 2018 [165].

However our first prototype raised as many questions as it answered. If di↵erent taboos

are used to diversify di↵erent instances of a model, in a way analogous to cryptographic

keys, then how many of them are there? And how can we be sure how well the mechanism

works at all? This made it clear to us that we needed to refine the Taboo Trap concept

into something about which we could give guarantees.

The result of this work is a mechanism, the Certifiable Taboo Trap (CTT), that combines

the original Taboo Trap detection with numerical bound propagation, making the detection

bounds on CNN activation values certifiable against certain input perturbation sizes. For

input perturbations at a particular l1 value, CTT can verify detection, meaning that

CTT guarantees that detected samples are indeed adversarial inputs. As illustrated in

Figure 2.1, certifiable detection provides a new angle to the problem of provable defense

guarantees for adversarial samples compared to existing certifiable robustness research.

In this chapter, we propose three versions of CTT: lite, loose and strict. CTT-lite

requires no additional fine-tuning of a pretrained model, and can provide basic protection

against weak adversaries. CTT-loose retrains on a random set of selected activations with

propagated numerical interval bounds, and provides a loose guarantee that all samples

detected are adversarial. Finally, CTT-strict fine-tunes with stricter numerical interval

bounds, and thus can provide the same guarantee as CTT-loose on attackers with small

l1 values; in addition, CTT-strict can verify detection on a pre-defined range of l1 values.

The contributions of this chapter are:

• a novel certifiable detection scheme for adversarial samples;

• an open-source implementation with fully reproducible results;
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(b) Certifiable Detection with CTT

Figure 2.1: An intuitive comparison between certifiable robustness and detection. Certifi-
able robustness builds an lp volume of provable performance around natural data samples
and provides no guarantees outside of this volume. Certifiable detection on the other hand
builds very small lp volume around natural data where we guarantee no detection. We
also guarantee, for samples outside the ball, that CTT-loose detection is possible and
CTT-strict detection will always happen in the declared range. The presented shape for
CTT-strict is arbitrary; any regions that are non-overlapping with natural samples can be
certified.

• CTT-lite, a new detection method that is fine-tuning free but has limited defense

capability;

• CTT-loose and CTT-strict, which both ensure that all detected samples are adver-

sarial, while the latter guarantees detection with a particular range of pre-defined

l1 bounds;

• detection results for all versions of CTT;

• the first empirically demonstrated certifiable detection schemes with above 90%

detection ratios of all tested attacks on MNIST.

2.2 Related Work

The field of adversarial machine learning has seen a rapid co-evolution of attack and defense

since its discovery in 2013 [16, 58]. The fast gradient sign method (FGSM) is an early

adversarial attack that generates perturbations using the signs of the network gradients,

and is still a simple yet e↵ective way of finding adversarial samples [58]. The FGSM attack
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can be extended in an iterative way to look for smaller perturbations, giving the Projected

Gradient Descent (PGD) Method or the Basic Iterative Method (BIM) [98, 115]. Many

alternatives to BIM exist and focus on minimizing the l1 or l2 distances. DeepFool [127] is

a more advanced iterative attack that linearizes misclassification boundaries of the network

at each iteration and moves along the direction that gives the nearest misclassification.

The Carlini & Wagner attack (CW) has improved adversarial sample search by directly

optimizing the di↵erence between correct and incorrect logits [24]. However, a strong

adversarial image, i.e. an adversarial sample satisfying a number of strong constraints

such as perturbation size or classification confidence, is time-consuming to generate since

it requires a large number of search iterations and binary search steps. Many of the

attacks can change their optimization focus or be constrained on certain lp norms in an

iterative run. In our setup, we use the term lp-bound attack to di↵erentiate the same

attack bounded by various lp norms.

An interesting feature of adversarial samples is their transferability [178, 204, 58].

Adversarial samples that work well on a given neural network often transfer to a di↵erent

type of network trained to solve a similar task. This makes black-box attacks possible.

Another way of finding black-box attacks is using estimated instead of true gradients [14].

Estimation involves building an output distribution based on information queried from

the target model.

Many defenses against adversarial attacks have been proposed, most of which aim at

improving classification robustness. Adversarial training adds adversarial samples to the

training process, helping the model learn how to deal with an attacker [58, 98]. Pang

et al. use an ensemble of models to increase decision robustness [138], while Mustafa et al. use

class-wise disentanglement to restrict feature maps crossing decision boundaries [128].

However, Schott et al. showed that even building robust classification on the small MNIST

data remains an unsolved problem [156]. They also proposed the analysis and synthesis

(ABS) method using class-conditioned data and demonstrated better robustness on the

MNIST classification task.

Many researchers have tried to detect adversarial samples [122, 112, 123, 162]. Magnet

detects adversarial samples by inspecting the reconstruction error of a trained autoen-

coder [122]. SafetyNet proposed SVM classifiers to recognize adversaries through neural

activation patterns [112]. However, both of these detection methods rely on auxiliary

components, which have two main problems. First, they impose a significant computa-

tional overhead. Second, an adversary might obtain a copy of the defense and devise an

adversarial sample to defeat it [23, 28].

Another e�cient detection scheme is our earlier Taboo Trap system [165], where a

random subset of neurons are constrained in training and an alarm is set o↵ when some

threshold of them become overly excited. This imposes essentially no extra runtime
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computational cost, and the constrained subset of neurons can be picked randomly, giving

a key that can be di↵erent each time the network is trained. This makes Black-box attacks

more challenging as there can be multiple independently-keyed networks each of which

is vulnerable to di↵erent adversarial samples [166]. Our later work builds on the Taboo

Trap, and answers the question of how to make adversarial sample detection certifiable. It

also establishes the optimal numerical range limit on neurons, and significantly improves

the detection performance of Taboo Trap.

This work can also be viewed as being related to certifiable robustness where the

prediction of a data point x is verifiably constant with perturbations of a certain lp norm.

When queried with the input data x, x will be perturbed by isotropic Gaussian noise

and multiple inference runs are executed on a base classifier f [35, 104]. In this way, the

returned classification provides the most probable prediction made by f with a Gaussian

corrupted x. Meanwhile, certification of adversarial samples can be achieved using bound

interval propagation, which is becoming established as a means of formal verification of

neural networks [59, 40, 194, 195, 54, 126, 88]. Several prior works have studied e�cient

relaxation methods for computing tight bounds on neural network outputs [194, 195]. Our

Certifiable Taboo Trap uses bound-interval propagation, but its focus is on certifying

out-of-bound values in a set of randomly sampled intermediate activations. The interval

bounding is a simple integral bound so the computation overhead is minimised [126].

2.3 Method

This section is structured as follows. Section 2.3.1 introduces taboo trap and describes the

intuition behind it. Next, Section 2.3.2 provides a theoretical interpretation of the mecha-

nism. Section 2.3.3 then introduces interval bounds propagation, a technique that we use to

provide certification for taboo trap mechanism as is described in Section 2.3.4. Section 2.3.5

introduces the CTT-lite, a non-regularised variant of CTT and Section 2.3.6 introduces

CTT-loose and CTT-strict. Finally, Section 2.3.7 describes the training procedure.

2.3.1 Taboo Trap: A Practical View

The method described here develops and extends the Taboo Trap originally presented

in papers in 2018 [165] and 2019 [166]. First, we will explain the technical details of the

Taboo Trap method and then demonstrate the extension made for producing a relaxed

guarantee that a certain l1 bound attacker will always be detected.

Taboo Trap is based on the idea that neural network activations can be trained with

extra regularisations to bound a set of activations inside a certain numerical range. No

training set inputs drive this chosen set of activation values out of range. So if a ‘taboo’

activation is seen, it signals that the current input may be adversarial. As di↵erent
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instances of the model can be trained with di↵erent taboo sets, we coined a term of a

transfer function, which essentially served as a neural-network crypto key. In the original

Taboo Trap, we made use of the nth-max percentile activation bounds profiled from

a trained network [165]. We later used polynomial keys [166]. Yet the detection rates

reported were less than ideal: the nth-max percentile function only detected weak attackers,

while polynomial-based detectors showed good detection rates on transfer attacks but

performed worse under direct attack.

We hypothesised that its performance was related to the choice of transfer functions,

yet struggled to explain why some attackers could not be detected. While our experiments

showed a practical ability to detect adversaries, we had little theoretical understanding of

how and why it worked.

2.3.2 Taboo Trap: A Theoretical View

In this section, we provide the theoretical understanding of how one can detect adversarial

examples in the high-dimensional activation space. Assume that we have a linear function

f(x) = ax+ b for simplicity. The simple integral bound of the linear function with input

bounded between xmin and xmax is bounded by f(xmin) and f(xmax).

Figure 2.2a presents how the original Taboo Trap will instrument the function f with a

nth max percentile transfer function. xmin and xmax represent the minimum and maximum

values x can take. Since network inputs are bounded, the intermediate layers should receive

inputs that are also bounded, regardless of non-linearities. Being monotonic functions,

f(xmin) and f(xmax) present the minimum and maximum values that the function f can

naturally assume. If Thigh represents the Taboo Trap threshold; we have:

(a) Original Taboo Trap. (b) False positives (in red). (c) Undetectable range (in blue).

Figure 2.2: Taboo Trap visualisation. xmin and xmax here refer to the minimum and
maximum values for a given x. Since the fs used in commonly used neural networks
are either increasing or decreasing, one can compute the corresponding maximum and
minimum values. If x is from the original data distribution, a strict bound causes them to
be detected as adversarial samples, the red area shows the false positive samples (middle
figure). If x is an adversarial sample, loose bounds cause detection fail on adversarial
samples with small l1 values (blue part in figure on the right).
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8
<

:
f(x)  Thigh Benign

f(x) > Thigh Malicious
(2.1)

We define an adversarial sample x̂ = x + ✏, with its l1 norm having the size of ✏.

With di↵erent detection thresholds (Thigh), we can have natural samples becoming false

positives or adversarial samples becoming undetectable. Figure 2.2b shows the scenario

when Thigh < f(xmax): there exists a clean sample x with an output f(x) being in between

Thigh and f(xmax). This causes natural samples to be misclassified as adversarial (false

positives). Figure 2.2c presents the case that Thigh > f(xmax): adversarial samples x̂ can

generate output f(x̂) smaller than Thigh so that it becomes undetectable by the Taboo

Trap framework. In summary:

8
<

:
Thigh > f(xmax) Missed detection

Thigh < f(xmax) False positives
(2.2)

Consider r = |f(xmax)� Thigh|, it means

• if r equals to zero, the adversarial samples will always get detected.

• for a given r it is easy to compute what type and how many of perturbations will go

undetectable.

• as we mentioned in the original Taboo Trap paper, there is a direct measurable

trade-o↵ between false positives, accuracy and detection rate.

Using the method defined above, it becomes apparent that all monotonic transfer

functions should theoretically work in Taboo Trap, and have a trade-o↵ between accuracy,

false positive and detection rates.

Perturbations can also exist in the range between xmin and xmax. The original Taboo

Trap paper observed that better detector performance is achieved by setting a small

threshold value, but then training becomes hard. Our hypothesis is that reducing the

distance between xmin and xmax leads to a reduced number of perturbations in the natural

image range.

It is also worth noting that in this chapter detection occurs on post-ReLU activation

values, and only the positive numerical range and the positive numerical threshold (Thigh)

are considered. In practice both Thigh and Tlow can be used with other activation functions

such as LeakyReLU. For simplicity, we use Tl to represent a layer-wise threshold scalar in

later descriptions.
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2.3.3 Interval Bound Propagation

For simplicity, we consider a feed-forward CNN F consisting of a sequence of convolution

layers, where the lth layer computes output feature maps xl 2 RCl⇥Hl⇥Wl . xl is a collection

of feature maps with Cl channels of Hl ⇥Wl images.

The first stage of CTT is to compute the activation bounds from a pretrained network.

In this chapter we use Interval Bound Propagation (IBP) method [59]. Given the pretrained

weights and the numerical bounds of inputs, CTT computes the numerical bounds for each

layer in the CNN. Assuming the a set of lower and upper bound for layer l is (Blow

l
, Bup

l
),

where Blow

l
is the lower bound and Bup

l
is the upper bound respectively, we have

Blow

l+1
= Convb(Wl, B

low

l
)

Bup

l+1
= Convb(Wl, B

up

l
)

(2.3)

Notice Blow

0
and Bhigh

0
will be the boundaries on the input, obtained from profiling

on the natural input data samples. Both Blow

l
and Bup

l
have the same dimensions as

xl. The interval bound propagation in Equation (2.3) can be seen as a series of abstract

interpolations in a convolution (Convb) [195, 126]. Given scalar bounds ml  m  mh

and nl  n  nh, we define an operation (ml,mh) \ (nl, nh) produces a tighter bound

pl = max(ml, nl) and ph = min(mh, nh):

(ml,mh) \ (nl, nh) = (max(ml,ml),min(nh, nh)) (2.4)

This is equivalent to abstract interpolation in the interval domain (the box domain) [126].

Notice the bound propagation can also be performed for adversarial inputs, where the

upper bound of the input becomes B̂up

0
= Bup

0
+ ✏ and ✏ is the size of the l1 norm. We then

define (B̂low

l
, B̂up

l
) to be a pair, of upper bound and lower bound for layer l, for adversarial

inputs with an l1 budget of ✏.

Considering the case in the middle layer l, we obtain a particular activation value x,

whose values across all input data distributions can be seen as a set X. Meanwhile, its

values for all adversarial samples with an adversarial perturbation can be viewed as a

set X̂. For convenience, we call X the natural set and X̂ the adversarial set. Figure 2.3

shows the placements of the detection threshold Tl. In the ideal case, if the distributions

of the natural set (X) and the adversarial set (X̂) are disjoint, the optimal placement of

Tl is that B
up

l
 Tl  B̂low

l
. However, in practice, the natural set and the adversarial set

might overlap (Figure 2.3b), meaning that there is only a sub-optimal placement option

Bup

l
 Tl  B̂up

l
. For these two threshold placements, we conclude:

• Optimal placement of Tl ( B
up

l
 Tl  B̂low

l
) ensures that all adversarial samples

with l1 norm at the size of ✏ are detectable (Figure 2.3a).
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(a) Optimal placement of Tl. (b) Suboptimal placement of Tl.

Figure 2.3: Placement of the detection threshold Tl with di↵erent boundaries from both
the natural activations (X) and the adversarial activations (X̂). This indicates that both
the numerical value of Tl and the two distributions should be optimised using fine tuning.

• Both optimal and suboptimal placements (Bup

l
 Tl  B̂up

l
) of Tl ensure that all

detected samples are adversarial regardless of the perturbation size (Figure 2.3b).

The above optimality claims are true if and only if the following assumption holds: The

test data distribution falls inside the training data distribution. In other words, the test

data fall in the range of the maximum and minimum bounds from the training dataset.

Note that the above assumption does not mean that we mix training and test datasets. It

only implies that there exists a perfect scenario in which there are no false positives and

undetected adversarial samples. Yet in practice we find that we cannot place the threshold

perfectly, and because of that we only capture a sub-set of adversarial examples. (This

could be a consequence of classification error; it was previously shown that classification

errors lead to existance of “local“ adversarial samples [55].) We find that small increase in

the false-positive rate helps networks to get significantly better at detecting adversarial

samples, further strengthening the locality argument.

In Section 2.3.5, we show a training-free method of placing a non-optimal Tl. Sec-

tion 2.3.6 discusses methodologies we used to ensure that placements of Tl are near-optimal.

2.3.4 The Intuition Behind CTT

CTT is best understood in contrast with work on certifiable robustness such as that by

Cohen et al. [35] and Gowal et al. [59]. Certifiable robustness aims at making natural

sample behaviour stay in a pre-formed lp volume, so that model behaviour is “stable“ in a

pre-defined range of ✏ values. CTT, on the other hand, aims at detecting illegal behaviours

outside of the lp volume, so the optimisation process of CTT encourages behaviour outside

of the natural range to be more “unstable“. In other words, CTT fine-tuning encourages

the model to have a large Lipschitz constant, as opposed to regular robust training methods

that decrease the Lipschitz constant.
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Figure 2.1 shows an intuitive comparison between Certifiable Robustness and Detection.

Certifiable Robustness builds an lp volume of provable performance around natural data

samples and provides little to no guarantees on what happens outside of this volume.

Certifiable Detection builds a very small volume around natural data where detection

is impossible. With CTT-loose, detection is possible; with CTT-strict, samples in the

pre-defined range will always be detected. (The presented shape for CTT strict is arbitrary

and we find that any regions non-overlaping with natural samples can be certified.) It

should be noted that certification of large continuous regions is hard as the volume of

samples occupied by the region grows exponentially with number of dimensions.

The parameter ✏ can be thought of as a detectability certification of an adversarial

sample. It defines the minimum theoretical perturbation size for which the detector can

work. Rather than generating adversarial samples as in adversarial training, we use natural

samples perturbed by ✏ as in certifiable robustness. The CTT loss tries to ensure that

when adversarial samples X ± ✏ are considered, the detector neurons can be turned on.

The intuition is that the smaller you make natural sample lp norm for CTT, the smaller

the natural sample volume becomes. As the volume of natural samples becomes smaller, it

becomes easier to detect adversarial behaviours. In practice, that should make CTT a lot

less prone to invariance-based adversarial samples [80]. Instead of increasing the volume

of natural samples as with certifiable robustness, certifiable detection reduces the volume

of natural undetectable samples.

Algorithm 1: Certifiable Taboo Trap finetuning process
Inputs: ↵, �, ✓, f , x, y, ✏, E
md = RandomMaskGen(�)
for e = 0 to E � 1 do
L = CrossEntropy(y, f(x))
B = ;, B̂ = ;
for l 2 Layers(f) do
(Bup

l
, Blow

l
) = BoundPropagate(l, x, f)

(B̂up

l
, B̂low

l
) = BoundPropagate(l, x± ✏, f)

B = B [ (Bup

l
, Blow

l
)

B̂ = B̂ [ (B̂up

l
, B̂low

l
)

end for
LD, LV = ComputeRegLoss(B, B̂, f(x),md)
↵ = Anneal(↵, e)
Opt

✓
(L+ ↵(LD + LV ))

end for
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2.3.5 Taboo Trap for Free

One major bottleneck in defending against adversarial samples is the training overhead.

Classic methods like adversarial training increase model robustness by training with

additional adversarial data points and thus significantly increase the training time. CTT

can be deployed without any additional fine-tuning, and we name this detection mode

CTT-lite.

We previously introduced the concept of a detection threshold value. Recall the

definition of a particular layer’s output activations xl; CTT uses a randomised binary mask

md

l
that is the same size of xl to decided on which activation values to restrict on. Unlike

[166] which used di↵erent transfer functions as keys, in this work we represent di↵erent

keys as di↵erent subsets of neurons that are instrumented with CTT. We find that such a

construction has all of the benefits described by [166]. Practically, CTT only detects on

xl ·md

l
, where · is a Hadamard product (element-wise multiplication) between matrices.

CTT-lite simply places Tl at the upper boundary of the natural set so that Tl = Bup

l
. In

the original Taboo Trap setup, as in Section 2.3.2, this e↵ectively means r = |f(xmax)�T | =
0. So the only additional computation is to perform the interval bound propagation for

deducing the value of Tl in each layer, and no additional training is required. Note that

as the bounds are computed for the training dataset, it will have false positives for the

evaluation dataset.

We find that CTT-lite can detect very weak attackers such as FGSM with large

epsilon, but struggles with attacks that produce small and mid-sized perturbations. As

Tl placement is very far from optimal, CTT-lite should be considered a baseline detector.

CTT-lite is pre-built into all networks by default and does not bring any additional costs –

it is simply a natural upper bound of activations. We find that for LeNet5 with MNIST

all adversarial samples with l2 > 10 are detected by default.

(a) Detection loss LD. (b) Strict Certification loss LSC . (c) Loose Certification loss LLC .

Figure 2.4: An illustration of CTT regularisation losses, in blue we depict activation
distributions. The detection loss (LD) ensures no natural samples are detected. Strict
certification loss encourages the placement of Tl to be optimal, while loose certification
loss helps Tl to achieve the suboptimal placement.
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2.3.6 Fine-tuning with CTT Losses

Fine-tuning networks further with CTT losses can introduce a better separation between

the natural and adversarial sets. Unlike adversarial training, CTT fine-tuning operates

on the original data; we do not generate any adversarial inputs to train with the model,

so the training overheads are lower for CTT. We present three losses related to interval

bounds that are considered as regularisations in our CTT detection. The three losses are

presented in Figure 2.4, and they are: 1) Detection loss LD, 2) Strict certification loss

LSC , 3) Loose certification loss LLC .

Consider a masking function ml = M(xl, Tl), the output m is a binary mask of which

its elementwise entry is 1 if its corresponding elementwise entry in x is bigger than a scalar

Tl, and otherwise is 0. The detection loss LD is a sum of all activation values picked by the

taboo selection mask md

l
that are greater than the detection threshold Tl. The verification

losses are simply the distance between the detection threshold and the bound when the

threshold is bigger than the bound. Considering a network with N layers, we have:

LD =
N�1X

l=0

sum(xl ·md

l
·M(xl, Tl)) (2.5)

LSC =
N�1X

l=0

sum(md

l
·M(B̂low

l
, Tl) · (Tl � B̂low

l
)) (2.6)

LLC =
N�1X

l=0

sum(md

l
·M(B̂up

l
, Tl) · (Tl � B̂up

l
)) (2.7)

The function sum produces the sum of all entries of a high dimensional tensor that

is the result of convolutions (activations). Recall we previously defined the optimal and

suboptimal placements of Tl in Section 2.3.3, the minimization of di↵erent combination of

CTT regularisation losses provide:

• If LD = 0 and LSC = 0, we are achieving optimal placement of Tl. All adversarial

inputs with l1 norm equal to ✏ are detectable, and all detected samples are adversarial

samples regardless of the perturbation size. Given that, the test data fall into the

training data distribution.

• If LD = 0 and LLC = 0, we are achieving suboptimal placement of Tl, all detected

samples are adversarial samples regardless of the perturbation size. Given that, the

test data fall into the training data distribution.

We present the detailed fine-tuning algorithm in Algorithm 1. The fine-tuning function

takes a hyperparameter ↵, which controls how strong the regularisation is in the optimiza-

tion procedure (Opt). In practice, it is necessary to anneal (Anneal) the value of ↵ with
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respect to the number of epoch e. The other hyperparameter � is a probability between 0

to 1 that is later used to produce a set of masks md for each layer’s activations. In the

meantime, the fine-tune function considers a neural network f with trained parameters

✓; x and y are the training data samples and their labels respectively. In addition, we

need a pre-defined perturbation size ✏ for adversarial bound construction and E represents

the maximum number of epochs for which we would like to fine-tune. The function

CrossEntropy essentially computes the classification loss L based on the input training

data.

Consider a neural network f parameterised by ✓. For each layer in f , we perform the

bound propagation as described in Section 2.3.3. The bounds for both the adversarial

set of inputs and the natural set of inputs of each layer are accumulated for computing

the regularisation loss using the function ComputeRegLoss. Note that the adversarial set

represents the set of inputs with a particular l1 norm, so there is no actual generation

of adversarial samples. The function ComputeRegLoss produces two losses LD and LC ;

the value of LC can be calculated to be equal to whether LSC or LLC (Equation (2.6) and

Equation (2.7)) depending on whether we use CTT-strict or CTT-loose. Since Algorithm 1

is only a high level overview, we did not distinguish between LSC and LLC , but call them

in general LC in Algorithm 1. It is worth to note that LSC is a stronger regularisation

than LLC , so adding both regularisations is theoretically equivalent to adding only LSC .

The pre-defined parameter ✏ determines a trade-o↵ between accuracy, detection ratios and

adversarial accuracy. In practice, we determine the value of ✏ using a grid search spanning

values from 10�5 to 10�1, and determine its value based on the optimal performance in

accuracy and detection ratio under a simple FGSM attack with fixed l0. We explain this

trade-o↵ in detail in Section 2.4.3.

2.3.7 Parameter Choices

Most of the commonly-used optimisers are suitable for CTT training. However, there exists

an interaction between the CTT penalty (the additional loss term introduced by CTT)

and the weight decay of the optimizer. Although we have not evaluated this interaction

formally, we find it easier to train models when the weight decay is either turned o↵ or set

to a very small value. The optimizer used in our experiments is RMSProp.

The annealing procedure (Anneal in Algorithm 1) for CTT parameters is important for

convergence. The parameter ↵ determines the strength of the CTT penalty, and we increase

↵ iteratively by a factor of � every t training epochs. For both MNIST and FashionMNIST,

we used t = 6, � = 0.005. For CIFAR10, we used t = 30, � = 0.001. In all of the networks

we instrumented a proportion of the second layer with CTT. We find that the best way to

train the models is to first optimise LV , i.e. make sure that neurons have a bound larger

than Tl and then start iteratively increasing ↵. We hypothesise that this works in line with
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recent findings that there exist a number of connected convergence clusters with similar

performance [51] with a path between them. Iteratively increasing ↵ allows us to keep

convergence, while maintaining low LV loss and decreasing the false-positive rate.

2.4 Evaluation

In this section we evaluate CTT mechanism: Section 2.4.1 describes the setting and

lists the benchmarks; Section 2.4.2 evaluated CTT and compares it to the related work;

Section 2.4.3 evaluates the false positives trade-o↵; Section 2.4.4 shows performance against

a decision-based attacker and Section 2.4.5 describes CTT run-time overheads.

2.4.1 Networks, Datasets and Attacks

We evaluate Certifiable Taboo Trap (CTT) on three di↵erent image datasets, MNIST

[102], FashionMNIST [197] and CIFAR10 [96]. The MNIST dataset consists of images

of hand-written digits and the number of output classes is 10. FashionMNIST is slightly

harder than MNIST, and tries to classify pieces of clothing. The CIFAR10 dataset is a

task of classifying 60000 images into 10 classes. We use the LeNet5 [103] architecture for

MNIST, and evaluate an e�cient CNN architecture (MCifarNet) from Mayo [203] that

achieved a high classification accuracy using only 1.3M parameters.

We consider gradient-based FGSM [58], FGM [58], BIM [98], PGD [98] and C&W [24]

attacks with various attack parameters. These attacks can be seen as a collection of l1 and

l2 based attacks. In addition, we provide results in both white-box and black-box settings.

For black-box attacks, we use gradient estimation with the coordinate-wise finite-di↵erence

method, similar to Schott et al. [156]; and a fully decision-based Boundary Attack [20].

The attack implementations are from Foolbox [146].

2.4.2 Attackers with Various Capabilities and Various Norm

Bounds

Attacks can be evaluated very di↵erently, and we o↵er two sets of evaluations for a thorough

comparison with existing defense methods. In the first set, we run attacks with fixed

parameters and a fixed number of iterations. In the second set, we enable early stopping

for iterative attacks so that perturbation sizes are fixed. In addition, we also provide

evaluation with Black-box attacks using gradient estimation. We used ✏ = 3⇥ 10�3 for

MNIST networks, and ✏ = 10�4 for CIFAR10 networks. These values were determined

from a grid search, a detailed discussion of the grid search and an evaluation of using

di↵erent ✏ is shown in Figure 2.5 and false positives are discussed in Section 2.4.3. We

show the detailed hyperparameter configurations of ↵, �, E and ✏ in Algorithm 1.
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Baseline AdvTrain Ensemble PCL MagNet CTT-lite CTT-loose CTT-strict
Attack Param Acc Acc Acc Acc Detl1 Detl2 Detl1|l2 Acc Det l2 Acc Det l2 Acc Det l2

No Attack 99.1 99.5 99.5 99.3 1.75 1.93 2.93 99.1 1.9 - 98.5 1.6 - 98.9 1.1 -

FGSM
✏ = 0.1 66.7 73.0 96.3 96.5 54.49 54.59 54.80 70.9 1.4 2.08 25.0 100.0 1.98 61.1 100.0 1.99

✏ = 0.2 25.7 52.7 52.8 77.9 85.20 85.31 85.31 21.9 1.0 4.14 15.0 100.0 3.89 32.7 100.0 3.90

BIM
✏ = 0.1 49.4 62.0 88.5 92.1 80.82 24.90 80.92 44.2 1.0 1.13 0.0 100.0 0.38 0.15 100.0 0.75

✏ = 0.15 15.4 18.7 73.6 77.3 88.37 37.14 88.47 4.2 0.8 1.48 0.0 100.0 0.50 2.0 100.0 0.97

PGD
✏ = 0.1 59.4 62.7 82.8 93.9 83.78 77.96 83.78 51.0 1.2 1.50 1.0 100.0 1.24 13.4 100.0 1.35

✏ = 0.2 1.83 31.9 41.0 80.2 98.27 98.27 98.27 0.0 1.1 2.73 0.0 100.0 2.43 0.9 100.0 2.53

Table 2.1: A comparison between CTT-lite, CTT-loose, CTT-strict, AdvTrain [98],
Ensemble [138], MagNet reconstruction-based detector [122] and PCL [128] on the MNIST
dataset. Acc means accuracy and Det means detection rate on adversarial samples.

Baseline AdvTrain Ensemble PCL MagNet CTT-loose CTT-strict
Attack Param Acc Acc Acc Acc Detl1 Detl2 Detl1|l2 Acc Det l2 Acc Det l2 Acc Det l2

No Attack 89.1 84.5 90.6 91.9 6.40 6.61 8.13 86.2 3.4 - 86.3 6.4 - 86.1 3.0 -

FGSM
✏ = 0.02 33.6 44.3 61.7 78.5 7.80 6.64 9.55 18.6 95.7 1.07 16.8 98.5 1.08 16.1 96.4 1.06

✏ = 0.04 22.4 31.0 46.2 69.9 11.53 8.38 13.27 7.6 93.6 2.00 7.2 94.2 2.01 6.0 93.1 2.06

BIM
✏ = 0.01 13.5 22.6 46.6 74.5 6.98 6.52 8.61 0.5 9.0 0.15 0.0 14.1 0.16 1.1 10.9 0.16

✏ = 0.02 1.5 7.8 31.0 57.3 6.64 6.52 8.50 0.0 14.2 0.21 0.0 25.9 0.20 0.0 17.2 0.21

PGD
✏ = 0.01 24.0 24.3 48.4 75.7 7.10 6.52 8.73 0.1 10.4 0.34 2.9 24.3 0.34 2.0 16.6 0.34

✏ = 0.02 2.9 7.8 30.4 48.5 6.98 6.52 8.85 0.0 40.8 0.65 0.0 70.3 0.65 0.0 49.9 0.65

Table 2.2: A comparison between CTT-loose, CTT-strict, AdvTrain [98], Ensemble [138],
MagNet reconstruction-based detector [122] and PCL [128] on the Cifar10 dataset. Acc
means accuracy and Det means detection rate on adversarial samples.

In Table 2.1 and Table 2.2, we present comparisons between CTT and various robust

adversarial training schemes, including AdvTrain [98], Ensemble [138], MagNet [122] and

PCL [128]. In this setup, we run attacks with fixed parameters and measure the accuracy,

detection ratios and l2 norms of the adversarial samples. BIM and PGD iterated for 10

times with a step size of ✏/10; Notice we present the baseline accuracy for the networks on

which we evaluate. The baseline accuracy will be the same as CTT-lite, since it involves

no re-training of the model. CTT-lite provides limited protections against adversarial

attacks. CTT-loose and CTT-strict, however, show above 90% detection ratios across all

examined attacks in Table 2.1. In addition, both detection schemes provide a degree of

certifiability on the detected adversarial samples. The detection ratios when no attacks

are applied are the false positives. There exists a trade-o↵ between the false-positive rates

and the detection ratios. As presented in Table 2.2, the two versions of CTT-loose have

di↵erent false-positive rates, and o↵er di↵erent detection capabilities. Table 2.2 shows

our detection scheme outperform robust networks on FGSM, however, provides relatively

worse performance when l2 norms are low. First, our detection o↵ers certifiability which is

not seen in any of the work compared. Second, the work compared does not report the l2

norm, attacks with di↵erent random starts may cause a di↵erence in l2 norms and also

the attacking quality.

To further evaluate the CTT system, we conduct a comparison to Madry et al.,

Sitatapatra [166], ABS and Binary ABS [156] under both White-box and Black-Box
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Figure 2.5: Trade-o↵ between choices of ✏ and detector performance. There are five LeNet5
networks classifying MNIST, instrumented with CTT-loose with Tl = 10�4 with a given ✏.
The networks are trained to a false-positive rate of 2%. Points show median performance,
whereas error bars refer to standard deviations of the 5 networks.

CNN Madry et al. Binary ABS ABS Sitatapatra CTT-loose CTT-strict

No Attack 99.1% 98.8% 99.0% 99.0% 99.2% (2%) 99.1% (0.5%) 98.8% (1.3%)

l2-metric (✏ = 1.5)
FGM 48% 96% - - 2% (3%) 4% (99%) 21%(100%)
FGM w/ GE 42% 88% 68% 89% 4% (7%) 0% (100%) 25%(100%)
Deepfool 18% 91% - - 12% (1%) 0% (100%) 77% (95.6%)
Deepfool w/ GE 30% 90% 41% 83% 6% (2%) 0% (100%) 76.5% (94.4%)
L2 BIM 13% 88% - - 0% (0%) 0% (100%) 0% (100%)
L2 BIM w/ GE 37% 88% 63% 87% 0% (3%) 0% (100%) 0% (100%)

l1-metric (✏ = 0.3)
FGSM 4% 93% - - 2%(3%) 1% (99%) 2%(100%)
FGSM w/ GE 21% 89% 85% 34% 0%(2%) 0% (100%) 4% (100%)
BIM 0% 90% - - 0%(1%) 0% (100%) 0% (100%)
BIM w/ GE 37% 89% 86% 13% 0%(1%) 0% (100%) 0% (100%)

Table 2.3: A comparison between CTT-lite, CTT-loose, CTT-strict, Madry et al.[115],
Sitatapatra [166], ABS and Binary ABS [156] on the MNIST dataset. For detection based
defense, we show results in the form of a(d), where a is accuracy and d is detection rate.
GE represents gradient estimation.

attacks on the MNIST dataset. We set a noise budget for each attack, and the Black-Box

attacks are constructed using gradient estimation. We see almost all CTT-loose and

CTT-strict results show above 90% detection of adversarial samples while keeping the

false positives low. These results outperform all other competitors that focus solely on

improving model robustness. As can be seen in Table 2.3, the robustness-based defenses
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Figure 2.6: Trade-o↵ between choices of false positive rates and detector performance.
There are five LeNet5 networks classifying FashionMNIST, instrumented with CTT-loose
with Tl = 10�4 with a given ✏ = 0.005. Points show median performance, whereas error
bars refer to standard deviations.

have higher accuracy than to CTT on adversarial images. Intuitively, CTT enforces

separation of natural and adversarial sets by the detection thresholds. The CTT models

are thus more sensitive to adversarial samples – we observe selected neurons get suppressed

for natural inputs but get non-zero values for adversarial ones. CTT-strict will show 100%

detection on all attacks that are above a certain given l1 – which is exactly what we see

in Table 2.3 with l1-based attacks. For l2-based attacks, it is hard to ensure every pixel

is under the given certifiable limit, but our method practically capture many adversaries

with high detection rates.

2.4.3 False Positives Trade-o↵

In this section we show the impact of di↵erent false-positive rates on the CTT-loose

instrumentation. We use five LeNet5 networks and train each of them with the same

CTT-loose restrictions, but stop at various training times so that the networks achieve

di↵erent false-positive rates. Figure 2.6 presents the false positive rate trade-o↵ two specific

attacks, with false positive rates on the x-axis and detectability on the y-axis.

The relationship between detector performance and false positive rates indicates a

trade-o↵ of interest when applying CTT-loose in practice. With a slight increase of false

positive rates (1% to 3%), we increase detector performance by around 20%. Intuitively,

this suggests first, that there exist ine�ciencies in the internal representations of the

neural network, where it struggles to separate natural and non-natural samples (as in [55]);
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and second, this trade-o↵ between false positive rates and detectability is the result of

imperfections of the training dataset. Imperfect, confusing training images leave a vague

boundary between the natural and adversarial input sets. Although this relationship exists

across di↵erent datasets and models, its scaling seems to be dataset-dependent.

2.4.4 FashionMNIST on LeNet5

MNIST is a popular benchmark, but is known to be relatively simple [102]. Xiao et

al. proposed FashionMNIST [197], a more complex, yet still simple toy dataset. In this

section we report on results of CTT-loose instrumentation of LeNet5 networks solving

FashionMNIST with ✏ = 0.001, meaning that the adversarial set includes perturbed images

with an l1 size of 0.001.

In addition to the attacks presented in the previous section, we also show here the

results for a decision-based attack [20]. The attack itself is particularly interesting as it

is not based on any gradient information, so CTT detection is not network-information

specific. For this attack, we use 25 trials per iteration and vary the number of iterations.

Table 2.4 shows the results of attacking LeNet5 instrumented with CTT-loose. In the

evaluation section of the chapter, we have shown that for MNIST, CTT detection was

capable of capturing almost all of the adversarial samples. Unlike MNIST, CTT fails to

detect all of the adversarial samples on FashionMNIST.

As already noted, there is a relationship between the attack perturbation size, dataset

specifics, and the detectability of CTT. In the case of FashionMNIST, for the particular ✏

value, we find it shows relatively better detection rate for small l2 values.

✓ l2 CTT-loose

No Attack 85.3% (5.3%) 84.4% (2.7%)

FGSM

✏ = 0.006 0.10 64.73% (75.33%) 65.14% (39.66%)
✏ = 0.007 0.12 60.79% (71.01%) 62.74% (39.68%)
✏ = 0.01 0.17 52.32% (61.80%) 56.97% (38.55%)
✏ = 0.03 0.52 22.62% (54.42%) 24.40% (44.52%)
✏ = 0.05 0.88 11.72% (56.11%) 12.62% (49.79%)
✏ = 0.07 1.23 6.61% (59.63%) 8.29% (51.51%)

Boundary

i = 10 1.96 0.00% (28.19%) 0.00% (20.19%)
i = 50 1.62 0.00% (27.61%) 0.00% (23.44%)
i = 100 1.23 0.00% (29.23%) 0.00% (24.52%)
i = 500 0.24 0.00% (60.90%) 0.00% (38.94%)
i = 1000 0.15 0.00% (65.31%) 0.00% (44.27%)

Table 2.4: CTT-loose instrumented LeNet5 network classifying FashionMNIST.
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2.4.5 Runtime Overheads and Security Protocols

The proposed CTT system has low runtime overheads compared with other detection

systems (SafetyNet [112] and MagNet [122]). It is similar to Sitatapatra [166], another

derivative of Taboo Trap; CTT supports the concept of embedding keys in each neural

network to diversify models under adversarial attack. The key is embedded via the mask

and can support complex security protocols; a detailed analysis of key attribution and

runtime overheads can be found in Sitatapatra [166] and these advantages are equally

applicable to CTT.

Previously, Shumailov et al. demonstrated that Taboo Trap adds no extra inference

cost and uses no additional device memory when deployed. In comparison, MagNet [122]

and SafetyNet [112] show 20% and 3600% increases in terms of additional parameters

when deployed [165]. CTT uses the same detection strategy as Taboo Trap, and thus

shares the benefit of zero extra cost in network inference. Unlike [165], however, here we

instrument less than 0.1% of all neurons available in the network. That in turn means

that fewer detector neurons are required.

2.5 Conclusion

In this chapter, we presented the Certifiable Taboo Trap (CTT), a new way for neural

networks to detect adversarial samples. We discussed three di↵erent modes which provide

di↵erent detection capabilities and levels of certifiability at di↵erent training costs. All

variants have a small run-time overhead, and can be customised with the equivalent

of cryptographic keys. The stronger variants have extra training but this is used to

characterise propagation bounds rather than to defend against specific adversarial samples,

yielding a more flexible and general defense mechanism.

2.6 Reflecting back on CTT

Most of the work for this chapter was done in year 2019, back when adversarial robustness

was very popular. Looking back, we believe that the mechanism we built is technologically

interesting and had little comparable work. Yet we now realise that the task itself is

not solvable in general. Detection, also known as Out-of-Distribution (OOD) detection,

attempts to tell if a given datapoint comes from a given distribution. Basic statistics suggest

that this task is not solvable in general and the performance we observe here is simply

an artefact of weak attacks. A more theoretically grounded question of ‘is there su�cient

evidence to say that two distributions are di↵erent’ – meaning the training distribution

and the adversarial point distribution – suggests that OOD is not always practical even

with weak attacks [144] .
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Chapter 3

Availability Attacks on Inference

The high energy costs of neural network training and inference led to the use of acceleration

hardware such as GPUs and TPUs. While such devices enable us to train large-scale

neural networks in datacenters and deploy them on edge devices, their designers’ focus

so far is on average-case performance. In this work, we introduce a novel threat vector

against neural networks whose energy consumption or decision latency are critical. We

show how adversaries can exploit carefully-crafted sponge examples, which are inputs

designed to maximise energy consumption and latency, to drive machine learning (ML)

systems towards their worst-case performance. Sponge examples are, to our knowledge, the

first denial-of-service attack against the ML components of such systems. We mount two

variants of our sponge attack on a wide range of state-of-the-art neural network models,

and find that language models are surprisingly vulnerable. Sponge examples frequently

increase both latency and energy consumption of these models by a factor of 30⇥. Extensive

experiments show that our new attack is e↵ective across di↵erent hardware platforms (CPU,

GPU and an ASIC simulator) on a wide range of di↵erent language tasks. On vision

tasks, we show that sponge examples can be produced and a latency degradation observed,

but the e↵ect is less pronounced. To demonstrate the e↵ectiveness of sponge examples

in the real world, we mount an attack against Microsoft Azure’s translator and show an

increase of response time from 1ms to 6s (6000⇥). We conclude by proposing a defense

strategy: shifting the analysis of energy consumption in hardware from an average-case to

a worst-case perspective.

3.1 Introduction

We have already discussed threat vectors arising from adversarial examples [16, 177];

other attacks on machine-learning systems including data poisoning [129, 81], membership

inference [164, 152, 33] and fault injection attacks [72] have been extensively explored.

These attacks either target the confidentiality or integrity of machine learning systems [15,
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139]. So what about the third leg of the security triad: their availability?

In this chapter, we introduce an attack that increases the power drawn by neural

networks and the time they take to make decisions. An adversary may mount our attack

on a datacenter providing ML-as-a-Service to cause disruption, i.e. denial-of-service [136].

Increasing the energy consumption of edge devices such as smartphones can drain their

batteries and make them unavailable [118]. Perhaps even more seriously, an attack that

slows down decisions can subvert safety-critical or mission-critical systems.

Our key observation is that di↵erent inputs of the same size can cause a DNN to use

very di↵erent amounts of time and energy: this energy-latency gap is the vulnerability

we exploit. The gap exists because of specific optimisations in hardware (e.g. leveraging

input sparsity) and algorithms (e.g. a variable number of passes through the network for

an input of the same size).

This attack can be even more e↵ective against the growing number of systems that use

GPUs or custom hardware. Machine learning in general, and neural networks in particular,

command workloads heavy in matrix algebra. GPUs were fundamental to the AlexNet

breakthrough in 2012 [95]; in response to increasing demand, Google introduced TPUs

to facilitate inference – and training – in its datacenters [86], while Apple introduced

the Neural Engine to make its smartphones more energy-e�cient for on-device deep

learning [181]. Hardware engineers explicitly target the Operations per Watt (OPs/W)

performance of DNN processing. But by increasing complexity, optimisations tend to

increase the attack surface. There is ample precedent elsewhere in computer engineering

for optimisations widening the gap between average-case and worst-case performance in

ways that a capable attacker can exploit: a recent example is Spectre [92], which exploits

hardware speculation to launch a powerful timing side-channel attack. Security engineers

therefore need to pay close attention to worst-case performance. In this chapter, we start

this process for the optimisations used to speed up modern machine learning in both

hardware and algorithms.

Sponge examples are designed to soak up energy consumed by a given neural network,

forcing the underlying hardware system running DNN inference towards its worst-case

performance. We present two ways of generating sponge examples, one gradient-based and

one using genetic algorithms. The gradient-based approach requires access to DNN model

parameters, while the genetic algorithm only sends queries to the model and evolves inputs

based on energy or latency measurements. These two attack methods cover both white-box

and black-box attacks, and our extensive experiments demonstrate the e↵ectiveness of

sponge examples under both scenarios. When considering modern ML-as-a-Service in

a black-box setting, our genetic algorithm successfully produces sponge examples that

consistently increase the service response time and thus the energy consumption of the

remote server.
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In this chapter we make the following contributions:

• We introduce a novel threat against the availability of ML systems based on energy

and latency. Sponge examples are designed to cause inference to take as long as

possible and consume as much energy as possible.

• We show that sponge examples cause increased energy consumption and longer

run-time for a wide range of vision and language models. Sponge examples are

particularly powerful against language models.

• We demonstrate the portability of sponge examples, by showing they are not only

transferable across hardware platforms (CPUs, GPUs, and an ASIC simulator) but

also across model architectures.

• We show that modern ML-as-a-Service is vulnerable to sponge attacks. With a

50-character input to Microsoft Azure translator, we can increase the latency from

1ms up to 6s: a 6000⇥ degradation.

• We present a simple defense against sponge examples in the form of a worst-case

performance bound for some models. This can also prevent unexpected increases in

energy consumption in the absence of adversaries, potentially reducing the carbon

footprint of models deployed for inference at scale.

3.2 Motivation

Modern machine learning has become extremely power-hungry. It is estimated that the

energy consumed in training a single transformer model is equivalent to 60% of a car’s

lifetime carbon emissions [174]. And the energy cost doesn’t stop there – each inference

consumes significant energy and happens ever more often1. Energy is essential for modern

machine learning, as energy-e�cient inference and training are needed to scale machine

learning to more use cases. In this chapter we explore the adversarial manipulation of

energy and latency in ML models, services and applications.

Modern hardware exploits many di↵erent optimisation techniques to maintain a high

ratio of useful work to energy consumed. This often involves predicting future workloads

and scheduling resources according to dynamic needs. Prediction and speculation occur at

a number of levels in the stack, widening the gap between average-case and worst-case

scenarios. This is particularly an issue in tasks sensitive to time or energy, such as

time-series forecasting for automatic trading [12] and activity recognition on wearable

devices [42]. In such applications, hitting worst-case performance could cause failures

1For example, OpenAI greatly limits the number of queries one can do to the GPT3 model.
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in decision making or deplete device batteries. In safety-critical and real-time systems,

such as autonomous vehicles which depend on scene understanding with tight latency

constraints, service-denial attacks can pose a threat to life.

In this chapter, we show that a capable attacker can exploit the performance dependency

on hardware and model optimisations to launch a number of di↵erent attacks. We find

that they can negate the e↵ects of hardware optimisations, increase computation latency,

increase hardware temperature and massively increase the amount of energy consumed. To

make things worse, they can do this with very few assumptions, making attacks scalable

in the real world. We further highlight the realism of sponge examples in a case study

with Microsoft Azure translator, where we degraded latency up to a factor of 6000⇥.

On a number of occasions, despite the hardware protection provided by GPU engineers,

one can increase temperature past the throttling point and sometimes even crash the

GPU drivers. The energy consumed by sponge examples on a machine-learning model can

therefore a↵ect the underlying hardware if its power management software or hardware is

not designed with adversaries in mind.

3.3 Background

This section is structured as follows. Section 3.3.1 describes recent hardware advancements.

Next, Section 3.3.2 covers attacks on energy. Finally, Section 3.3.3 discusses adversarial

machine learning.

3.3.1 Hardware Acceleration for Deep Learning

Common hardware products such as CPUs and GPUs are now being adapted to DNN

inference, and provide features for accelerating it. Intel’s Knights Mill CPU provides a

set of SIMD instructions [79], while NVIDIA’s Volta GPU introduces Tensor Cores to

facilitate the low-precision multiplications that underpin much of deep learning [117].

Hardware dedicated to deep learning is now pervasive in data centers, with examples

including Big Basin at Facebook [66], BrainWave at Microsoft [34], and racks of TPUs at

Google [86, 85]; the underlying hardware on these systems are either commodity hardware

(Big Basin), re-configurable hardware (FPGAs for BrainWave), or custom silicon (TPUs).

The latter two are specifically designed to improve the number of Operations per Watt of

DNN inference. Careful modeling of average hardware e�ciency allows ML-as-a-Service

providers to price their services per query, rather then per energy used. As we discuss later,

custom and semi-custom hardware will typically exploit sparsity in data and the adequacy

of low-precision computations for DNN inference, reducing both arithmetic complexity and

the amount of DRAM tra�c, to achieve significantly better power e�ciency [32, 65, 205].

The sponge attack targets these optimisations among others.
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3.3.2 Attacks on Energy

Operations per Watt are an important indicator of the e�ciency of cloud infrastructure

[9]. Power oversubscription is a popular method for cloud services to handle provisioning,

but it leaves datacenters vulnerable to power attacks [107, 172, 199, 200]. If malicious

users can remotely generate power spikes on multiple hosts in the data center at the

same time, they might overload the system and disrupt service [107, 136]. Energy attacks

against mobile devices usually aim to drain the battery more quickly [118, 50], although

energy management in mobile devices can also be used to perform deterministic fault

injection [180]. The possible victims of energy attacks on mobile systems range from

autonomous vehicles to sensors with constrained computing abilities [30]. Higher energy

consumption also increases hardware temperature, which in turn increases the failure rate.

For example, Anderson et al. note that an increase of 15�C causes component failure rates

to go up by 2⇥[1]. Modern hardware throttles to avoid overheating; while short-term power

savings may be possible through such voltage scaling, the overall energy consumption

increases [44]. This creates nonlinear dependencies between energy and latency.

3.3.3 Security of Machine Learning

As already noted, the existing attacks target either the confidentiality or integrity of

machine learning systems [15, 139].

Here, we explore availability, i.e. timely and reliable access to information [132], and

introduce a new form of service denial with samples that act as a sponge to soak up time or

energy. Service-denial attacks are well known in the context of computer networking [49, 10],

but have been overlooked so far in ML. The 2019 NIST draft on adversarial machine

learning touched on availability, but did not provide any examples of attacks [179].

Poisoning can perhaps be seen as an availability attack. If an attacker can poison data

so that the machine-learning model stops training or does so with reduced accuracy, this

may be seen in some contexts as reducing availability. For example, Erba et al. presented

such an attack against Industrial Control Systems [45]. However, the attacks presented in

this chapter are more general. They do not poison data, but target either the hardware or

the algorithmic complexity of the model.

3.4 Methodology

This section is structured as follows. Section 3.4.1 describes the threat model, Section 3.4.2

explains why the same number of operations can take longer to compute. Next, Section 3.4.3

explains what physical sources of energy leakage are involved, and Section 3.4.4 shows how

one can attack energy consumption in di↵erent settings. Section 3.4.5 describes domain
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specific optimisations. Finally, Section 3.4.6 motivates attack hyperparameters.

3.4.1 Threat Model

In this chapter we assume an adversary who can supply an input sample to a target

system, which then processes the sample using a single CPU, GPU or ASIC. We assume

no rate limiting, apart from on-device dynamic power control or thermal throttling.2 We

assume no physical access i.e. an attacker cannot reprogram the hardware or change the

configuration.

We consider three threat models. The first is a white-box setup, where we assume

the attackers know the model architecture and parameters. The second considers an

interactive black-box attacker, with no knowledge of the architecture and parameters, but

able to query the target as many times as they want and to time operations or measure

energy consumption remotely. The third is the blind adversary, with no knowledge of the

target architecture and parameters, and no ability to take direct measurements. Such an

adversary has to transfer previously-discovered sponge examples directly to a new target

without prior interaction.

Our adversary models loosely capture ML-as-a-Service deployments and on-device data

processing. A simple example could be a dialogue or a translation system. Users interact

continuously by sending queries and can measure energy consumption, or when that is

not possible by the response time (see Section 3.5). Indeed, in Section 3.5.5 we show on

an example of a Microsoft Azure translator that modern ML-as-a-Service is vulnerable

to sponge attacks which only rely on the adversary’s ability to observe response latency –

even in presence of networking delay.

3.4.2 The Energy Gap

The Energy Gap is the performance gap between average-case and worst-case performance,

and is the target for our sponge attacks. To better understand its cause, we tested three

hardware platforms: a CPU, a GPU and an ASIC simulator. The amount of energy

consumed by one inference pass (i.e. a forward pass in a neural network) depends primarily

on [75]:

• the overall number of arithmetic operations required to process the inputs; and

• the number of memory accesses e.g. to the GPU DRAM.

The intriguing question now is:

2Thermal throttling refers here to the deliberate slow-down of device performance when cooling is no
longer able to dissipate the heat generated by a workload.
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Is there a significant gap in energy consumption for di↵erent model inputs of the same

dimension?

As well as fixing the dimension of inputs, i.e. not increasing the number of characters

in a text sample or the pixel dimension of an image, we also do not consider inputs that

would exceed the pre-defined numerical range of each input dimension. If models do have

a large energy gap between di↵erent inputs, we describe two hypotheses that we think

attackers can exploit to create sponge examples, that is, inputs trigger the worst-case

performance and have abnormally high energy consumption.

3.4.2.1 Hypothesis 1: Computation Dimensions

Aside from data sparsity, modern neural networks also have a computational dimension.

Along with variable input and output shapes, the internal representation size often changes

as well – for example, in Transformer-based architectures for machine translation [189].

The model is autoregressive in this case; both the input and output are sequences of

words and internal computation depends on both of them. Before text gets to the model

it has to go through a number of stages. First, individual components are separated

within the sentence, removing punctuation and keeping useful words. Next, each word

is represented as a number of tokens whose shape depends on the richness of input and

output dictionaries. Because we cannot represent words mathematically, we need to

map them to some numerical form. Yet we cannot build a mapping with all possible

words, because of the complexity, so in practice dictionaries with popular sub-words are

used. Once tokenized, individual tokens are then projected into the embedding space

(e.g. word2vec [124]), a high-dimensional space where knowledge about individual tokens

is encoded. As computation progresses, each inference step depends on the embeddings of

all input tokens and output tokens produced so far. For example, imagine encoding the

word ‘Athazagoraphobia’. With commonly used English dictionaries, it will get assigned

4 tokens for its input size of 16: ‘ath’, ‘az’, ‘agora’, ‘phobia’. If a user makes a typing

mistake, say ‘Athazagoraphpbia’, then suddenly its representation turns into 7 tokens for

the same size of 16: ‘ath’, ‘az’, ‘agora’, ‘ph’, ‘p’, ‘bi’, ‘a’. An adversary can exploit this

and construct large token representations. For example, ‘A/h/z/g/r/p/p/i/’ will be 16

separate tokens. Ultimately, unknown words both in the input and output spaces will lead

to a much larger sentence representation and many more inference runs.

Consider an input sequence x and an output sequence y. We denote the input and

output token sizes (i.e. the number of individual tokens extracted from an input sentence

and produced for the output sentence) with ltin and ltout. Each of the words in a sequence

is embedded in a space of dimensionality lein, for the input, and leout, for the output.

Algorithm 2 contains the pseudocode for a Transformer’s principal steps. In red, we

annotate the computational complexity of the following instruction. As can be seen,
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several quantities can be manipulated by an adversary to increase the algorithm’s run

time: 1) token size of the input sentence ltin; 2) token size of the output sentence ltout;

and 3) size of the input and output embedding spaces (lein and leout). All of the above

can cause a non-linear increase in algorithmic complexity and thus heavily increase the

amount of energy consumed. Perturbing these quantities does not require the adversary

to modify the dimension of input sequence x; so with no changes to the input length, the

adversary can increase energy consumption non-linearly.

Algorithm 2: Translation Transformer NLP pipeline
Input: Text sentence x
Result: y
# O(ltin)
xtin = Tokenize(x);
ytouts = ;;
# O(lein)
xein = Encode (xtin);
# O(ltin ⇥ lein ⇥ ltout ⇥ leout)
while ytout has no end of sentence token do

# O(leout)
yeout = Encode (ytout);
# O(lein ⇥ leout)
yeout = model.Inference(xein, yeout, ytouts);
# O(leout);
ytout = Decode(yeout);
ytouts.add(ytout);

end
# O(ltout);
y = Detokenize(ytouts)

3.4.2.2 Hypothesis 2: Data Sparsity

The rectified linear unit (ReLU), which computes x 7! max(0, x), is the de facto choice

of activation function in neural network architectures. This design introduces sparsity in

the activations of hidden layers when the weighted sum of inputs to a neuron is negative.

A large number of ASIC neural-network accelerators therefore exploit runtime data

sparsity to increase e�ciency [163, 141, 133]. For instance, ASIC accelerators may employ

zero-skipping multiplications or encode DRAM tra�c to reduce the o↵-chip bandwidth

requirement. The latest Xilinx AI compiler provides optimisations [87] for automatically

deploying sparse models to their FPGA devices, promoting the use of model sparsity in

production systems. On the algorithmic level, there is a recent surge of interest in using

dynamic coarse-grained sparsity for accelerating GPU inference [52, 77]. Hence, inputs

that lead to less sparse activations will increase the number of operations and the number
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of memory accesses, and thus energy consumption.

3.4.3 Physical Laws in Computation

Energy cost is a combination of static and dynamic energy:

E = (Pstatic + Pdynamic)⇥ t (3.1)

Static power refers to the consumption of the circuitry in an idle state [56] there are

multiple models to estimate this depending on the technology [56, 53, 21]. In this chapter,

we follow a coarse-grained approach. Cycle-accurate hardware simulation incurs a large

run-time, but a coarse-grained energy simulator provides enough resolution to indicate the

energy-consuming samples while using significantly less time per round of simulation.

Pstatic =
X

Ileakage ⇥ Vcore =
X

Is ⇥ (e
qVd
kT � 1)⇥ Vcore, (3.2)

where Is is the reverse saturation current; Vd is the diode voltage; k is Boltzmann’s constant;

q is the electronic charge; T is temperature and Vcore is the supply voltage. Dynamic power

refers to consumption from charging and discharging the circuitry [53]:

Pdynamic = ↵⇥ C ⇥ V 2

core
⇥ f. (3.3)

Here, ↵ refers to the activity factor i.e. components that are currently consuming power;

Vd is the source voltage; C is the capacitance; f is the clock frequency. Ultimately an

attacker attempts to solve an optimisation problem

maxE, where E =
�
[
X
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z }| {
e

qVd
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⇥
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run for longer or exploit the predictor

.

(3.4)

For all parameters considered in the equation, only four can be manipulated by the

adversary described in Section 3.4.1: T , ↵, f and t. Of these, frequency and temperature

cannot be controlled directly, but are a↵ected through optimisations performed by the

computing hardware. As we assume a single GPU, CPU or ASIC, we focus on the activity

ratio ↵, the time t and the switching power from flipping the state of transistors. The

execution time t and activity ratio ↵ link tightly to the number of operations and memory

accesses performed. In the temporal dimension, attackers might trigger unnecessary passes

of a compute-intensive block; in the spatial domain, attackers can turn sparse operations

into dense ones. These temporal and spatial attack opportunities can significantly increase

53



the number of memory and arithmetic operations and thus create an increase in ↵ and t

to maximise energy usage.

It is worth noting that although frequency f and temperature T will be influenced

indirectly through optimisations performed by the underlying hardware, these are not

our direct targets. We hypothesise these parameters (f and T ) can also be exploited to

create hardware level availability attacks on ML systems, e.g. forced throttling or heating

of devices, but they are beyond the scope of this chapter.

3.4.4 Attack Methods and Setups

Having presented the intuition behind our attacks, we now introduce strategies for finding

sponge examples corresponding to the threat models described in Section 3.4.1.

3.4.4.1 Genetic Algorithms in White-box and Black-box Settings
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Figure 3.1: Availability adversary constructs sponge examples using a genetic algorithm.
The adversary tries samples against the model and measures either latency or energy
consumed, mixing the best performing samples in the pool. Eventually, the attacker
identifies potent sponge examples.

Genetic algorithms (GA) are a powerful tool for adversaries [198]. They can optimise a
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diverse set of objectives, and require no local gradient information. They are a particularly

good fit for adversaries who only have access to the model’s prediction in a Black-box

setting. The general pipeline of a GA is presented in Algorithm 3. We start with a pool of

randomly generated samples S. These are images for computer vision models, or sentences

for NLP tasks. We then iteratively evolve the population pool as is depicted in Figure 3.1.

• For computer vision tasks, we sample two parents A and B from the population

pool, and crossover the inputs using a random mask A ⇤mask+ (1�mask) ⇤B.

• For NLP tasks, we sample two parents A and B, and crossover by concatenating

the left part of parent A with the right part of parent B. We then probabilistically

invert the two parts.

Next, we randomly mutate (i.e. perturb) a proportion of the input features (i.e. pixels in

vision, words in NLP) of the children. To maintain enough diversity in the pool, where

applicable we preserve the best per-class samples in the pool. We obtain a fitness score

P for all pool members, namely their energy consumption. We then select the winning

top 10% of samples Ŝ,3, and use them as parents for the next iteration. This genetic

algorithm is simple but e↵ective in finding sponge examples. Parameter choice is explained

in Section 3.4.6. In Section 3.4.5, we further explain the domain-specific optimisations of

the GA algorithm on NLP and CV tasks for achieving a better attack performance.

Although following the same algorithm described above, we form two variants of GA

for black-box and white-box attacks respectively, each di↵ering the way we measure fitness:

• White-box GA: We access the parameters of the neural networks and provide an

estimated energy cost based on the run-time sparsity, i.e. number of operations

based on the structure and parameters of the neural networks.

• Black-box GA: We do not access any of the neural-network internals, and use purely

the measured hardware cost as the fitness, i.e. latency or energy consumption.

3.4.4.2 L-BFGS in the White-box Setting

We now consider an adversary with access to the model’s parameters. Rather than a

genetic algorithm, we use L-BFGS [22] to optimise the following objective:

�
X

al2A

kalk2, (3.5)

where A is the set of all activation values and al the activations of layer l. This generates

inputs that increase activation values of the model across all of the layers simultaneously.

3As the sample pool is large, selecting the top 10% makes the process more tractable.
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Following Objective 1 above, the increase in density prevents hardware from skipping

some of the operations, which in turn increases energy consumption. We only evaluate

the performance of sponge examples found by L-BFGS on computer vision tasks because

of the discrete nature of the NLP tasks, which prevents di↵erentiating the objective

in Equation (3.5)4.

3.4.4.3 Cross-model and Cross-hardware Transferability for Blind Adversaries

When adversaries are unable to query the model, they cannot solve an optimisation

problem directly to find sponge examples, even using the interactive black-box approach,

i.e. the GA. In this blind-adversary setting, we exploit transferability across both models

and hardware. Indeed, in Section 3.5.4 and Section 3.6.3, we show that sponge examples

transfer across models. We examine three hardware platforms in our evaluation:

• CPU: The platform is an Intel(R) Xeon(R) CPU E5-2620 v4 with 2.10GHz clock

frequency. We use the Running Average Power Limit (RAPL) to measure energy

consumption of the CPU. RAPL has been thoroughly evaluated and found to

reflect actual energy consumption, as long as the counters are not sampled too

quickly [64, 90].

• GPU: We use a GeForce 1080 Ti GPU with a 250.0 Watts power limit, a 96�C

slowdown temperature and a 84�C throttling temperature. We use the NVIDIA Man-

agement Library (NVML) to measure energy consumption. NVML was previously

found to capture energy quite accurately, with occasional instability for high-low

patterns and high sampling rates [158].

• ASIC: We also developed a deterministic ASIC simulator, which monitors and

records the runtime operations and number of DRAM accesses assuming a con-

servative memory flushing strategy. We then use measurements by Horowitz to

approximate energy consumption [75]: at 45nm technology and 0.9V, we assume 1950

pJ to access a 32 bit value in DRAM and 3.7 pJ for a floating-point multiplication.

We show in Section 3.5.4 that sponge examples transfer across these types of hardware.

3.4.5 Domain Specific Optimisations

In Section 3.4.4 we outlined the genetic algorithm we used to find sponge samples. That

approach is generic. Here we describe how we can improve the e↵ectiveness of the genetic

algorithm through domain-specific optimisations.

4For NLP tasks given knowledge of the dictionary, an attacker can design the worst possible input
and output token sequences. In this chapter we make no assumptions about the dictionary or the model
deployed, but optimise directly over energy or time.
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First, for NLP tasks, the greatest impact on performance was acquired from exploit-

ing the encoding schemes used. While the genetic algorithm was fast to pick up this

vulnerability, it struggled with e�ciency around the mid-point, where the parents were

concatenated. For example, when trying to break down individual sub-words to more

tokens, we observed the GA inserting backslashes into the samples. When concatenated,

we saw cases where two non-backslashes followed each other, meaning the GA was losing

on a couple of characters. As a solution, we probabilistically flipped the halves and saw a

slight improvement.

For CV tasks, we observed that random samples were always classified as belonging

to the same class. Furthermore, random samples had very low internal density. We

hypothesize that this has to do with the fact that on random samples there are very few

class features, as opposed to what is observed in natural samples. As the GA improvement

largely depends on randomness, that meant that we often observed that after merging two

highly dense parents, uniform randomness across all pixels was decreasing sparsity to the

level of random samples. In other words, uniform randomness was diluting class features.

To counter this phenomenon, instead of applying uniform randomness across all pixel

values, we resorted to diluting only 1% of them. That led to a bigger improvement in the

whole population pool. Furthermore, after observing that the density is class-dependent,

it became apparent that to preserve diversity in the pool it was important to keep samples

from multiple classes. For this, we tried to ensure that at least 20 di↵erent classes were

preserved in the pool.

We attempted to use domain knowledge and tried adding operations like rotation,

transposition and re-scaling into the mutation process, yet we found that these did not

lead to significant improvements.

3.4.6 Parameter Choices

We have thoroughly evaluated di↵erent parameter choices for the sponge attack and found

that a small pool size and a relatively short number of GA iterations should be su�cient

for a large number of tasks.

Figure 3.2 shows the performance of sponge samples on the RoBERTa model for the

Winograd Schema Challenge (WSC) with di↵erent pool sizes and varying input sequence

length. The horizontal axis shows the number of GA iterations. In terms of pool size of

the GA, although there is an increase in performance for larger pool sizes, the increase is

marginal. Also, smaller pool sizes significantly reduce the runtime for the attack. From the

hardware perspective, using a large pool size might trigger GPUs to throttle, so that the

runtime will be further increased. We observed that the convergence is consistently faster

for smaller input sequences. This is mainly because the complexity of the search is less.

In practice, we found almost all input sequence lengths we tested plateau within 100 GA
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Figure 3.2: GA performance with WSC task from GLUE Benchmark running on GPUs.
Words of size 29 are evaluated with pool sizes of 100, 300, 500, 700 and 900.

iterations; even going to over 1000 iterations gives only a small increase in performance. For

these reasons, for the experiments presented below, we report the results of the attack with

a pool size of 1000 for GLUE and Computer Vision benchmarks and 1000 for translation

tasks. We use 1000 GA iterations for all benchmarks tested. When displaying results, we

normally use sponge for sponge examples produced using the GA and use sponge L-BFGS

to identify sponge examples generated using L-BFGS.

3.5 Sponge Examples on Language Models

In this section we evaluate performance of Sponge Examples against NLP models. Sec-

tion 3.5.1 describes the evaluation setup and datasets involved. Section 3.5.2 evaluates

the white-box setting, while Section 3.5.3 and Section 3.5.4 evaluate an interactive and

blind black-box attackers respectively. Next, Section 3.5.5 evaluates the interactive attacker

against a deployed Azure translation service. Finally, Section 3.5.6 summarises the section.

3.5.1 Models and Datasets

We first evaluate our sponge example attack on a range of NLP models provided by the

FairSeq framework [135]. The models we consider have achieved top performance at their

respective tasks and are used heavily in the real world to analyse data at scale. We report

the performance of the RoBERTa [111] model, an optimised BERT [37], on three GLUE
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benchmarks designed to assess language understanding [190]. The datasets we considered

include tasks in the SuperGLUE benchmark plus a number of machine-translation tasks.

The SuperGLUE benchmark follows the style of GLUE but includes a wider range of

language-understanding tasks including question answering and conference resolution

[190, 191]. Further, we evaluate the attack on a number of translation tasks (WMT) using

Transformer-based models [134, 43, 130]. Both translation and language comprehension

are fundamental to human society and form a bridge between computers and humans.

They are built into virtual assistants and many other applications in the real world that

are used on a day-to-day basis.

Consider the pipeline for handling text. Before getting to the models, the text goes

through several preprocessing steps. First, words get tokenized in a manner meaningful

for the language. We used the tokenizer from the Moses toolkit[93], which separates

punctuation from words and normalises characters. Next, tokenized blocks get encoded.

Until recently, unknown words were simply replaced with an unknown token. Modern

encoders improve performance by exploiting the idea that many words are a combination of

other words. BPE is a popular approach that breaks unknown words into known subwords

and uses those as tokens [160]. In that way, known sentences get encoded e�ciently,

mapping every word to a single token, and the number of computations is greatly reduced.

3.5.2 White-box Sponge Examples

In this section, we look at the white-box GA attack (as explained in Section 3.4.4.1) for

generating sponge examples. In this setup, we access to the parameters and run-time

information of the neural networks. The GA optimisation relies on the estimated number

of operations of the neural network inference.

Table 3.1 shows the energy consumption of di↵erent models in the presence of our

generated white-box sponge examples. For di↵erent input sequence sizes and a wide

range of NLP tasks, we show the energy costs of sponge examples on both GPUs (GPU

Energy) and the ASIC simulator (ASIC Energy). We use natural, random and sponge

to represent the energy measured on data from the evaluation dataset, randomly formed

strings and sponge examples. In addition, we also report the latency of running these

samples on GPUs. Due to the limitation of the ASIC simulator, we cannot have faithful

time measurements and these numbers are not reported.

We have made several important observations:

• The energy cost of sponge examples is always the highest on both GPUs and

ASICs. In the best-case scenario for the attacker, sponge examples increase energy

consumption by 26⇥.

• Randomly generated samples are more energy-consuming than natural samples.
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GPU Energy [mJ] ASIC Energy [mJ] GPU Time [mS]

Input size Natural Random Sponge Natural Random Sponge Natural Random Sponge

SuperGLUE Benchmark with [111]

CoLA

15
2865.68 3023.705 3170.38 504.93 566.58 583.56 0.02 0.02 0.02

1.00⇥ 1.06⇥ 1.11⇥ 1.00⇥ 1.12⇥ 1.16⇥ 1.00⇥ 0.92⇥ 0.92⇥

30
3299.07 4204.121 4228.22 508.73 634.24 669.20 0.03 0.03 0.02

1.00⇥ 1.27⇥ 1.28⇥ 1.00⇥ 1.25⇥ 1.32⇥ 1.00⇥ 0.93⇥ 0.82⇥

50
3384.62 6310.504 6988.57 511.43 724.48 780.57 0.03 0.04 0.04

1.00⇥ 1.86⇥ 2.06⇥ 1.00⇥ 1.42⇥ 1.53⇥ 1.00⇥ 1.23⇥ 1.27⇥

MNLI

15
3203.01 3573.93 3597.3 509.19 570.10 586.43 0.03 0.03 0.03

1.00⇥ 1.12⇥ 1.12⇥ 1.00⇥ 1.12⇥ 1.15⇥ 1.00⇥ 1.01⇥ 0.95⇥

30
3330.22 4752.84 5045.25 514.00 638.78 672.07 0.03 0.03 0.03

1.00⇥ 1.43⇥ 1.51⇥ 1.00⇥ 1.24⇥ 1.31⇥ 1.00⇥ 1.06⇥ 1.03⇥

50
3269.34 6373.507 7051.68 519.51 728.82 783.18 0.03 0.04 0.04

1.00⇥ 1.95⇥ 2.16⇥ 1.00⇥ 1.40⇥ 1.51⇥ 1.00⇥ 1.28⇥ 1.30⇥

WSC

15
4287.24 13485.49 38106.98 510.84 1008.59 2454.89 0.04 0.07 0.20

1.00⇥ 3.15⇥ 8.89⇥ 1.00⇥ 1.97⇥ 4.81⇥ 1.00⇥ 2.02⇥ 5.51⇥

30
4945.47 36984.44 79786.57 573.78 2319.05 5012.75 0.04 0.20 0.46

1.00⇥ 7.48⇥ 16.13⇥ 1.00⇥ 4.04⇥ 8.74⇥ 1.00⇥ 4.89⇥ 11.04⇥

50
6002.68 81017.01 159925.23 716.96 5093.42 10192.41 0.05 0.46 0.93

1.00⇥ 13.50⇥ 26.64⇥ 1.00⇥ 7.10⇥ 14.22⇥ 1.00⇥ 10.16⇥ 20.56⇥

WMT14/16 with [134]

En!Fr 15
9492.30 25772.89 40975.78 1793.84 4961.56 8494.36 0.10 0.24 0.37

1.00⇥ 2.72⇥ 4.32⇥ 1.00⇥ 2.77⇥ 4.74⇥ 1.00⇥ 2.51⇥ 3.89⇥

En!De 15
8573.59 13293.51 238677.16 1571.59 2476.18 48446.29 0.09 0.13 2.09

1.00⇥ 1.55⇥ 27.84⇥ 1.00⇥ 1.58⇥ 30.83⇥ 1.00⇥ 1.46⇥ 24.18⇥

WMT18 with [43]

En!De 15
28393.97 38493.96 874862.97 1624.05 2318.50 49617.68 0.27 0.33 7.25

1.00⇥ 1.36⇥ 30.81⇥ 1.00⇥ 1.43⇥ 30.55⇥ 1.00⇥ 1.20⇥ 26.49⇥

WMT19 with [131]

En!Ru 15
33181.43 91513.13 876941.24 1897.19 5380.20 47931.11 0.31 0.77 7.19

1.00⇥ 2.76⇥ 26.43⇥ 1.00⇥ 2.84⇥ 25.26⇥ 1.00⇥ 2.46⇥ 22.85⇥

Table 3.1: Energy is reported in milli joules. We use the White-box GA attack to produce
sponge examples and measure the performance on di↵erent platforms. The GPU readings
are from NVML. GA was run for 1000 epochs with a pool size of 1000. A detailed
explanation of the results is in Section 3.5.2. Standard deviation for ASIC measurements
are shown in Table 3.5.

• When the task is quick to execute, sponge examples do not show big performance

degradation in terms of GPU Time, but they increase latency significantly when the

task takes more time (up to 30⇥).

The main reason for performance degradation appears to be the increased dimension

of the computation, as described in Algorithm 2. First, for a given input sequence size,

the attack maximises the size of the post-tokenisation representation (xtin), exploiting

the tokeniser and sub-word processing. Words with which the model is less familiar

are represented ine�ciently, forcing the network to do more work. (Imagine holding an
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email conversation with an academic from another field, who uses its specific technical

terminology. Every time an unfamiliar term appears you have to look it up in a dictionary

or search engine.) Second, the attack learns to maximise output sequence length, since

this links directly to the computation cost. Third, internal computation coupled with

output sequence length and post-tokenisation length give a quadratic increase in energy

consumption. These reasons explain why sponge examples can significantly increase both

energy and latency of language models. Do note that in this chapter we use relatively

small input sizes and in practice the e↵ect will be a lot more pronounced for larger texts.

Indeed as we later show in Section 3.5.5, in a black-box setup with 50-character long text

inputs an attack on Azure Language Translator caused 6000⇥ degradation.

Interestingly, we observe that randomly-generated samples significantly reduce the

performance of NLP tasks. This can be attributed to the fact that natural samples are

e�ciently encoded, whereas random and attack samples induce an unnecessarily long

representation, meaning that random noise can be used as a scalable black-box latency

and energy attack tool. Otherwise put, many ML systems are vulnerable to simple barrage

jamming.

It is also worth noting that the short execution of inference on GPUs makes it hard to

provide an accurate measurement even with iterative runs. We further explain how this

measurement is di�cult due to a variety of hardware problems in Section 3.6.2.

In the upcoming sections, we turn to black-box variants of the attack based on energy

and latency measurements of the individual samples. We mentioned previously that

modern hardware optimises Operations per Watt (OPs/W), making sure that energy is

only actively consumed when useful work is being done. In our experiments we see that

the relationship between degradation factors of energy and time ranges between 1.15 and

1.62 (see Table 3.4), with energy scaling faster5.

3.5.3 Interactive Black-box Sponge Examples

In this section, we show the performance of the attacks running in an interactive black-box

manner against NLP tasks. In this setup, we launch the black-box GA attack as described

in Section 3.4.4.1. This interactive black-box setup assumes that attackers cannot access

to the neural network parameters but have the abilities to measure the energy or latency

remotely. In addition, they can query the service as many times as they like, so there is

no rate limiting. We evaluate two black-box attacks, and they use GPU Time and GPU

Energy as the optimisation targets for the GA. We also present results for a white-box

GA attack in the third setup as a baseline, which is the same attack used in Section 3.5.2.

5Interestingly, we observe a net energy increase for the task if throttling happens. Although throttling
decreases the running frequency and the voltage, it significantly increases the execution time so that the
overall energy consumption has increased.
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(a) GPU Energy (b) GPU Time (c) ASIC Energy

Figure 3.3: Black-box attack performance of sponge examples over 50 epochs on di↵erent
hardware metrics against English-to-French translation model [43]. We show two Black-box
attackers (GPU Energy and GPU Time attacker) and one White-box attacker, all using
GA as the optimisation for finding sponge examples.

Figure 3.3 shows sponge example performance against a WMT14 English-to-French

Transformer-based translator with an input of size 15 and pool size of 1000. In Figure 3.3,

we use the name GPU Energy Attack, GPU Time Attacker and white-box Attacker to

represent these di↵erent attacks. In addition, we report measurements of every iteration

of the GA for these di↵erent attackers on GPU Energy, GPU Time and ASIC Energy

respectively. In Figure 3.3, the legends represent attackers with di↵erent measurement

proxies; and we show that these interactive black-box attacks are transferable across

hardware platforms and measurement proxies. For instance, an attack targeting GPU

Time transfers well when used to increase the energy cost of the ASIC simulator.

It can be seen that although the attackers have no knowledge of any neural network

internals or datasets, they are able to successfully increase the energy and time costs.

The experiment further highlights the di↵erence between using time and energy as fitness

functions. While time is noisy and depends on the current state of the hardware, energy

remains relatively stable during the attack. As was explained previously, that can be

attributed to the hardware switching its performance modes to keep the ratio of useful

work to energy constant.

3.5.4 Blind Black-box Sponge Examples and Hardware Trans-

ferability

In this section, we turn to the question of transferability across hardware and di↵erent

models in a blind black-box manner. As we’ve described in Section 3.4.1, in the blind

black-box setup the attacker blindly transfers the previously discovered sponge examples

to the target. Table 3.2 shows the results across di↵erent models, tasks and hardware

platforms. The first column is the source task that we used to produce sponge examples.

We then later launch these sponge examples to the target tasks shown in the second
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ASIC GPU CPU
From To Energy [mJ] Time [S] Energy [mJ] Time [S] Energy [mJ]

Black-box

WMT16en!de [134]

WMT14en!fr [134]
Sponge 3648.219 0.174 17251.000 1.048 51512.966
Natural 1450.403 0.053 6146.550 0.537 23610.145

2.52⇥ 3.27⇥ 2.81⇥ 1.95⇥ 2.18⇥

WMT18en!de [43]
Sponge 2909.245 0.414 47723.500 3.199 181936.595
Natural 1507.364 0.253 27265.250 1.344 71714.201

1.93⇥ 1.64⇥ 1.75⇥ 2.38⇥ 2.54⇥

WMT19en!ru [130]
Sponge 3875.365 0.652 67183.100 4.409 247585.091
Natural 1654.965 0.215 25033.620 2.193 121210.376

2.34⇥ 3.03⇥ 2.68⇥ 2.01⇥ 2.04⇥

White-box

WMT16en!de [134] WMT16en!de [134]
Sponge 48447.093 2.414 260187.900 13.615 781758.680
Natural 1360.118 0.056 6355.620 0.520 23262.311

35.62⇥ 42.98⇥ 40.94⇥ 26.20⇥ 33.61⇥

Table 3.2: Energy values are reported in milli Joules and time is reported in seconds. GA
was run for 100 epochs with a pool size of 1000. The first column shows source task that
we generate sponge examples, and the second column shows the target task to launch
these sponge examples. The performance of the sponge examples are evaluated on three
hardware platforms (ASIC, GPU and CPU).

column. We report the performance of both sponge and natural examples on the targeting

task in Table 3.2. Since the ASIC simulator is coarse-grained, it does not produce faithful

execution time estimation, we thus only report the estimated energy cost. In general, in

Table 3.2, we observe a significant increase in energy and time in comparison to natural

samples on all hardware platforms. However, the blind black-box attacks fail to achieve the

same level of energy or latency degradation when taking the white-box case as a baseline.

3.5.5 A Case Study: Microsoft Azure Translation

We evaluated sponge attack performance against an actually deployed service that is

available on demand. We present a black-box attack against this production system

without any assumptions about its internals. As with the experiment setup in Section 3.5.3,

we interactively evolve the pool of samples in a black-box setting using latency as a

fitness function. Note that, in this case, observed sample fitness is noisy as it includes

communication latency. That in turn makes it harder to perform the attack.

We used the Microsoft Azure Translation system located on the same continent as

the requesting server. We fixed the input to be 50 characters long, with a pool size of

500, and ran the attack for 50 epochs. We report four di↵erent attack runs, each running

immediately when the previous attack finishes. The attacks are run sequentially, so Azure

only translates a single sample at a time. It should be noted that we hold no assumptions

about the actual system and do not possess any information about what architecture

or dataset is used. Furthermore, we possess no information on whether Azure employs
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(a) Requesting server measured (b) Azure reported

Figure 3.4: Maximum latency of the Microsoft Azure Translator model as is observed on
the requesting server (a); reported by Azure servers (b). Azure servers were located on
the same continent as the requesting server. Natural data mean baseline is at 1ms. We
report multiple attack runs to show that the attack performs consistently with multiple
restarts and the performance is not specific to the throttling of the user account.

query-caching strategies or other optimisation techniques.

Figure 3.4 shows the performance of the attack as observed by the requesting server and

reported by Azure. The server’s reported numbers are larger as they include additional

noise from communication latency. It can be clearly seen that all four separate runs

of GA were capable of converging to samples that were consuming considerably more

time to process – up to a maximum degradation factor of 6000⇥. Although we have

no way of telling the amount of energy that was consumed by the computation, results

from Section 3.5 suggest that the energy consumption increase should also be in the

range of thousands. Interestingly, we find that performance varies greatly within the pool

during the attack. We suspect this is due to Azure’s caching mechanism, where previously

performing samples get almost constant time computation and the pool has to adapt

quickly. For all individual runs, we see an up–down pattern that we do not observe with

experiments on our own hardware. Interestingly, Azure translator assigns high confidence

scores > 0.9 to the sponge example predictions.

Sponge examples against translators strongly resemble Denial-of-Service (DoS) attacks

observed in the wild. DoS attacks aim to make computer systems unresponsive and

unavailable via excess connections or data requests. Instead of overwhelming the victim’s

bandwidth as in the vast majority of DoS attacks [8], we target the application layer. In

particular, we target the most expensive parts of the translator to get an extraordinary

amplification factor by sending specifically crafted requests. For example with Azure

and an input of length 50, we were getting translated responses spanning thousands of

characters. This finding bridges ML to the field of classic computer security and suggests

that decades of experience with managing service-denial attacks can be applied here.
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Ethics: Having established the similarity of Sponge examples to DoS attacks, it is

appropriate to discuss the ethics of the experiments. First, we paid for the translation

service and used only legitimate and well-formed API calls. For experiments and testing,

we performed around 200k queries. Second, to minimise the impact of sponge examples

on Azure and CO2 production, we chose relatively small input and pool sizes. Although

Azure’s maximum input size is 10000 characters per request, we used only 50. We expect

that the impact of sponges can be further increased by running GA with a larger input

size [3]. Third, we ran the experiment at night in the data-center timezone, when it is

easier to cool the servers and energy costs are lower. Fourth, to minimise the interaction

of sponges between each other we executed a single sample at a time. Finally, we followed

our standard responsible disclosure process: we notified Microsoft of the vulnerability of

their Translator to sponge examples and shared a draft of the chapter with the Microsoft

Azure team. We want to stress that sponges are not specific to Microsoft Azure, and other

ML-as-a-Service providers will be a↵ected by the same attack. Microsoft Azure was chosen

because of our experience with the Azure platform. Since the discovery, in a joint e↵ort

with Microsoft, sponge examples have been added to the MITRE attack framework for AI

security6.

3.5.6 Section summary

In this section, we demonstrated the e↵ectiveness of sponge examples in di↵erent attack

setups (white-box, interactive black-box and blind adversary). We considered state-of-

the-art sequence learning models, BERT [37] and RoBERTa [111]; and a wide variety of

tasks. The performance of sponge examples turned out to be task-dependent and also

model-dependent, but all of the evaluated models and tasks showed significant latency

and energy increase under attack. In addition, we demonstrated the transferability of

sponge examples not only across hardware platforms but also across model architectures.

Finally, we demonstrated how sponge examples can be generated in a black-box manner

on existing ML-as-a-service platforms, greatly increasing the response latency.

3.6 Sponge Examples on Vision Models

In this section we evaluate performance of Sponge Examples against CV models. Sec-

tion 3.6.1 describes the evaluation setup and datasets involved. Section 3.6.2 evaluates

the white-box setting, Section 3.6.3 evaluates a transferability-based attacker. Next, Sec-

tion 3.6.4 describes the relationship between class labels and representation density, while

Section 3.6.5 helps put the results of CV availability attacks in context. Section 3.6.6

6https://github.com/mitre/advmlthreatmatrix
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describes a method to measure performance of CV Sponge Examples. Section 3.6.7 presents

a summary.

3.6.1 Models and Datasets

We evaluate the sponge example attack on a range of vision models provided in the

TorchVision library. We show the performance of ResNet-18, ResNet-50 and ResNet-101

[67], DenseNet-121, DenseNet-161, DenseNet-201 [78], and MobileNet-V2 [154]. Networks

span a range of sizes from 3.4M parameters (MobileNet-V2) to 49M (ResNet-101). The

considered networks also have a relatively large architectural diversity, where MobileNet-V2

is designed to run on modern battery-powered mobile devices. All of the networks classify

a canonical computer vision task – ImageNet-2017, since the ImageNet challenge serves as

a golden baseline in the computer vision community.

3.6.2 White-Box Sponge Examples

Following objectives in Section 3.4.2.1 and Section 3.4.2.2, we can increase energy consump-

tion by increasing either computation dimension or data density. Although theoretically

we can provide larger images to increase the computation dimension for computer vision

networks, very few modern networks currently deal with dynamic input or output. Usually

preprocessing normalizes variable-sized images to a pre-defined size by either cropping or

scaling. Therefore, for computer vision models, we focus on increasing energy and latency

via data density.

Table 3.3 shows the performance of sponge examples on CV models, and we focused on

using white-box attacks to maximise energy consumption. We use both the white-box GA

and white-box L-BFGS to generate sponge examples (named sponge and sponge LBFGS

in Table 3.3). Since the energy consumption is lower per inference, it is challenging to get

a true measurement of energy given the interference of the GPU’s hardware temperature

control, and that energy inspection tools lack the resolution. We then show the ASIC

Energy readings and the Energy Ratio in the first two columns. The Energy Ratio

term refers to the cost on an ASIC with data sparsity optimisations compared to the

cost on an ASIC without any optimisations. We considered data sparsity optimisations

including compressed DRAM accesses, zero-skipping multiplications. These optimisation

techniques are widely adopted in many proposed ASIC accelerators [65, 91, 141], and

there are now real implementations of these techniques in hardware. We then further

look at the internals of neural networks and show how their data density is changing with

di↵erent types of samples. We calculate the theoretical upper bounds of data density

using Interval Bound Propagation (IBP) [59]. Although originally developed for certifiable

robustness, we adopt the technique to look at internal network bounds that only take value
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Energy Density
ASIC Energy [mJ] Energy ratio Post-ReLU Overall Maximum

ImageNet

ResNet-18

Sponge LBFGS 53.359 ± 0.004 0.899 0.685 0.896

0.981
Sponge 51.816 ± 0.271 0.873 0.599 0.869
Natural 51.745 ± 0.506 0.871 0.596 0.869
Random 49.685 ± 0.008 0.837 0.480 0.834

ResNet-50

Sponge LBFGS 164.727 ± 0.062 0.863 0.619 0.885

0.998
Sponge 160.887 ± 0.609 0.843 0.562 0.868
Natural 160.573 ± 1.399 0.842 0.572 0.867
Random 155.819 ± 0.016 0.817 0.483 0.845

ResNet-101

Sponge LBFGS 258.526 ± 0.028 0.857 0.597 0.873

0.994
Sponge 254.182 ± 0.561 0.842 0.556 0.861
Natural 253.004 ± 1.345 0.839 0.545 0.857
Random 249.026 ± 0.036 0.825 0.507 0.846

DenseNet-121

Sponge LBFGS 152.595 ± 0.050 0.783 0.571 0.826

0.829
Sponge 149.564 ± 0.502 0.767 0.540 0.814
Natural 147.247 ± 1.199 0.755 0.523 0.804
Random 144.366 ± 0.036 0.741 0.487 0.792

DenseNet-161

Sponge LBFGS 288.427 ± 0.087 0.726 0.435 0.764

0.811
Sponge 287.153 ± 0.575 0.723 0.429 0.761
Natural 282.296 ± 2.237 0.711 0.404 0.751
Random 279.270 ± 0.065 0.703 0.387 0.744

DenseNet-201

Sponge LBFGS 237.745 ± 0.156 0.756 0.505 0.788

0.863
Sponge 239.845 ± 0.522 0.763 0.519 0.794
Natural 234.886 ± 1.708 0.747 0.487 0.781
Random 233.699 ± 0.098 0.743 0.479 0.777

MobileNet v2

Sponge LBFGS 87.511 ± 0.011 0.844 0.692 0.890

0.996
Sponge 84.513 ± 0.386 0.815 0.645 0.868
Natural 85.077 ± 0.683 0.821 0.646 0.873
Random 80.807 ± 0.022 0.779 0.567 0.844

Table 3.3: We report the performance of two White-box attacks, Sponge and Sponge
LBFGS against a number of computer vision benchmarks. They are optimised using
the the GA and LBFGS respectively for finding sponge examples. We show the energy
readings from the ASIC simulator and the Energy ratio. The Energy ratio is a ratio
between the estimated energy of an ASIC optimised for sparse matrix multiplication and
an ASIC without such optimisations. To further illustrate the internals of neural networks,
we show data densities that are post-ReLU, across the entire neural network, and also the
maximum possible density calculated using interval bound propagation (IBP). Details are
described in Section 3.6.2.

0 (i.e. lower bound = upper bound = 0) for the whole natural image range7. We also look

at data densities after the ReLU function (Post-ReLU) and the overall densities. The

results for density and energy suggest that both attacks can successfully generate sponge

examples that are marginally more expensive in terms of energy. To be precise, we were

7Note that we assume full floating point precision here. In practice, emerging hardware often uses
much lower quantization which will result in a lower maximum data density.
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able to get a 1� 3% increase in energy consumption when compared to natural samples.

Interestingly we observe that more of the density impact comes in the first few layers. To

better understand the di↵erence in performance please refer to Section 3.6.5. We show

a statistical analysis across a wide range of CV models and describe the di�culties of

precisely showing performance on CPUs and GPUs in Section 3.6.5.

For computer vision models, we also find that di↵erent architectures will have similar

class-wise computation densities and sponge examples can increase densities across model

architectures.

3.6.3 Transferability of Attacks

We observe that sponge examples are transferable and can be used to launch a blind black-

box attack. Figure 3.5 shows the density di↵erence of transferred sponge samples. For

all networks but one (MobileNet), the sponge samples increased the internal data density

despite not having any knowledge of what natural samples look like or any architectural

and parameter information of the targeted neural networks. All of the sponge samples

outperformed random noise, suggesting that sponge samples target specific features of the

data set and can be applied in a blind black-box fashion.

(a) Sponge density - Normal density (b) Sponge density - Random density

Figure 3.5: Transferability of sponge examples across di↵erent neural network architectures
for computer vision benchmarks.

3.6.4 Class-Wise Natural Data Density

Figure 3.6 shows the densities of natural samples from the ImageNet dataset. On the

horizontal axis, we show the 1000 classes of ImageNet and the vertical axis displays the

run-time data densities for samples in that class. It can be clearly seen that there are

per-class similarities between data densities of natural samples. These are particularly
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(a) ResNet family (b) DenseNet family (c) Other networks

Figure 3.6: Class-wise average densities of natural samples from the ImageNet validation
dataset. Some classes are a lot more densely represented internally than others. X-axis
shows the class numbers, whereas Y-axis shows densities.

pronounced within ResNet and DenseNet architectures hinting that similar architectures

will learn similar features so that samples of the same class have similar run-time densities

across architectures. Finally, Figure 3.6.c shows the summed per-class densities across all

of the tested networks. There are classes that are consistently more dense than others.

This test is helping us to summarise that, in computer vision tasks, there exist natural

samples that are producing more computation because of the increased data densities.

This intrinsic property suggests that an adversary may send natural samples resulting in

higher activation density to drain the energy of targeted devices.

3.6.5 Understanding Sponges and Their Performance

Figure 3.7: Per-class mean density of samples evaluated on ResNet18 and DenseNet161.
The natural samples are from the validation set and are compared to 50 000 randomly
generated samples and 1000 Sponge GA samples. The scales are normalised to form a
probability density.

To better understand the results, we present Figure 3.7 which shows per-class density

distributions of natural, random and sponge samples. There are 50,000 random and
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natural samples respectively and 1,000 sponge samples, with the bars normalised to form

a probability density.

The first thing that becomes apparent is that randomly-generated samples on CV

models cost significantly less energy because many activations are not on. On average,

random samples result in a sparser computation – around 4% more sparse for ResNet18 –

and our simulator costs for natural samples are around 4� 7% higher than the costs of

random samples. Second, a surprising finding is that the most and least sparse samples

are clustered in a handful of classes. In other words, certain classes have inputs that are

more expensive than others in terms of energy. For ResNet-18, the most sparse classes

are ‘wing’ and ‘spotlight’ while the least sparse are ‘greenhouse’ and ‘howler monkey’.

We observe a similar e↵ect for larger ResNet variants and also DenseNets, although the

energy gap is smaller on DenseNets. Interestingly, we see that energy-expensive classes

are consistent across di↵erent architectures, and we further demonstrate this class-wise

transferability in Section 3.6.4. Ultimately, this phenomenon implies that it is possible to

burn energy or slow a system without much preparation, by simply bombarding the model

with natural samples from energy-consuming classes. Finally, we see that the sponge

samples are improving the population performance and tend to outperform natural sample.

We observe that it is easier for sponge to outperform all natural samples for DensNets of

di↵erent size, yet it struggles to outperform all of the ResNets. We further measure the

energy performance statistically in Section 3.6.6.

3.6.6 Measuring Di�culties and Statistical Analysis

Although we have presented in Section 3.6.2 that sponge attacks cause ASIC energy

consumption to rise for computer vision tasks, it is still unclear what this translates to on

real hardware.

If one were to directly measure the CPU or GPU load per adversarial sample, inter-

preting it would be hard, especially when one talks about the energy cost improvements

in the order of around 5% for ResNet18 and 3% as for DenseNet101. As is mentioned

in Section 3.4.3 the main energy costs include the frequency of switching activities, voltage

and clock frequency. Due to the heat impact from voltage and clock frequency, a large

number of di↵erent optimisations are deployed by the hardware. Here, the optimisations

try to balance multiple objectives – they try to be as performant as they can, whilst being

as energy e�cient as possible and also maintain reliability. Modern CPUs and GPUs have

several performance modes between which the hardware can switch. For example, o�cial

Nvidia documentation lists 15 di↵erent performance modes.

Figure 3.8 shows measurements taken during the sponge GA attack running against

ResNet-18. The x-axis shows the number of epochs, with each epoch the internal density

is increasing from 0.75% to 0.8%. In (a), the right y-axis shows mean energy readings per
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(a) Energy vs Power (b) Energy vs Time

Figure 3.8: ResNet-18 solving ImageNet-2017 without any rate limiting with increasing
internal density.

sample, whereas left y-axis shows mean power readings per-sample. In (b) the left y-axis

shows mean latency values per-sample.

The amount of power consumed is strongly correlated to the amount of time taken

by each sample. When the GPU speeds up, it consumes more energy but requires less

time, but the rise in temperature causes the hardware then to go to a more conservative

mode to cool down. We observe this heating and cooling cycle with all tasks running on

GPUs, making it hard to measure the absolute performance and the attack impact. We

can however measure the performance statistically. First, we turn to a question of

Can we detect energy di↵erences between Natural, Random and Sponge samples?

To investigate the relationship between the samples we use Mann-Whitney-Wilcoxon

U test (U-test), a nonparametric test for the di↵erence between distributions. With three

classes of samples, we need three pairwise comparisons. For each one, the null hypothesis

that the distributions of energy consumed by the samples are identical. The complement

hypothesis is that of a di↵erence between distributions.

The U-test is based on three main assumptions:

• Independence between samples;

• The dependent variable is at least ordinal;

• The samples are random.

The first assumption is fulfilled since no sample belongs to more than one category

i.e. natural, random and sponge. The second assumption is satisfied by the fact that both

time and energy are cardinal variables. The third assumption, however, is harder to satisfy.
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The cause of this lies in the closed nature of hardware optimisations: although some of

the techniques are known, the exact parameters are unknown. Furthermore, it is hard to

achieve the same state of the hardware even through power cycling. As was mentioned

in Section 3.4.3 temperature a↵ects energy directly, and it is hard to make sure that the

hardware always comes back to the same state.

To minimise temperature e↵ects we apply the load of natural, attack and random

samples and wait until the temperature stabilises. That takes approximately 30,000

samples. The order of the samples is random, and at this point, it can be assumed that

all of the data and instruction caches are filled. Finally, because the samples are randomly

shu✏ed, all of the predictive optimisations will work with the same probability for each of

the classes.

For these reasons, we believe it is safe to assume that the samples themselves are

random in that the e↵ect of hardware optimisations is random so that the last assumption

of the Mann-Whitney test is fulfilled.

(a) First 5000 samples discarded (b) First 30000 samples discarded

Figure 3.9: Mann-Whitney test on CPU measured Mobilenet execution. Number of
observations is shown on x-axis and p-value on the y-axis.

Using this test we can do a pairwise comparison of the natural, random and sponge

samples. The test indicates that the three types of samples generate energy consumption

distributions that are statistically di↵erent (one-sided test, p-value=0.000) for mobilenet

executed on a CPU. On a practical level, the amount of energy consumed by sponge

samples is 1.5% higher on a CPU and �7% on ASIC. We could not evaluate the energy

recordings on a GPU, as the standard deviation was over 15% which becomes worse as

temperature increases. Figure 3.9 shows the confidence of the Mann-Whitney test with

mobilenet measured on the CPU as a function of the number of observations. The number

of observations is on the x-axis, and the p-value on the y-axis. As can be seen, in a stable

environment i.e. the temperature has stabilised, after about 100 observations per class, the

di↵erences become statistically significant at any reasonable confidence level. A similar
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trend is observed for unstable temperature environment, but around three times more

data is required. That means that in practice, about 100–300 observations per class are

su�cient to di↵erentiate between classes with high confidence.

GPU Energy [mJ] GPU Time [mS]
Input size Natural Sponge Natural Sponge Time ⇥ / Energy ⇥

SuperGLUE Benchmark with [111]

CoLA
15 1.00⇥ 1.11⇥ 1.00⇥ 0.92⇥ 1.21
30 1.00⇥ 1.28⇥ 1.00⇥ 0.82⇥ 1.56
50 1.00⇥ 2.06⇥ 1.00⇥ 1.27⇥ 1.62

MNLI
15 1.00⇥ 1.12⇥ 1.00⇥ 0.95⇥ 1.26
30 1.00⇥ 1.51⇥ 1.00⇥ 1.03⇥ 1.46
50 1.00⇥ 2.16⇥ 1.00⇥ 1.30⇥ 1.66

WSC
15 1.00⇥ 8.89⇥ 1.00⇥ 5.51⇥ 1.61
30 1.00⇥ 16.13⇥ 1.00⇥ 11.04⇥ 1.46
50 1.00⇥ 26.64⇥ 1.00⇥ 20.56⇥ 1.29

WMT14/16 with [134]

En!Fr 15 1.00⇥ 4.32⇥ 1.00⇥ 3.89⇥ 1.11
En!De 15 1.00⇥ 27.84⇥ 1.00⇥ 24.18⇥ 1.15

WMT18 with [43]

En!De 15 1.00⇥ 30.81⇥ 1.00⇥ 26.49⇥ 1.16

WMT19 with [131]

En!Ru 15 1.00⇥ 26.43⇥ 1.00⇥ 22.85⇥ 1.15

Table 3.4: We use the White-box GA attack to produce sponge examples and measure the
performance on di↵erent platforms and calculate how energy improvement factor relates
to time improvement factor. The GPU readings are from NVML. GA was run for 1000
epochs with a pool size of 1000. A detailed explanation of the results is in Section 3.5.2.

3.6.7 Section summary

In this section, we report the results of sponge examples on computer vision models. We

observe that sponge examples can successfully decrease the run-time sparsity of CV models,

thus generating marginally more energy-consuming samples for ASICs that utilise data

sparsity. The generated hardware di↵erences are too small to be reliably observed on

GPUs, however, we show that the GPU energy readings are statistically di↵erent between

normal and sponge samples in Section 3.6.6. The computation of CNN inference is more

structured and normally only handles fixed-sized inputs. This structured computation

flow provides fewer opportunities for sponge examples, and only hardware devices utilising

fine-grained sparsity are vulnerable to sponge attacks.
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ASIC Energy [mJ]
Input size Natural Random Sponge

SuperGLUE Benchmark with [111]

CoLA
15 504.93± 1.07 566.58± 2.74 583.56± 0.00
30 508.73± 1.87 634.24± 4.06 669.20± 0.00
50 511.43± 3.64 724.48± 5.12 780.57± 0.59

MNLI
15 509.19± 1.45 570.10± 2.82 586.43± 0.00
30 514.00± 2.07 638.78± 3.89 672.07± 0.00
50 519.51± 2.79 728.82± 5.26 783.18± 0.75

WSC
15 510.84± 8.84 1008.59± 192.22 2454.89± 68.06
30 573.78± 140.12 2319.05± 502.31 5012.75± 154.24
50 716.96± 223.75 5093.42± 1020.34 10192.41± 347.32

WMT14/16 with [134]

En!Fr 15 1793.84± 356.29 4961.56± 1320.84 8494.36± 166.22

En!De 15 1571.59± 301.69 2476.18± 1586.95 48446.29± 0.06

WMT18 with [43]

En!De 15 1624.05± 352.99 2318.50± 296.09 49617.68± 0.02

WMT19 with [131]

En!Ru 15 1897.19± 607.30 5380.20± 2219.24 47931.11± 0.00

Table 3.5: We use the White-box GA attack to produce sponge examples and measure
the consistency of ASIC results. GA was run for 1000 epochs with a pool size of 1000. A
detailed explanation of the results is in Section 3.5.2.

3.7 Discussion

This section is structured as follows. Section 3.7.1 describes the main lessons from Sponge

examples, Section 3.7.2 touches upon defences. Next, Section 3.7.3 debates implications of

Sponge examples on climate change. Finally, Section 3.7.4 describes our e↵orts of making

our results reproducible.

3.7.1 Lessons from Sponge Examples

In this chapter, we demonstrated novel service-denial attacks on ML components. In their

current form, our attacks work best against NLP models, whose internal complexity makes

more domain-specific optimisations necessary. We showed that our attacks can also target

hardware optimisations, suggesting that the capable attacker will always be able to exploit
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Algorithm 3: Sponge samples through a Genetic Algorithm
Result: S
initialise a random pool of inputs ;
S = {S0, S1, ..., Sn};
while i < K do

Profile the inputs to get fitness scores ; ) latency or energy
P = Fitness(S);
Pick top performing samples ;
Ŝ = Select(P , S);
if NLP then

S = MutateNLP(Ŝ);
Concatenate samples A, B;
) S = LeftHalf(A) + RightHalf(B);
) S = RandomlyMutate(S);

end
if CV then

S = MutateCV(Ŝ);
Concatenate samples A, B, and a random mask;
) A ⇤mask + (1�mask) ⇤B;

end
end

di↵erent optimisations across the stack.

Sponge attacks will have a significant impact on how future ML pipelines will be

deployed. The integration of di↵erent ML components can only lead to higher complexity,

which will make them even more vulnerable. Attacks may lead to ML deadlocks or livelocks,

of which another precursor may be semi-trained RL agents that forever walk in circles.

The attacks presented here assume that a single sample is processed at a time. This

enables simple demonstrations, but these are only a starting point. More complex attacks

could involve samples that interact with each other. Indeed, in the world of Federated

Learning, aggregators that experience delays in presence of network failure are likely to

find this leads to significant increases in overall latency. Coordinated attacks on federated

systems are a natural frontier for future research.

Our attacks used two main optimisation strategies, but others can be tried. In our

attack on the Microsoft Azure Translator, it appears that a caching mechanism was making

previously potent samples perform poorly in subsequent runs, but we still managed, using

a genetic algorithm, to find powerful sponge examples.

Our attacks were used o↵ensively in this chapter, but they should also be used routinely

in safety testing. Worst-case examples may turn up by chance, so it is prudent to use

adversarial techniques to find them in advance. Furthermore, our methodology can be

used to automatically discover timing side-channels and other latent dependencies between

interacting components in both ML and traditional processing pipelines.
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Finally, sponge examples show that commonly deployed API rate-limiting defences are

not enough to protect the availability of the underlying machine learning system. The

attacker can use sponges to increase energy consumption per sample without increasing

the rate at which the system is queried.

3.7.2 Defending against Sponge Examples

As sponge examples can be found by adversaries with limited knowledge and capabilities,

the threat is realistic. They already work against a deployed system that is available

on demand. We now propose a simple defence to preserve the availability of hardware

accelerators in the presence of sponge examples.

In Table 3.1, we observe a large energy gap between natural examples and random

or sponge examples. We propose that before deploying the model, natural examples get

profiled to measure the time or energy cost of inference. The defender can then fix a cut-o↵

threshold. This way, the maximum consumption of energy per inference run is controlled

and sponge examples will simply result in an error message. In this way, their impact on

availability can be bounded.

This will often be su�cient to deal with the case where the threat model is battery

drainage. Where the threat is a jamming attack on real-time performance, as with the

vision system of an autonomous vehicle, the system will need to be designed for worst-case

performance, and if need be a fallback driving mechanism should be provided. Current

draft safety standards call for a self-driving car that becomes confused to slow to a stop in

the same lane while alerting the human driver. This is hard to do properly, as confusion is

most likely to happen when the car is going through road works and cannot identify the

lane to follow. However it may be a good starting point for the search for an appropriate

response to attack.

More generally, no single solution can tackle all the possible abuse cases where an

attacker can introduce errors into a machine-learning system. Depending on the context

both defence [58, 196] and detection [29, 167] mechanisms may be required. That problem

space may be as large as the human conflict itself. At the level of technical research,

serious work is needed to assess what impact di↵erent hardware platforms (e.g. TPUs that

do not exploit sparsity) have on susceptibility to sponge examples. Above all, it is vital to

take a whole system view when engineering for security or safety; to consider what threats

and hazards are realistic; and to provide appropriate defences or mitigation. In the case of

attacks that cannot be prevented, the optimal strategy may often be attack detection.
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3.7.3 Energy and Machine Learning

Most of the prior research on the carbon footprint of machine learning focuses on the

energy required to train large neural network models and its contribution to carbon

emissions [68, 99, 174]. This work shows that we need to study energy use at small scales

as well as large. As with side-channel attacks on cryptographic systems, the fine-grained

energy consumption of neural networks is a function of the inputs. In this case, the main

consequence is not leakage of confidential information but a denial-of-service attack.

First, sponge examples can aim to drain a device’s batteries; the operations and

memory access in inference account for around a third of the work done during a complete

backpropagation step, but inference happens at a much higher frequency and scale compared

to training once a model is deployed. Our research characterizes the worst-case energy

consumption of inference. This is particularly pronounced with natural-language processing

tasks, where the worst case can take dozens of times more energy than the average case.

Second, the sponge examples found by our attacks can be used in a targeted way

to cause an embedded system to fall short of its performance goal. In the case of a

machine-vision system in an autonomous vehicle, this might enable an attacker to confuse

the scene-understanding mechanisms and crash the vehicle; in the case of a missile guided

by a neural network target tracker, a sponge example might break the tracking lock. The

lesson is that system engineers must think about adversarial worst-case performance and

test it carefully.

3.7.4 Reproducibility

It should be noted that the performance of our attacks will vary greatly across di↵erent

hardware platforms and even weather outside. When running experiments in a black-box

setup on two servers with similar configurations in some cases we found the energy and

latency varied by up to a factor of 10. To help reproducibility, we released the sponge

examples we found, the attack code-base we used and the ASIC simulator8.

3.8 Conclusion

We introduced energy-latency attacks, which enable an adversary to increase the latency

and energy consumption of ML systems to deny service. Our attacks use specially-crafted

sponge examples and are e↵ective against deep neural networks in a spectrum of threat

models that realistically capture current deployments of ML – whether as a service or on

edge devices. They can be mounted by adversaries whose access varies from total to none at

all. As proof of concept, we showed that we can slow down translation in Microsoft Azure

8https://github.com/iliaishacked/sponge_examples
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by a factor of several thousand. Our work demonstrates the need for careful worst-case

analysis of the latency and energy consumption of computational systems that use deep

learning mechanisms.
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Chapter 4

Availability attacks on training

It is now well understood that by changing the underlying data distribution, an adversary

can poison the model trained with it or introduce backdoors. In this chapter we present a

novel class of training-time attacks that require no changes to the underlying dataset or

model architecture, but instead only change the order in which data are supplied to the

model. In particular, we find that the attacker can either prevent the model from learning,

or poison it to learn behaviours specified by the attacker. Furthermore, we find that even

a single adversarially-ordered epoch can be enough to slow down model learning, or even

to reset all of the learning progress. The attacks presented here are not specific to the

model or dataset, but rather target the stochastic nature of modern learning procedures. We

extensively evaluate our attacks on computer vision and natural language benchmarks to

demonstrate that the adversary can disrupt model training and even introduce backdoors.

4.1 Introduction

The data-driven nature of modern ML training puts pressure on data supply pipelines,

which become increasingly more complex. It is common to find separate disks or whole

content distribution networks dedicated to servicing massive datasets. Training is often

distributed across multiple workers. This emergent complexity gives a perfect opportunity

for an attacker to disrupt ML training, while remaining covert. In the case of stochastic

gradient descent (SGD), it assumes uniform random sampling of items from the training

dataset, yet in practice this randomness is rarely tested or enforced. Here, we focus on

adversarial data sampling.

It is well known that malicious actors can poison data and introduce backdoors, forcing

ML models to behave di↵erently in the presence of triggers [63]. While such attacks pose

a real threat, they require the attacker to change the dataset used for training.

We show that by simply changing the order in which batches or data points are supplied

to a model during training, an attacker can a↵ect model behaviour. More precisely, we
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show that it is possible to perform integrity and availability attacks without adding or

modifying any data points. For integrity, an attacker can reduce model accuracy or

arbitrarily control its predictions in the presence of particular triggers. For availability, an

attacker can increase the amount of time it takes for the model to train, or even reset the

learning progress, forcing the model parameters into a meaningless state.

We present three di↵erent types of attacks that exploit Batch Reordering, Reshu✏ing

and Replacing – naming them BRRR attacks. We show that an attacker can significantly

change model performance by (i) changing the order in which batches are supplied to

models during training; (ii) changing the order in which individual data points are supplied

to models during training; and (iii) replacing datapoints from batches with other points

from the dataset to promote specific data biases. Furthermore, we introduce Batch-Order

Poison (BOP) and Batch-Order Backdoor (BOB), the first techniques that enable poisoning

and backdooring of neural networks using only clean data and clean labels; an attacker

can control the parameter update of a model by appropriate choice of benign datapoints.

Importantly, BRRR attacks require no underlying model access or knowledge of the dataset.

Instead, they focus on the stochasticity of gradient descent, disrupting how well individual

batches approximate the true distribution that a model is trying to learn.

To summarise, we make the following contributions in this chapter:

• We present a novel class of attacks on ML models that target the data batching

procedure used during training, a↵ecting their integrity and availability. We present

a theoretical analysis explaining how and why these attacks work, showing that they

target fundamental assumptions of stochastic learning, and are therefore agnostic to

models and datasets.

• We evaluate these attacks on a set of common computer vision and language

benchmarks, using a range of di↵erent hyper-parameter configurations, and find that

an attacker can slow the progress of training, as well as reset it, with just a single

epoch of intervention.

• We show that data order can poison models and introduce backdoors, even in a

black-box setup. For a white-box setup, we find that the adversary can introduce

backdoors almost as well as if they used perturbed data. While a baseline CIFAR10

VGG16 model that uses perturbed data gets 99% trigger accuracy, the white-box

BOB attacker gets 91%± 13 and the black-box BOB attacker achieves 68%± 19.

4.2 Related Work

Attacks on integrity: The data-poisoning attack aims at using data manipulation to

cause DNNs to fail on specific test-time instances [81]. Chen et al. demonstrated that
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Attack Dataset knowledge Model knowledge Model specific Changing dataset Adding data Adding perturbations

Batch Reorder 7 7 7 7 7 7
Batch Reshu✏e 7 7 7 7 7 7
Batch Replace 7 7 7 7 7 7

Adversarial initialisation [62] 7 3 3 7 7 7
BadNets [63] 3 7 7 3 7 3
Dynamic triggers [153] 3 3 7 3 7 3
Poisoned frogs [175] 3 3 7 3 7 3

Table 4.1: Taxonomy of training time integrity attacks. In green, we highlight our attacks.

manipulation of the labels of around 50 training samples is enough to trigger failure [31].

Gu et al. showed that attackers can associate adversarial patterns with labelled images

and cause DNNs to overfit to this pattern [63]. Shafahi et al. launched a poisoning attack

using instances with clean labels [161]. A number of other works have since created more

e�cient triggers [153]. It was a common belief that poisoning attacks on DNNs have

to contain a certain level of malicious manipulation of either the data or label at train

time. However, this chapter shows how poisoning is possible with clean data and clean

labels, with the only manipulation being of the training-time batching process. Table 4.1

compares related work to our attacks.

Attacks on availability: In the previous chapter, we showed the first attack on the

availability of computer vision and natural language processing models at inference time

with sponge examples [169]. This chapter targets availability at training time instead. We

show that the attacker can reset or slow down training progress by reordering or reshu✏ing

natural batches. Finally, this attack does not target specific optimisations in hardware or

individual models, but instead breaks the fundamental stochastic assumption of training.

4.3 Methodology

This sections is structured as follows. Section 4.3.1 describes our threat model, and

Section 4.3.2 provides a primer on SGD. Next, Section 4.3.3 describes a taxonomy of

BRRR attackers. Finally, Section 4.3.4 describes how one can repurpose BRRR attackers

to poison and backdoor models.

4.3.1 Threat model

Here we assume one of the strongest threat models in the literature. Our black-box

attacker assumes no access to the model and no prior knowledge of the training data,

whereas a white-box attacker has access to the model under attack and can compute its

loss directly. The attack specifically focuses on the batching part of the ML pipeline as

depicted in Figure 4.1. We discuss the related work in Section 4.2.

This attack is realistic and can be instantiated in several ways. The attack code can

be infiltrated into: the operating system handing file system requests; the disk handling
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Figure 4.1: The attacker reorders the benign randomly supplied data based on the surrogate
model outputs. Attacker co-trains the surrogate model with the data that is supplied to
the source model.

individual data accesses; the software that determines the way random data sampling

is performed; the distributed storage manager; or the machine learning pipeline itself

handling prefetch operations. That is a substantial attack surface, and for large models

these components may be controlled by di↵erent principals. The attack is also very stealthy.

The attacker does not add any noise or perturbation to the data. No triggers or backdoors

are introduced into the dataset. All the data points are natural. In two of four variants,

the attacker uses the whole dataset and does not oversample any given point, i.e. the

sampling is without replacement. This makes it di�cult to deploy simple countermeasures.

4.3.2 Stochastic learning and batching

We assume that the defender is trying to train a deep neural network model with parameters

✓ operating over Xi ⇠ Xtrain, solving a non-convex optimization problem with respect to

parameters ✓, corresponding to minimization of a given loss function L(✓). We will denote

the training dataset X = {Xi}. We assume a commonly-used loss function defined as the

sample average of the loss per training data point Li(✓) = L(Xi, ✓) in k-th batch over the

training set, where B is the batch size:

L̂k+1(✓) =
1

B

kB+BX

i=kB+1

Li(✓). (4.1)

If we let N ·B be the total number of items for training, then in a single epoch one aims

to optimize:

L̂(✓) =
1

N

NX

i=1

L̂i(✓). (4.2)

82



Optimization with stochastic gradient descent (SGD) algorithm of N ·B samples and a

learning rate of ⌘ leads to the following weight update rule over one epoch:

✓k+1 = ✓k + ⌘�✓k; �✓k = �r✓L̂k(✓k). (4.3)

SGD is often implemented with momentum [142, 176], with µ and v representing momentum

and velocity respectively:

vk+1 = µvk + ⌘�✓k; ✓k+1 = ✓k + vk+1. (4.4)

Given data, SGD’s stochasticity comes from the batch sampling procedure. Mini-

batched gradients approximate the true gradients of L̂ and the quality of this approximation

can vary greatly. In fact, assuming an unbiased sampling procedure, i.e. when the k’th

gradient step corresponds to ik’th batch with P(ik = i) = 1/N , in expectation the batch

gradient matches the true gradient:

E[rL̂ik
(✓)] =

NX

i=1

P(ik = i)rL̂i(✓) =
1

N

NX

i=1

rL̂i(✓) = rL̂(✓). (4.5)

Although this happens in expectation, a given batch taken in isolation can be very far

from the mean. This variation has been exploited in the literature to aid training, for

example, for variance reduction techniques for stochastic optimisation [84], curriculum

learning [11] and core-set construction [4]. Each area looks at identifying and scheduling

data subsets that aid training and give a better true gradient approximation. In this

chapter, we turn things round and investigate how an attacker can exploit data order to

break training. The explicit stochastic assumption opens a new attack surface for the

attacker to influence the learning process. In particular, let us consider the e↵ect of N

SGD steps over one epoch [171]:

✓N+1 = ✓1 � ⌘rL̂1(✓1)� ⌘rL̂2(✓2)� · · ·� ⌘rL̂N(✓N)

= ✓1 � ⌘
NX

j=1

rL̂j(✓1) + ⌘2

data order dependentz }| {
NX

j=1

X

k<j

rrL̂j(✓1)rL̂k(✓1) +O(N3⌘3) .

(4.6)

As we can see, in this case the second-order correction term is dependent on the order of

the batches provided. The attacker we describe in this chapter focuses on manipulating it

i.e. finding a sequence of updates such that the first and second derivatives are misaligned

with the true gradient step. In Appendix A.3 we prove that under equally-distributed loss

gradients, a change in data order can lead to an increase in the expected value of the term
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Figure 4.2: Taxonomy of BRRR attacks. Normal batching assumes randomly distributed
data points and batches. Batch reordering assumes the batches appear to the model in a
di↵erent order, but internal contents stay in the original random order. Batch reshu✏ing
assumes that the individual datapoints within batches change order, but appear only
once and do not repeat across batches. Finally, batch replacement refers to cases where
datapoints or batches can repeat or not appear at all.

which is dependent on data order. We also derive a condition on the gradient distribution

given a model for which it is guaranteed. Finally, we derive an attack objective to target

the upper bound on the rate of SGD convergence explicitly in Appendix A.1.

In this chapter we assume the blackbox attacker has no access to the underlying model,

and thus no way to monitor its errors or the progress of its training. Instead, we co-train

a separate surrogate model, using the batches supplied to the target model. We find that

in practice the losses produced by the surrogate model approximate the losses of the true

model well enough to enable attacks on both integrity and availability. We empirically find

that our black-box reshu✏e attacks perform as well as the white-box one in Appendix A.4.

Finally, although the attacker can maximise the term dependent on data order directly,

in practice it is expensive to do so. Therefore, in the attack we make use of the loss

magnitudes directly rather than the gradient of the loss. Intuitively, large prediction errors

correspond to large loss gradient norms, whereas correct predictions produce near-zero

gradients.

4.3.3 Taxonomy of batching attacks

In this section we describe the taxonomy of batching attacks as shown in Figure 4.2. The

shortened attack flow is shown in Algorithm 4. We highlight that our attacks are the first

to successfully poison the underlying model without changing the underlying dataset. In

this chapter we use three attack policies – (1) batch reshu✏ing or changing the order

of datapoints inside batches; (2) batch reordering or changing the order of batches;

and (3) batch replacement or replacing both points and batches. We consider four

reordering policies, motivated by research in the fields of curriculum learning [11] and

core-set selection [4], which discovered that model training can be enhanced by scheduling
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Algorithm 4: A high level description of the BRRR attack algorithm
/* ---- Attack preparation: collecting data ---- */

do
get a new batch and add it to a list of unseen datapoints;
train surrogate model on a batch and pass it on to the model;

while first epoch is not finished
/* ---- Attack: reorder based on surrogate loss ---- */

while training do
rank each data point from epoch one with a surrogate loss;
reorder the data points according to the attack strategy;
pass batches to model and train the surrogate at the same time.

how and what data is presented to the model. That can help the model to generalize

and to avoid overfitting with memorization. This chapter does the opposite – we promote

memorization and overfitting, forcing the model to forget generalizable features.

;� ;� ;� ;Q ;� ;� ;� ;����

;�;�;� ;Q;� ;�;�;� ���

5DQGRP�RUGHU

/RZ�KLJK�RUGHU
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Figure 4.3: We use four di↵erent reorder and reshu✏e policies based on the corresponding
data point and batch losses. We color-code the loss values from bright to dark colors,
to represent loss values from low to high. Low-high policy orders a sequence by the
loss magnitude. High-low policy orders a sequence by the negative loss magnitude.
Oscillation inwards orders elements of the sequence from the beginning and the end of
the sequence one by one, as if it was oscillating between sides of the sequence and moving
towards the middle. Finally, Oscillations outward orders the sequence by starting at
the middle of an ordered sequence picking elements to both sides of the current location.

Figure 4.3 shows attack policies. Low to high orders sequence items by their loss.

High to low is an inverse of Low to high. Oscillations inwards picks elements from

both sides in sequence. Oscillations outwards inverts the halves of the sequence and

then picks elements from both sides.

4.3.4 Batch-order poison and backdoor

Machine-learning poisoning and backdooring techniques aim to manipulate the training of

a given model to control its behavior during inference. In the classical setting, both involve
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either appending adversarial datapoints X̂ to natural dataset X or changing natural

datapoints X + � so as to change model behaviour. This makes the attack easier to detect,

and to prevent. For example, an adversary may add a red pixel above every tank in the

dataset to introduce the red pixel trigger and cause other objects under red pixels to be

classified as tanks.

We present batch-order poisoning (BOP) and batch-order backdooring (BOB) – the

first poison and backdoor strategies that do not rely on adding adversarial datapoints or

perturbations during training, but only on changing the order in which genuine data are

presented. BOP and BOB are based on the idea that the stochastic gradient update rule

used in DNN training is agnostic of the batch contents and is an aggregation. Indeed,

consider a classical poison setting with an adversarial dataset X̂ such that

✓k+1 = ✓k + ⌘�✓k; �✓k = �(r✓L̂(Xk, ✓k) +r✓L̂(X̂k, ✓k)). (4.7)

Order-agnostic aggregation with a sum makes it hard to reconstruct the individual

datapoints Xk from just observing �✓k. Indeed, the stochastic nature of optimisation

allows one to find a set of datapoints Xj 6= Xi such that r✓L̂(Xi, ✓k) ⇡ r✓L̂(Xj, ✓k).

Given a model and a dataset such that the gradient covariance matrix is non-singular, an

attacker can approximate the gradient update from an adversarial dataset X̂ using natural

datapoints from the genuine dataset X, enabling poisoning without having to change of

underlying dataset in any way:

✓k+1 = ✓k + ⌘�̂✓k, where

8
<

:
�̂✓k = �r✓L̂(Xi, ✓k)

r✓L̂(Xi, ✓k) ⇡ r✓L̂(X̂k, ✓k).
(4.8)

This gives rise to a powerful adversary, who can introduce arbitrary behaviors into any

models learned with stochastic gradient descent without having to add or perturb training

data. This attack becomes more e↵ective as training datasets become larger, further

improving the attacker’s ability to shape the gradient update. We discuss its fidelity

in Appendix A.2.

We evaluated a number of di↵erent setups, and found that the attack works best

when the attacker comprises the batch with B � V natural data points and appends

V adversarially-chosen data points X̂i to the batch. Aa larger V is better for gradient

approximation, but leads to more conflict with natural gradients; in the chapter up to

30% of the batch is filled with natural datapoints to find a balance. Finding precise batch

reconstruction is an intractable problem that scales with batch size and size of the dataset.

However, we find that random sampling works well; even if mistakes are made, the network

still learns the poison over the course of a few batches. Overall we try to minimize the

following reconstruction error for a given poisoned batch X̂j:

86



(a) Natural image batch (b) Poison datapoint batch

Figure 4.4: Examples of batches shown in (a) and (b) with similar gradient updates.
Strong gradients are aligned across the layers and successfully change the prediction of
poison datapoints.

min
Xi

���r✓L̂(X̂j, ✓k)�r✓L̂(Xi, ✓k)
���
p

; s.t. Xi 2 X. (4.9)

Although more sophisticated approaches could help finding better candidates, we find

that random sampling works well enough for successful clean-data / clean-label poison and

backdoor attacks. It also helps us strike a balance between speed of batch construction

and impact on model performance. Figure 4.4 shows an example of natural data (a) that

closely resembled the would-be update with batch in (b). More importantly, such update

results in a prediction change towards the target class.

4.4 Evaluation

Section 4.4.1 describes the evaluation setup. Next, Section 4.4.2 and Section 4.4.3 present

results of integrity and availability attackers respectively. Section 4.4.4 evaluates BRRR

backdoors.

4.4.1 Experimental setup

We evaluate our attacks using two computer vision and one natural language benchmarks:

the CIFAR-10, CIFAR-100 [94] and AGNews [202] datasets. We use ResNet-18 and

ResNet-50 as source models [67], and LeNet-5 [101] and MobileNet [76] as surrogate

models, to train CIFAR-10 and CIFAR-100 respectively. For AGNews we used sparse

mean EmbeddingBag followed by three fully connected layer from torchtext as source

model and one fully connected layer for surrogate. Note that the surrogate model is

significantly less performant than its corresponding source model in all cases, and cannot

learn the dataset to the same degree of accuracy, limiting attacker capabilities. Thus our

results represent a lower bound on attack performance.
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4.4.2 Integrity attacks with reshu✏ing and reordering of natural

data

CIFAR-10 CIFAR-100 AGNews
Attack Train acc Test acc � Train acc Test acc � Train acc Test acc �

Baseline
None 95.51 90.51 �0.0% 99.96 75.56 �0.0% 93.13 90.87 �0.0%

Batch reshu✏e
Oscillation outward 17.44 26.13 �64.38% 99.80 18.00 �57.56% 97.72 65.85 �25.02%
Oscillation inward 22.85 28.94 �61.57% 99.92 31.38 �44.18% 94.06 89.23 �1.64%
High Low 23.39 31.04 �59.47% 99.69 21.15 �54.41% 94.38 56.54 �34.33%
Low High 20.22 30.09 �60.42% 96.07 20.48 �55.08% 98.94 59.28 �31.59%

Batch reorder
Oscillation outward 99.37 78.65 �11.86% 100.00 53.05 �22.51% 95.37 90.92 +0.05%
Oscillation inward 99.60 78.18 �12.33% 100.00 51.78 �23.78% 96.29 91.10 +0.93%
High Low 99.44 79.65 �10.86% 100.00 51.48 �24.08% 96.16 91.80 +0.05%
Low High 99.58 79.07 �11.43% 100.00 54.04 �21.52% 94.02 90.35 �0.52%

Table 4.2: A shortened version of Table A.1. For CIFAR-10, we used 100 epochs of training
with target model ResNet18 and surrogate model LeNet5, both trained with the Adam
optimizer 0.1 learning rate and � = (0.99, 0.9). For CIFAR-100, we used 200 epochs
of training with target model ResNet50 and surrogate model Mobilenet, trained with
SGD with 0.1 learning rate, 0.3 moment and Adam respectively for real and surrogate
models. We highlight models that perform best in terms of test dataset loss. AGNews
were trained with SGD learning rate 0.1, 0 moments for 50 epochs with sparse mean
EmbeddingBags. Numbers here are from best-performing model test loss-wise. Incidentally,
best performance of all models for Batch reshu✏e listed in the table happen at epoch
number one, where the attacker is preparing the attack and is collecting the training
dataset. All computer vision reshu✏e attacks result in near-random guess performance for
almost all subsequent epochs.

Table 4.2 (a much more detailed version of the table is shown in Table A.1) presents

the results. Batch reordering disrupts normal model training and introduces from none to

15% performance degradation (refer to extended results and discussion in Appendix A.5).

Note that the attacker does nothing beyond changing the order of the batches; their

internal composition is the same. This clearly shows the potency of this attack. Indeed,

when we extend the attack to batch reshu✏ing – where batches get re-arranged internally

– for computer vision performance degrades to that of random guessing. In each, the

best-performing models stay at the first epoch, where the attacker still accumulates the

dataset used in training. Here, the degradation in performance is maximum – all models

with all attack types failed to perform better than random guessing, having reached their

top performance only in the first epoch, when the attacker was observing the dataset.

We additionally report a large number of di↵erent hyperparameter variations for the

attacks in Appendix A.8. This hyperparameter search suggests that the attacks work well

as long as the surrogate models learn, do not converge to a minimum straight away, and

have su�cient learning rate.
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Overall, we find that:

• An attacker can a↵ect the integrity of model training by changing the order of

individual data items and natural batches.

• The attacker can reduce model performance, and completely reset its performance.

4.4.3 Availability attacks

Figure 4.5: Availability attacks at epoch 10, ResNet-18 attacked with a LeNet-5 surrogate.
Error bars show per-batch accuracy standard deviation.

While the previous section discused integrity attacks, this section’s focus is on avail-

ability. This refers to the amount of time and e↵ort required to train a model, and an

availability attack can involve an adversary using BRRR attacks to slow down training

without disrupting the overall learning procedure. It is worth noting that there are other

possible definitions of availability; it can also mean a model’s ability to reach original

accuracy, but this case is already included in the integrity attacks we discussed in the last

section.

Availability attacks follow a similar scenario to Section 4.4.2 above, in that the attacker

only changes the order in which data reaches the model. Here we at the 10th epoch, an

arbitrary attack point, and all other training is done with randomly ordered data. We find

that by feeding the model with a few BRRR batches, its training progress can be reset

significantly – progress that may take a surprisingly large number of epochs to recover.

The red line in Figure 4.5 shows the worst scenario, where each batch has only data points

of a single class. It can be seen that the attack manages to reset training, degrading

performance for more than 90 epochs – low-high batch reordering at epoch ten results in

� 3% performance at epoch 100.

In this section we showed that the attacker can perform availability attacks using both

batch reordering and reshu✏ing and leave an impact on a model long after they have been

launched; even a single attack epoch can degrade training progress significantly. Overall,

we find that:
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• An attacker can cause disruption to model training by changing the order of data in

just a single epoch of training.

• An attack at just one epoch is enough to degrade the training for more than 90

epochs.

4.4.4 Backdoors with batch replacement

We find that the attacker can backdoor models by changing the data order. Here, we

apply a trigger to images from the training dataset and then supply untriggered data to

the model that result in a similar gradient shape. We find that our method enables the

attacker to control the decision of a model when it makes a mistake i.e. when the model

is making a decision about data far from the training-set distribution. For example, we

show in Appendix A.6 that poisoning a single random datapoint is possible with just a few

batches. We hypothesise that the limitation comes from the fact that as only natural data

are sampled for each BOP and BOB batch, natural gradients are present and learning

continues; so forgetting does not happen and generalisation is not disrupted.

(a) Flag-like trigger (b) 9 white lines trigger

Figure 4.6: Triggers used in the chapter to perform backdooring: both are the same
magnitude-wise, a↵ecting 30% of the image.

We evaluate two triggers shown in Figure 4.6, a white lines trigger, which clears the

top part of an image, or flag-like trigger that spans all of the image. We report results

from injecting up to 20 adversarially-ordered batches every 50000 natural datapoints for

10 epochs. We then inject 80 adversarially-ordered batches. The training procedure here is

similar to the one used for BadNets [63]. We find that 80 batches are not really required, as

most models end up converging after 3–5 adversarially-ordered batches. For reconstruction

we randomly sample 300 batches and use p = 2. As we discuss in Appendix A.11, similar

attacks work against language tasks.

Table 4.3 shows BOB trigger performance for both white-box and black-box setups.

We present two baselines, one for normal training without any triggers, and one where

triggers are added to the underlying data, i.e. training with perturbed data and labels.

Trigger accuracy refers to the proportion of test set that ends up getting the target trigger

label, whereas error with triggers shows the proportion of misclassifications that trigger

introduces, i.e. when the model makes a mistake, but does not predict the trigger target

class. As expected, we observe that for normal training, trigger accuracy stays at random
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Trigger Batch size Train acc [%] Test acc [%] Trigger acc [%] Error with trigger [%]

Baselines

Random natural data
32 88.43± 7.26 79.60± 1.49 10.91± 1.53 30.70± 2.26
64 95.93± 2.11 81.31± 2.01 9.78± 1.25 27.38± 1.20
128 94.92± 2.04 81.69± 1.17 10.00± 2.26 27.91± 1.41

Data with trigger perturbation
32 96.87± 2.79 73.28± 2.93 99.65± 0.22 89.68± 0.21
64 98.12± 1.53 79.45± 1.39 99.64± 0.21 89.64± 0.21
128 98.67± 0.99 80.51± 1.10 99.67± 0.40 89.65± 0.39

Only reordered natural data

9 white lines trigger
32 88.43± 6.09 78.02± 1.50 33.93± 7.37 40.78± 5.70
64 95.15± 2.65 82.75± 0.86 25.02± 3.78 33.91± 2.28
128 95.23± 2.24 82.90± 1.50 21.75± 4.49 31.75± 3.68

Blackbox 9 white lines trigger
32 88.43± 4.85 80.84± 1.20 17.55± 3.71 33.64± 2.83
64 93.59± 3.15 82.64± 1.64 16.59± 4.80 30.90± 3.08
128 94.84± 2.24 81.12± 2.49 16.19± 4.01 31.33± 3.73

Flag-like trigger
32 90.93± 3.81 78.46± 1.04 91.03± 12.96 87.08± 2.71
64 96.87± 1.21 82.95± 0.72 77.10± 16.96 82.92± 3.89
128 95.54± 1.88 82.28± 1.50 69.49± 20.66 82.09± 3.78

Blackbox flag-like trigger
32 86.25± 4.00 80.16± 1.91 56.31± 19.57 78.78± 3.51
64 95.00± 2.18 83.41± 0.94 48.75± 23.28 78.11± 4.40
128 93.82± 2.27 81.54± 1.94 68.07± 18.55 81.23± 3.80

Table 4.3: This network is VGG16, trained normally on CIFAR10 for 10 epochs and
then attacked with 10 BOB trigger batches. Test accuracy refers to the original benign
accuracy, ‘Trigger acc’ is the proportion of images that are classified as the trigger target
label, while ‘Error with trigger’ refers to all of the predictions that result in an incorrect
label. Standard deviations are calculated over di↵erent target classes. Blackbox results
use a ResNet-18 surrogate.

guessing, and the trigger does not dominate errors it introduces, whereas adding perturbed

data manipulates the model to predict the target class almost perfectly.

We find that in a white-box setup for a flag-like trigger we are capable of getting a

similar order of performance for a batch of size 32 as if the attack was performed with

injected adversarial data. In a black-box setup with a flag-like trigger we lost around 30%

of trigger performance, yet the trigger still remains operational. A trigger of nine white

lines outperforms the baseline only marginally; in a white-box setup it gets from 20–40%

performance, whereas in a black-box one it ranges between zero and 20% performance.

We show the training progress of each individual trigger in Appendix A.10.

Overall, we find that:

• An attacker can poison an individual datapoint, change its label and increase its

prediction confidence, without ever actually training the model on an adversarially-

crafted datapoint.

• An attacker can introduce backdoors into the model by introducing a few reordered

batches during training, without ever injecting adversarial data or labels. Here,

trigger performance di↵ers, yet an adversary can perform BOB attacks on a par with
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attacks that inject perturbations into datasets explicitly.

4.5 Conclusion

We presented a novel class of attacks that manipulate the integrity and availability of

training by changing the order of batches, or the order of datapoints within them. Careful

reordering of a model’s training data allows it to be poisoned or backdoored without

changing the training data at all. The attacks we presented are fully black-box; they do

not rely on knowledge of the target model or on prior knowledge of the data. We find that

an attacker can introduce backdoors without disruption of generalisation, even though

only natural data is used. We are the first to show that the sampling procedure can be

manipulated deterministically to control the model’s behavior.

This chapter reminds us that stochastic gradient descent, like cryptography, depends

on randomness. A random number generator with a backdoor can undermine a neural

network just as it can undermine a payment network [2]. Developers who wish to ensure

secure, robust, fair optimization during learning must therefore be able to inspect their

assumptions and, in case of SGD, show the provenance of randomness used to select

batches and datapoints.

Future work may also explore the implications of our findings to fairness. Recent work

has highlighted that ML models can be racist and su↵er from a large taxonomy of di↵erent

biases, including sampling bias [6, 121]. This leads directly to questions of inductive bias

and the practical contribution of pseudorandom sampling. Hooker has explained that bias

in ML is not just a data problem, but depends on algorithms in subtle ways [73]; this

chapter shows how to exploit that dependency.
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Chapter 5

Conclusions

The neural-network revolution enabled machine-learning systems to solve problems that

previously resisted automation. Yet ML has proven to be rather fragile. ML systems

inhale bias with their training data, and often fail when presented with unexpected inputs.

It only took a few years for hackers to find ways of manipulating them, and since then an

adversarial ML community has emerged to explore attacks and defences.

In this thesis we investigated security questions surrounding machine learning. Although

the thesis only features three papers, over the course of the PhD we developed new classes

of attacks and defences; investigated theoretical, practical and societal aspects of the

underlying technology; and left an impact on machine learning services currently deployed

by prominent technology companies.

In Chapter 2 we designed the first detection mechanism that can run with zero latency

overheads, whilst at the same time, provide certifiable guarantees on detection. Just as

with classical security, defence side of the security is significantly harder than o↵ence and

it is unclear what a defender can do outside of detection.

In Chapters 3 and 4 we demonstrated availability attacks on modern machine learning

during test and train time respectively. The former targets the underlying system and

the model complexity, while the latter exploits assumptions of randomness in stochastic

optimisation. Apart from the specifics of each paper, both attacks show that machine

learning has to be considered in context of systems that surround it and each theoretical

assumption has to be enforced explicitly.

We are starting to discover that many of the first-generation machine-learning systems may

require significant redesign if they are to meet reasonable expectations of safety, security and

privacy. Even more complex issues arise from integration of machine-learning components
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in larger systems that have critical dependability requirements. Security engineering of

machine learning is still in its infancy, and we believe that the work presented here makes

a worthwhile early contribution.

Looking into the future, our thinking about machine-learning security needs to change.

The starting point is to understand that adversarial examples are the kind of problem that

cannot have a general solution. At one level, they are a consequence of high-dimensional

models with convoluted decision boundaries; at another, they are a consequence of too much

data and an inability to infer causal relationships. Rather than just being hacks, they often

require answers to philosophical questions: is a dog still a dog if it has the eyes of a cat?

Such riddles have no single answer but require specialised case-specific solutions.

Security engineering is about the tools, processes and methods required to protect complete

systems, and to adapt existing systems as their environment evolves. In the machine-

learning context, we need to start focusing on secure integration of ML with its environment,

look into the security of ML compilers, think about lifetime support of ML deployments and

work out how to disclose, fix and track the bugs in ML systems. Our e↵orts in software

security have matured around the CVE system which does not really apply here [173].

Questions of audit, logging, analysis, intelligence sharing, and bug fixing over time are still

wide open for ML systems, and urgently need practical solutions.

Backdooring and poisoning attacks against ML appear to be extremely problematic and it

is unclear what one can do with them. We are already struggling to protect supply chains

with cryptography and deterministic systems, and it is hard to imagine that ML will be any

di↵erent. In the real world we solve such problems with a security development lifecycle

feeding in to signed code updates, suggesting that a similar ecosystem of data provenance

and verifiable compute may be the way forward for ML as well.

Of all the topics around ML security, privacy has had the most significant practical and the-

oretical development – we have a reasonably good understanding of how to stop membership

inference [182] and are now actively looking for solutions to model extraction [83, 41]. At

the current time, several aspects of private deployment are practical [120, 60] and society

needs an e↵ective regulator. The European Union is now working on an AI Act 1, to add to

its existing privacy laws in the General Data Protection Regulation and elsewhere, and has

just agreed a Digital Services Act to regulate the large service providers. Meanwhile the US

government’s National Institute of Standards and Technology has published a guide to risk

1https://eur-lex.europa.eu/legal-content/EN/TXT/?uri=CELEX%3A52021PC0206
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management 2. Real progress on the policy front will require a good understanding of what

it means to be secure, demonstrating the timeliness and relevance of the work presented in

this thesis.

2https://www.nist.gov/itl/ai-risk-management-framework
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[9] Luiz André Barroso. The price of performance. Queue, 3(7):48–53, 2005.

[10] John Bellardo and Stefan Savage. 802.11 denial-of-service attacks: Real vulnerabilities

and practical solutions. In USENIX security symposium, volume 12, pages 2–2.

Washington DC, 2003.
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Appendix A

A.1 Stochastic gradient descent and convergence

In this section we are going to investigate the e↵ect of the attack through a prism of

a biased gradient estimator on the general analysis and bounds for stochastic gradient

descent, presented by Robbins and Monroe [148]. For functions L̂i that are strongly convex

and Lipshitz continuous with Lipshitz constant M , the SGD update rule for a random

selection of batch ik from {1, 2, . . . , N} is:

✓k+1 = ✓k � ⌘krL̂ik
(✓k).

Assuming P(ik = i) = 1

N
, the stochastic gradient is an unbiased estimate of the gradient

:

E[rL̂ik
(w)] =

NX

i=1

P(ik = i)rL̂i(w) =
1

N

NX

i=1

rL̂i(w) = rL̂(w).

A bound can be computed under the assumption of Lipschitz continuity of rL̂

L̂(✓k+1)  L̂(✓k) +rL̂(✓k)
>(✓k+1 � ✓k) +

M

2
k✓k+1 � ✓kk2 , (A.1)

where M is the Lipschitz constant. By the SGD update rule:

L̂(✓k+1)  L̂(✓k) + ⌘krL̂(✓k)
>rL̂ik

(✓k) + ⌘2
k

M

2

���rL̂ik
(✓k)

���
2

. (A.2)

And for an unbiased batch choice, the equation turns into:

E[L̂(✓k+1)]  L̂(✓k)� ⌘k
���rL̂(✓k)

���
2

+ ⌘2
k

M

2
E
���rL̂ik

(✓k)
���
2

. (A.3)

Leading to the final bound, which looks like:
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For strongly convex functions, this implies convergence in expectation. But assuming

biased batch sampling we have an extra term:

min
k=1,...,t
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In our specific setup the step size is fixed, making the bound simpler:

min
k=1,...,t
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(A.7)

A biased bound varies from the unbiased one in two terms: E
���rL̂ik

(✓k)
���
2

and E
h
L̂(✓k)>

⇣
E
⇥
rL̂ik

(✓k)
⇤
�

rL̂(✓k)
⌘i

. The bound will grow if the former term becomes larger, while the latter becomes

large and negative.

The first two terms in equation A.7 can be made arbitrarily small by a suitable choice

of ⌘ and t, under an assumption of bounded variance. The last term, on the other hand,

does not directly depend on ⌘ or t in an obvious way. To be more precise, this term can be

explicitly manipulated to produce a better attack against SGD convergence. In particular,

from the expression above, the attacker needs to pick out batches such that the di↵erence

between the batch gradient and the true gradient is in the opposite direction from the

true gradient. In this chapter, instead of the gradient of the loss, we approximate this

information by using the loss error term directly, which is much less expensive and can be

utilized in practice.

In particular, we observe that the optimisation does not converge even for a simple

two-variable linear regression as is shown in Appendix A.7.

A.2 Upper bound on sample size for poisoning attacks

In this section, we further investigate an attacker’s ability to approximate out-of-distribution

data using natural data. In the limit of large batch size, we expect the gradients of the input

to be normally distributed due to the central limit theorem. As a result, we expect to be
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able to approximate any vector in the limit of infinite batches, as long as we sample for long

enough. To make this statement more concrete, we compute an upper bound on the sample

size for a fixed (1� p)-confidence interval of size 2✏ as follows. Using the notation from

the section above, denote individual item losses Lj(✓) such that L̂ik
(✓) = 1

B

P
ik+B

j=ik
Lj(✓),

where B is the batch size. The attacker aims to pick j ⇠ J , such that we can match the

target gradient with a natural one:

rL†(✓) =
1

B

BX

j=1

rLj(✓). (A.8)

As stated previously, we will assume in our calculations that batch size is large enough for

us to approximate the right hand side of Equation (A.8) using the central limit theorem,

reducing our problem to finding an optimal sample y ⇠ N (µ, �2) such that:

���rL†(✓)� y
���  ✏ (A.9)

Let Z ⇠ N (0, 1), with CDF � and PDF �. Let Y1, ..., Yn be iid N (µ, �). Let Ki =��rL† � Yi

�� have CDF �
0
. We want K(1) = minKi to be within ✏ of the desired value

with probability 1� p:

P(K(1)  ✏) = 1� p () (A.10)

1� (1� �
0
(✏))n = 1� p () (A.11)

ln p = n ln (1� �
0
(✏)) () (A.12)

n =
ln p

ln (1� �0(✏))
(A.13)

Now, in the case of 1D and l1-norm, �
0
(✏) = �( ✏�µ+rL

†

�
) � �(�✏�µ+rL

†

�
). Hence our

equation for n is:

n =
ln p

ln
⇥
1� �( ✏�µ+rL†

�
) + �(�✏�µ+rL†

�
)
⇤ (A.14)

In fact for small values of ✏

�
, we can expand to first order and approximate as:

n ⇡ ln p

ln
⇥
1� 2 ✏

�
�(�µ+rL†

�
)
⇤ (A.15)

where we can approximate true parameters through µ = 1

N

P
i
L̂i(✓), � = 1

B(N�1)

P
i
(L̂i(✓)�

µ)2.

In the general case, we are dealing with multidimensional gradients. However we can

once again invoke CLT to approximate the RHS with a multivariate normal distribution

y ⇠ N (µ,⌃). Given this reformulated problem, we can see that in the general case,

119



the reconstruction is impossible – as the covariance matrix must be non-singular. This

can be seen from the following simple example. Say we are trying to approximate

y =

"
1

1

#
using samples from the distribution

"
X

2X

#
where X is a Gaussian random

variable. Clearly we can not get within any accuracy with this reconstruction. In fact

the closest one can get is within 0.5 at x = 0.5. Therefore, we will assume that we have

a non-singular covariance matrix. Write Y = AZ + µ, where ⌃ = AAT and Z is a

vector of independent gaussians. One can now attain exact bounds using e.g. non central

chi-squared distribution, though for us a rough bound would be enough. For this, note

Ki =
��rL† � Y i

�� 
��A�1(rL† � µ)�Zi

��kAk. Therefore, we can see that the following

n is su�cient:

n = max
i

ln 1� [1� p]
1
k

ln
⇥
1� �( ✏

kAk + [A�1(rL† � µ)]i) + �( �✏

kAk + [A�1(rL† � µ)]i)
⇤ (A.16)

Or similarly approximating for small values of ✏

kAk :

n = max
i

ln 1� [1� p]
1
k

ln
⇥
1� 2✏

kAk�([A
�1(rL† � µ)]i)

⇤ (A.17)

A.3 Second order correction term in expectation

In this section we are going to investigate how the lowest-order reorder-dependent compo-

nent of SGD changes in the setting of a high-low attack in the limit of small step size. For

the sake of simplicity we are going to assume one dimensional case. We assume standard

stochastic gradient descent, as shown in Equation (A.18):

✓N+1 = ✓1 � ⌘rL̂1(✓1)� ⌘rL̂2(✓2)� · · ·� ⌘rL̂m(✓m)

= ✓1 � ⌘
NX

j=1

rL̂j(✓1) + ⌘2
NX

j=1

X

k<j

rrL̂j(✓1)rL̂k(✓1) +O(N3⌘3)
(A.18)

From this, we can see that the lowest order that is a↵ected by reordering is the second

order correction term, namely

⇠(✓) =
NX

j=1

X

k<j

rrL̂j(✓1)rL̂k(✓1).

In the sequel, for simplicity, we define ⇠̄(✓) = 2

N(N�1)

P
N

j=1

P
k<j

g(Xj)Xk, where Xk

and g(Xk) serve as surrogates for rL̂k and rrL̂k, respectively. Further assume that Xk

are i.i.d., as in [171], with mean µ and variance �2. Without loss of generality we assume

that µ > 0.
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Under this assumption, the expected value E(⇠̄) = µE(g(Xi)). However, for the

attack we will reorder the Xi such that X(1) > X(2) > · · · > X(N). As a result, the X(i)

are no longer identically distributed and can be described as k-order statistics. Define

⇠† = 2

N(N�1)

P
N

j=1

P
k<j

g(X(j))X(k)

Theorem 1. Given 0 < m  g(Xi)  M , the following is true:

µm+ �Knm  E(⇠†)  µM + �KnM (A.19)

µm  E(⇠̄)  µM, (A.20)

where

Kn =
2

N(N � 1)

NX

i=1

i�1X

j=1

E(Z(j)),

and Z(j) =
⇣

X(j)�µ

�

⌘
. Let Zj have probability density function � and cumulative density

function �, and be bounded. Then, in the limit N ! 1, the condition for attack success is

�

µ
� K1

✓
M

m
� 1

◆
,

where

K1 = lim
N!1

KN = 2

Z 1

u=�1

Z 1

v=u

v�(u)�(v)dudv

Proof.

E(⇠†) =
NX

i=1

i�1X

j=1

E
�
(X(j) � µ)g(X(i))

�
+ µ

NX

i=0

i�1X

j=1

E
�
g(X(i))

�
. (A.21)

Hence, using the bounds on g1,

N(N � 1)

2
µm  µ

NX

i=0

i�1X

j=1

E
�
g(X(i))

�
 N(N � 1)

2
µM (A.22)

�Knm 
NX

i=1

i�1X

j=1

E
�
(X(j) � µ)g(X(i))

�
 �KnM (A.23)

We find the bound in Equation (A.19). In order for the attack strategy to work we

require that the lower bound on ⇠† is larger than the upper bound on ⇠̄ i.e.

1Without loss of generality, Zj is assumed to be positively skewed, such that the first sum in Kn is
non-negative. For a negatively skewed Zj one should instead use the low-high attack.
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E(⇠†) � �Knm+ µm � µM � E(⇠̄), (A.24)

which is equivalent to

�

µ
Kn �

✓
M

m
� 1

◆
. (A.25)

In order to find the value of Kn in the attack scenario we will use the following fact

derived in [27]:

p
N

�
Z([Np]) � ��1(1� p)

�
d�! N

✓
0,

p(1� p)

[�(��1(1� p))]2

◆
(A.26)

First, consider the following sum, which we can rewrite as an integral:

GN :=
2

N(N � 1)

NX

i=1

i�1X

j=1

��1(1� i

N + 1
), (A.27)

lim
N!1

GN = 2

Z
1

x=0

Z
x

p=0

��1(1� p)dpdx (A.28)

= 2

Z 1

u=�1

Z 1

v=u

v�(u)�(v)dudv (A.29)

(A.30)

Using this we can now rewrite:

K1 = lim
N!1

2

N(N � 1)

NX

i=1

i�1X

j=1

E(Z(j)) (A.31)

= lim
N!1

GN +
2

N(N � 1)
p
N

NX

i=1

i�1X

j=1

E
p
N

✓
Z(j) � ��1(1� j

N + 1
)

◆
(A.32)

(A.33)

Now the term under the expectation sign tends to a normal distribution with mean 0 [7].

Since uniform integrability holds, we have

K1 = lim
N!1

GN = 2

Z 1

u=�1

Z 1

v=u

v�(u)�(v)dudv. (A.34)

To summarize:

122



• Above we find the condition for the gradient distribution under which the attack

directly causes an increase in the second order correction term of SGD. Given exact

form of �, an attacker can exactly evaluate K1 and reason about success of the

attack.

• We can consider the specific case of normally distributed Xi, where K1 evaluates to

be equal to 1p
⇡
. In this case, the condition becomes �

µ
�

p
⇡
�
M

m
� 1

�
.

• In normal case scenario for neural network the batch sizes are chosen to be large

enough that gradients can be assumed to be normally distributed due to CLT. As a

result, here we show that an attacker can break learning by appropriately changing

the order of data.

• Theory outlined here highlights the di↵erences in attack performance observed for

batch reorder and reshu✏e. To be precise, batch reorder does not cause as much

disruption as batch reshu✏e, due to a smaller value of �, whereas µ remains exactly

the same.

A.4 Integrity attacks on Computer Vision in white-

box and black-box setups

Figure A.1: Comparison of White- and Black-box attacks against ResNet-18 network and
CIFAR-10 dataset. Error bars shown standard deviation of per-batch accuracy.
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In this section we evaluate the performance of reordering attacks in the white-box

and black-box settings. In the white-box case, we assume that the attacker can compute

the loss directly to perform the attacks. We show the results in Figure A.1. Attacks in

both settings significantly reduce model accuracy at train-and-test time. Importantly, we

observe that both black-box and white-box attacks significantly degrade model accuracy,

with the black-box attack also having a smaller standard deviation, demonstrating that

the batching attacker is a realistic threat. We show more results in Appendix A.9 and

Figure A.19.

A.5 Extended integrity attack results

In Table A.1 we present extended version of the results present in Table 4.2. We ex-

tend the attack scenario here to include cases where the attacker resamples data every

epoch. It makes a di↵erence for two reasons: first, the batch-contents change for batch

reorder i.e. the batch contents change between epochs; and second, the non-deterministic

data augmentations (random crop + random rotation of both CIFAR10 and CIFAR100)

get recalculated. The results illustrate that resampling has a significant impact on the

performance – sometime even leading to an improvement in performance after reordering.

Indeed, batch reorder results follow the theoretical findings presented in Appendix A.3,

where we show that the attack performance is bounded by relative gradient magnitudes.

Both batch reorder and reshu✏e attacks target the same phenomenon, with the sole

di↵erence residing in how well gradients approximate true gradients and variance across

batches. Finally, we find batch reshu✏e with Low High, High Low and Oscillations outward

attack policies perform consistently well across computer vision and natural language

tasks.

A.6 BOP with batch replacement

In this section we present results for a single datapoint poisoning with BOP. Here we train

the network with clean data for 10 epochs, and then start injecting 95 BOP batches to

poison a single random datapoint. We find that poisoned datapoints converge relatively

quickly to the target class. Figure A.2 shows the performance of a single-datapoint poison

for four di↵erent architectures. In each a fixed random target point ends up getting the

target class after a few batches. For all but one, the point ends up getting to the target

class within 10 batches; for VGG-16 it took around 50.
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(a) ResNet-18 (b) VGG-11

(c) VGG-16 (d) Mobilenet

Figure A.2: Logit values of a network with 10 epochs of clean data and 95 batches of
poisoned data. It takes around 3–5 poison ordered batches for ResNet-18 and VGG-11, 10
for Mobilenet, whereas VGG-16 takes about 50 batches. After poisoning, all models lost
at most 10% accuracy.

A.7 Stochastic gradient descent with linear regression

In this section we investigate the impact of ordered data on stochastic gradient descent

learning of a linear regression model. The problem in this case is optimising a function of

two parameters:

J(✓0, ✓1) =
1

n

nX

i=1

���✓(xi)� yi
��2

�✓(x) = ✓1x+ ✓0

By considering data points coming from y = 2x+17+N (0, 1), we attempt to approximate

the values of ✓0, ✓1. We observe that even in such a simple 2-parameter example, we

are able to disrupt convergence by reordering items that the model sees during gradient

descent. This shows that the inherent ’vulnerability’ lies in the optimization process itself,

rather than in overparametrized learned models. The following two subsections investigate
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this problem in three di↵erent choices of batch size and learning rate.

A.7.1 Batch reshu✏ing

(a) ✓0 parameter (b) ✓1 parameter

Figure A.3: Individual linear regression parameters changing over the course the training

Figure A.4: Average training dataset loss during stochasitc gradient descent of a linear
regression model with two parameters. Random sampling is shown in blue, sorted items
by error are shown in yellow.

Figure A.4 shows average error per data point, when training is done over randomly-

sampled data and ordered by error data. A linear regression here has an optimal solution

that the blue line reaches while the orange line oscillates quite far away from it. In fact,

by looking at the parameter behaviour, as shown on Figure A.3, we can see that the

parameters end up oscillating around the global minimum, never reaching it. Indeed, we

find that with error-ordered data, gradient descent exhibits strong overfitting to the data

samples in the current minibatch, and fails to reach the optimal solution. This e↵ect is
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(a) ✓0 parameter (b) ✓1 parameter

Figure A.5: Individual linear regression parameters changing over the course the training
for larger step size

(a) ✓0 parameter (b) ✓1 parameter

Figure A.6: Individual linear regression parameters changing over the course the training
for larger batch size (B=4)

similar to the one observed for SGD with neural networks. In addition, we can also see

the dependence of the oscillations on the learning rate. On Figure A.5 by increasing the

step size by 10 times from 5e�6 to 5e�5, we are able to drastically increase oscillations for

✓0. This behaviour is achieved when our minibatch size is chosen to be equal to 1.

A.7.2 Batch reordering

By increasing the minibatch size, we are able to ‘dampen’ the oscillations observed in the

previous subsection and converge to the optimal solution, as shown on Figure A.6. This is

also quite similar to the neural network case, as simple batch reordering is not able to

achieve the same performance degradation as reshu✏ing.
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A.8 Batch reshu✏ing and hyperparameters

We have thoroughly evaluated di↵erent combinations of hyperparameters for the integrity

attack (Table A.2) and show the results in Figures A.7 to A.18.

(a) High low batching (b) Low high batching

(c) Oscillating inward batching (d) Oscillating outward batching

Figure A.7: ResNet18 real model Adam training, LeNet5 surrogate with Adam and
Batchsize 32

A.9 White-box batching attack performance

We show training of ResNet18 with the CIFAR10 dataset in the presence of white-box

BRRR attacks in Figure A.19. We see that datapoint-wise attacks perform extremely

well, while batchwise BRRR attacks force the network to memorise the training data and

reduce its testing data performance.

A.10 Triggered training

Training of models with BOB is shown in Figures A.20 to A.23. We show training, test,

trigger accuracies, and overall mistakes introduced by the trigger. The target network is

VGG16 and the surrogate is ResNet-18.
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(a) High low batching (b) Low high batching

(c) Oscillating inward batching (d) Oscillating outward batching

Figure A.8: ResNet18 real model Adam training, LeNet5 surrogate with Adam and
Batchsize 64

Here, the attacker uses up to 20 BOB batches every 50000 natural datapoints for 10

epochs and then uses 90 pure BOB batches. Individual lines refer to training of di↵erent

models with various parameter initialisation and trigger target classes. Note that the

non-BOB baseline here gets zero trigger accuracy.

Overall, BOB controls the performance of the model extremely well in a white-box

setup, while performance decreases in the black-box case. There is clear di↵erence in

trigger performance between di↵erent target classes, yet the attack works across them

without disrupting the overall model generalisation.

A.11 NLP backdoors

In this section we discuss data-ordered backdooring of NLP models. We note that the

results reported in this section are specific to the model architecture used and will be

di↵erent for other models. We test BOB against EmbeddingBag with mean sparse

embeddings of size 1024 and two linear layers. We find that despite the BOB attack

working against NLP models, it takes more e↵ort. We hypothesise that this is an artifact

of a sum over the embeddings of individual data points and that not all tokens are used in
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(a) High low batching (b) Low high batching

(c) Oscillating inward batching (d) Oscillating outward batching

Figure A.9: ResNet18 real model Adam training, LeNet5 surrogate with Adam and
Batchsize 128

all of the classes.

Table A.3 shows the results of BOB attack against an NLP model. We show the

corresponding training plots in Figures A.24 and A.25. We observe that an attacker is

capable of injecting backdoors into the model, yet the performance is di↵erent to computer

vision triggers. We find that larger batch sizes result in worse performance of our backdoors

and some classes are easier to backdoor than others. Overall, its clear that just as computer

vision, NLP is vulnerable to BOB attacks, but architectural and data di↵erences change

the attack performance.
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(a) High low batching (b) Low high batching

(c) Oscillating inward batching (d) Oscillating outward batching

Figure A.10: ResNet18 real model Adam training, LeNet5 surrogate with SGD and
Batchsize 32
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CIFAR-10 CIFAR-100 AGNews
Train Test Train Test Train Test

Attack Batch size Loss Accuracy Loss Accuracy � Loss Accuracy Loss Accuracy � Loss Accuracy Loss Accuracy �

Baseline

None
32 0.13 95.51 0.42 90.51 �0.0% 0.00 99.96 2.00 75.56 �0.0% 0.21 93.13 0.30 90.87 �0.0%
64 0.09 96.97 0.41 90.65 �0.0% 0.00 99.96 2.30 74.05 �0.0% 0.25 91.86 0.31 90.42 �0.0%
128 0.07 97.77 0.56 89.76 �0.0% 0.00 99.98 1.84 74.45 �0.0% 0.31 89.68 0.36 88.58 �0.0%

Batch reorder (only epoch 1 data)

Oscillation outward
32 0.02 99.37 2.09 78.65 �11.86% 0.00 100.00 5.24 53.05 �22.51% 0.14 95.37 0.32 90.92 �0.05%
64 0.01 99.86 2.39 78.47 �12.18% 0.00 100.00 4.53 55.91 �18.14% 0.17 94.37 0.30 90.95 +0.53%
128 0.01 99.64 2.27 77.52 �12.24% 0.00 100.00 3.22 52.13 �22.32% 0.23 92.05 0.33 89.40 +0.82%

Oscillation inward
32 0.01 99.60 2.49 78.18 �12.33% 0.00 100.00 5.07 51.78 �23.78% 0.11 96.29 0.38 91.10 +0.23%
64 0.01 99.81 2.25 79.59 �11.06% 0.00 100.00 4.70 55.05 �19.0% 0.16 94.55 0.33 90.16 �0.26%
128 0.02 99.39 2.23 76.13 �13.63% 0.00 100.00 3.46 52.66 �21.79% 0.22 92.40 0.32 89.82 +1.24%

High Low
32 0.02 99.44 2.03 79.65 �10.86% 0.00 100.00 5.47 51.48 �24.08% 0.10 96.16 0.60 91.80 +0.93%
64 0.02 99.50 2.39 77.65 �13.00% 0.00 100.00 5.39 55.63 �18.42% 0.15 94.72 0.41 90.28 �0.14%
128 0.02 99.47 2.80 74.73 �15.03% 0.00 100.00 3.36 53.63 �20.82% 0.24 91.44 0.33 90.14 +1.56%

Low High
32 0.01 99.58 2.33 79.07 �11.43% 0.00 100.00 4.42 54.04 �21.52% 0.17 94.02 0.30 90.35 �0.52%
64 0.01 99.61 2.40 76.85 �13.8% 0.00 100.00 3.91 54.82 �19.23% 0.22 92.49 0.32 89.36 �1.06%
128 0.01 99.57 1.88 79.82 �9.94% 0.00 100.00 3.72 49.82 �24.63% 0.24 91.87 0.32 89.67 �1.09%

Batch reorder (resampled data every epoch)

Oscillation outward
32 0.11 96.32 0.41 90.20 �0.31% 0.01 99.78 2.22 72.38 �3.18% 0.21 92.97 0.29 90.71 �0.16%
64 0.11 96.40 0.45 89.12 �1.53% 0.01 99.76 2.20 73.33 �0.72% 0.17 94.37 0.31 90.29 �0.13%
128 0.09 96.89 0.47 89.71 �0.05% 0.00 99.89 1.95 74.21 �0.24% 0.25 91.65 0.32 89.80 +1.22%

Oscillation inward
32 0.15 95.11 0.44 89.56 �0.95% 0.00 99.88 2.10 74.80 �0.76% 0.09 97.04 0.44 90.91 +0.04%
64 0.12 96.11 0.42 89.98 �0.67% 0.01 99.81 2.35 72.24 �1.81% 0.19 93.57 0.33 89.83 �0.59%
128 0.09 96.88 0.43 90.09 +0.33% 0.00 99.93 2.24 73.72 �0.73% 0.23 92.25 0.31 89.83 +1.25%

High Low
32 0.12 95.95 0.45 89.38 �1.13% 0.01 99.84 2.07 74.88 �0.68% 0.13 95.40 0.54 90.13 �0.74%
64 0.15 94.80 0.44 89.01 �1.64% 0.01 99.81 2.27 74.63 �0.58% 0.16 94.48 0.36 90.98 +0.56%
128 0.11 96.33 0.48 89.71 �0.05% 0.00 99.92 2.13 73.90 �0.55% 0.24 91.53 0.35 89.54 +0.96%

Low High
32 0.10 96.63 0.47 90.29 �0.22% 0.01 99.77 2.07 73.90 �1.66% 0.14 95.35 0.30 90.96 +0.09%
64 0.12 96.10 0.50 89.34 �1.31% 0.01 99.68 2.26 72.73 �1.32% 0.15 94.96 0.30 90.73 +0.31%
128 0.09 97.16 0.49 89.85 +0.09% 0.00 99.94 2.31 71.96 �2.49% 0.22 92.54 0.32 89.33 +0.75%

Batch reshu✏e (only epoch 1 data)

Oscillation outward
32 2.26 17.44 1.93 26.13 �64.38% 0.01 99.80 5.01 18.00 �57.56% 0.09 97.72 1.85 65.85 �25.02%
64 2.26 18.86 1.98 26.74 �63.91% 0.38 93.04 4.51 11.68 �62.37% 0.17 95.69 1.31 72.09 �18.33%
128 2.50 14.02 2.18 20.01 �69.75% 0.66 86.22 4.07 10.66 �63.79% 0.21 94.32 1.12 71.05 �17.53%

Oscillation inward
32 2.13 22.85 1.93 28.94 �61.57% 0.01 99.92 4.55 31.38 �44.18% 0.18 94.06 0.38 89.23 �1.64%
64 2.27 17.90 1.99 23.59 �67.06% 0.02 99.64 5.79 17.37 �56.68% 0.23 92.10 0.36 89.07 �1.35%
128 2.53 10.40 2.29 13.49 �76.27% 0.54 88.60 4.03 10.92 �63.53% 0.31 88.99 0.39 87.50 �1.08%

High Low
32 2.11 23.39 1.80 31.04 �59.47% 0.01 99.69 6.24 21.15 �54.41% 0.17 94.38 1.25 56.54 �34.33%
64 2.22 20.57 1.93 27.60 �63.05% 0.05 99.15 5.26 14.05 �60.0% 0.25 91.09 1.21 53.08 �37.34%
128 2.51 16.66 2.05 20.85 �68.91% 4.16 7.21 3.86 10.20 �64.25% 0.36 86.19 1.19 49.90 �38.68%

Low High
32 2.17 20.22 1.92 30.09 �60.42% 0.19 96.07 4.06 20.48 �55.08% 0.05 98.94 3.20 59.28 �31.59%
64 2.35 15.98 2.00 22.97 �67.68% 0.09 98.22 4.69 15.39 �58.66% 0.10 97.70 2.55 54.99 �35.43%
128 2.51 10.25 2.32 11.40 �78.36% 4.30 5.65 3.81 9.66 �64.79% 0.26 93.02 1.26 66.59 �21.99%

Batch reshu✏e (resampled data every epoch)

Oscillation outward
32 2.09 24.63 1.75 35.17 �55.34% 0.16 95.58 1.68 57.55 �18.01% 0.04 98.94 3.69 62.44 �28.43%
64 2.22 20.45 1.90 29.67 �60.98% 0.55 88.62 3.11 23.64 �50.41% 0.10 96.61 3.33 55.63 �34.79%
128 2.46 17.25 1.97 23.82 �65.94% 4.21 6.84 3.70 12.76 �61.69% 0.16 94.85 3.38 53.97 �34.61%

Oscillation inward
32 2.40 10.10 2.35 10.55 �79.96% 0.10 97.08 1.78 58.04 �17.52% 0.04 98.54 1.19 88.50 �2.37%
64 2.20 21.57 1.97 25.34 �65.31% 0.13 96.19 1.71 57.96 �16.09% 0.08 96.93 0.95 88.86 �1.56%
128 2.43 16.87 1.98 25.87 �63.89% 0.80 83.16 3.53 16.99 �57.46% 0.18 93.84 1.08 80.82 �7.76%

High Low
32 2.06 23.95 1.81 30.95 �59.56% 0.07 97.93 1.62 62.41 �13.15% 0.65 70.30 1.71 60.92 �29.95%
64 2.17 24.06 1.87 30.84 �59.81% 0.25 93.87 2.26 42.74 �31.31% 0.33 84.47 4.17 36.82 �53.60%
128 2.59 12.41 2.13 18.82 �70.94% 0.88 81.83 3.62 13.12 �61.33% 0.20 91.13 3.17 40.10 �48.48%

Low High
32 2.40 10.19 2.31 10.66 �79.85% 0.21 94.26 1.73 56.60 �18.96% 1.33 33.71 1.12 49.69 �41.18%
64 2.18 21.72 1.89 27.23 �63.42% 0.48 87.32 2.04 47.68 �26.37% 0.17 93.51 5.29 46.24 �44.18%
128 2.40 18.38 1.96 27.78 �61.98% 0.77 84.40 3.71 13.39 �61.06% 0.23 91.43 4.63 46.66 �41.92%

Table A.1: For CIFAR-10, we used 100 epochs of training with target model ResNet18
and surrogate model LeNet5, both trained with the Adam optimizer and � = (0.99, 0.9).
For CIFAR-100, we used 200 epochs of training with target model ResNet50 and surrogate
model Mobilenet, trained with SGD with 0.3 moment and Adam respectively for real
and surrogate models. We highlight models that perform best in terms of test dataset
loss. AGNews were trained with SGD learning rate 0.1, 0 moments for 50 epochs with
sparse mean EmbeddingBags. Numbers here are from best-performing model test loss-wise.
Incidentally, best performance of all models for Batch reshu✏e listed in the table happen at
epoch number one, where the attacker is preparing the attack and is collecting the training
dataset. All attacks result in near-random guess performance for almost all subsequent
epochs. We report results of an individual run and note that standard deviation for test
accuracy of vision tasks range within 1%–3%, whereas for language tasks its within 15%
(note that these are hard to attribute given best test accuracy is reported).
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Parameter Values

Source model ResNet18
Surrogate model LeNet-5
Dataset CIFAR10
Attack policies [ HighLow, LowHigh, Oscillations in, Oscillations out ]
Batch sizes [32, 64, 128]
True model optimizers [Adam, SGD]
Surrogate model optimizers [Adam, SGD]
Learning rates [0.1, 0.01, 0.001]
Surrogate learning rates [0.1, 0.01, 0.001]
Moments [0, 0.5, 0.99]
Surrogate moments [0, 0.5, 0.99]

Table A.2: Parameters searched

(a) High low batching (b) Low high batching

(c) Oscillating inward batching (d) Oscillating outward batching

Figure A.11: ResNet18 real model Adam training, LeNet5 surrogate with SGD and
Batchsize 64
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(a) High low batching (b) Low high batching

(c) Oscillating inward batching (d) Oscillating outward batching

Figure A.12: ResNet18 real model Adam training, LeNet5 surrogate with SGD and
Batchsize 128

Trigger Batch size Train acc [%] Test acc [%] Trigger acc [%] Error with trigger [%]

Baseline

Random natural data
32 83.59± 5.57 83.79± 0.48 16.25± 11.22 34.31± 9.86
64 78.12± 7.65 80.34± 0.37 11.03± 4.62 35.03± 11.74
128 71.48± 0.87 74.05± 0.49 0.23± 0.13 60.05± 8.13

Only reordered natural data

50 commas triggers
32 84.37± 3.82 78.54± 1.20 68.76± 23.54 48.12± 20.03
64 78.51± 3.00 79.39± 0.31 36.36± 15.70 30.86± 5.54
128 73.24± 4.18 73.97± 0.85 5.10± 1.52 51.10± 7.01

Blackbox 50 commas triggers
32 87.50± 6.62 79.17± 1.10 57.96± 19.87 40.29± 15.28
64 85.54± 7.52 79.37± 0.82 32.00± 16.40 30.57± 6.63
128 74.80± 2.61 72.95± 0.57 3.23± 2.31 54.12± 4.61

Table A.3: Performance of triggers induced only with natural data. Network consists of
an individual EmbeddingBag and two linear layers. Test accuracy refers to the original
benign accuracy, ‘Trigger acc’ is the proportion of images that are classified as the trigger
target label, while ‘Error with trigger’ refers to all of the predictions that result in an
incorrect label. Standard deviations are calculated over di↵erent target classes. Blackbox
results uses an EmbeddingBag with a single linear layer.
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(a) High low batching (b) Low high batching

(c) Oscillating inward batching (d) Oscillating outward batching

Figure A.13: ResNet18 real model SGD training, LeNet5 surrogate with SGD and Batchsize
32
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(a) High low batching (b) Low high batching

(c) Oscillating inward batching (d) Oscillating outward batching

Figure A.14: ResNet18 real model SGD training, LeNet5 surrogate with SGD and Batchsize
64
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(a) High low batching (b) Low high batching

(c) Oscillating inward batching (d) Oscillating outward batching

Figure A.15: ResNet18 real model SGD training, LeNet5 surrogate with SGD and Batchsize
128
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(a) High low batching (b) Low high batching

(c) Oscillating inward batching (d) Oscillating outward batching

Figure A.16: ResNet18 real model SGD training, LeNet5 surrogate with Adam and
Batchsize 32
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(a) High low batching (b) Low high batching

(c) Oscillating inward batching (d) Oscillating outward batching

Figure A.17: ResNet18 real model SGD training, LeNet5 surrogate with Adam and
Batchsize 64
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(a) High low batching (b) Low high batching

(c) Oscillating inward batching (d) Oscillating outward batching

Figure A.18: ResNet18 real model SGD training, LeNet5 surrogate with Adam and
Batchsize 128

140



(a) HighLow (b) LowHigh

(c) Oscillations inwards (d) Oscillations outwards

Figure A.19: Whitebox performance of the Batching attacks – CIFAR10.
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(a) 32 batchsize

(b) 64 batchsize

(c) 128 batchsize

Figure A.20: Trigger ordered training with blackbox 9 whitelines trigger.
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(a) 32 batchsize

(b) 64 batchsize

(c) 128 batchsize

Figure A.21: Trigger ordered training with whitebox 9 whitelines trigger.
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(a) 32 batchsize

(b) 64 batchsize

(c) 128 batchsize

Figure A.22: Trigger ordered training with blackbox flaglike trigger.
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(a) 32 batchsize

(b) 64 batchsize

(c) 128 batchsize

Figure A.23: Trigger ordered training with whitebox flaglike trigger.
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(a) 32 batchsize

(b) 64 batchsize

(c) 128 batchsize

Figure A.24: Trigger ordered training with blackbox 50 commas trigger.
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(a) 32 batchsize

(b) 64 batchsize

(c) 128 batchsize

Figure A.25: Trigger ordered training with whitebox 50 commas trigger.
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